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Introduction


This book is a collection of RFCs and Internet-Drafts related to
specific working group. The RFC and Internet-Drafts files are normally
stored in plain ascii text format and they are converted to html
suitable for eBook use by automatic scripts. Those scripts try to
detect headers, pictures, lists, references etc and create special
html for each of those. For text paragraphs those scripts remove
indentation and hard linebreaks and makes text paragraphs as normal
text so font size of the eBook can be adjusted at will and features
like text-to-speech work.


As this conversion is completely automatic there might be errors in
the converted files. I have tried to fix the issues when I find them,
but sometimes fixing issue in one RFC cause problems in others, so not
all errors can be easily fixed, this is especially true for very old
RFCs which do not follow the formatting specifications. If you notice
errors in the formatting please send email to the
<kivinen+rfc-ebook@iki.fi> and describle the problem.
Please, remember to include the RFC number and the version number of
the eBook file (found from the cover page).


As the collection of RFCs is quite large there has been some issues
with the conversion to kindle, and some features do not seem to work
properly when full set of RFCs is used. Because of this some
work-arounds have been made to make the eBook still usable. If the
kindle software gets updated some of those work-arounds might be
removed. For more information about those see the Conversion section.


The primary output format of the scripts is the .mobi
format used in the kindle, and I have been using Kindle 3 as my
primary testing device, so if other reader devices are used, there
might be more issues. The automatic tools also create the
.ePub file, which can be used on platforms which do not
support .mobi format. There is program called mobipocket for
reading .mobi files, and that program is available for wide
range of devices including PalmOS, Symbian, PC, Windows Mobile,
Blackberry etc, so also those devices can be used in addition to
normal eBook readers.


How to use this book


In this section I will concentrate mostly on how to use this on
Kindle 3. This eBook contains 5 main parts:



	Cover page

	This introduction

	Index

	RFCs and Internet-Drafts

	Description of the conversion process




The cover page includes the date when this
eBook was created (i.e. eBook version).


The conversion section includes technical information how this
eBook was created and some known issues etc.


Navigation


There are four main ways to navigate through the book in addition
to normal page up and down.


Fastest way to go to specific RFC or Internet-Draft is to press
menu button on the Kindle 3, and then select Index from
the menu. This will give you the automatic index of the contents of
the this file. This allows quick access to the RFC by just typing the
numbers to the search box, i.e. pressing Alt-t, Alt-o, Alt-o, Alt-y
will jump you to the RFC 5996 and then you can use arrow down to
select RFC and hit enter to go there. For internet draft start typing
the draft name.


Another option is to use the RFC Index in the beginning of the file
(You can get to there by either pressing menu, selecting
Index and then clicking on the  Index in the beginning
of the index, or by pressing menu, selecting Go to...
and then selecting Table of Contents).


Third option is to use left and right arrows to navigate the next
and previous RFC/Internet-Drafts.


The fourth way to navigate inside the book is to use the links
inside the files. The RFC Index has direct links to every 100th RFC.
Each file contains links to back 5, forward 5, next and previous rfc.
Also any reference inside the documents pointing to other RFCs gets
you directly there. Some of the links inside RFC moves you inside the
RFC, i.e. clicking link on the table of contents inside the RFC moves
you to that section etc. Also references inside the RFC will move you
to the refences section etc.
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Abstract
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1. Introduction

   This document defines a YANG [RFC7950] module for alarm management.
   The purpose is to define a standardized alarm interface for network
   devices that can be easily integrated into management applications.
   The model is also applicable as a northbound alarm interface in the
   management applications.



   Alarm monitoring is a fundamental part of monitoring the network.
   Raw alarms from devices do not always tell the status of the network
   services or necessarily point to the root cause.  However, being able
   to feed alarms to the alarm management application in a standardized
   format is a starting point for performing higher level network
   assurance tasks.



   The design of the module is based on experience from using and
   implementing available alarm standards from ITU [X.733], 3GPP
   [ALARMIRP] and ANSI [ISA182].




1.1. Terminology and Notation

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "NOT RECOMMENDED", "MAY", and
   "OPTIONAL" in this document are to be interpreted as described in BCP
   14 [RFC2119] [RFC8174] when, and only when, they appear in all
   capitals, as shown here.



   The following terms are defined in [RFC7950]:



   o  action



   o  client



   o  data tree



   o  server



   The following terms are used within this document:



   o  Alarm (the general concept): An alarm signifies an undesirable
      state in a resource that requires corrective action.



   o  Alarm Type: An alarm type identifies a possible unique alarm state
      for a resource.  Alarm types are names to identify the state like
      "link-alarm", "jitter-violation", "high-disk-utilization".



   o  Resource: A fine-grained identification of the alarming resource,
      for example: an interface, a process.



   o  Alarm Instance: The alarm state for a specific resource and alarm
      type.  For example (GigabitEthernet0/15, link-alarm).  An entry in
      the alarm list.



   o  Alarm Inventory: A list of all possible alarm types on a system.



   o  Alarm Shelving: Blocking alarms according to specific criteria.



   o  Corrective Action: An action taken by an operator or automation
      routine in order to minimize the impact of the alarm or resolving
      the root cause.



   o  Management System: The alarm management application that consumes
      the alarms, i.e., acts as a client.



   o  System: The system that implements this YANG alarm module, i.e.,
      acts as a server.  This corresponds to a network device or a
      management application that provides a north-bound alarm
      interface.



   Tree diagrams used in this document follow the notation defined in
   [RFC8340].




2. Objectives

   The objectives for the design of the Alarm Module are:



   o  Simple to use.  If a system supports this module, it shall be
      straight-forward to integrate this into a YANG based alarm
      manager.



   o  View alarms as states on resources and not as discrete
      notifications.



   o  Clear definition of "alarm" in order to exclude general events
      that should not be forwarded as alarm notifications.



   o  Clear and precise identification of alarm types and alarm
      instances.



   o  A management system should be able to pull all available alarm
      types from a system, i.e., read the alarm inventory from a system.
      This makes it possible to prepare alarm operators with
      corresponding alarm instructions.



   o  Address alarm usability requirements, see Appendix G.  While IETF
      has not really addressed alarm management, telecom standards has
      addressed it purely from a protocol perspective.  The process
      industry has published several relevant standards addressing
      requirements for a useful alarm interface; [EEMUA], [ISA182].
      This alarm module defines usability requirements as well as a YANG
      data model.



   o  Mapping to X.733, which is a requirement for some alarm systems.
      Still, keep some of the X.733 concepts out of the core model in
      order to make the model small and easy to understand.




3. Alarm Module Concepts

   This section defines the fundamental concepts behind the data model.
   This section is rooted in the works of Vallin et. al [ALARMSEM].




3.1. Alarm Definition

   An alarm signifies an undesirable state in a resource that requires
   corrective action.



   There are two main things to remember from this definition:



   1.  the definition focuses on leaving out events and logging
       information in general.  Alarms should only be used for undesired
       states that require action.



   2.  the definition also focus on alarms as a state on a resource, not
       the notifications that report the state changes.



   See Appendix F for information how this definition relates to other
   alarm standards.




3.2. Alarm Type

   This document defines an alarm type with an alarm type id and an
   alarm type qualifier.



   The alarm type id is modeled as a YANG identity.  With YANG
   identities, new alarm types can be defined in a distributed fashion.
   YANG identities are hierarchical, which means that an hierarchy of
   alarm types can be defined.



   Standards and vendors should define their own alarm type identities
   based on this definition.



   The use of YANG identities means that all possible alarms are
   identified at design time.  This explicit declaration of alarm types
   makes it easier to allow for alarm qualification reviews and
   preparation of alarm actions and documentation.



   There are occasions where the alarm types are not known at design
   time.  For example, a system with digital inputs that allows users to
   connects detectors (e.g., smoke detector) to the inputs.  In this
   case it is a configuration action that says that certain connectors
   are fire alarms for example.



   In order to allow for dynamic addition of alarm types the alarm
   module allows for further qualification of the identity based alarm
   type using a string.  A potential drawback of this is that there is a
   big risk that alarm operators will receive alarm types as a surprise,
   they do not know how to resolve the problem since a defined alarm
   procedure does not necessarily exist.  To avoid this risk the system
   MUST publish all possible alarm types in the alarm inventory, see
   Section 4.2.



   A vendor or standard organization can define their own alarm-type
   hierarchy.  The example below shows a hierarchy based on X.733 event
   types:



import ietf‑alarms {
  prefix al;
}
identity vendor‑alarms {
  base al:alarm‑type;
}
identity communications‑alarm {
  base vendor‑alarms;
}
identity link‑alarm {
  base communications‑alarm;
}



   Alarm types can be abstract.  An abstract alarm type is used as a
   base for defining hierarchical alarm types.  Concrete alarm types are
   used for alarm states and appear in the alarm inventory.  There are
   two kinds of concrete alarm types:



   1.  The last subordinate identity in the "alarm-type-id" hierarchy is
       concrete, for example: "alarm-identity.environmental-
       alarm.smoke".  In this example "alarm-identity" and
       "environmental-alarm" are abstract YANG identities, whereas
       "smoke" is a concrete YANG identity.



   2.  The YANG identity hierarchy is abstract and the concrete alarm
       type is defined by the dynamic alarm qualifier string, for
       example: "alarm-identity.environmental-alarm.external-detector"
       with alarm-type-qualifier "smoke".



   For example:



// Alternative 1: concrete alarm type identity
import ietf‑alarms {
  prefix al;
}
identity environmental‑alarm {
  base al:alarm‑type;
  description "Abstract alarm type";
}
identity smoke {
  base environmental‑alarm;
  description "Concrete alarm type";
}

// Alternative 2: concrete alarm type qualifier
import ietf‑alarms {
  prefix al;
}
identity environmental‑alarm {
  base al:alarm‑type;
  description "Abstract alarm type";
}
identity external‑detector {
  base environmental‑alarm;
  description
    "Abstract alarm type, a run‑time configuration
     procedure sets the type of alarm detected. This will
     be reported in the alarm‑type‑qualifier.";
}



   A server SHOULD strive to minimize the number of dynamically defined
   alarm types.




3.3. Identifying the Alarming Resource

   It is of vital importance to be able to refer to the alarming
   resource.  This reference must be as fine-grained as possible.  If
   the alarming resource exists in the data tree then an instance-
   identifier MUST be used with the full path to the object.



   When the module is used in a controller/orchestrator/manager the
   original device resource identification can be modified to include
   the device in the path.  The details depend on how devices are
   identified, and are out of scope for this specification.



   Example:



      The original device alarm might identify the resource as
      "/dev:interfaces/dev:interface[dev:name='FastEthernet1/0']".



      The resource identification in the manager could look something
      like: "/mgr:devices/mgr:device[mgr:name='xyz123']/dev:interfaces/
      dev:interface[dev:name='FastEthernet1/0']"



   This module also allows for alternate naming of the alarming resource
   if it is not available in the data tree.




3.4. Identifying Alarm Instances

   A primary goal of this alarm module is to remove any ambiguity in how
   alarm notifications are mapped to an update of an alarm instance.
   X.733 and especially 3GPP were not really clear on this point.  This
   YANG alarm module states that the tuple (resource, alarm type
   identifier, alarm type qualifier) corresponds to a single alarm
   instance.  This means that alarm notifications for the same resource
   and same alarm type are matched to update the same alarm instance.
   These three leafs are therefore used as the key in the alarm list:



list alarm {
  key "resource alarm‑type‑id alarm‑type‑qualifier";
  ...
}




3.5. Alarm Life-Cycle

   The alarm model clearly separates the resource alarm life-cycle from
   the operator and administrative life-cycles of an alarm.



   o  resource alarm life-cycle: the alarm instrumentation that controls
      alarm raise, clearance, and severity changes.



   o  operator alarm life-cycle: operators acting upon alarms with
      actions like acknowledgment and closing.  Closing an alarm implies
      that the operator considers the corrective action performed.
      Operators can also shelf (block/filter) alarms in order to avoid
      nuisance alarms.



   o  administrative alarm life-cycle: purging (deleting) unwanted
      alarms and compressing the alarm status change list.  This module
      exposes operations to manage the administrative life-cycle.  The
      server may also perform these operations based on other policies,
      but how that is done is out of scope for this document.



   A server SHOULD describe how long it retains cleared/closed alarms:
   until manually purged or if it has an automatic removal policy.




3.5.1. Resource Alarm Life-Cycle

   From a resource perspective, an alarm can for example have the
   following life-cycle: raise, change severity, change severity, clear,
   being raised again etc.  All of these status changes can have
   different alarm texts generated by the instrumentation.  Two
   important things to note:



   1.  Alarms are not deleted when they are cleared.  Deleting alarms is
       an administrative process.  The alarm module defines an action
       "purge-alarms" that deletes alarms.



   2.  Alarms are not cleared by operators, only the underlying
       instrumentation can clear an alarm.  Operators can close alarms.



   The YANG tree representation below illustrates the resource oriented
   life-cycle:



+‑‑ro alarm* [resource alarm‑type‑id alarm‑type‑qualifier]
   ...
   +‑‑ro is‑cleared                 boolean
   +‑‑ro last‑changed               yang:date‑and‑time
   +‑‑ro perceived‑severity         severity
   +‑‑ro alarm‑text                 alarm‑text
   +‑‑ro status‑change* [time] {alarm‑history}?
      +‑‑ro time                    yang:date‑and‑time
      +‑‑ro perceived‑severity      severity‑with‑clear
      +‑‑ro alarm‑text              alarm‑text



   For every status change from the resource perspective a row is added
   to the "status-change" list.  The last status values are also
   represented as leafs for the alarm.  Note well that the alarm
   severity does not include "cleared", alarm clearance is a boolean
   flag.



   An alarm can therefore look like this: ((GigabitEthernet0/25, link-
   alarm,""), false, T, major, "Interface GigabitEthernet0/25 down")




3.5.2. Operator Alarm Life-cycle

   Operators can also act upon alarms using the set-operator-state
   action:



+‑‑ro alarm* [resource alarm‑type‑id alarm‑type‑qualifier]
   ...
   +‑‑ro operator‑state‑change* [time] {operator‑actions}?
   |  +‑‑ro time        yang:date‑and‑time
   |  +‑‑ro operator    string
   |  +‑‑ro state       operator‑state
   |  +‑‑ro text?       string
   +‑‑‑x set‑operator‑state {operator‑actions}?
      +‑‑‑w input
         +‑‑‑w state    writable‑operator‑state
         +‑‑‑w text?    string



   The operator state for an alarm can be: "none", "ack", "shelved", and
   "closed".  Alarm deletion (using the action "purge-alarms"), can use
   this state as a criteria.  A closed alarm is an alarm where the
   operator has performed any required corrective actions.  Closed
   alarms are good candidates for being purged.




3.5.3. Administrative Alarm Life-Cycle

   Deleting alarms from the alarm list is considered an administrative
   action.  This is supported by the "purge-alarms" action.  The "purge-
   alarms" action takes a filter as input.  The filter selects alarms
   based on the operator and resource life-cycle such as "all closed
   cleared alarms older than a time specification".  The server may also
   perform these operations based on other policies, but how that is
   done is out of scope for this document.



   Purged alarms are removed from the alarm list.  Note well, if the
   alarm resource state changes after a purge, the alarm will reappear
   in the alarm list.



   Alarms can be compressed.  Compressing an alarm deletes all entries
   in the alarm's "status-change" list except for the last status
   change.  A client can perform this using the "compress-alarms"
   action.  The server may also perform these operations based on other
   policies, but how that is done is out of scope for this document.




3.6. Root Cause, Impacted Resources and Related Alarms

   The general principle of this alarm module is to limit the amount of
   alarms.  In many cases several resources are affected for a given
   underlying problem.  A full disk will of course impact databases and
   applications as well.  The recommendation is not have a single alarm
   for the underlying problem an list the affected resources in the
   alarm, rather than having separate alarms for each resource.



   The alarm has one leaf-list to identify possible "impacted-resources"
   and a leaf-list to identify possible "root-cause-resources".  These
   serves as hints only.  It is up to the client application to use this
   information to present the overall status.  Using the the disk full
   example, a "good" alarm would be to use the hard disk partition as
   the alarming resource and add the database and applications into the
   impacted-resources leaf-list.



   A system should always strive to identify the resource that can be
   acted upon as the "resource" leaf.  The "impacted-resource" leaf-list
   shall be used to identify any side-effects of the alarm.  The
   impacted resources can not be acted upon to fix the problem.  The
   disk full example above illustrates the principle; you can not fix
   the underlying issue by database operations.  However, you need to
   pay attention to the database to perform any operations that limits
   the impact of problem.



   In some occasions the system might not be capable of detecting the
   root cause, the resource that can be acted upon.  The instrumentation
   in this case only monitors the side-effect and needs to represent an
   alarm that indicates a situation that needs acting upon.  The
   instrumentation still might identify possible candidates for the
   root-cause resource.  In this case the "root-cause-resource" leaf-
   list can be used to indicate the candidate root-cause resources.  An
   example of this kind of alarm might be an active test tool that
   detects an SLA violation on a VPN connection and identifies the
   devices along the chain as candidate root causes.



   The alarm module also supports a way to associate different alarms to
   each other with the "related-alarm" list.  This list enables the
   server to inform the client that certain alarms are related to other
   alarms.



   Note well that this module does not prescribe any dependencies or
   preference between the above alarm correlation mechanisms.  Different
   systems have different capabilities and the above described
   mechanisms are available to support the instrumentation features.




3.7. Alarm Shelving

   Alarm shelving is an important function in order for alarm management
   applications and operators to stop superfluous alarms.  A shelved
   alarm implies that any alarms fulfilling this criteria are ignored
   (blocked/filtered).  Shelved alarms appear in a dedicated shelved
   alarm list in order not to disturb the relevant alarms.  Shelved
   alarms do not generate notifications.




3.8. Alarm Profiles

   Alarm profiles are used to configure further information to an alarm
   type.  This module supports configuring severity levels overriding
   the system default levels.  This corresponds to the Alarm Assignment
   Profile, ASAP, functionality in M.3100 [M.3100] and M.3160 [M.3160].
   Other standard or enterprise modules can augment this list with
   further alarm type information.




4. Alarm Data Model

   The fundamental parts of the data model are the "alarm-list" with
   associated notifications and the "alarm-inventory" list of all
   possible alarm types.  These MUST be implemented by a system.  The
   rest of the data model are made conditional with YANG the features
   "operator-actions", "alarm-shelving", "alarm-history", "alarm-
   summary", "alarm-profile", and "severity-assignment".



   The data model has the following overall structure:



+‑‑rw control
|  +‑‑rw max‑alarm‑status‑changes?         union
|  +‑‑rw (notify‑status‑changes)?
|  |     ...
|  +‑‑rw alarm‑shelving {alarm‑shelving}?
|        ...
+‑‑ro alarm‑inventory
|  +‑‑ro alarm‑type* [alarm‑type‑id alarm‑type‑qualifier]
|        ...
+‑‑ro summary {alarm‑summary}?
|  +‑‑ro alarm‑summary* [severity]
|  |     ...
|  +‑‑ro shelves‑active?   empty {alarm‑shelving}?
+‑‑ro alarm‑list
|  +‑‑ro number‑of‑alarms?   yang:gauge32
|  +‑‑ro last‑changed?       yang:date‑and‑time
|  +‑‑ro alarm* [resource alarm‑type‑id alarm‑type‑qualifier]
|  |     ...
|  +‑‑‑x purge‑alarms
|  |     ...
|  +‑‑‑x compress‑alarms {alarm‑history}?
|        ...
+‑‑ro shelved‑alarms {alarm‑shelving}?
|  +‑‑ro number‑of‑shelved‑alarms?      yang:gauge32
|  +‑‑ro shelved‑alarms‑last‑changed?   yang:date‑and‑time
|  +‑‑ro shelved‑alarm*
|  |       [resource alarm‑type‑id alarm‑type‑qualifier]
|  |     ...
|  +‑‑‑x purge‑shelved‑alarms
|  |     ...
|  +‑‑‑x compress‑shelved‑alarms {alarm‑history}?
|        ...
+‑‑rw alarm‑profile*
        [alarm‑type‑id alarm‑type‑qualifier‑match resource]
        {alarm‑profile}?
   +‑‑rw alarm‑type‑id                        alarm‑type‑id
   +‑‑rw alarm‑type‑qualifier‑match           string
   +‑‑rw resource                             resource‑match
   +‑‑rw description                          string
   +‑‑rw alarm‑severity‑assignment‑profile
           {severity‑assignment}?
         ...




4.1. Alarm Control

   The "/alarms/control/notify-status-changes" choice controls if
   notifications are sent for all state changes, only raise and clear,
   or only notifications more severe than a configured level.  This
   feature in combination with alarm shelving corresponds to the ITU
   Alarm Report Control functionality.



   Every alarm has a list of status changes, this is a circular list.
   The length of this list is controlled by "/alarms/control/max-alarm-
   status-changes".




4.1.1. Alarm Shelving

   The shelving control tree is shown below:



+‑‑rw control
   +‑‑rw alarm‑shelving {alarm‑shelving}?
      +‑‑rw shelf* [name]
         +‑‑rw name                          string
         +‑‑rw resource*                     resource‑match
         +‑‑rw alarm‑type‑id?                alarm‑type‑id
         +‑‑rw alarm‑type‑qualifier‑match?   string
         +‑‑rw description?                  string




   Shelved alarms are shown in a dedicated shelved alarm list.  The
   instrumentation MUST move shelved alarms from the alarm list
   (/alarms/alarm-list) to the shelved alarm list (/alarms/shelved-
   alarms/).  Shelved alarms do not generate any notifications.  When
   the shelving criteria is removed or changed the alarm list MUST be
   updated to the correct actual state of the alarms.



   Shelving and unshelving can only be performed by editing the shelf
   configuration.  It cannot be performed on individual alarms.  The
   server will add an operator state indicating that the alarm was
   shelved/unshelved.



   A leaf (/alarms/summary/shelfs-active) in the alarm summary indicates
   if there are shelved alarms.



   A system can select to not support the shelving feature.




4.2. Alarm Inventory

   The alarm inventory represents all possible alarm types that may
   occur in the system.  A management system may use this to build alarm
   procedures.  The alarm inventory is relevant for several reasons:
      The system might not instrument all defined alarm type identities,
      and some alarm identities are abstract.



      The system has configured dynamic alarm types using the alarm
      qualifier.  The inventory makes it possible for the management
      system to discover these.



   Note that the mechanism whereby dynamic alarm types are added using
   the alarm type qualifier MUST populate this list.



   The optional leaf-list "resource" in the alarm inventory enables the
   system to publish for which resources a given alarm type may appear.



   A server MUST implement the alarm inventory in order to enable
   controlled alarm procedures in the client.



   A server implementer may want to document the alarm inventory for
   off-line processing by clients.  The file format defined in
   [I-D.ietf-netmod-yang-instance-file-format] can be used for this
   purpose.



   The alarm inventory tree is shown below:



+‑‑ro alarm‑inventory
   +‑‑ro alarm‑type* [alarm‑type‑id alarm‑type‑qualifier]
      +‑‑ro alarm‑type‑id           alarm‑type‑id
      +‑‑ro alarm‑type‑qualifier    alarm‑type‑qualifier
      +‑‑ro resource*               resource‑match
      +‑‑ro has‑clear               boolean
      +‑‑ro severity‑levels*        severity
      +‑‑ro description             string





4.3. Alarm Summary

   The alarm summary list summarizes alarms per severity; how many
   cleared, cleared and closed, and closed.  It also gives an indication
   if there are shelved alarms.



   The alarm summary tree is shown below:



+‑‑ro summary {alarm‑summary}?
   +‑‑ro alarm‑summary* [severity]
   |  +‑‑ro severity                  severity
   |  +‑‑ro total?                    yang:gauge32
   |  +‑‑ro not‑cleared?              yang:gauge32
   |  +‑‑ro cleared?                  yang:gauge32
   |  +‑‑ro cleared‑not‑closed?       yang:gauge32
   |  |       {operator‑actions}?
   |  +‑‑ro cleared‑closed?           yang:gauge32
   |  |       {operator‑actions}?
   |  +‑‑ro not‑cleared‑closed?       yang:gauge32
   |  |       {operator‑actions}?
   |  +‑‑ro not‑cleared‑not‑closed?   yang:gauge32
   |          {operator‑actions}?
   +‑‑ro shelves‑active?   empty {alarm‑shelving}?





4.4. The Alarm List

   The alarm list (/alarms/alarm-list) is a function from (resource,
   alarm type, alarm type qualifier) to the current composite alarm
   state.  The composite state includes states for the resource life-
   cycle such as severity, clearance flag and operator states such as
   acknowledgment.  This means that for a given resource and alarm-type
   the alarm list shows the current states of the alarm such as
   acknowledged and cleared status.



+‑‑ro alarm‑list
   +‑‑ro number‑of‑alarms?   yang:gauge32
   +‑‑ro last‑changed?       yang:date‑and‑time
   +‑‑ro alarm* [resource alarm‑type‑id alarm‑type‑qualifier]
   |  +‑‑ro resource                 resource
   |  +‑‑ro alarm‑type‑id            alarm‑type‑id
   |  +‑‑ro alarm‑type‑qualifier     alarm‑type‑qualifier
   |  +‑‑ro alt‑resource*            resource
   |  +‑‑ro related‑alarm*
   |  |       [resource alarm‑type‑id alarm‑type‑qualifier]
   |  |  +‑‑ro resource
   |  |  |       ‑> /alarms/alarm‑list/alarm/resource
   |  |  +‑‑ro alarm‑type‑id           leafref
   |  |  +‑‑ro alarm‑type‑qualifier    leafref
   |  +‑‑ro impacted‑resource*       resource
   |  +‑‑ro root‑cause‑resource*     resource
   |  +‑‑ro time‑created             yang:date‑and‑time
   |  +‑‑ro is‑cleared               boolean
   |  +‑‑ro last‑raised              yang:date‑and‑time
   |  +‑‑ro last‑changed             yang:date‑and‑time
   |  +‑‑ro perceived‑severity       severity

   |  +‑‑ro alarm‑text               alarm‑text
   |  +‑‑ro status‑change* [time] {alarm‑history}?
   |  |  +‑‑ro time                  yang:date‑and‑time
   |  |  +‑‑ro perceived‑severity    severity‑with‑clear
   |  |  +‑‑ro alarm‑text            alarm‑text
   |  +‑‑ro operator‑state‑change* [time] {operator‑actions}?
   |  |  +‑‑ro time        yang:date‑and‑time
   |  |  +‑‑ro operator    string
   |  |  +‑‑ro state       operator‑state
   |  |  +‑‑ro text?       string
   |  +‑‑‑x set‑operator‑state {operator‑actions}?
   |  |  +‑‑‑w input
   |  |     +‑‑‑w state    writable‑operator‑state
   |  |     +‑‑‑w text?    string
   |  +‑‑‑n operator‑action {operator‑actions}?
   |     +‑‑ time        yang:date‑and‑time
   |     +‑‑ operator    string
   |     +‑‑ state       operator‑state
   |     +‑‑ text?       string
   +‑‑‑x purge‑alarms
   |  +‑‑‑w input
   |  |  +‑‑‑w alarm‑status             enumeration
   |  |  +‑‑‑w older‑than!
   |  |  |  +‑‑‑w (age‑spec)?
   |  |  |     +‑‑:(seconds)
   |  |  |     |  +‑‑‑w seconds?   uint16
   |  |  |     +‑‑:(minutes)
   |  |  |     |  +‑‑‑w minutes?   uint16
   |  |  |     +‑‑:(hours)
   |  |  |     |  +‑‑‑w hours?     uint16
   |  |  |     +‑‑:(days)
   |  |  |     |  +‑‑‑w days?      uint16
   |  |  |     +‑‑:(weeks)
   |  |  |        +‑‑‑w weeks?     uint16
   |  |  +‑‑‑w severity!
   |  |  |  +‑‑‑w (sev‑spec)?
   |  |  |     +‑‑:(below)
   |  |  |     |  +‑‑‑w below?   severity
   |  |  |     +‑‑:(is)
   |  |  |     |  +‑‑‑w is?      severity
   |  |  |     +‑‑:(above)
   |  |  |        +‑‑‑w above?   severity
   |  |  +‑‑‑w operator‑state‑filter! {operator‑actions}?
   |  |     +‑‑‑w state?   operator‑state
   |  |     +‑‑‑w user?    string
   |  +‑‑ro output
   |     +‑‑ro purged‑alarms?   uint32
   +‑‑‑x compress‑alarms {alarm‑history}?

      +‑‑‑w input
      |  +‑‑‑w resource?               resource‑match
      |  +‑‑‑w alarm‑type‑id?
      |  |       ‑> /alarms/alarm‑list/alarm/alarm‑type‑id
      |  +‑‑‑w alarm‑type‑qualifier?   leafref
      +‑‑ro output
         +‑‑ro compressed‑alarms?   uint32




   Every alarm has three important states, the resource clearance state
   "is-cleared", the severity "perceived-severity" and the operator
   state available in the operator state change list.



   In order to see the alarm history the resource state changes are
   available in the "status-change" list and the operator history is
   available in the "operator-state-change" list.




4.5. The Shelved Alarms List

   The shelved alarm list has the same structure as the alarm list
   above.  It shows all the alarms that matches the shelving criteria
   (/alarms/control/alarm-shelving).




4.6. Alarm Profiles

   Alarm profiles (/alarms/alarm-profile/) is a list of configurable
   alarm types.  The list supports configurable alarm severity levels in
   the container "alarm-severity-assignment-profile".  If an alarm
   matches the configured alarm type it MUST use the configured severity
   level(s) instead of the system default.  This configuration MUST also
   be represented in the alarm inventory.



+‑‑rw alarm‑profile*
        [alarm‑type‑id alarm‑type‑qualifier‑match resource]
        {alarm‑profile}?
   +‑‑rw alarm‑type‑id                        alarm‑type‑id
   +‑‑rw alarm‑type‑qualifier‑match           string
   +‑‑rw resource                             resource‑match
   +‑‑rw description                          string
   +‑‑rw alarm‑severity‑assignment‑profile
           {severity‑assignment}?
      +‑‑rw severity‑levels*   severity




4.7. Operations

   The alarm module supports the following actions to manage the alarms:



/alarms/alarm‑list/purge‑alarms:  Delete alarms from the "alarm‑list"
   according to specific criteria, for example all cleared alarms
   older than a specific date.

/alarms/alarm‑list/compress‑alarms:  Compress the "status‑change"
   list for the alarms.

/alarms/alarm‑list/alarm/set‑operator‑state:  Change the operator
   state for an alarm.  For example, an alarn can be acknowledged by
   setting the operator state to "ack".

/alarms/shelved‑alarm‑list/purge‑shelved‑alarms:  Delete alarms from
   the "shelved‑alarm‑list" according to specific criteria, for
   example all alarms older than a specific date.

/alarms/shelved‑alarm‑list/compress‑shelved‑alarms:  Compress the
   "status‑change" list for the alarms.




4.8. Notifications

   The alarm module supports a general notification to report alarm
   state changes.  It carries all relevant parameters for the alarm
   management application.



   There is also a notification to report that an operator changed the
   operator state on an alarm, like acknowledge.



   If the alarm inventory is changed, for example a new card type is
   inserted, a notification will tell the management application that
   new alarm types are available.






5. Relationship to the ietf-hardware YANG module

   RFC 8348 [RFC8348] defines the "ietf-hardware" YANG data model for
   the management of hardware.  The "alarm-state" in RFC 8348 is a
   summary of the alarm severity levels that may be active on the
   specific hardware component.  It does not say anything about how
   alarms are reported, and it doesn't provide any details of the
   alarms.



   The mapping between the alarm YANG data model and the "alarm-state"
   in RFC 8348 is as follows:



resource:  Corresponds to an entry in the list "/hardware/component/"

is‑cleared:  No bit set in "/hardware/component/state/alarm‑state"

perceived‑severity:  Corresponding bit set in
   "/hardware/component/state/alarm‑state".

operator‑state‑change/state:  If the alarm is acknowledged by the
   operator, the bit "under‑repair" is in "/hardware/component/state/
   alarm‑state".




6. Alarm YANG Module

   This YANG module references [RFC6991].



<CODE BEGINS> file "ietf‑alarms@2018‑11‑22.yang"
module ietf‑alarms {
  yang‑version 1.1;
  namespace "urn:ietf:params:xml:ns:yang:ietf‑alarms";
  prefix al;

  import ietf‑yang‑types {
    prefix yang;
    reference "RFC 6991: Common YANG Data Types.";
  }

  organization
    "IETF CCAMP Working Group";
  contact
    "WG Web:   <http://tools.ietf.org/wg/ccamp>
     WG List:  <mailto:ccamp@ietf.org>

     Editor:   Stefan Vallin
               <mailto:stefan@wallan.se>

     Editor:   Martin Bjorklund
               <mailto:mbj@tail‑f.com>";
  // RFC Ed.: replace XXXX with actual RFC number and
  // remove this note.
  description
    "This module defines an interface for managing alarms.  Main
     inputs to the module design are the 3GPP Alarm IRP, ITU‑T X.733
     and ANSI/ISA‑18.2 alarm standards.



        Main features of this module include:



          * Alarm list:

                    A list of all alarms.  Cleared alarms stay in



                    the list until explicitly purged.



          * Operator actions on alarms:

                    Acknowledging and closing alarms.



          * Administrative actions on alarms:

                    Purging alarms from the list according to specific
                    criteria.



* Alarm inventory:
          A management application can read all
          alarm types implemented by the system.

* Alarm shelving:
          Shelving (blocking) alarms according
          to specific criteria.

* Alarm profiles:
          A management system can attach further
          information to alarm types, for example
          overriding system default severity
          levels.



        This module uses a stateful view on alarms.  An alarm is a state
        for a specific resource (note that an alarm is not a
        notification).  An alarm type is a possible alarm state for a
        resource.  For example, the tuple:



          ('link-alarm', 'GigabitEthernet0/25')



        is an alarm of type 'link-alarm' on the resource
        'GigabitEthernet0/25'.



        Alarm types are identified using YANG identities and an optional
        string-based qualifier.  The string-based qualifier allows for
        dynamic extension of the statically defined alarm types.  Alarm
        types identify a possible alarm state and not the individual
        notifications.  For example, the traditional 'link-down' and
        'link-up' notifications are two notifications referring to the
        same alarm type 'link-alarm'.



        With this design there is no ambiguity about how alarm and alarm
        clear correlation should be performed: notifications that report
        the same resource and alarm type are considered updates of the
        same alarm, e.g., clearing an active alarm or changing the
        severity of an alarm.



        The instrumentation can update 'severity' and 'alarm-text' on an



        existing alarm.  The above alarm example can therefore look
        like:



(('link‑alarm', 'GigabitEthernet0/25'),
 warning,
 'interface down while interface admin state is up')



        There is a clear separation between updates on the alarm from
        the underlying resource, like clear, and updates from an
        operator like acknowledge or closing an alarm:



(('link‑alarm', 'GigabitEthernet0/25'),
 warning,
 'interface down while interface admin state is up',
 cleared,
 closed)



        Administrative actions like removing closed alarms older than a
        given time is supported.



        This alarm module does not define how the underlying
        instrumentation detects and clears the specific alarms.  That
        belongs to the SDO or enterprise that owns that specific
        technology.



        Copyright (c) 2018 IETF Trust and the persons identified as
        authors of the code.  All rights reserved.



        Redistribution and use in source and binary forms, with or
        without modification, is permitted pursuant to, and subject to
        the license terms contained in, the Simplified BSD License set
        forth in Section 4.c of the IETF Trust's Legal Provisions
        Relating to IETF Documents
        (https://trustee.ietf.org/license-info).



        The key words 'MUST', 'MUST NOT', 'REQUIRED', 'SHALL', 'SHALL
        NOT', 'SHOULD', 'SHOULD NOT', 'RECOMMENDED', 'NOT RECOMMENDED',
        'MAY', and 'OPTIONAL' in the module text are to be interpreted
        as described in BCP 14 [RFC 2119] [RFC8174] when, and only when,
        they appear in all capitals, as shown here.



        This version of this YANG module is part of RFC XXXX
        (https://tools.ietf.org/html/rfcXXXX); see the RFC itself for
        full legal notices.";



// RFC Ed.: update the date below with the date of RFC publication
// and remove this note.
revision 2018‑11‑22 {

  description
    "Initial revision.";
  reference "RFC XXXX: YANG Alarm Module";
}

/*
 * Features
 */

feature operator‑actions {
  description
    "This feature indicates that the system supports operator
     states on alarms.";
}

feature alarm‑shelving {
  description
    "This feature indicates that the system supports shelving
     (blocking) alarms.";
}

feature alarm‑history {
  description
    "This feature indicates that server maintains a history of
     state changes for each alarm.  For example, if an alarm
     toggles between cleared and active 10 times, these state
     changes are present in a separate list in the alarm.";
}

feature alarm‑summary {
  description
    "This feature indicates that the server summarizes the number
     of alarms per severity and operator state.";
}

feature alarm‑profile {
  description
    "The system supports clients to configure further information
     to each alarm type.";
}

feature severity‑assignment {
  description
    "The system supports configurable alarm severity levels.";
  reference
    "M.3160/M.3100 Alarm Severity Assignment Profile, ASAP";
}

/*
 * Identities
 */

identity alarm‑type‑id {
  description
    "Base identity for alarm types.  A unique identification of the
     alarm, not including the resource.  Different resources can
     share alarm types.  If the resource reports the same alarm
     type, it is to be considered to be the same alarm.  The alarm
     type is a simplification of the different X.733 and 3GPP alarm
     IRP alarm correlation mechanisms and it allows for
     hierarchical extensions.



          A string-based qualifier can be used in addition to the
          identity in order to have different alarm types based on
          information not known at design-time, such as values in
          textual SNMP Notification var-binds.



          Standards and vendors can define sub-identities to clearly
          identify specific alarm types.



          This identity is abstract and MUST NOT be used for alarms.";
     }



/*
 * Common types
 */

typedef resource {
  type union {
    type instance‑identifier {
      require‑instance false;
    }
    type yang:object‑identifier;
    type string;
    type yang:uuid;
  }
  description
    "This is an identification of the alarming resource, such as an
     interface.  It should be as fine‑grained as possible both to
     guide the operator and to guarantee uniqueness of the alarms.



          If the alarming resource is modelled in YANG, this type will
          be an instance-identifier.



          If the resource is an SNMP object, the type will be an
          object-identifier.



          If the resource is anything else, for example a distinguished
          name or a CIM path, this type will be a string.



          If the alarming object is identified by a UUID use the uuid
          type.  Be cautious when using this type, since a UUID is hard
          to use for an operator.



     If the server supports several models, the presedence should
     be in the order as given in the union definition.";
}

typedef resource‑match {
  type union {
    type yang:xpath1.0;
    type yang:object‑identifier;
    type string;
  }
  description
    "This type is used to match resources of type 'resource'.
     Since the type 'resource' is a union of different types, the
     'resource‑match' type is also a union of corresponding types.



          If the type is given as an XPath 1.0 expression, a resource of
          type 'instance-identifier' matches if the instance is part of
          the node set that is the result of evaluating the XPath 1.0
          expression.  For example, the XPath 1.0 expression:



           /ietf-interfaces:interfaces/ietf-interfaces:interface

               [ietf-interfaces:type='ianaift:ethernetCsmacd']



          would match the resource instance-identifier:



           /if:interfaces/if:interface[if:name='eth1'],



          assuming that the interface 'eth1' is of type
          'ianaift:ethernetCsmacd'.



          If the type is given as an object identifier, a resource of
          type 'object-identifier' matches if the match object
          identifier is a prefix of the resource's object identifier.
          For example, the value:



           1.3.6.1.2.1.2.2



          would match the resource object identifier:



           1.3.6.1.2.1.2.2.1.1.5



          If the type is given as an UUID or a string, it is interpreted
          as a W3C regular expression, which matches a resource of type
          'yang:uuid' or 'string' if the given regular expression
          matches the resource string.



          If the type is given as an XPath expression it is evaluated
          in the following XPath context:



            o  The set of namespace declarations is the set of prefix
               and namespace pairs for all YANG modules implemented by
               the server, where the prefix is the YANG module name and
               the namespace is as defined by the 'namespace' statement
               in the YANG module.



               If a leaf of this type is encoded in XML, all namespace
               declarations in scope on the leaf element are added to
               the set of namespace declarations.  If a prefix found in
               the XML is already present in the set of namespace
               declarations, the namespace in the XML is used.



            o  The set of variable bindings is empty.



       o  The function library is the core function library
          and the functions defined in Section 10 of RFC 7950.

       o  The context node is the root node in the data tree.";
}

typedef alarm‑text {
  type string;
  description
    "The string used to inform operators about the alarm.  This
     MUST contain enough information for an operator to be able to
     understand the problem and how to resolve it.  If this string
     contains structure, this format should be clearly documented
     for programs to be able to parse that information.";
}

typedef severity {
  type enumeration {
    enum indeterminate {
      value 2;
      description
        "Indicates that the severity level could not be
         determined.  This level SHOULD be avoided.";
    }
    enum minor {
      value 3;

      description
        "The 'minor' severity level indicates the existence of a
         non‑service affecting fault condition and that corrective
         action should be taken in order to prevent a more serious
         (for example, service affecting) fault.  Such a severity
         can be reported, for example, when the detected alarm
         condition is not currently degrading the capacity of the
         resource.";
    }
    enum warning {
      value 4;
      description
        "The 'warning' severity level indicates the detection of a
         potential or impending service affecting fault, before any
         significant effects have been felt.  Action should be
         taken to further diagnose (if necessary) and correct the
         problem in order to prevent it from becoming a more
         serious service affecting fault.";
    }
    enum major {
      value 5;
      description
        "The 'major' severity level indicates that a service
         affecting condition has developed and an urgent corrective
         action is required.  Such a severity can be reported, for
         example, when there is a severe degradation in the
         capability of the resource and its full capability must be
         restored.";
    }
    enum critical {
      value 6;
      description
        "The 'critical' severity level indicates that a service
         affecting condition has occurred and an immediate
         corrective action is required.  Such a severity can be
         reported, for example, when a resource becomes totally out
         of service and its capability must be restored.";
    }
  }
  description
    "The severity level of the alarm.  Note well that value 'clear'
     is not included.  If an alarm is cleared or not is a separate
     boolean flag.";
  reference
    "ITU Recommendation X.733: Information Technology
       ‑ Open Systems Interconnection
       ‑ System Management: Alarm Reporting Function";
}

typedef severity‑with‑clear {
  type union {
    type enumeration {
      enum cleared {
        value 1;
        description
          "The alarm is cleared by the instrumentation.";
      }
    }
    type severity;
  }
  description
    "The severity level of the alarm including clear.  This is used
     only in notifications reporting state changes for an alarm.";
}

typedef writable‑operator‑state {
  type enumeration {
    enum none {
      value 1;
      description
        "The alarm is not being taken care of.";
    }
    enum ack {
      value 2;
      description
        "The alarm is being taken care of.  Corrective action not
         taken yet, or failed";
    }
    enum closed {
      value 3;
      description
        "Corrective action taken successfully.";
    }
  }
  description
    "Operator states on an alarm.  The 'closed' state indicates
     that an operator considers the alarm being resolved.  This is
     separate from the alarm's 'is‑cleared' leaf.";
}

typedef operator‑state {
  type union {
    type writable‑operator‑state;
    type enumeration {
      enum shelved {
        value 4;
        description

          "The alarm is shelved.  Alarms in /alarms/shelved‑alarms/
           MUST be assigned this operator state by the server as
           the last entry in the operator‑state‑change list.  The
           text for that entry SHOULD include the shelf name.";
      }
      enum un‑shelved {
        value 5;
        description
          "The alarm is moved back to 'alarm‑list' from a shelf.
           Alarms that are moved from /alarms/shelved‑alarms/ to
           /alarms/alarm‑list MUST be assigned this state by the
           server as the last entry in the 'operator‑state‑change'
           list.  The text for that entry SHOULD include the shelf
           name.";
      }
    }
  }
  description
    "Operator states on an alarm.  The 'closed' state indicates
     that an operator considers the alarm being resolved.  This is
     separate from the alarm's 'is‑cleared' leaf.";
}



     /* Alarm type */



typedef alarm‑type‑id {
  type identityref {
    base alarm‑type‑id;
  }
  description
    "Identifies an alarm type.  The description of the alarm type
     id MUST indicate if the alarm type is abstract or not.  An
     abstract alarm type is used as a base for other alarm type ids
     and will not be used as a value for an alarm or be present in
     the alarm inventory.";
}

typedef alarm‑type‑qualifier {
  type string;
  description
    "If an alarm type can not be fully specified at design time by
     alarm‑type‑id, this string qualifier is used in addition to
     fully define a unique alarm type.

     The definition of alarm qualifiers is considered being part of
     the instrumentation and out of scope for this module.  An
     empty string is used when this is part of a key.";
}

/*
 * Groupings
 */

grouping common‑alarm‑parameters {
  description
    "Common parameters for an alarm.

     This grouping is used both in the alarm list and in the
     notification representing an alarm state change.";
  leaf resource {
    type resource;
    mandatory true;
    description
      "The alarming resource.  See also 'alt‑resource'.  This could
       for example be a reference to the alarming interface";
  }
  leaf alarm‑type‑id {
    type alarm‑type‑id;
    mandatory true;
    description
      "This leaf and the leaf 'alarm‑type‑qualifier' together
       provides a unique identification of the alarm type.";
  }
  leaf alarm‑type‑qualifier {
    type alarm‑type‑qualifier;
    description
      "This leaf is used when the 'alarm‑type‑id' leaf cannot
       uniquely identify the alarm type.  Normally, this is not the
       case, and this leaf is the empty string.";
  }
  leaf‑list alt‑resource {
    type resource;
    description
      "Used if the alarming resource is available over other
       interfaces.  This field can contain SNMP OID's, CIM paths or
       3GPP Distinguished names for example.";
  }
  list related‑alarm {
    key "resource alarm‑type‑id alarm‑type‑qualifier";
    description
      "References to related alarms.  Note that the related alarm
       might have been purged from the alarm list.";
    leaf resource {
      type leafref {
        path "/alarms/alarm‑list/alarm/resource";
        require‑instance false;
      }

      description
        "The alarming resource for the related alarm.";
    }
    leaf alarm‑type‑id {
      type leafref {
        path "/alarms/alarm‑list/alarm"
           + "[resource=current()/../resource]"
           + "/alarm‑type‑id";
        require‑instance false;
      }
      description
        "The alarm type identifier for the related alarm.";
    }
    leaf alarm‑type‑qualifier {
      type leafref {
        path "/alarms/alarm‑list/alarm"
           + "[resource=current()/../resource]"
           + "[alarm‑type‑id=current()/../alarm‑type‑id]"
           + "/alarm‑type‑qualifier";
        require‑instance false;
      }
      description
        "The alarm qualifier for the related alarm.";
    }
  }
  leaf‑list impacted‑resource {
    type resource;
    description
      "Resources that might be affected by this alarm.  If the
       system creates an alarm on a resource and also has a mapping
       to other resources that might be impacted, these resources
       can be listed in this leaf‑list.  In this way the system can
       create one alarm instead of several.  For example, if an
       interface has an alarm, the 'impacted‑resource' can
       reference the aggregated port channels.";
  }
  leaf‑list root‑cause‑resource {
    type resource;
    description
      "Resources that are candidates for causing the alarm.  If the
       system has a mechanism to understand the candidate root
       causes of an alarm, this leaf‑list can be used to list the
       root cause candidate resources.  In this way the system can
       create one alarm instead of several.  An example might be a
       logging system (alarm resource) that fails, the alarm can
       reference the file‑system in the 'root‑cause‑resource'
       leaf‑list.  Note that the intended use is not to also send
       an an alarm with the root‑cause‑resource as alarming

       resource.  The root‑cause‑resource leaf list is a hint and
       should not also generate an alarm for the same problem.";
  }
}

grouping alarm‑state‑change‑parameters {
  description
    "Parameters for an alarm state change.

     This grouping is used both in the alarm list's status‑change
     list and in the notification representing an alarm state
     change.";
  leaf time {
    type yang:date‑and‑time;
    mandatory true;
    description
      "The time the status of the alarm changed.  The value
       represents the time the real alarm state change appeared in
       the resource and not when it was added to the alarm
       list.  The /alarm‑list/alarm/last‑changed MUST be set to the
       same value.";
  }
  leaf perceived‑severity {
    type severity‑with‑clear;
    mandatory true;
    description
      "The severity of the alarm as defined by X.733.  Note that
       this may not be the original severity since the alarm may
       have changed severity.";
    reference
      "ITU Recommendation X.733: Information Technology
         ‑ Open Systems Interconnection
         ‑ System Management: Alarm Reporting Function";
  }
  leaf alarm‑text {
    type alarm‑text;
    mandatory true;
    description
      "A user friendly text describing the alarm state change.";
    reference
      "ITU Recommendation X.733: Information Technology
         ‑ Open Systems Interconnection
         ‑ System Management: Alarm Reporting Function";
  }
}



     grouping operator-parameters {

       description



    "This grouping defines parameters that can be changed by an
     operator.";
  leaf time {
    type yang:date‑and‑time;
    mandatory true;
    description
      "Timestamp for operator action on alarm.";
  }
  leaf operator {
    type string;
    mandatory true;
    description
      "The name of the operator that has acted on this alarm.";
  }
  leaf state {
    type operator‑state;
    mandatory true;
    description
      "The operator's view of the alarm state.";
  }
  leaf text {
    type string;
    description
      "Additional optional textual information provided by the
       operator.";
  }
}

grouping resource‑alarm‑parameters {
  description
    "Alarm parameters that originates from the resource view.";
  leaf is‑cleared {
    type boolean;
    mandatory true;
    description
      "Indicates the current clearance state of the alarm.  An
       alarm might toggle from active alarm to cleared alarm and
       back to active again.";
  }
  leaf last‑raised {
    type yang:date‑and‑time;
    mandatory true;
    description
      "An alarm may change severity level and toggle between
       active and cleared during its life‑time. This leaf indicates
       the last time it was last raised (is‑cleared = false).";
  }
  leaf last‑changed {

    type yang:date‑and‑time;
    mandatory true;
    description
      "A timestamp when the alarm status was last changed.  Status
       changes are changes to 'is‑cleared', 'perceived‑severity',
       and 'alarm‑text'.";
  }
  leaf perceived‑severity {
    type severity;
    mandatory true;
    description
      "The last severity of the alarm.

       If an alarm was raised with severity 'warning', but later
       changed to 'major', this leaf will show 'major'.";
  }
  leaf alarm‑text {
    type alarm‑text;
    mandatory true;
    description
      "The last reported alarm text.  This text should contain
       information for an operator to be able to understand the
       problem and how to resolve it.";
  }
  list status‑change {
    if‑feature "alarm‑history";
    key "time";
    min‑elements 1;
    description
      "A list of status change events for this alarm.



            The entry with latest time-stamp in this list MUST
            correspond to the leafs 'is-cleared', 'perceived-severity'
            and 'alarm-text' for the alarm.  The time-stamp for that
            entry MUST be equal to the 'last-changed' leaf.



            This list is ordered according to the timestamps of alarm
            state changes.  The last item corresponds to the latest
            state change.



     The following state changes creates an entry in this
     list:
     ‑ changed severity (warning, minor, major, critical)
     ‑ clearance status, this also updates the 'is‑cleared'
       leaf
     ‑ alarm text update";
  uses alarm‑state‑change‑parameters;
}



     }



grouping filter‑input {
  description
    "Grouping to specify a filter construct on alarm information.";
  leaf alarm‑status {
    type enumeration {
      enum any {
        description
          "Ignore alarm clearance status.";
      }
      enum cleared {
        description
          "Filter cleared alarms.";
      }
      enum not‑cleared {
        description
          "Filter not cleared alarms.";
      }
    }
    mandatory true;
    description
      "The clearance status of the alarm.";
  }
  container older‑than {
    presence "Age specification";
    description
      "Matches the 'last‑status‑change' leaf in the alarm.";
    choice age‑spec {
      description
        "Filter using date and time age.";
      case seconds {
        leaf seconds {
          type uint16;
          description
            "Seconds part";
        }
      }
      case minutes {
        leaf minutes {
          type uint16;
          description
            "Minute part";
        }
      }
      case hours {
        leaf hours {
          type uint16;

          description
            "Hours part.";
        }
      }
      case days {
        leaf days {
          type uint16;
          description
            "Day part";
        }
      }
      case weeks {
        leaf weeks {
          type uint16;
          description
            "Week part";
        }
      }
    }
  }
  container severity {
    presence "Severity filter";
    choice sev‑spec {
      description
        "Filter based on severity level.";
      leaf below {
        type severity;
        description
          "Severity less than this leaf.";
      }
      leaf is {
        type severity;
        description
          "Severity level equal this leaf.";
      }
      leaf above {
        type severity;
        description
          "Severity level higher than this leaf.";
      }
    }
    description
      "Filter based on severity.";
  }
  container operator‑state‑filter {
    if‑feature "operator‑actions";
    presence "Operator state filter";
    leaf state {

      type operator‑state;
      description
        "Filter on operator state.";
    }
    leaf user {
      type string;
      description
        "Filter based on which operator.";
    }
    description
      "Filter based on operator state.";
  }
}

/*
 * The /alarms data tree
 */

container alarms {
  description
    "The top container for this module.";
  container control {
    description
      "Configuration to control the alarm behaviour.";
    leaf max‑alarm‑status‑changes {
      type union {
        type uint16;
        type enumeration {
          enum infinite {
            description
              "The status change entries are accumulated
               infinitely.";
          }
        }
      }
      default "32";
      description
        "The status‑change entries are kept in a circular list per
         alarm.  When this number is exceeded, the oldest status
         change entry is automatically removed.  If the value is
         'infinite', the status change entries are accumulated
         infinitely.";
    }
    choice notify‑status‑changes {
      description
        "This leaf controls the notifications sent for alarm status
         updates.  There are three options:



              1.  Notifications are sent for all updates, severity level
                 changes and alarm text changes



              2.  Notifications are only sent for alarm raise and clear



              3.  Notifications are sent for status changes equal to or
                 above the specified severity level.  Clear
                 notifications shall always be sent Notifications shall
                 also be sent for state changes that makes an alarm less
                 severe than the specified level.



              For example, in option 3, assuming the severity level is
              set to major and that the alarm has the following state
              changes:



     [(Time, severity, clear)]:
     [(T1, major, ‑), (T2, minor, ‑), (T3, warning, ‑),
      (T4, minor, ‑), (T5, major, ‑), (T6, critical, ‑),
      (T7, major.  ‑), (T8, major, clear)]

     In that case, notifications will be sent at times
     T1, T2, T5, T6, T7 and T8.";
  leaf notify‑all‑state‑changes {
    type empty;
    description
      "Send notifications for all status changes.";
  }
  leaf notify‑raise‑and‑clear {
    type empty;
    description
      "Send notifications only for raise, clear, and re‑raise.
       Notifications for severity level changes or alarm text
       changes are not sent.";
  }
  leaf notify‑severity‑level {
    type severity;
    description
      "Only send notifications for alarm state changes crossing
       the specified level.  Always send clear notifications.";
  }
}
container alarm‑shelving {
  if‑feature "alarm‑shelving";
  description
    "The alarm‑shelving/shelf list is used to shelve
     (block/filter) alarms.  The server will move any alarms
     corresponding to the shelving criteria from the
     alarms/alarm‑list/alarm list to the



              alarms/shelved-alarms/shelved-alarm list.  It will also
              stop sending notifications for the shelved alarms.  The
              conditions in the shelf criteria are logically ANDed.
              When the shelving criteria is deleted or changed, the
              non-matching alarms MUST appear in the
              alarms/alarm-list/alarm list according to the real state.



       This means that the instrumentation MUST maintain states
       for the shelved alarms.  Alarms that match the criteria
       shall have an operator‑state 'shelved'.  When the shelf
       configuration removes an alarm from the shelf the
       server shall add an operator state 'unshelved'.";
    list shelf {
      key "name";
      leaf name {
        type string;
        description
          "An arbitrary name for the alarm shelf.";
      }
      description
        "Each entry defines the criteria for shelving alarms.
         Criteria are ANDed.  If no criteria are specified,
         all alarms will be shelved.";
      leaf‑list resource {
        type resource‑match;
        description
          "Shelve alarms for matching resources.";
      }
      leaf alarm‑type‑id {
        type alarm‑type‑id;
        description
          "Shelve all alarms that have an alarm‑type‑id that is
           equal to or derived from the given alarm‑type‑id.";
      }
      leaf alarm‑type‑qualifier‑match {
        type string;
        description
          "A W3C regular expression that is used to match an
           alarm type qualifier.  Shelve all alarms that matches
           this regular expression for the alarm type
           qualifier.";
      }
      leaf description {
        type string;
        description
          "An optional textual description of the shelf.  This
           description should include the reason for shelving
           these alarms.";

      }
    }
  }
}
container alarm‑inventory {
  config false;
  description
    "This alarm‑inventory/alarm‑type list contains all possible
     alarm types for the system.



            If the system knows for which resources a specific alarm
            type can appear, this is also identified in the inventory.
            The list also tells if each alarm type has a corresponding
            clear state.  The inventory shall only contain concrete
            alarm types.



   The alarm inventory MUST be updated by the system when new
   alarms can appear.  This can be the case when installing new
   software modules or inserting new card types.  A
   notification 'alarm‑inventory‑changed' is sent when the
   inventory is changed.";
list alarm‑type {
  key "alarm‑type‑id alarm‑type‑qualifier";
  description
    "An entry in this list defines a possible alarm.";
  leaf alarm‑type‑id {
    type alarm‑type‑id;
    description
      "The statically defined alarm type identifier for this
       possible alarm.";
  }
  leaf alarm‑type‑qualifier {
    type alarm‑type‑qualifier;
    description
      "The optionally dynamically defined alarm type identifier
       for this possible alarm.";
  }
  leaf‑list resource {
    type resource‑match;
    description
      "Optionally, specifies for which resources the alarm type
       is valid.";
  }
  leaf has‑clear {
    type boolean;
    mandatory true;
    description
      "This leaf tells the operator if the alarm will be



                cleared when the correct corrective action has been
                taken.  Implementations SHOULD strive for detecting the
                cleared state for all alarm types.



                If this leaf is 'true', the operator can monitor the
                alarm until it becomes cleared after the corrective
                action has been taken.



         If this leaf is 'false', the operator needs to validate
         that the alarm is not longer active using other
         mechanisms.  Alarms can lack a corresponding clear due
         to missing instrumentation or that there is no logical
         corresponding clear state.";
    }
    leaf‑list severity‑levels {
      type severity;
      description
        "This leaf‑list indicates the possible severity levels of
         this alarm type.  Note well that 'clear' is not part of
         the severity type.  In general, the severity level
         should be defined by the instrumentation based on
         dynamic state and not defined statically by the alarm
         type in order to provide relevant severity level based
         on dynamic state and context.  However most alarm types
         have a defined set of possible severity levels and this
         should be provided here.";
    }
    leaf description {
      type string;
      mandatory true;
      description
        "A description of the possible alarm.  It SHOULD include
         information on possible underlying root causes and
         corrective actions.";
    }
  }
}
container summary {
  if‑feature "alarm‑summary";
  config false;
  description
    "This container gives a summary of number of alarms.";
  list alarm‑summary {
    key "severity";
    description
      "A global summary of all alarms in the system.  The summary
       does not include shelved alarms.";
    leaf severity {

      type severity;
      description
        "Alarm summary for this severity level.";
    }
    leaf total {
      type yang:gauge32;
      description
        "Total number of alarms of this severity level.";
    }
    leaf not‑cleared {
      type yang:gauge32;
      description
        "Total number of alarms of this severity level
         that are not cleared.";
    }
    leaf cleared {
      type yang:gauge32;
      description
        "For this severity level, the number of alarms that are
         cleared.";
    }
    leaf cleared‑not‑closed {
      if‑feature "operator‑actions";
      type yang:gauge32;
      description
        "For this severity level, the number of alarms that are
         cleared but not closed.";
    }
    leaf cleared‑closed {
      if‑feature "operator‑actions";
      type yang:gauge32;
      description
        "For this severity level, the number of alarms that are
         cleared and closed.";
    }
    leaf not‑cleared‑closed {
      if‑feature "operator‑actions";
      type yang:gauge32;
      description
        "For this severity level, the number of alarms that are
         not cleared but closed.";
    }
    leaf not‑cleared‑not‑closed {
      if‑feature "operator‑actions";
      type yang:gauge32;
      description
        "For this severity level, the number of alarms that are
         not cleared and not closed.";

    }
  }
  leaf shelves‑active {
    if‑feature "alarm‑shelving";
    type empty;
    description
      "This is a hint to the operator that there are active
       alarm shelves.  This leaf MUST exist if the
       alarms/shelved‑alarms/number‑of‑shelved‑alarms is > 0.";
  }
}
container alarm‑list {
  config false;
  description
    "The alarms in the system.";
  leaf number‑of‑alarms {
    type yang:gauge32;
    description
      "This object shows the total number of
       alarms in the system, i.e., the total number
       of entries in the alarm list.";
  }
  leaf last‑changed {
    type yang:date‑and‑time;
    description
      "A timestamp when the alarm list was last
       changed.  The value can be used by a manager to
       initiate an alarm resynchronization procedure.";
  }
  list alarm {
    key "resource alarm‑type‑id alarm‑type‑qualifier";
    description
      "The list of alarms.  Each entry in the list holds one
       alarm for a given alarm type and resource.  An alarm can
       be updated from the underlying resource or by the user.
       The following leafs are maintained by the resource:
       is‑cleared, last‑change, perceived‑severity, and
       alarm‑text.  An operator can change: operator‑state and
       operator‑text.



              Entries appear in the alarm list the first time an alarm
              becomes active for a given alarm-type and resource.
              Entries do not get deleted when the alarm is cleared, this
              is a boolean state in the alarm.



              Alarm entries are removed, purged, from the list by an
              explicit purge action.  For example, purge all alarms that
              are cleared and in closed operator-state that are older
              than 24 hours.  Purged alarms are removed from the alarm
              list.  If the alarm resource state changes after a purge,
              the alarm will reappear in the alarm list.



     Systems may also remove alarms based on locally configured
     policies which is out of scope for this module.";
  uses common‑alarm‑parameters;
  leaf time‑created {
    type yang:date‑and‑time;
    mandatory true;
    description
      "The time‑stamp when this alarm entry was created.  This
       represents the first time the alarm appeared, it can
       also represent that the alarm re‑appeared after a purge.
       Further state‑changes of the same alarm does not change
       this leaf, these changes will update the 'last‑changed'
       leaf.";
  }
  uses resource‑alarm‑parameters;
  list operator‑state‑change {
    if‑feature "operator‑actions";
    key "time";
    description
      "This list is used by operators to indicate the state of
       human intervention on an alarm.  For example, if an
       operator has seen an alarm, the operator can add a new
       item to this list indicating that the alarm is
       acknowledged.";
    uses operator‑parameters;
  }
  action set‑operator‑state {
    if‑feature "operator‑actions";
    description
      "This is a means for the operator to indicate the level
       of human intervention on an alarm.";
    input {
      leaf state {
        type writable‑operator‑state;
        mandatory true;
        description
          "Set this operator state.";
      }
      leaf text {
        type string;
        description
          "Additional optional textual information.";
      }
    }

  }
  notification operator‑action {
    if‑feature "operator‑actions";
    description
      "This notification is used to report that an operator
       acted upon an alarm.";
    uses operator‑parameters;
  }
}
action purge‑alarms {
  description
    "This operation requests the server to delete entries from
     the alarm list according to the supplied criteria.



              Typically this operation is used to delete alarms that are
              in closed operator state and older than a specified time.



       The number of purged alarms is returned as an output
       parameter.";
    input {
      uses filter‑input;
    }
    output {
      leaf purged‑alarms {
        type uint32;
        description
          "Number of purged alarms.";
      }
    }
  }
  action compress‑alarms {
    if‑feature "alarm‑history";
    description
      "This operation requests the server to compress entries in
       the alarm list by removing all but the latest
       'status‑change' entry for all matching alarms.  Conditions
       in the input are logically ANDed.  If no input condition
       is given, all alarms are compressed.";
    input {
      leaf resource {
        type resource‑match;
        description
          "Compress the alarms matching this resource.";
      }
      leaf alarm‑type‑id {
        type leafref {
          path "/alarms/alarm‑list/alarm/alarm‑type‑id";
          require‑instance false;

        }
        description
          "Compress alarms with this alarm‑type‑id.";
      }
      leaf alarm‑type‑qualifier {
        type leafref {
          path "/alarms/alarm‑list/alarm/alarm‑type‑qualifier";
          require‑instance false;
        }
        description
          "Compress the alarms with this alarm‑type‑qualifier.";
      }
    }
    output {
      leaf compressed‑alarms {
        type uint32;
        description
          "Number of compressed alarm entries.";
      }
    }
  }
}
container shelved‑alarms {
  if‑feature "alarm‑shelving";
  config false;
  description
    "The shelved alarms.  Alarms appear here if they match the
     criteria in /alarms/control/alarm‑shelving.  This list does
     not generate any notifications.  The list represents alarms
     that are considered not relevant by the operator.  Alarms in
     this list have an operator‑state of 'shelved'.  This can not
     be changed.";
  leaf number‑of‑shelved‑alarms {
    type yang:gauge32;
    description
      "This object shows the total number of currently
       alarms, i.e., the total number of entries
       in the alarm list.";
  }
  leaf shelved‑alarms‑last‑changed {
    type yang:date‑and‑time;
    description
      "A timestamp when the shelved alarm list was last changed.
       The value can be used by a manager to initiate an alarm
       resynchronization procedure.";
  }
  list shelved‑alarm {
    key "resource alarm‑type‑id alarm‑type‑qualifier";

    description
      "The list of shelved alarms.  Shelved alarms can only be
       updated from the underlying resource, no operator actions
       are supported.";
    uses common‑alarm‑parameters;
    leaf shelf‑name {
      type leafref {
        path "/alarms/control/alarm‑shelving/shelf/name";
        require‑instance false;
      }
      description
        "The name of the shelf.";
    }
    uses resource‑alarm‑parameters;
    list operator‑state‑change {
      if‑feature "operator‑actions";
      key "time";
      description
        "This list is used by operators to indicate the state of
         human intervention on an alarm.  For shelved alarms, the
         system has set the list item in the list to 'shelved'.";
      uses operator‑parameters;
    }
  }
  action purge‑shelved‑alarms {
    description
      "This operation requests the server to delete entries from
       the shelved alarms list according to the supplied
       criteria.



              In the shelved alarm list it makes sense to delete alarms
              that are not relevant anymore.



           The number of purged alarms is returned as an output
           parameter.";
        input {
          uses filter‑input;
        }
        output {
          leaf purged‑alarms {
            type uint32;
            description
              "Number of purged alarms.";
          }
        }
      }
      action compress‑shelved‑alarms {
        if‑feature "alarm‑history";

        description
          "This operation requests the server to compress entries in
           the shelved alarm list by removing all but the latest
           'status‑change' entry for all matching shelved alarms.
           Conditions in the input are logically ANDed.  If no input
           condition is given, all alarms are compressed.";
        input {
          leaf resource {
            type leafref {
              path "/alarms/shelved‑alarms/shelved‑alarm/resource";
              require‑instance false;
            }
            description
              "Compress the alarms with this resource.";
          }
          leaf alarm‑type‑id {
            type leafref {
              path "/alarms/shelved‑alarms/shelved‑alarm"
                 + "/alarm‑type‑id";
              require‑instance false;
            }
            description
              "Compress alarms with this alarm‑type‑id.";
          }
          leaf alarm‑type‑qualifier {
            type leafref {
              path "/alarms/shelved‑alarms/shelved‑alarm"
                 + "/alarm‑type‑qualifier";
              require‑instance false;
            }
            description
              "Compress the alarms with this alarm‑type‑qualifier.";
          }
        }
        output {
          leaf compressed‑alarms {
            type uint32;
            description
              "Number of compressed alarm entries.";
          }
        }
      }
    }
    list alarm‑profile {
      if‑feature "alarm‑profile";
      key "alarm‑type‑id alarm‑type‑qualifier‑match resource";
      ordered‑by user;
      description

        "This list is used to assign further information or
         configuration for each alarm type.  This module supports a
         mechanism where the client can override the system default
         alarm severity levels.  The alarm‑profile is also a useful
         augmentation point for specific additions to alarm types.";
      leaf alarm‑type‑id {
        type alarm‑type‑id;
        description
          "The alarm type identifier to match.";
      }
      leaf alarm‑type‑qualifier‑match {
        type string;
        description
          "A W3C regular expression that is used to match the alarm
           type qualifier.";
      }
      leaf resource {
        type resource‑match;
        description
          "Specifies which resources to match.";
      }
      leaf description {
        type string;
        mandatory true;
        description
          "A description of the alarm profile.";
      }
      container alarm‑severity‑assignment‑profile {
        if‑feature "severity‑assignment";
        description
          "The client can override the system default severity
           level.";
        reference
          "ITU M.3100, ITU M.3160
           ‑ Generic Network Information Model, Alarm Severity
             Assignment Profile";
        leaf‑list severity‑levels {
          type severity;
          ordered‑by user;
          description
            "Specifies the configured severity level(s) for the
             matching alarm.  If the alarm has several severity
             levels the leaf‑list shall be given in rising severity
             order.  The original M3100/M3160 ASAP function only
             allows for a one‑to‑one mapping between alarm type and
             severity but since the IETF alarm module supports
             stateful alarms the mapping must allow for several
             severity levels.

             Assume a high‑utilisation alarm type with two thresholds
             with the system default severity levels of threshold1 =
             warning and threshold2 = minor.  Setting this leaf‑list
             to (minor, major) will assign the severity levels
             threshold1 = minor and threshold2 = major";
        }
      }
    }
  }

  /*
   * Notifications
   */

  notification alarm‑notification {
    description
      "This notification is used to report a state change for an
       alarm.  The same notification is used for reporting a newly
       raised alarm, a cleared alarm or changing the text and/or
       severity of an existing alarm.";
    uses common‑alarm‑parameters;
    uses alarm‑state‑change‑parameters;
  }

  notification alarm‑inventory‑changed {
    description
      "This notification is used to report that the list of possible
       alarms has changed.  This can happen when for example if a new
       software module is installed, or a new physical card is
       inserted.";
  }
}



   <CODE ENDS>




7. X.733 Extensions

   Many alarm systems are based on the X.733, [X.733], and X.736 [X.736]
   alarm standards.  This module augments the alarm inventory, the alarm
   lists and the alarm notification with X.733 and X.736 parameters.



   The module also supports a feature whereby the alarm manager can
   configure the mapping from alarm types to X.733 event-type and
   probable-cause parameters.  This might be needed when the default
   mapping provided by the system is in conflict with other management
   systems or not considered correct.



   Note that the IETF Alarm Module term 'resource' is synonymous to the
   ITU term 'managed object'.




8. The X.733 Mapping Module

   This YANG module references [X.721], [X.733] and [X.736].



<CODE BEGINS> file "ietf‑alarms‑x733@2018‑11‑22.yang"
module ietf‑alarms‑x733 {
  yang‑version 1.1;
  namespace "urn:ietf:params:xml:ns:yang:ietf‑alarms‑x733";
  prefix x733;

  import ietf‑alarms {
    prefix al;
  }
  import ietf‑yang‑types {
    prefix yang;
    reference "RFC 6991: Common YANG Data Types";
  }

  organization
    "IETF CCAMP Working Group";
  contact
    "WG Web:   <http://tools.ietf.org/wg/ccamp>
     WG List:  <mailto:ccamp@ietf.org>

     Editor:   Stefan Vallin
               <mailto:stefan@wallan.se>

     Editor:   Martin Bjorklund
               <mailto:mbj@tail‑f.com>";
  description
    "This module augments the ietf‑alarms module with X.733 alarm
     parameters.



        The following structures are augmented with X.733 event type
        and probable cause:



1) alarms/alarm‑inventory: all possible alarm types
2) alarms/alarm‑list: every alarm in the system
3) alarm‑notification: notifications indicating alarm state
   changes
4) alarms/shelved‑alarms



        The module also optionally allows the alarm management system
        to configure the mapping from the IETF Alarm module alarm keys
        to the ITU tuple (event-type, probable-cause).



        The mapping does not include a corresponding X.733 specific
        problem value. The recommendation is to use the
        'alarm-type-qualifier' leaf which serves the same purpose.



        The module uses an integer and a corresponding string for
        probable cause instead of a globally defined enumeration, in
        order to be able to manage conflicting enumeration definitions.
        A single globally defined enumeration is challenging to
        maintain.



        Copyright (c) 2018 IETF Trust and the persons identified as
        authors of the code.  All rights reserved.



        Redistribution and use in source and binary forms, with or
        without modification, is permitted pursuant to, and subject to
        the license terms contained in, the Simplified BSD License set
        forth in Section 4.c of the IETF Trust's Legal Provisions
        Relating to IETF Documents
        (https://trustee.ietf.org/license-info).



        The key words 'MUST', 'MUST NOT', 'REQUIRED', 'SHALL', 'SHALL
        NOT', 'SHOULD', 'SHOULD NOT', 'RECOMMENDED', 'NOT RECOMMENDED',
        'MAY', and 'OPTIONAL' in the module text are to be interpreted
        as described in BCP 14 [RFC 2119] [RFC8174] when, and only when,
        they appear in all capitals, as shown here.



        This version of this YANG module is part of RFC XXXX
        (https://tools.ietf.org/html/rfcXXXX); see the RFC itself for
        full legal notices.";



reference
  "ITU Recommendation X.733: Information Technology
     ‑ Open Systems Interconnection
     ‑ System Management: Alarm Reporting Function";

revision 2018‑11‑22 {
  description
    "Initial revision.";
  reference "RFC XXXX: YANG Alarm Module";
}

/*
 * Features
 */

feature configure‑x733‑mapping {
  description
    "The system supports configurable X733 mapping from

     the IETF alarm module alarm‑type to X733 event‑type
     and probable‑cause.";
}

/*
 * Typedefs
 */

typedef event‑type {
  type enumeration {
    enum other {
      value 1;
      description
        "None of the below.";
    }
    enum communications‑alarm {
      value 2;
      description
        "An alarm of this type is principally associated with the
         procedures and/or processes required to convey
         information from one point to another.";
    }
    enum quality‑of‑service‑alarm {
      value 3;
      description
        "An alarm of this type is principally associated with a
         degradation in the quality of a service.";
    }
    enum processing‑error‑alarm {
      value 4;
      description
        "An alarm of this type is principally associated with a
         software or processing fault.";
    }
    enum equipment‑alarm {
      value 5;
      description
        "An alarm of this type is principally associated with an
         equipment fault.";
    }
    enum environmental‑alarm {
      value 6;
      description
        "An alarm of this type is principally associated with a
         condition relating to an enclosure in which the equipment
         resides.";
    }
    enum integrity‑violation {

      value 7;
      description
        "An indication that information may have been illegally
         modified, inserted or deleted.";
    }
    enum operational‑violation {
      value 8;
      description
        "An indication that the provision of the requested service
         was not possible due to the unavailability, malfunction or
         incorrect invocation of the service.";
    }
    enum physical‑violation {
      value 9;
      description
        "An indication that a physical resource has been violated
         in a way that suggests a security attack.";
    }
    enum security‑service‑or‑mechanism‑violation {
      value 10;
      description
        "An indication that a security attack has been detected by
         a security service or mechanism.";
    }
    enum time‑domain‑violation {
      value 11;
      description
        "An indication that an event has occurred at an unexpected
         or prohibited time.";
    }
  }
  description
    "The event types as defined by X.733 and X.736.";
  reference
    "ITU Recommendation X.733: Information Technology
       ‑ Open Systems Interconnection
       ‑ System Management: Alarm Reporting Function
     ITU Recommendation X.736: Information Technology
       ‑ Open Systems Interconnection
       ‑ System Management: Security Alarm Reporting Function";
}

typedef trend {
  type enumeration {
    enum less‑severe {
      description
        "There is at least one outstanding alarm of a
         severity higher (more severe) than that in the

         current alarm.";
    }
    enum no‑change {
      description
        "The Perceived severity reported in the current
         alarm is the same as the highest (most severe)
         of any of the outstanding alarms";
    }
    enum more‑severe {
      description
        "The Perceived severity in the current alarm is
         higher (more severe) than that reported in any
         of the outstanding alarms.";
    }
  }
  description
    "This type is used to describe the
     severity trend of the alarming resource";
  reference
    "ITU Recommendation X.721: Information Technology
        ‑ Open Systems Interconnection
        ‑ Structure of management information:
          Definition of management information
     Module Attribute‑ASN1Module";
}

typedef value‑type {
  type union {
    type int64;
    type uint64;
    type decimal64 {
      fraction‑digits 2;
    }
  }
  description
    "A generic union type to match ITU choice of integer
     and real.";
}

/*
 * Groupings
 */

grouping x733‑alarm‑parameters {
  description
    "Common X.733 parameters for alarms.";
  leaf event‑type {
    type event‑type;

    description
      "The X.733/X.736 event type for this alarm.";
  }
  leaf probable‑cause {
    type uint32;
    description
      "The X.733 probable cause for this alarm.";
  }
  leaf probable‑cause‑string {
    type string;
    description
      "The user friendly string matching
       the probable cause integer value. The string
       SHOULD match the X.733 enumeration. For example,
       value 27 is 'localNodeTransmissionError'.";
  }
  container threshold‑information {
    description
      "This parameter shall be present when the alarm
       is a result of crossing a threshold. ";
    leaf triggered‑threshold {
      type string;
      description
        "The identifier of the threshold attribute that
         caused the notification.";
    }
    leaf observed‑value {
      type value‑type;
      description
        "The value of the gauge or counter which crossed
         the threshold. This may be different from the
         threshold value if, for example, the gauge may
         only take on discrete values.";
    }
    choice threshold‑level {
      description
        "In the case of a gauge the threshold level specifies
         a pair of threshold values, the first being the value
         of the crossed threshold and the second, its corresponding
         hysteresis; in the case of a counter the threshold level
         specifies only the threshold value.";
      case up {
        leaf up‑high {
          type value‑type;
          description
            "The going up threshold for rising the alarm.";
        }
        leaf up‑low {

          type value‑type;
          description
            "The threshold level for clearing the alarm.
             This is used for hysteresis functions for gauges.";
        }
      }
      case down {
        leaf down‑low {
          type value‑type;
          description
            "The going down threshold for rising the alarm.";
        }
        leaf down‑high {
          type value‑type;
          description
            "The threshold level for clearing the alarm.
             This is used for hysteresis functions for gauges.";
        }
      }
    }
    leaf arm‑time {
      type yang:date‑and‑time;
      description
        "For a gauge threshold, the time at which the threshold
         was last re‑armed, namely the time after the previous
         threshold crossing at which the hysteresis value of the
         threshold was exceeded thus again permitting generation
         of notifications when the threshold is crossed.
         For a counter threshold, the later of the time at which
         the threshold offset was last applied, or the time at
         which the counter was last initialized (for resettable
         counters).";
    }
  }
  list monitored‑attributes {
    uses attribute;
    key "id";
    description
      "The Monitored attributes parameter, when present, defines
       one or more attributes of the resource and their
       corresponding values at the time of the alarm.";
  }
  leaf‑list proposed‑repair‑actions {
    type string;
    description
      "This parameter, when present, is used if the cause is
       known and the system being managed can suggest one or
       more solutions (such as switch in standby equipment,

       retry, replace media).";
  }
  leaf trend‑indication {
    type trend;
    description
      "This parameter specifies the current
       severity trend of the resource. If present it
       indicates that there are one or more alarms
       ('outstanding alarms') which have not been cleared,
       and pertain to the same resource as that to which
       this alarm ('current alarm') pertains.
       The possible values are:

         more‑severe: The Perceived severity in the current
           alarm is higher (more severe) than that reported in
           any of the outstanding alarms.



              no-change: The Perceived severity reported in the

                current alarm is the same as the highest (most severe)
                of any of the outstanding alarms.



           less‑severe: There is at least one outstanding alarm
             of a severity higher (more severe) than that in the
             current alarm.";
    }
    leaf backedup‑status {
      type boolean;
      description
        "This parameter, when present, specifies whether or not
         the object emitting the alarm has been backed‑up, and
         services provided to the user have, therefore, not been
         disrupted. The use of this field in conjunction with the
         severity field provides information in an independent form
         to qualify the seriousness of the alarm and the ability of
         the system as a whole to continue to provide services.
         If the value of this parameter is true, it indicates that
         the object emitting the alarm has been backed‑up; if false,
         the object has not been backed‑up.";
    }
    leaf backup‑object {
      type al:resource;
      description
        "This parameter shall be present when the Backed‑up status
         parameter is present and has the value true. This parameter
         specifies the managed object instance that is providing
         back‑up services for the managed object about which the
         notification pertains. This parameter is useful,
         for example, when the back‑up object is from a pool of

         objects any of which may be dynamically allocated to
         replace a faulty object.";
    }
    list additional‑information {
      key "identifier";
      description
        "This parameter allows the inclusion of a
         set of additional information in the alarm. It is
         a series of data structures each of which contains three
         items of information: an identifier, a significance
         indicator, and the problem information.";
      leaf identifier {
        type string;
        description
          "Identifies the data‑type of the information parameter.";
      }
      leaf significant {
        type boolean;
        description
          "Set to true if the receiving system must be able to
           parse the contents of the information subparameter
           for the event report to be fully understood.";
      }
      leaf information {
        type string;
        description
          "Additional information about the alarm.";
      }
    }
    leaf security‑alarm‑detector {
      type al:resource;
      description
        "This parameter identifies the detector of the security
         alarm.";
    }
    leaf service‑user {
      type al:resource;
      description
        "This parameter identifies the service‑user whose request
         for service led to the generation of the security alarm.";
    }
    leaf service‑provider {
      type al:resource;
      description
        "This parameter identifies the intended service‑provider
         of the service that led to the generation of the security
         alarm.";
    }

    reference
      "ITU Recommendation X.733: Information Technology
         ‑ Open Systems Interconnection
         ‑ System Management: Alarm Reporting Function
       ITU Recommendation X.736: Information Technology
         ‑ Open Systems Interconnection
         ‑ System Management: Security Alarm Reporting Function";
  }

  grouping x733‑alarm‑definition‑parameters {
    description
      "Common X.733 parameters for alarm definitions.
       This grouping is used to define those alarm
       attributes that can be mapped from the alarm‑type
       mechanism in the ietf‑alarm module.";
    leaf event‑type {
      type event‑type;
      description
        "The alarm type has this X.733/X.736 event type.";
    }
    leaf probable‑cause {
      type uint32;
      description
        "The alarm type has this X.733 probable cause value.
         This module defines probable cause as an integer
         and not as an enumeration.  The reason being that the
         primary use of probable cause is in the management
         application if it is based on the X.733 standard.
         However, most management applications have their own
         defined enum definitions and merging enums from
         different systems might create conflicts.  By using
         a configurable uint32 the system can be configured
         to match the enum values in the management application.";
    }
    leaf probable‑cause‑string {
      type string;
      description
        "This string can be used to give a user friendly string
         to the probable cause value.";
    }
  }

  grouping attribute {
    description
      "A grouping to match the ITU generic reference to
       an attribute.";
    leaf id {
      type al:resource;

      description
        "The resource representing the attribute.";
    }
    leaf value {
      type string;
      description
        "The value represented as a string since it could
         be of any type.";
    }
    reference
      "ITU Recommendation X.721: Information Technology
          ‑ Open Systems Interconnection
          ‑ Structure of management information:
            Definition of management information
       Module Attribute‑ASN1Module";
  }

  /*
   * Add X.733 parameters to the alarm definitions, alarms,
   * and notification.
   */

  augment "/al:alarms/al:alarm‑inventory/al:alarm‑type" {
    description
      "Augment X.733 mapping information to the alarm inventory.";
    uses x733‑alarm‑definition‑parameters;
  }

  /*
   * Add X.733 configurable mapping.
   */

  augment "/al:alarms/al:control" {
    description
      "Add X.733 mapping capabilities. ";
    list x733‑mapping {
      if‑feature "configure‑x733‑mapping";
      key "alarm‑type‑id alarm‑type‑qualifier‑match";
      description
        "This list allows a management application to control the
         X.733 mapping for all alarm types in the system. Any entry
         in this list will allow the alarm manager to over‑ride the
         default X.733 mapping in the system and the final mapping
         will be shown in the alarm inventory.";
      leaf alarm‑type‑id {
        type al:alarm‑type‑id;
        description
          "Map the alarm type with this alarm type identifier.";

      }
      leaf alarm‑type‑qualifier‑match {
        type string;
        description
          "A W3C regular expression that is used when mapping an
           alarm type and alarm‑type‑qualifier to X.733 parameters.";
      }
      uses x733‑alarm‑definition‑parameters;
    }
  }
  augment "/al:alarms/al:alarm‑list/al:alarm" {
    description
      "Augment X.733 information to the alarm.";
    uses x733‑alarm‑parameters;
  }
  augment "/al:alarms/al:shelved‑alarms/al:shelved‑alarm" {
    description
      "Augment X.733 information to the alarm.";
    uses x733‑alarm‑parameters;
  }
  augment "/al:alarm‑notification" {
    description
      "Augment X.733 information to the alarm notification.";
    uses x733‑alarm‑parameters;
  }
}



   <CODE ENDS>




9. IANA Considerations

   This document registers two URIs in the IETF XML registry [RFC3688].
   Following the format in RFC 3688, the following registrations are
   requested to be made.



URI: urn:ietf:params:xml:ns:yang:ietf‑alarms
Registrant Contact: The IESG.
XML: N/A, the requested URI is an XML namespace.

URI: urn:ietf:params:xml:ns:yang:ietf‑alarms‑x733
Registrant Contact: The IESG.
XML: N/A, the requested URI is an XML namespace.



   This document registers two YANG modules in the YANG Module Names
   registry [RFC6020].



name:        ietf‑alarms
namespace:   urn:ietf:params:xml:ns:yang:ietf‑alarms
prefix:      al
reference:   RFC XXXX

name:        ietf‑alarms‑x7333
namespace:   urn:ietf:params:xml:ns:yang:ietf‑alarms‑x733
prefix:      x733
reference:   RFC XXXX




10. Security Considerations

   The YANG module specified in this document defines a schema for data
   that is designed to be accessed via network management protocols such
   as NETCONF [RFC6241] or RESTCONF [RFC8040].  The lowest NETCONF layer
   is the secure transport layer, and the mandatory-to-implement secure
   transport is Secure Shell (SSH) [RFC6242].  The lowest RESTCONF layer
   is HTTPS, and the mandatory-to-implement secure transport is TLS
   [RFC5246].



   The NETCONF access control model [RFC6536] provides the means to
   restrict access for particular NETCONF or RESTCONF users to a
   preconfigured subset of all available NETCONF or RESTCONF protocol
   operations and content.



   There are a number of data nodes defined in this YANG module that are
   writable/creatable/deletable (i.e., config true, which is the
   default).  These data nodes may be considered sensitive or vulnerable
   in some network environments.  Write operations (e.g., edit-config)
   to these data nodes without proper protection can have a negative
   effect on network operations.  These are the subtrees and data nodes
   and their sensitivity/vulnerability:



/alarms/control/notify‑status‑change:  This leaf controls whether an
   alarm should notify only raise and clear or all severity level
   changes.  Unauthorized access to leaf could have a negative impact
   on operational procedures relying on fine‑grained alarm state
   change reporting.

/alarms/control/alarm‑shelving/shelf:  This list controls the
   shelving (blocking) of alarms.  Unauthorized access to this list
   could jeopardize the alarm management procedures since these
   alarms will not be notified and not be part of the alarm list.



   Some of the operations in this YANG module may be considered
   sensitive or vulnerable in some network environments.  It is thus
   important to control access to these operations.  These are the
   operations and their sensitivity/vulnerability:



/alarms/alarm‑list/purge‑alarms:  This action deletes alarms from the
   alarm list.  Unauthorized use of this action could jeopardize the
   alarm management procedures since the deleted alarms may be vital
   for the alarm management application.
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Appendix A. Vendor-specific Alarm-Types Example

   This example shows how to define alarm-types in a vendor-specific
   module.  In this case the vendor "xyz" has chosen to define top level
   identities according to X.733 event types.



module example‑xyz‑alarms {
  namespace "urn:example:xyz‑alarms";
  prefix xyz‑al;

  import ietf‑alarms {
    prefix al;
  }

  identity xyz‑alarms {
    base al:alarm‑type‑id;
  }

  identity communications‑alarm {
    base xyz‑alarms;
  }
  identity quality‑of‑service‑alarm {
    base xyz‑alarms;
  }
  identity processing‑error‑alarm {
    base xyz‑alarms;
  }
  identity equipment‑alarm {
    base xyz‑alarms;
  }
  identity environmental‑alarm {
    base xyz‑alarms;
  }

  // communications alarms
  identity link‑alarm {
    base communications‑alarm;
  }

  // QoS alarms
  identity high‑jitter‑alarm {
    base quality‑of‑service‑alarm;
  }
}





Appendix B. Alarm Inventory Example

   This shows an alarm inventory, it shows one alarm type defined only
   with the identifier, and another dynamically configured.  In the
   latter case a digital input has been connected to a smoke-detector,
   therefore the 'alarm-type-qualifier' is set to "smoke-detector" and
   the 'alarm-type-identity' to "environmental-alarm".



<alarms xmlns="urn:ietf:params:xml:ns:yang:ietf‑alarms"
        xmlns:xyz‑al="urn:example:xyz‑alarms"
        xmlns:dev="urn:example:device">
  <alarm‑inventory>
    <alarm‑type>
      <alarm‑type‑id>xyz‑al:link‑alarm</alarm‑type‑id>
      <alarm‑type‑qualifier/>
      <resource>
        /dev:interfaces/dev:interface
      </resource>
      <has‑clear>true</has‑clear>
      <description>
        Link failure, operational state down but admin state up
      </description>
    </alarm‑type>
    <alarm‑type>
      <alarm‑type‑id>xyz‑al:environmental‑alarm</alarm‑type‑id>
      <alarm‑type‑qualifier>smoke‑alarm</alarm‑type‑qualifier>
      <has‑clear>true</has‑clear>
      <description>
        Connected smoke detector to digital input
      </description>
    </alarm‑type>
  </alarm‑inventory>
</alarms>





Appendix C. Alarm List Example

   In this example we show an alarm that has toggled [major, clear,
   major].  An operator has acknowledged the alarm.



<alarms xmlns="urn:ietf:params:xml:ns:yang:ietf‑alarms"
        xmlns:xyz‑al="urn:example:xyz‑alarms"
        xmlns:dev="urn:example:device">
  <alarm‑list>
    <number‑of‑alarms>1</number‑of‑alarms>
    <last‑changed>2018‑04‑08T08:39:50.00Z</last‑changed>
    <alarm>
      <resource>
        /dev:interfaces/dev:interface[name='FastEthernet1/0']
      </resource>
      <alarm‑type‑id>xyz‑al:link‑alarm</alarm‑type‑id>
      <alarm‑type‑qualifier></alarm‑type‑qualifier>
      <time‑created>2018‑04‑08T08:20:10.00Z</time‑created>
      <is‑cleared>false</is‑cleared>
      <alt‑resource>1.3.6.1.2.1.2.2.1.1.17</alt‑resource>
      <last‑raised>2018‑04‑08T08:39:40.00Z</last‑raised>

      <last‑changed>2018‑04‑08T08:39:50.00Z</last‑changed>
      <perceived‑severity>major</perceived‑severity>
      <alarm‑text>
        Link operationally down but administratively up
      </alarm‑text>
      <status‑change>
        <time>2018‑04‑08T08:39:40.00Z</time>
        <perceived‑severity>major</perceived‑severity>
        <alarm‑text>
          Link operationally down but administratively up
        </alarm‑text>
      </status‑change>
      <status‑change>
        <time>2018‑04‑08T08:30:00.00Z</time>
        <perceived‑severity>cleared</perceived‑severity>
        <alarm‑text>
          Link operationally up and administratively up
        </alarm‑text>
      </status‑change>
      <status‑change>
        <time>2018‑04‑08T08:20:10.00Z</time>
        <perceived‑severity>major</perceived‑severity>
        <alarm‑text>
          Link operationally down but administratively up
        </alarm‑text>
      </status‑change>
      <operator‑state‑change>
        <time>2018‑04‑08T08:39:50.00Z</time>
        <state>ack</state>
        <operator>joe</operator>
        <text>Will investigate, ticket TR764999</text>
      </operator‑state‑change>
    </alarm>
  </alarm‑list>
</alarms>





Appendix D. Alarm Shelving Example

   This example shows how to shelf alarms.  We shelf alarms related to
   the smoke-detectors since they are being installed and tested.  We
   also shelf all alarms from FastEthernet1/0.



<alarms xmlns="urn:ietf:params:xml:ns:yang:ietf‑alarms"
        xmlns:xyz‑al="urn:example:xyz‑alarms"
        xmlns:dev="urn:example:device">
  <control>
    <alarm‑shelving>
      <shelf>
        <name>FE10</name>
        <resource>
          /dev:interfaces/dev:interface[name='FastEthernet1/0']
        </resource>
      </shelf>
      <shelf>
        <name>detectortest</name>
        <alarm‑type‑id>xyz‑al:environmental‑alarm</alarm‑type‑id>
        <alarm‑type‑qualifier‑match>
          smoke‑alarm
        </alarm‑type‑qualifier‑match>
      </shelf>
    </alarm‑shelving>
  </control>
</alarms>





Appendix E. X.733 Mapping Example

   This example shows how to map a dynamic alarm type (alarm-type-
   identity=environmental-alarm, alarm-type-qualifier=smoke-alarm) to
   the corresponding X.733 event-type and probable cause parameters.



<alarms xmlns="urn:ietf:params:xml:ns:yang:ietf‑alarms"
        xmlns:xyz‑al="urn:example:xyz‑alarms">
  <control>
    <x733‑mapping
       xmlns="urn:ietf:params:xml:ns:yang:ietf‑alarms‑x733">
      <alarm‑type‑id>xyz‑al:environmental‑alarm</alarm‑type‑id>
      <alarm‑type‑qualifier‑match>
        smoke‑alarm
      </alarm‑type‑qualifier‑match>
      <event‑type>quality‑of‑service‑alarm</event‑type>
      <probable‑cause>777</probable‑cause>
    </x733‑mapping>
  </control>
</alarms>




Appendix F. Relationship to other alarm standards

   This section briefly describes how this alarm module relates to other
   relevant standards.




F.1. Alarm definition

   The table below summarizes relevant definitions of the term "alarm"
   in other alarm standards.



+‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Standard   | Definition                | Comment                  |
+‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| X.733      | error: A deviation of a   | The X.733 alarm          |
| [X.733]    | system from normal        | definition is focused on |
|            | operation.  fault: The    | the notification as such |
|            | physical or algorithmic   | and not the state. It    |
|            | cause of a malfunction.   | also uses the basic      |
|            | Faults manifest           | criteria of deviation    |
|            | themselves as errors.     | from normal condition.   |
|            | alarm: A notification, of | There is no requirement  |
|            | the form defined by this  | for an operation action  |
|            | function, of a specific   | to be required.          |
|            | event. An alarm may or    |                          |
|            | may not represent an      |                          |
|            | error.                    |                          |
|            |                           |                          |
| G.7710     | Alarms are indications    | The G.7710 definition is |
| [G.7710]   | that are automatically    | close to the original    |
|            | generated by an NE as a   | X.733 definition.        |
|            | result of the declaration |                          |
|            | of a failure.             |                          |
|            |                           |                          |
| Alarm MIB  | Alarm: Persistent         | RFC 3877 defines alarm   |
| [RFC3877]  | indication of a fault.    | referring back to "a     |
|            | Fault: Lasting error or   | deviation from normal    |
|            | warning condition.        | operation". This is      |
|            | Error: A deviation of a   | problematic, since this  |
|            | system from normal        | might not require an     |
|            | operation.                | operator action. The     |
|            |                           | alarm MIB is state       |
|            |                           | oriented rather than     |
|            |                           | notification oriented,   |
|            |                           | an alarm is a "lasting   |
|            |                           | condition", not a        |
|            |                           | discrete notification    |
|            |                           | reporting about a        |
|            |                           | condition state change.  |

|            |                           |                          |
| ISA        | Alarm: An audible and/or  | The ISA standard adds an |
| [ISA182]   | visible means of          | important requirement to |
|            | indicating to the         | the "deviation from      |
|            | operator an equipment     | normal condition state"; |
|            | malfunction, process      | requiring a response.    |
|            | deviation or abnormal     |                          |
|            | condition requiring a     |                          |
|            | response.                 |                          |
|            |                           |                          |
| EEMUA      | An alarm is an event to   | This is the foundation   |
| [EEMUA]    | which an operator must    | for the definition of    |
|            | knowingly react,respond,  | alarm in this document.  |
|            | and acknowledge ‑ not     | It focuses on the core   |
|            | simply acknowledge and    | criteria that an action  |
|            | ignore.                   | is really needed.        |
|            |                           |                          |
| 3GPP Alarm | 3GPP v15: An alarm        | The latest 3GPP Alarm    |
| IRP        | signifies an undesired    | IRP version uses         |
| [ALARMIRP] | condition of a resource   | literally the same alarm |
|            | (e.g. network element,    | definition as this alarm |
|            | link) for which an        | module. It is worth      |
|            | operator action is        | noting that earlier      |
|            | required. It emphasizes a | versions used a          |
|            | key requirement that      | definition not requiring |
|            | operators [...] should    | an operator action and   |
|            | not be informed about an  | the more broad           |
|            | undesired condition       | definition of deviation  |
|            | unless it requires        | from normal condition.   |
|            | operator action.  3GPP    | The earlier version also |
|            | v12: alarm: abnormal      | defined an alarm as a    |
|            | network entity condition, | special case of "event". |
|            | which categorizes an      |                          |
|            | event as a fault.  fault: |                          |
|            | a deviation of a system   |                          |
|            | from normal operation,    |                          |
|            | which may result in the   |                          |
|            | loss of operational       |                          |
|            | capabilities [...]        |                          |
+‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                 Table 1: Definition of alarm in standards



   The evolution of the definition of alarm moves from focused on events
   reporting a deviation from normal operation towards a definition to a
   undesired *state* which *requires an operator action*.




F.2. Data model

   This section describes how this YANG alarm module relates to other
   standard data models.  Note well that we cover other data-models for
   alarm interfaces.  Not other standards such as SDO specific alarms
   for example.




F.2.1. X.733

   X.733 has acted as a base for several alarm data models over the
   year.  The YANG alarm module differs in the following ways:



      X.733 models the alarm list as a list of notifications.  The YANG
      alarm module defines the alarm list as the current alarm states
      for the resources, which is generated from the state change
      reporting notifications.



      In X.733 an alarm can have the severity level clear.  In the YANG
      alarm module "clear" is not a severity level, it is a separate
      state of the alarm.  An alarm can have the following states for
      example (major, cleared), (minor, not cleared)



      X.733 uses a flat globally defined enumerated "probable cause" to
      identify alarm types.  This alarm module uses a hierarchical YANG
      identity, alarm-type.  This enables delegation of alarm types
      within organizations.  It also lets management reason about
      "abstract" alarm-types corresponding to base identities, see
      Section 3.2.



      The YANG alarm module has not included the majority of the X.733
      alarm attributes.  Rather these are defined in an augmenting
      module if "strict" X.733 compliance is needed.




F.2.2. RFC 3877, the Alarm MIB

   The MIB in RFC 3877 takes a different approach, rather than defining
   a concrete data model for alarms, it defines a model to map existing
   SNMP managed objects and notifications into alarm states and alarm
   notifications.  This was necessary since MIBs were already defined
   with both managed objects and notifications indicating alarms, for
   example linkUp and linkDown notifications in combination with
   ifAdminState and ifOperState.  So RFC 3877 can not really be compared
   to the alarm YANG module in that sense.



   The Alarm MIB maps existing MIB definitions into alarms,
   alarmModelTable.  The upside of that is that a SNMP Manager can at
   runtime read the possible alarm types.  This corresponds to the
   alarmInventory in the alarm YANG module.




F.2.3. 3GPP Alarm IRP

   The 3GPP Alarm IRP is an evolution of X.733.  Main differences
   between the alarm YANG module and 3GPP are:



      3GPP keeps the majority of the X.733 attributes, the alarm YANG
      module does not.



      3GPP introduced overlapping and possibly conflicting keys for
      alarms, alarmId and (managed object, event type, probable cause,
      specific problem).  (See Annex C in [X.733] Example 3).  In the
      YANG alarm module the key for identifying an alarm instance is
      clearly defined by (resource, alarm-type, alarm-type-qualifier).
      See also Section 3.4 for more information.



      The alarm YANG module clearly separates the resource/
      instrumentation life cycle from the operator life cycle. 3GPP
      allows operators to set the alarm severity to clear, this is not
      allowed by this module, rather an operator closes an alarm which
      does not affect the severity.




F.2.4. G.7710

   G.7710 is different than the previous referenced alarm standards.  It
   does define a data-model for alarm reporting.  It defines common
   equipment management function requirements including alarm
   instrumentation.  The scope is transport networks.



   The requirements in G.7710 corresponds to features in the alarm YANG
   module in the following way:



      Alarm Severity Assignment Profile (ASAP): the alarm profile
      "/alarms/alarm-profile/".



      Alarm Reporting Control (ARC): alarm shelving "/alarms/control/
      alarm-shelving/" and the ability to control alarm notifications
      "/alarms/control/notify-status-changes".  Alarm shelving
      corresponds to the use case of turning off alarm reporting for a
      specific resource, the NALM state in M.3100.




Appendix G. Alarm Usability Requirements

   This section defines usability requirements for alarms.  Alarm
   usability is important for an alarm interface.  A data-model will
   help in defining the format but if the actual alarms are of low value
   we have not gained the goal of alarm management.



   Common alarm problems and the cause of the problems are summarized in
   Table 2.  This summary is adopted to networking based on the ISA
   [ISA182] and EEMUA [EEMUA] standards.



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Problem          | Cause                          | How this      |
|                  |                                | module        |
|                  |                                | address the   |
|                  |                                | cause         |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Alarms are       | "Nuisance" alarms (chattering  | Strict        |
| generated but    | alarms and fleeting alarms),   | definition of |
| they are ignored | faulty hardware, redundant     | alarms        |
| by the operator. | alarms, cascading alarms,      | requiring     |
|                  | incorrect alarm settings,      | corrective    |
|                  | alarms have not been           | response.     |
|                  | rationalized, the alarms       | Alarm         |
|                  | represent log information      | requirements  |
|                  | rather than true alarms.       | in Table 3.   |
|                  |                                |               |
| When alarms      | Insufficient alarm response    | The alarm     |
| occur, operators | procedures and not well        | inventory     |
| do not know how  | defined alarm types.           | lists all     |
| to respond.      |                                | alarm types   |
|                  |                                | and           |
|                  |                                | corrective    |
|                  |                                | actions.      |
|                  |                                | Alarm         |
|                  |                                | requirements  |
|                  |                                | in Table 3.   |
|                  |                                |               |
| The alarm        | Nuisance alarms, stale alarms, | The alarm     |
| display is full  | alarms from equipment not in   | definition    |
| of alarms, even  | service.                       | and alarm     |
| when there is    |                                | shelving.     |
| nothing wrong.   |                                |               |
|                  |                                |               |
| During a         | Incorrect prioritization of    | State‑based   |
| failure,         | alarms. Not using advanced     | alarm model,  |
| operators are    | alarm techniques (e.g. state‑  | alarm rate    |
| flooded with so  | based alarming).               | requirements  |
| many alarms that |                                | in Table 4    |
| they do not know |                                | and Table 5   |
| which ones are   |                                |               |
| the most         |                                |               |
| important.       |                                |               |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                    Table 2: Alarm Problems and Causes



   Based upon the above problems EEMUA gives the following definition of
   a good alarm:



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Characteristic | Explanation                                      |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Relevant       | Not spurious or of low operational value.        |
|                |                                                  |
| Unique         | Not duplicating another alarm.                   |
|                |                                                  |
| Timely         | Not long before any response is needed or too    |
|                | late to do anything.                             |
|                |                                                  |
| Prioritized    | Indicating the importance that the operator      |
|                | deals with the problem.                          |
|                |                                                  |
| Understandable | Having a message which is clear and easy to      |
|                | understand.                                      |
|                |                                                  |
| Diagnostic     | Identifying the problem that has occurred.       |
|                |                                                  |
| Advisory       | Indicative of the action to be taken.            |
|                |                                                  |
| Focusing       | Drawing attention to the most important issues.  |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                    Table 3: Definition of a Good Alarm



   Vendors SHOULD rationalize all alarms according to above.  Another
   crucial requirement is acceptable alarm notification rates.  Vendors
   SHOULD make sure that they do not exceed the recommendations from
   EEMUA below:



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Long Term Alarm Rate in Steady    | Acceptability                 |
| Operation                         |                               |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| More than one per minute          | Very likely to be             |
|                                   | unacceptable.                 |
|                                   |                               |
| One per 2 minutes                 | Likely to be over‑demanding.  |
|                                   |                               |
| One per 5 minutes                 | Manageable.                   |
|                                   |                               |
| Less than one per 10 minutes      | Very likely to be acceptable. |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



               Table 4: Acceptable Alarm Rates, Steady State



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Number of alarms displayed | Acceptability                        |
| in 10 minutes following a  |                                      |
| major network problem      |                                      |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| More than 100              | Definitely excessive and very likely |
|                            | to lead to the operator to abandon   |
|                            | the use of the alarm system.         |
|                            |                                      |
| 20‑100                     | Hard to cope with.                   |
|                            |                                      |
| Under 10                   | Should be manageable ‑ but may be    |
|                            | difficult if several of the alarms   |
|                            | require a complex operator response. |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                  Table 5: Acceptable Alarm Rates, Burst



   The numbers in Table 4 and Table 5 are the sum of all alarms for a
   network being managed from one alarm console.  So every individual
   system or NMS contributes to these numbers.



   Vendors SHOULD make sure that the following rules are used in
   designing the alarm interface:



1.  Rationalize the alarms in the system to ensure that every alarm
    is necessary, has a purpose, and follows the cardinal rule ‑ that
    it requires an operator response.  Adheres to the rules of
    Table 3



   2.  Audit the quality of the alarms.  Talk with the operators about
       how well the alarm information support them.  Do they know what
       to do in the event of an alarm?  Are they able to quickly
       diagnose the problem and determine the corrective action?  Does
       the alarm text adhere to the requirements in Table 3?



   3.  Analyze and benchmark the performance of the system and compare
       it to the recommended metrics in Table 4 and Table 5.  Start by
       identifying nuisance alarms, standing alarms at normal state and
       startup.
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Abstract

   The control and management of DWDM interfaces are a precondition for
   enhanced multilayer networking.  They are needed to ensure an
   efficient data transport, to meet the requirements requested by
   today's IP-services and to provide a further automation of network
   provisioning and operations.  This document describes use cases,
   requirements and solutions for the control and management of optical
   interface parameters according to different types of single channel
   DWDM interfaces.  The focus is on automating the network provisioning
   process irrespective on how it is triggered i.e. by Element Manager
   System (EMS), Network Management System (NMS) or Generalized Multi
   Protocol Label Switching (GMPLS).  This document covers management
   and control considerations in different scenarios of single channel
   DWDM interfaces.  The purpose is to identify the necessary
   information and processes to be used by control or management systems
   to properly and efficiently drive the network.
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   This Internet-Draft is submitted in full conformance with the
   provisions of BCP 78 and BCP 79.
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   working documents as Internet-Drafts.  The list of current Internet-
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1. Introduction

   The usage of external single channel Dense Wavelenght Division
   Multiplexing (DWDM) interfaces (e.g. in routers) connected to a DWDM
   Network (e.g. router connected to a network of Reconfigurable Optical
   Add Drop Multiplexers (ROADM) and optical amplifiers) adds a further
   networking option for operators but requires an harmonised control
   and management plane interaction between the different network
   domains.



   Carriers deploy their networks today based on transport and packet
   network infrastructures as domains to ensure high availability and a
   high level of redundancy combining the Packet and Transport
   restoration.  Both network domains were operated and managed
   separately.  This is the status quo in many carrier networks today.
   In the case of deployments where the optical transport interface
   moves into the client device (e.g. router) an interaction between
   those domains becomes necessary (e.g.  Lambda reprovisioning due to
   an optical restoration).



   This framework specifies different levels of control and management
   plane interaction to support the usage of single channel optical
   interfaces in carrier networks in an efficient manner.  The
   interfaces between the two layers can be either gray or coloured.



   Although Optical routing and wavelength assignment based on
   Wavelenght Switched Optical Network (WSON) is out of scope, they can
   benefit from the optical parameters that are exchanged between the
   Client and the DWDM Network.  Also, the wavelength ordering process
   and determining the demand for a new wavelength path through the
   network are out of scope.  The GMPLS and PCE functions will use the
   information collected from the Client and the DWDM network, the
   definition on how PCE and GMPLS can use the information and cooperate
   to implement RWA and circuit/service provisioning ar aout of scope of
   this document.



   Note that the Control and Management Planes are two separate entities
   that may handle the same information in different ways.




1.1. Requirements Language

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "NOT RECOMMENDED", "MAY", and
   "OPTIONAL" in this document are to be interpreted as described in
   BCP_14, RFC 2119 [RFC2119], RFC 8174 [RFC8174] when, and only when,
   they appear in all capitals, as shown here.



   While RFC 2119 [RFC2119] RFC 8174 [RFC8174] describe interpretations
   of these key words in terms of protocol specifications and
   implementations, they are used in this document to describe design
   requirements for protocol extensions.




2. Terminology and Definitions

   The current generation of Wavelenght Division Multiplexing (WDM)
   networks are single vendor networks where the optical line system and
   the transponders are tightly integrated.  The DWDM interface
   migration from integrated transponders to third party transponders or
   colored interfaces change this scenario and introduces a standardized
   interface at the level of OCh between the DWDM interface and the DWDM
   network.



   Black Link: The Black Link [ITU-T.G.698.2] allows supporting an
   optical transmitter/receiver pair (of a single vendor or from
   different vendors) to provide a single optical channel interface and
   transport it over an optical network composed of amplifiers, filters,
   add-drop multiplexers these being possibly from different vendors.
   Therefore the standard defines the ingress and egress parameters for
   the optical interfaces at the reference points Source side (Ss) and
   Receive side (Rs).



   Single Channel DWDM Interface: The single channel interfaces to DWDM
   systems defined in [ITU-T.G.698.2], which currently include the
   following features: channel frequency spacing: 50 GHz and wider
   (defined in [ITU-T.G.694.1] ); bit rate of single channel: Up to 100
   Gbit/s.  Future revisions are expected to include application codes
   for bit rates up to 400 Gbit/s.



   Forward Error Correction (FEC): FEC is a way of improving the
   performance of high-capacity optical transmission systems.  Employing
   FEC in optical transmission systems yields system designs that can
   accept relatively large BER (much more than 10^-12) in the optical
   transmission line (before decoding).



   Administrative domain [ITU-T.G.805]: the extent of resources which
   belong to a single player such as a network operator, a service
   provider or an end-user.  Administrative domains of different players
   do not overlap amongst themselves.



   Intra-domain interface (IaDI) [ITU-T.G.872]: A physical interface
   within an administrative domain.



   Inter-domain interface (IrDI) [ITU-T.G.872]: A physical interface
   that represents the boundary between two administrative domains.



   Management Plane [ITU-T.G.8081],: The management plane performs
   management functions for the transport plane, the control plane and
   the system as a whole.  It also provides coordination between all the
   planes.  The following management functional areas are performed in
   the management plane: performance management, fault management,
   configuration management, accounting management and security
   management.



   Control Plane [ITU-T.G.8081]: Through signaling, the control plane
   sets up and releases connections, may restore a connection in case of
   a failure, and also performs other functions (e.g., neighbor
   discovery, topology distribution) in support of those.



   Transponder: A Transponder is a network element that performs O/E/O
   (Optical /Electrical/Optical) conversion.  In this document it is
   referred only transponders with 3R (rather than 2R or 1R
   regeneration) as defined in [ITU-T.G.872].



   Line System: A Line System is a portion of the network including
   Reconfigurable Add Drop Multiplexers (ROADM) Line Amplifiers and the
   the fibers connecting them.



   Client DWDM interface: A Transceiver element that performs E/O
   (Electrical/Optical) conversion.  In this document it is referred as
   the DWDM side of a transponder as defined in [ITU-T.G.872].




3. Solution Space

   The solution space of this document is focusing on aspects related to
   the management and control of single-channel optical interface
   parameters of physical point-to-point and ring DWDM applications on
   single-mode optical fibres and allows the direct connection of a wide
   variety of equipment using a DWDM link, for example



   1.  A digital cross-connect with multiple optical interfaces,
       supplied by a different vendor from the line system



   2.  Devices as routing, switching or compute nodes, each from a
       different vendor, providing optical line interfaces



   3.  A combination of the above




3.1. Comparison of Approaches for Transverse Compatibility

   This section describes two ways to achieve transverse compatibility.
   Section 3.1.1 describes the classic model based on well defined
   inter-domain interfaces.  Section 3.1.2 defines a model ensuring
   interoperability on the line side of the optical network.




3.1.1. Multivendor DWDM Line System with Transponders

   As illustrated in Figure 1, for this approach interoperability is
   achieved via the use of optical transponders providing OEO (allowing
   conversion to appropriate parameters).  The optical interfaces can
   then be any short reach standardized optical interface that both
   vendors support, such as those found in [ITU-T.G.957], [ITU-T.G.691],
   [ITU-T.G.693], etc.





            IrDI                            IaDI
             |                                |
             .                                .
             |   +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑|‑‑‑‑+
             .   |     +    WDM Domain     +  .    |
             |   |     |\                 /|  |    |
+‑‑‑‑‑‑+     .   |     | \     |\        / |  .    |       +‑‑‑‑‑‑+
|  TX/ |‑‑>‑‑+‑‑‑+‑‑T/‑|OM|‑‑‑‑|/‑‑‑‑‑‑‑|OD|‑‑+‑\T‑+‑‑‑‑>‑‑| RX/  |
|  RX  |‑‑<‑‑+‑‑‑+‑‑T/‑|  |‑‑‑‑‑ /|‑‑‑‑‑|  |‑‑.‑\T‑+‑‑‑‑<‑‑| TX   |
+‑‑‑‑‑‑+     |   |     | /       \|      \ |  |    |       +‑‑‑‑‑‑+
             .   |     |/                 \|  .    |
             |   |     +                   +  |    |
             .   +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑.‑‑‑‑+
             |                                |


        TX/RX = Single channel non‑DWDM interfaces
        T/ = Transponder
        OM = Optical Mux
        OD = Optical Demux




         Figure 1: Inter and Intra-Domain Interface Identification



   In the scenario of Figure 1 the administrative domain is defined by
   the Interdomain Interface (IrDI).  This interface terminates the DWDM
   domain.  The line side is characterized by the IaDI.  This interface
   specifies the internal parameter set of the optical administrative
   domain.  In the case of a client DWDM interface deployment this
   interface moves into the client device and extends the optical and
   administrative domain towards the client node.  [ITU-T.G.698.2] for
   example specifies a set of parameter set for a certain set of
   applications.



   This document elaborates only the IaDI (Intra Domain Interface) as
   shown in Figure 1 as DWDM transversely compatible and multi-vendor
   interface within one administrative domain controlled by the network
   operator.



   SNMP/Simple Management Interface (SMI), NETCONF/RESTCONF and Link
   Management Protocol (LMP) TLV to support the direct exchange of
   information between the client and the network management and control
   plane will be specified in further documents.



   The YANG based NETCONF and RESTCONF protocol are better suited for
   creating and modifying configuration state and thus RECOMMENDED to be
   used over SNMP MIB.  The SNMP MIB creating and modifying
   configuration state could be used for legacy network.




3.1.2. Integrated Single Channel DWDM Deployments on the Client Site

   In case of a deployment as shown in Figure 2, through the use of DWDM
   interfaces, multi-vendor interconnection can also be achieved.  Among
   the possible use cases, it may be used to remove the need for one
   short reach transmitter and receiver pair per channel (eliminating
   the transponders).



   Figure 2 shows a set of reference points, for single-channel
   connection (Ss and Rs) between transmitters (Tx) and receivers (Rx).
   Here the DWDM network elements include an optical multiplexer (OM)
   and an optical demultiplexer (OD) (which are used as a pair with the
   peer element), one or more optical amplifiers and may also include
   one or more ROADMs.




     |==================== Black Link =======================|


        +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
     Ss |  |           DWDM Network Elements           |  | Rs
+‑‑‑+ | |  | \                                       / |  | | +‑‑‑+
Tx L1‑‑‑|‑>|   \    +‑‑‑‑‑‑+            +‑‑‑‑‑‑+   /   |‑‑|‑‑>Rx L1
+‑‑‑+   |  |    |   |      |  +‑‑‑‑‑‑+  |      |  |    |  |   +‑‑‑+
+‑‑‑+   |  |    |   |      |  |      |  |      |  |    |  |   +‑‑‑+
Tx L2‑‑‑|‑>| OM |‑|>|‑‑‑‑‑‑|‑>| ROADM|‑‑|‑‑‑‑‑‑|‑>| OD |‑‑|‑‑>Rx L2
+‑‑‑+   |  |    |   |      |  |      |  |      |  |    |  |   +‑‑‑+
+‑‑‑+   |  |    |   |      |  +‑‑‑‑‑‑+  |      |  |    |  |   +‑‑‑+
Tx L3‑‑‑|‑>|   /    | DWDM |    |  ^    | DWDM |   \   |‑‑|‑‑>Rx L3
+‑‑‑+   |  | /      | Link +‑‑‑‑|‑‑|‑‑‑‑+ Link |     \ |  |   +‑‑‑+
        +‑‑‑‑‑‑‑‑‑‑‑+           |  |           +‑‑‑‑‑‑‑‑‑‑+
                             +‑‑+  +‑‑+
     |==== Black Link ====|  |        |
                             v        |
                          +‑‑‑‑‑+  +‑‑‑‑‑+
                          |RxLx |  |TxLx |
                          +‑‑‑‑‑+  +‑‑‑‑‑+

  Ss = Reference point at the DWDM network element tributary output
  Rs = Reference point at the DWDM network element tributary input
  Lx = Lambda x
  OM = Optical Mux
  OD = Optical Demux
  ROADM = Reconfigurable Optical Add Drop Mux




   Linear DWDM network as per ITU-T G.698.2



                        Figure 2: Linear Black Link



   The single administrative domain may consist of several vendor
   domains.  Even in that case a common network management and control
   is required to ensure a consistent operation and provisioning of the
   entire connection.



   SNMP/SMI, NETCONF/RESTCONF and LMP TLV to support the direct exchange
   of information between the client and the network management and
   control plane will be specified in further documents.



4.  Solutions for Managing and Controlling Single Channel Optical
    Interface



   Operation and management of WDM systems is traditionally seen as a
   homogenous group of tasks that could be carried out best when a
   single management system or a hierarchical management system is used.
   Currently each WDM vendor provides an Element Management System (EMS)
   that also provisions the wavelengths.  In a multi-vendor line system,
   such single-vendor EMS requirement is no more effective.  New methods
   of managing and controlling line systems need to be looked at.



   Therefore from the operational point of view the following approaches
   will be considered to manage and operate optical interfaces.



   1.  Separate operation and management of client device and the
       transport network whereas the interface of the client belongs to
       the administrative domain of the transport network and will be
       managed by the transport group.  This results in two different
       approaches to send information to the management system



       a.  Direct connection from the client node to the transport
       management system, ensuring a management of the DWDM interface of
       the optical network (e.g.  EMS, NMS)



       b.  Indirect connection to the management system of the optical
       network using a protocol (e.g.  LMP) between the client device
       and the directly connected WDM system node to exchange management
       information with the optical domain



   2.  Common operation and management of client device including the
       single channel DWDM part and the Transport network



   The first option keeps the status quo in large carrier networks as
   mentioned above.  In that case it must be ensured that the full FCAPS
   Management (Fault, Configuration, Accounting, Performance and
   Security) capabilities are supported.  This means from the management
   staff point of view nothing changes.  The transceiver/receiver
   optical interface will be part of the optical management domain and
   will be managed from the transport management staff.



   The second solution addresses the case where underlying WDM transport
   network is mainly used to interconnect a homogeneous set of client
   nodes (e.g.  IP routers or digital crossconnects).  Since the service
   creation and restoration could be done by the higher layers (e.g.
   IP), this may lead to an efficient network operation and a higher
   level of integration.




4.1. Separate Operation and Management Approaches


4.1.1. Direct Connection to the Management System

   As depicted in Figure 3 (case 1a) one possibility to manage the
   optical interface within the client domain is a direct connection to
   the management system of the optical domain.  This ensures
   manageability as usual.



                     +‑‑‑‑‑+
                     | NMS |
                     |_____|
                     /_____/
                        |
                        |
                        |
                    +‑‑‑+‑‑‑+
             +‑‑‑‑‑>+  EMS  |
            /       |       |
           /        +‑‑‑‑‑‑‑+
          /             | MI SNMP or NETCONF/RESTCONF
    SNMP / or NETCONF   |                DCN Network
    ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
       /         +‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
      /          |     +|     WDM Domain   +    |
     /           |     |\                 /|    |
+‑‑‑+‑‑+         |     | \     |\        / |    |          +‑‑‑‑‑‑+
|  CL  |‑/C‑‑‑‑‑‑+‑‑‑‑‑|OM|‑‑‑‑|/‑‑‑‑‑‑‑|OD|‑‑‑‑+‑‑‑‑‑‑‑/C‑|  CL  |
|      |‑/C‑‑‑‑‑‑+‑‑‑‑‑|  |‑‑‑‑‑ /|‑‑‑‑‑|  |‑‑‑‑+‑‑‑‑‑‑‑/C‑|      |
+‑‑‑‑‑‑+         |     | /       \|      \ |    |          +‑‑‑‑‑‑+
                 |     |/                 \|    |
                 |     +                   +    |
                 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

        CL = Client Device
        /C = Single Channel Optical Interface
        OM = Optical Mux
        OD = Optical Demux
        EMS = Element Management System
        MI = Management Interface
        DCN = Data Control Network



       Figure 3: Connecting Single Channel optical interfaces to the

                        Transport Management system



   The exchange of management information between client device and the
   management system assumes that some form of a direct management
   communication link exists between the client device and the DWDM
   management system (e.g.  EMS).  This may be an Ethernet Link or a DCN
   connection (management communication channel MCC).



   It must be ensured that the optical network interface can be managed
   in a standardized way to enable interoperable solutions between
   different optical interface vendors and vendors of the optical
   network management application.  [RFC3591] defines managed objects
   for the optical interface type but needs further extension to cover
   the optical parameters required by this framework document.



   Is to be noted that the CL (client device) and the DWDM network are
   belonging to the same operator so the DWDM EMS and the Client devices
   are connected to the same DCN and the communication security
   considerations are applicable to CL as per DWDM devices.



   Note that a software update of the optical interface components of
   the client nodes must not lead obligatory to an update of the
   software of the EMS and vice versa.



4.1.2.  Indirect Connection to the DWDM Management System (First Optical
        Node)



   An alternative as shown in Figure 4 should be used in cases where a
   more integrated relationship between transport node (e.g.  OM or OD
   or ROADM) and client device is aspired.  In that case a combination
   of control plane features and manual management will be used.



                     +‑‑‑‑‑+
                     | NMS |
                     |_____|
                     /_____/
                        |
                        |
                    +‑‑‑+‑‑‑+
                    | EMS   |
                    |       |
                    +‑‑‑‑‑‑‑+
                        | MI  SNMP or NETCONF/RESTCONF
                        |
        LMP      +‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
    +‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑+ +|                  +    |
    |            |   | |\                 /|    |
+‑‑‑+‑‑+         |   +‑+ \     |\        / |    |          +‑‑‑‑‑‑+
|  CL  |‑/C‑‑‑‑‑‑+‑‑‑ ‑|OM|‑‑‑‑|/‑‑‑‑‑‑‑|OD|‑‑‑ +‑‑‑‑‑‑‑/C‑|  CL  |
|      |‑/C‑‑‑‑‑‑+‑‑‑ ‑|  |‑‑‑‑‑ /|‑‑‑‑‑|  |‑‑‑‑+‑‑‑‑‑‑‑/C‑|      |
+‑‑‑‑‑‑+         |     | /       \|      \ |    |          +‑‑‑‑‑‑+
                 |     |/                 \|    |
                 |     +                   +    |
                 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

        CL = Client Device
        /C = Single Channel optical Interface
        OM = Optical Mux
        OD = Optical Demux
        EMS= Element Management System
        MI= Management Interface



      Figure 4: Direct connection between peer node and first optical

                               network node



   For information exchange between the client node and the direct
   connected node of the optical transport network LMP as specified in
   RFC 4209 [RFC4209] should be used.  This extension of LMP may be used
   between a peer node and an adjacent optical network node as depicted
   in Figure 4.



   At the time of writing this document, LMP does not yet support the
   transmission of configuration data (information).  This functionality
   would need to be added to the protocol.  The use of LMP assumes that
   some form of a control channel exists between the client node and the
   WDM equipment.  This may be a dedicated lambda or an Ethernet Link.




4.2. Control Plane Considerations

   The concept of integrated single channel DWDM interfaces equally
   applies to management and control plane mechanisms.  GMPLS control
   plane protocols have been extended for WSON, e.g.  RFC 7689 [RFC7689]
   ) for fixed grid signal and for flexi-grid RFC 7792 [RFC7792] ).  One
   important aspect of the Black Link [ITU-T.G.698.2] is the fact that
   it is specific to the wavelength that is supported by the given link.
   Therefore, the link can logically be considered as a fiber that is
   transparent only for a single wavelength.  In other words, the
   wavelength becomes a characteristic of the link itself.



   Nevertheless the procedure to light up the fiber may vary depending
   on the implementation.  Since the implementation is unknown a priori,
   different sequences to light up a wavelength need to be considered:



   1.  Interface first, interface tuning: The transmitter is switched on
       and the link is immediately transparent to its wavelength.  This
       requires the transmitter to carefully tune power and frequency
       not overload the line system or to create transients.



   2.  Interface first, Optical Line System (OLS) tuning: The
       transmitter is switched on first and can immediately go to the
       max power allowed since the OLS performs the power tuning.  This
       leads to an intermediate state where the receiver does not
       receive a valid signal while the transmitter is sending out one.
       Alarm suppression mechanisms shall be employed to overcome that
       condition.



   3.  OLS first, interface tuning: At first the OLS is tuned to be
       transparent for a given wavelength, then transponders need to be
       tuned up.  Since the OLS in general requires the presence of a
       wavelength to fine-tune its internal facilities there may be a
       period where a valid signal is transmitted but the receiver is
       unable to detect it.  This equally need to be covered by alarm
       suppression mechanisms.



   4.  OLS first, OLS tuning: The OLS is programmed to be transparent
       for a given wavelength, then the interfaces need to be switched
       on and further power tuning takes place.  The sequencing of
       enabling the link needs to be covered as well.



   The preferred way to address these in a Control Plane enabled network
   is neighbour discovery including exchange of link characteristics and
   link property correlation.  The general mechanisms are covered in RFC
   4209 [RFC4209] and RFC 4204 [RFC4204] which provides the necessary
   protocol framework to exchange those characteristics between client
   and Black Link.  LMP-WDM is not intended for exchanging routing or
   signaling information nor to provision the lambda in the transceiver
   but covers:



   1.  Control channel management



   2.  Link property correlation



   3.  Link verification



   4.  Fault management



   Extensions to LMP covering the parameter sets (e.g. application
   codes) are needed.  Additionally, when client and server side are
   managed by different operational entities, the link state may be
   useful to help the management system to do troubleshooting or alarm
   correlation.




4.2.1. Considerations Using GMPLS Signaling

   The deployment of single channel optical interfaces is leading to
   some functional changes related to the control plane models and has
   therefore some impact on the existing interfaces especially in the
   case of a model where the edge node requests resources from the core
   node and the edge node do not participate in the routing protocol
   instance that runs among the core nodes.  RFC 4208 [RFC4208] defines
   the GMPLS UNI that can be used between edge and core node.  In case
   of integrated interfaces deployment additional functionalities are
   needed to setup a connection.



   It is necessary to differentiate between topology/signalling
   information and configuration parameters that are needed to setup a
   wavelength path.  Using RSVP-TE could be used for the signalling and
   the reservation of the wavelength path.  But there are additional
   information needed before RSVP-TE can start the signalling process.
   There are three possibilities to proceed:



   a.  Using RSVP-TE only for the signalling and LMP as described above
       to exchange information on the configured optical interface
       within the edge node



   b.  RSVP-TE (typically with loose ERO) to transport additional
       information



   c.  Leaking IGP information instead of exchanging this information
       needed from the optical network to the edge node (UNI will be
       transformed to a border-peer model, see RFC 5146 [RFC5146] )



   Furthermore following issues should be addressed:



   a) The transceivers of peering edge nodes must be compatible.  For
   example, it may be required to know about FEC, modulation scheme, The
   modulation format, the baudrate and many other parameters described
   in the drafts reported in the Annex.  Depending on where the
   information is available, compatibility check may either happen
   before signaling, when the signaling reaches the optical network
   (e.g. at path computation time), or in the tail end node.  An
   extended version of LMP is needed to exchange this information in
   case a. above, and to RSVP-TE as well in b.  It would be helpful to
   define some common profiles that will be supported (e.g. the
   "application identifier") to summarize interface capabilities: if
   both profiles match, signaling can succeed and provisioning be
   achieved.



   b) Due to the bidirectional wavelength path that must be setup, the
   upstream edge node must include a wavelength value into the RSVP-TE
   Path message.  But in the case of a UNI model the client device may
   not have full information about which wavelength must/should be
   selected, whereas this information must be exchanged between the edge
   and the core node.  The special value defined in
   [Network-Assigned-Upstream-Label] allows the optical network to
   assign the actual wavelength to be used by the upstream transponder,
   which is a simple and efficient solution to this issue.




5. Use Cases

   A comparison with the traditional operation scenarios provides an
   insight of similarities and distinctions in operation and management
   of DWDM interfaces.  The following use cases provide an overview
   about operation and maintenance processes.




5.1. Service Setup

   It is necessary to differentiate between different operational issues
   for setting up a light path (a DWDM connection is specific in having
   defined maximum impairments) within an operational network.



   The first step is to determine if transceivers located at different
   end-points are interoperable, i.e. support a common set of
   operational parameters.  In this step it is required to determine
   transceiver capabilities in a way to be able to correlate them for
   interoperability purposes.  Such parameters include modulation
   scheme, modulation parameters, FEC to name a few.  If both
   transceivers are controlled by the same NMS or CP, such data is
   readily available.  However in cases like Figure 4, a protocol needs
   to be used to inform the controlling instance (NMS or CP) about
   transceiver parameters.  It is suggested to extend LMP for that
   purpose.



   The second step is to determine the feasibility of a lightpath
   between two transceivers without applying an optical signal.
   Understanding the limitations of the transceiver pair, a path through
   the optical network has to be found, whereby each path has an
   individual set of impairments deteriorating a wavelength traveling
   along that path.  Since a single transceiver can support multiple
   parameter sets, the selection of a path may limit the permissible
   parameter sets determined in previous steps.



   The third step is then to setup the connection itself and to
   determine the Wavelength.  This is done using the NMS of the optical
   transport network or by means of a control plane interaction such as
   signaling and includes the path information as well as the parameter
   set information necessary to enable communication.



   In a fourth step, optical monitoring is activated in the WDM network
   in order to monitor the status of the connection.  The monitor
   functions of the optical interfaces at the terminals are also
   activated in order to monitor the end to end connection.



   Furthermore it should be possible to automate this step.  After
   connecting the client device to the neighbor control plane-enabled
   transport node, a control adjacency may be automatically established,
   e.g. using LMP.




5.2. Link Monitoring Use Cases

   The use cases described below are assuming that power monitoring
   functions are available in the ingress and egress network element of
   the DWDM network, respectively.  By performing link property
   correlation it would be beneficial to include the current transmit
   power value at reference point Ss and the current received power
   value at reference point Rs.  For example if the Client transmitter
   power has a value of 0dBm and the ROADM interface measured power is
   -6dBm the fiber patch cord connecting the two nodes may be pinched or
   the connectors are dirty.  As discussed before, the actual path or
   selection of a specific wavelength within the allowed set is outside
   the scope of LMP.  The computing entities (e.g. the first optical
   node originating the circuit) can rely on GMPLS IGP (OSPF) to
   retrieve all the information related to the network, calculate the
   path to reach the endpoint and signal the path implementation through
   the network via RSVP-TE.



   [ITU-T.G.698.2] defines a single channel optical interface for DWDM
   systems that allows interconnecting network-external optical
   transponders across a DWDM network.  The optical transponders are
   external to the DWDM network.  This so-called 'Black Link' approach
   illustrated in Fig. 5-1 of [ITU-T.G.698.2] and a copy of this figure
   is provided below in Figure 5.  The single channel fiber link between
   the Ss/Rs reference points and the ingress/egress port of the network
   element on the domain boundary of the DWDM network (DWDM border NE)
   is called access link.  Based on the definition in [ITU-T.G.698.2] it
   is part of the DWDM network.  The access link is typically realized
   as a passive fiber link that has a specific optical attenuation
   (insertion loss).  As the access link is an integral part of the DWDM
   network, it is desirable to monitor its attenuation.  Therefore, it
   is useful to detect an increase of the access link attenuation, for
   example, when the access link fiber has been disconnected and
   reconnected (maintenance) and a bad patch panel connection
   (connector) resulted in a significantly higher access link
   attenuation (loss of signal in the extreme case of an open connector
   or a fiber cut).  In the following section, two use cases are
   presented and discussed:



1) pure access link monitoring
2) access link monitoring with a power control loop



   These use cases require a power monitor as described in G.697 (see
   section 6.1.2), that is capable to measure the optical power of the
   incoming or outgoing single channel signal.  The use case where a
   power control loop is in place could even be used to compensate an
   increased attenuation if the optical transmitter can still be
   operated within its output power range defined by its application
   code.



   Use case 1: Access Link monitoring




                                 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
                                 |    P(in) = P(Tx) ‑ a(Tx) |
                                 |    ___                   |
 +‑‑‑‑‑‑‑‑‑‑+                    |    \ /   Power Monitor   |
 |          | P(Tx)              |     V    P(in)           |
 |  +‑‑‑‑+  | Ss    //\\         |     |    |\              |
 |  | TX |‑‑‑‑|‑‑‑‑‑\\//‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>| \             |
 |  +‑‑‑‑+  | Access Link (AL‑T) |       .  |  |            |
 |          | attenuation a(Tx)  |       .  |  |==============>
 |          |                    |       .  |  |            |
 | External |                    |      ‑‑‑>| /             |
 | Optical  |                    |          |/              |
 |Transpond.|                    |    P(out)                |
 |          |                    |    ___                   |
 |          |                    |    \ /   Power Monitor   |
 |          | P(Rx)              |     V    P(out)          |
 |  +‑‑‑‑+  | Rs    //\\         |     |    |\              |
 |  | RX |<‑‑‑|‑‑‑‑‑\\//‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑| \             |
 |  +‑‑‑‑+  | Access Link (AL‑R) |       .  |  |            |
 |          | Attenuation a(Rx)  |       .  |  |<==============
 +‑‑‑‑‑‑‑‑‑‑+                    |       .  |  |            |
                                 |      <‑‑‑| /             |
 P(Rx) = P(out) ‑ a(Rx)          |          |/              |
                                 |                          |
                                 |           ROADM          |
                                 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

  ‑  For AL‑T monitoring: P(Tx) and a(Tx) must be known
  ‑  For AL‑R monitoring: P(RX) and a(Rx) must be known

 An alarm shall be raised if P(in) or P(Rx) drops below a
 configured threshold (t [dB]):
 ‑  P(in) < P(Tx) ‑ a(Tx) ‑ t (Tx direction)
 ‑  P(Rx) < P(out) ‑ a(Rx) ‑ t (Rx direction)
 ‑  a(Tx) =| a(Rx)

Alarms and events can be shared between Client and Network
via LMP.



                  Figure 5: Access Link Power Monitoring




5.2.1. Pure Access Link (AL) Monitoring Use Case

     Figure 6 illustrates the access link monitoring use case and the
     different physical properties involved that are defined below:



‑ Ss, Rs: Single Channel reference points
‑ P(Tx):  current optical output power of transmitter Tx
‑ a(Tx):  access link attenuation in Tx direction (external
          transponder point of view)
‑ P(in):  measured current optical input power at the input port
          of border DWDM NE
‑ t:      user defined threshold (tolerance)
‑ P(out): measured current optical output power at the output port
          of border DWDM NE
‑ a(Rx):  access link attenuation in Rx direction (external
          transponder point of view)
‑ P(Rx):  current optical input power of receiver Rx

Description:
‑ The access link attenuation in both directions (a(Tx), a(Rx))
  is known or can be determined as part of the commissioning
  process.  Typically, both values are very similar.
‑ A threshold value t has been configured by the operator. This
  should also be done during commissioning.
‑ A control plane protocol is in place that allows
  to periodically send the optical power values P(Tx) and P(Rx)
  to the control plane protocol instance on the DWDM border NE.
  This is illustrated in Figure 3.
‑ The DWDM border NE is capable to periodically measure the optical
  power P(in) and P(out) as defined in G.697 by power monitoring
  points depicted as triangles in the figures below.

Access Link monitoring process:
‑ Tx direction: the measured optical input power P(in) is compared
  with the expected optical input power P(Tx) ‑ a(Tx). If the
  measured optical input power P(in) drops below the value
  (P(Tx) ‑ a(Tx) ‑ t) a low power alarm shall be raised indicating
  that the access link attenuation has exceeded a(Tx) + t.
‑ Rx direction: the measured optical input power P(Rx) is
  compared with the expected optical input power P(out) ‑ a(Rx).
  If the measured optical input power P(Rx) drops below the value
  (P(out) ‑ a(Rx) ‑ t) a low power alarm shall be raised indicating
  that the access link attenuation has exceeded a(Rx) + t.
‑ to avoid toggling errors, the low power alarm threshold shall be
  lower than the alarm clear threshold.



   Use case 2: Access Link monitoring through LMP





+‑‑‑‑‑‑‑‑‑‑+                    +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| +‑‑‑‑‑‑+ |    P(Tx), P(Rx)    |  +‑‑‑‑‑‑‑+               |
| |      | | =================> |  |       |               |
| | LMP  | |    P(in), P(out)   |  |  LMP  |               |
| | Agent| | <================= |  | Agent |               |
| +‑‑‑‑‑‑+ |                    |  +‑‑‑‑‑‑‑+               |
|          |                    |                          |
|          |                    |    P(in) ‑ P(Tx) ‑ a(Tx) |
|          |                    |    ___                   |
|          |                    |    \ /  Power Monitor    |
|          | P(Tx)              |     V                    |
|  +‑‑‑‑+  | Ss    //\\         |     |    |\              |
|  | TX |‑‑‑‑|‑‑‑‑‑\\//‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>| \             |
|  +‑‑‑‑+  | Access Link (AL‑T) |       .  |  |            |
|          | attenuation a(Tx)  |       .  |  |==============>
|          |                    |       .  |  |            |
| External |                    |      ‑‑‑>| /             |
| Optical  |                    |          |/              |
|Transpond.|                    |    P(out)                |
|          |                    |    ___                   |
|          |                    |    \ /  Power Monitor    |
|          | P(Rx)              |     V                    |
|  +‑‑‑‑+  | Rs    //\\         |     |    |\              |
|  | RX |<‑‑‑|‑‑‑‑‑\\//‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑| \             |
|  +‑‑‑‑+  | Access Link (AL‑R) |       .  |  |            |
|          | Attenuation a(Rx)  |       .  |  |<==============
+‑‑‑‑‑‑‑‑‑‑+                    |       .  |  |            |
                                |      <‑‑‑| /             |
P(Rx) = P(out) ‑ a(Rx)          |          |/              |
                                |                          |
                                |           ROADM          |
                                +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

 ‑ For AL‑T monitoring: P(Tx) and a(Tx) must be known
 ‑ For AL‑R monitoring: P(RX) and a(Rx) must be known
 An alarm shall be raised if P(in) or P(Rx) drops below a
 configured threshold  (t [dB]):
 ‑  P(in) < P(Tx) ‑ a(Tx) ‑ t (Tx direction)
 ‑  P(Rx) < P(out) ‑ a(Rx) ‑ t (Rx direction)
 ‑  a(Tx) = a(Rx)

 Alarms and events can be shared between Client and Network
 via LMP according to [RFC4204] and [RFC4209]



                       Figure 6: Extended LMP Model




5.2.2. Power Control Loop Use Case

This use case is based on the access link monitoring as
described above. In addition, the border NE is running a power
control application that is capable to control the optical output
power of the single channel tributary signal at the output port
of the border DWDM NE (towards the external receiver Rx) and the
optical output power of the single channel tributary signal at
the external transmitter Tx within their known operating range.
The time scale of this control loop is typically relatively slow
(e.g. some 10s or minutes) because the access link attenuation
is not expected to vary much over time (the attenuation only
changes when re‑cabling occurs).
From a data plane perspective, this use case does not require
additional data plane extensions. It does only require a protocol
extension in the control plane (e.g. this LMP draft) that allows
the power control application residing in the DWDM border NE to
modify the optical output power of the DWDM domain‑external
transmitter Tx within the range of the currently used application
code. Figure 7 below illustrates this use case utilizing
LMP with the extensions identified in this document.



   Use case 3: Power Control Loop





+‑‑‑‑‑‑‑‑‑‑+                       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| +‑‑‑‑‑‑+ |P(Tx),P(Rx),Set(P(out))|  +‑‑‑‑‑‑‑+   +‑‑‑‑‑‑‑‑+  |
| |      | | ====================> |  |       |   | Power  |  |
| | LMP  | | P(in),P(out),Set(PTx) |  |  LMP  |   |Control |  |
| |      | | <==================== |  |       |   | Loop   |  |
| +‑‑‑‑‑‑+ |                       |  +‑‑‑‑‑‑‑+   +‑‑‑‑‑‑‑‑+  |
|     |    |                       |                          |
| +‑‑‑‑‑‑+ |                       |    P(in) = P(Tx) ‑ a(Tx) |
| |C.Loop| |                       |    ___                   |
| +‑‑‑‑‑‑+ |                       |    \ /  Power Monitor    |
|     |    | P(Tx)                 |     V                    |
| +‑‑‑‑‑‑+ | Ss    //\\            |     |    |\              |
| | TX |>‑‑‑‑|‑‑‑‑‑\\//‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>| \             |
| +‑‑‑‑‑‑+ | Access Link (AL‑T)    |       .  |  |            |
|  VOA(Tx) | attenuation a(Tx)     |       .  |  |==============>
|          |                       |       .  |  |            |
| External |                       |      ‑‑‑>| /             |
| Optical  |                       |          |/              |
|Transpond.|                       |    P(out)                |
|          |                       |    ___                   |
|          |                       |    \ /  Power Monitor    |
|          | P(Rx)                 |     V                    |
|  +‑‑‑‑+  | Rs    //\\            |     |  VOA(out) |\       |
|  | RX |<‑‑‑|‑‑‑‑‑\\//‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑<|‑‑‑‑‑‑‑| \      |
|  +‑‑‑‑+  | Access Link (AL‑R)    |              .  |  |     |
|          | attenuation a(Rx)     |              .  |  |<=======
+‑‑‑‑‑‑‑‑‑‑+                       |        VOA(out) |  |     |
                                   |     <‑‑<|‑‑‑‑‑‑‑| /      |
P(Rx) = P(out) ‑ a(Rx)             |                 |/       |
                                   |                          |
                                   |            ROADM         |
                                   +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                       Figure 7: Power control loop



‑  The power control loop in transponders and ROADMs controls
   the Variable Optical Attenuators (VOA) to adjust the proper
   power in base of the ROADM and Receiver characteristics and
   the Access Link attenuation




6. Requirements

   Even if network architectures becomes more complex, management and
   operation as well as the provisioning process should have a higher
   degree of automation or should be fully automated.  Simplifying and
   automating the entire management and provisioning process of the
   network in combination with a higher link utilization and faster
   restoration times will be the major requirements that have been
   addressed in this section.



   YANG based network management protocols such as NETCONF [RFC6241] or
   RESTCONF [RFC8040] are strongly suggested as the base for the
   communication among EMS, Controller and the Data Plane.



   Data plane interoperability as defined for example in [ITU-T.G.698.2]
   is a precondition to take full benefit from standardized interfaces
   between network and control/management plane.



   The following requirements are focusing on the usage of DWDM
   interfaces.



1  A procedure to setup an optical connection MUST be defined and
   implemented in DWDM and client devices (containing the single
   channel optical interface). The Procedure MAY me defined in a
   dedicated draft as proposed in Appendix.

2  In order to ensure a lean management and provisioning of single
   channel interfaces, the management and control plane of both the
   client and DWDM network MUST be aware of the right set of
   parameters. Such parameters define the interfaces and the optical
   network and are needed to properly setup the optical connection.

3  A standard‑based northbound API (to network management system)
   based on NETCONF/RESTCONF SHOULD be supported, alternatively SNMP
   MAY be supported too.

4  A standard‑based data model for single channel interfaces MUST be
   supported to exchange optical parameters with control/management
   plane.

5  NETCONF SHOULD be used also for configuration of the single
   channel interfaces including the power setting

6  LMP SHOULD be extended and used in cases where optical
   parameters need to be exchanged between two nodes to correlate
   link characteristics and adopt the working mode of the single
   channel interface. The LMP extension MAY be defined in a draft
   as reported in Appendix.

7  LMP MAY be used to adjust the output power of the single
   channel DWDM interface to ensure that the interface works in
   the right range.

8  RSVP‑TE SHOULD be used to exchange some relevant parameters
   between the client and the optical node (e.g. the label value),
   without preventing the network to remain in charge of the optical
   path computation

9  Power monitoring functions at both ends of the DWDM connection
   MAY be used to further automate the setup and shutdown
   process of the optical interfaces.



   10 In fault cases, the network SHOULD be able to recover wavelengths,

      either using pre-defined paths or dynamic re-routing.



   11 LMP MAY be used to monitor and observe the access link.
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9. Security Considerations

   The architecture and solution space in scope of this framework
   imposes no additional requirements to the security models already
   defined in RFC5920 for packet/optical networks using GMPLS, covering
   also Control Plane and Management interfaces.  Respective security
   mechanisms of the components and protocols, e.g.  LMP security
   models, can be applied unchanged.



   As this framework is focusing on the single operator use case, the
   security concerns can be relaxed to a subset compared to a setup
   where information is exchanged between external parties and over
   external interfaces.



   Concerning the access control to Management interfaces, security
   issues can be generally addressed by authentication techniques
   providing origin verification, integrity and confidentiality.
   Additionally, access to Management interfaces can be physically or
   logically isolated, by configuring them to be only accessible out-of-
   band, through a system that is physically or logically separated from
   the rest of the network infrastructure.  In case where management
   interfaces are accessible in-band at the client device or within the
   optical transport network domain, filtering or firewalling techniques
   can be used to restrict unauthorized in-band traffic.  Authentication
   techniques may be additionally used in all cases.
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Appendix A. Appendix

   In this section are reported some examples and references on the MIB,
   Yang and LMP usage.  The MIB and TLV defining the parameters
   described above are reported in the drafts below and are intended as
   informative data:



   draft-dharinigert-ccamp-dwdm-if-lmp

      Extension to the Link Management Protocol (LMP/DWDM -rfc4209) for
      Dense Wavelength Division Multiplexing (DWDM) Optical Line Systems
      to manage the application code of optical interface parameters in
      DWDM application



   draft-ggalimbe-ccamp-flex-if-lmp

      Extension to the Link Management Protocol (LMP/DWDM -rfc4209) for
      Dense Wavelength Division Multiplexing (DWDM) Optical Line Systems
      to manage the application code of optical interface parameters in
      DWDM application



   draft-dharini-ccamp-dwdm-if-param-yang

      A YANG model to manage the optical interface parameters for an
      external transponder in a WDM network



   draft-ietf-ccamp-flexigrid-yang

      YANG data model for Flexi-Grid Optical Networks



   draft-galimbe-ccamp-iv-yang

      A YANG model to manage the optical parameters for in a WDM network



   NOTE: the above information is defined at the time of publication of
   this document and thus subject to change.
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   Drafts.



   Internet-Drafts are draft documents valid for a maximum of six
   months and may be updated, replaced, or obsoleted by other documents
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Abstract

This document defines a YANG model for managing flexi‑grid optical
media channels, complementing the information provided by the
flexi‑grid TED model.
It is also grounded on other defined YANG abstract models.
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1. Introduction

   Transport networks are evolving from current DWDM systems towards
   elastic optical networks, based on flexi-grid transmission and
   switching technologies [RFC7698]. Such technology aims at increasing
   both transport network scalability and flexibility, allowing the
   optimization of bandwidth usage.
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   While [I-D.draft-ietf-ccamp-flexigrid-yang] focuses on flexi-grid
   objects such as nodes, transponders and links, this document presents
   a YANG model for the flexi-grid media-channel. This YANG module
   defines the whole path from a source transponder or node to the
   destination through a number of intermediate nodes in the flexi-grid
   network.



This document identifies the flexi‑grid media‑channel components,
parameters and their values, characterizes the features and the
performances of the flexi‑grid elements. An application example is
provided towards the end of the document to better understand
their utility.




2. Conventions used in this document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   In this document, these words will appear with that interpretation
   only when in ALL CAPS. Lower case uses of these words are not to be
   interpreted as carrying RFC-2119 significance.



   In this document, the characters ">>" preceding an indented line(s)
   indicates a compliance requirement statement using the key words
   listed above. This convention aids reviewers in quickly identifying
   or finding the explicit compliance requirements of this RFC.





3. Flexi-grid media-channel overview

The present model defines a flexi‑grid media‑channel mainly
composed of:
   ‑ source address
   ‑ source flexi‑grid port
   ‑ source flexi‑grid transponder
   ‑ destination address
   ‑ destination flexi‑grid port
   ‑ destination flexi‑grid transponder
   ‑ A list of links that defines the path
   ‑ Other optical attributes



    Each path can be a media-channel (only defined by source and
    destination node) or a network media-channel (additionally needs
    source and destination transponders). Therefore, all the attributes
    are optional to support both situations.
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    This is achieved by a combination of the traffic engineering tunnel
    attributes explained in [I-D.draft-ietf-teas-yang-te] and augments
    when necessary. For instance, source address, source flexi-grid
    transponder, destination address and destination flexi-grid
    transponder attributes are directly taken from tunnel, whereas other
    attributes such as source flexi-grid port, destination flexi-grid
    port are defined, as they are specific for flexi-grid.






4. Example of use

In order to explain how this model is used, we provide the following
example. An optical network usually has multiple transponders,
switches (nodes) and links between them. Figure 1 shows a simple
topology, where two physical paths interconnect two optical
transponders.
                            Media channel
         <==================================================>
                               Path x
         <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>

                  +‑‑‑‑‑‑‑‑‑‑+          +‑‑‑‑‑‑‑‑‑‑+
           Link 1 |Flexi‑grid|  Link 2  |Flexi‑grid| Link 3
             .‑‑‑>|   node   |<‑‑‑‑‑‑‑‑>|   node   |<‑‑‑.
             |    |    B     |          |    C     |    |
             |    +‑‑‑‑‑‑‑‑‑‑+          +‑‑‑‑‑‑‑‑‑‑+    |
             v                                          v
          /‑‑‑‑‑‑‑‑‑‑‑\                       /‑‑‑‑‑‑‑‑‑‑‑\
         / Flexi‑grid  \                     / Flexi‑grid  \
         | transponder |                     | transponder |
         \      A      /                     \      E      /
          \‑‑‑‑‑‑‑‑‑‑‑/                       \‑‑‑‑‑‑‑‑‑‑‑/
               ^                                     ^
               |             +‑‑‑‑‑‑‑‑‑‑+            |
               |    Link 4   |Flexi‑grid|   Link 5   |
               '‑‑‑‑‑‑‑‑‑‑‑‑>|   node   |<‑‑‑‑‑‑‑‑‑‑‑'
                             |    D     |
                             +‑‑‑‑‑‑‑‑‑‑+
         <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>
                               Path y



                      Figure 1. Topology example.




   After the nodes, links and transponders have been defined using
   [I‑D.draft‑ietf‑ccamp‑flexigrid‑yang], we can configure the
   media‑channel from the information we have stored in the
   flexi‑grid TED, by querying which elements are available, and
   planning the resources that have to be provided on each situation.
   Note that every element in the flexi‑grid TED has a reference, and
   this is the way in which they are called in the media‑channel.
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   1. Depending on the case, it is possible to define either the source
      and destination node ports, or the source and destination node
      and transponder. In our case, we would define a network media
      channel, with source transponder A and source node B, and
      destination transponder E and destination node C. Thus, we are
      going to follow path x.



   2. Then, for each link in the path x, we indicate which channel we
      are going to use, providing information about the slots, and what
      nodes are connected.



   3. Finally, the flexi-grid TED has to be updated with each element
      usage status each time a media channel is created or torn down.




5. Media Channel YANG Model


5.1. YANG Model - Tree

module: ietf‑flex‑grid‑media‑channel
  augment /te:te/te:tunnels/te:tunnel:
    +‑‑rw src‑client‑signal?   identityref
    +‑‑rw dst‑client‑signal?   identityref
    +‑‑rw fec‑type?            identityref
    +‑‑rw termination‑type?    identityref
    +‑‑rw bit‑stuffing?        boolean
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:te‑bandwidth/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:te‑bandwidth/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:te‑bandwidth/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/te:te‑bandwidth/
    te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:te‑bandwidth/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw bandwidth‑type?   identityref
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  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:explicit‑route‑objects/
    te:route‑object‑exclude‑always/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:explicit‑route‑objects/
    te:route‑object‑include‑exclude/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
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  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
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  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:globals/te:named‑path‑constraints/
    te:named‑path‑constraint/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:optimizations/te:algorithm/te:metric/
    te:optimization‑metric/te:explicit‑route‑exclude‑objects/
    te:route‑object‑exclude‑object/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:optimizations/te:algorithm/te:metric/
    te:optimization‑metric/te:explicit‑route‑include‑objects/
    te:route‑object‑include‑object/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:explicit‑route‑objects/
    te:route‑object‑exclude‑always/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:explicit‑route‑objects/
    te:route‑object‑include‑exclude/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:state/te:path‑properties/
    te:path‑route‑objects/te:path‑computed‑route‑object/te:state/
    te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:state/te:lsps/te:lsp/
    te:lsp‑record‑route‑subobjects/te:record‑route‑subobject/te:type/
    te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:state/te:lsps/te:lsp/te:path‑properties/
    te:path‑route‑objects/te:path‑computed‑route‑object/te:state/
    te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:optimizations/te:algorithm/te:metric/te:optimization‑metric/
    te:explicit‑route‑exclude‑objects/te:route‑object‑exclude‑object/
    te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:optimizations/te:algorithm/te:metric/te:optimization‑metric/
    te:explicit‑route‑include‑objects/te:route‑object‑include‑object/
    te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:explicit‑route‑objects/te:route‑object‑exclude‑always/
    te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz

Internet‑Draft  YANG data model for Flexi‑Grid media‑channels  Oct.2018

  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:explicit‑route‑objects/te:route‑object‑include‑exclude/
    te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑in‑segment/te:forward/te:label‑restrictions/
    te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/te:path‑in‑segment/
    te:forward/te:label‑restrictions/te:label‑restriction/
    te:label‑start/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/te:path‑in‑segment/
    te:forward/te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑in‑segment/te:reverse/te:label‑restrictions/
    te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑in‑segment/te:reverse/te:label‑restrictions/
    te:label‑restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑in‑segment/te:reverse/te:label‑restrictions/
    te:label‑restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑out‑segment/te:forward/te:label‑restrictions/
    te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑out‑segment/te:forward/te:label‑restrictions/
    te:label‑restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑out‑segment/te:forward/te:label‑restrictions/
    te:label‑restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑out‑segment/te:reverse/te:label‑restrictions/
    te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑out‑segment/te:reverse/te:label‑restrictions/
    te:label‑restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:path‑out‑segment/te:reverse/te:label‑restrictions/
    te:label‑restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:state/te:path‑properties/te:path‑route‑objects/
    te:path‑computed‑route‑object/te:state/te:type/te:label/
    te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/te:state/te:lsps/
    te:lsp/te:lsp‑record‑route‑subobjects/te:record‑route‑subobject/
    te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/
    te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path/
    te:state/te:lsps/te:lsp/te:path‑properties/te:path‑route‑objects/
    te:path‑computed‑route‑object/te:state/te:type/te:label/
    te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:optimizations/te:algorithm/te:metric/
    te:optimization‑metric/te:explicit‑route‑exclude‑objects/
    te:route‑object‑exclude‑object/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:optimizations/te:algorithm/te:metric/
    te:optimization‑metric/te:explicit‑route‑include‑objects/
    te:route‑object‑include‑object/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:explicit‑route‑objects/
    te:route‑object‑exclude‑always/te:type/te:label/
    te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:explicit‑route‑objects/
    te:route‑object‑include‑exclude/te:type/te:label/
    te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑in‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑in‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑out‑segment/te:forward/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑start/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:path‑out‑segment/te:reverse/
    te:label‑restrictions/te:label‑restriction/te:label‑end/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
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  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:state/te:path‑properties/
    te:path‑route‑objects/te:path‑computed‑route‑object/
    te:state/te:type/te:label/te:label‑hop/te:te‑label/
    te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:state/te:lsps/te:lsp/
    te:lsp‑record‑route‑subobjects/te:record‑route‑subobject/
    te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/
    te:p2p‑secondary‑path/te:state/te:lsps/te:lsp/
    te:path‑properties/te:path‑route‑objects/
    te:path‑computed‑route‑object/te:state/te:type/te:label/
    te:label‑hop/te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
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  augment /te:te/te:lsps‑state/te:lsp/te:lsp‑record‑route‑subobjects/
    te:record‑route‑subobject/te:type/te:label/te:label‑hop/
    te:te‑label/te:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /te:tunnels‑rpc/te:input/te:tunnel‑info/tepc:path‑request:
    +‑‑‑‑ src‑client‑signal?       identityref
    +‑‑‑‑ dst‑client‑signal?       identityref
    +‑‑‑‑ fec‑type?                identityref
    +‑‑‑‑ termination‑type?        identityref
    +‑‑‑‑ bit‑stuffing?            boolean
    +‑‑‑‑ wavelength‑assignment?   identityref




5.2. YANG Model - Code

<CODE BEGINS> file "ietf-flexi-grid-media-channel@2018-10-22.yang"



module ietf‑flex‑grid‑media‑channel {
  yang‑version 1.1;



  namespace "urn:ietf:params:xml:ns:yang:ietf-flex-grid-media-channel";
  prefix "flex-grid-tunnel";



import ietf‑te { prefix "te"; }
import ietf‑layer0‑types{ prefix "layer0‑types"; }
import ietf‑te‑path‑computation { prefix "tepc"; }
import ietf‑otn‑types { prefix "otn‑types"; }



  organization

    "IETF CCAMP Working Group";



contact
  "WG Web:   <http://tools.ietf.org/wg/ccamp/>
   WG List:  <mailto:ccamp@ietf.org>



     WG Chair: Daniele Ceccarelli

               <mailto:daniele.ceccarelli@ericsson.com>



     WG Chair: Fatai Zhang

               <mailto:zhangfatai@huawei.com>



     Editor: Jorge E. Lopez de Vergara <jorge.lopez_vergara@uam.es>
     Editor: Daniel Perdices Burrero <daniel.perdices@naudit.es>
     Editor: Victor Lopez Alvarez <victor.lopezalvarez@telefonica.com>
     Editor: Young Lee <leeyoung@huawei.com>";
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     description

       "This module defines a model for Flex-grid Tunnel Services.";




revision "2018‑10‑22" {
  description
    "version 1";
  reference "version 1";
}



  /* Groupings. */



  grouping flex-grid-tunnel-attributes {

    description "Parameters for flexgrid tunnel.";



    leaf src‑client‑signal {
      type identityref {
        base otn‑types:client‑signal;
      }
      description
        "Client signal at the source endpoint of
         the tunnel.";
    }

    leaf dst‑client‑signal {
      type identityref {
        base otn‑types:client‑signal;
      }
      description
        "Client signal at the destination endpoint of
         the tunnel.";
    }

    leaf fec‑type {
      type identityref {
        base layer0‑types:fec‑type;
      }
      description
        "FEC type.";
    }

    leaf termination‑type {
      type identityref {
        base layer0‑types:term‑type;
      }
      description
        "Termination type.";
    }
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    leaf bit‑stuffing {
      type boolean;
      description
        "Bit stuffing enabled/disabled.";
    }
  }


  grouping flex‑grid‑path‑constraints {
    description
      "Global named path constraints configuration
       grouping for flexi‑grid tunnel";

    leaf wavelength‑assignment {
      type identityref {
        base layer0‑types:wavelength‑assignment;
      }
      description "Wavelength Allocation Method";
    }
  }

 /*
  * Data nodes
  */

  augment "/te:te/te:tunnels/te:tunnel" {
    description
      "Augment with additional parameters required for flex‑grid
       tunnel.";
    uses flex‑grid‑tunnel‑attributes;
  }

  /*
   * Augment TE bandwidth
   */

  /* Augment bandwidth of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/"
        + "te:te‑bandwidth/te:technology" {
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }
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  /* Augment bandwdith of tunnel */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:te‑bandwidth/te:technology" {
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }

  /* Augment bandwidth of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:te‑bandwidth/te:technology" {
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }

  /* Augment bandwidth of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:te‑bandwidth/te:technology" {
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }

  /* Augment bandwidht of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:te‑bandwidth/te:technology" {
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }

  /*
   * Augment TE label.
   */
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  /* Augment label hop of route‑object‑exclude‑always of
     named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:explicit‑route‑objects/"
        + "te:route‑object‑exclude‑always/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑include‑exclude of
     named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:explicit‑route‑objects/"
        + "te:route‑object‑include‑exclude/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of
     path‑in‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start for the forwarding direction of
     path‑in‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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  /* Augment label restrictions end for the forwarding direction of
     path‑in‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions for the reverse direction of
     path‑in‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start for the reverse direction of
     path‑in‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions end for the reverse direction of
     path‑in‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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  /* Augment label restrictions for the forwarding direction of
     path‑out‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the forwarding direction of
     path‑out‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the forwarding direction of
     path‑out‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions for the reverse direction of
     path‑out‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the reverse direction of
     path‑out‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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  /* Augment label restrictions end for the reverse direction of
     path‑out‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label hop of route‑exclude of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
        + "te:route‑object‑exclude‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑include of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
        + "te:route‑object‑include‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑exclude‑always of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑exclude‑always/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
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  /* Augment label hop of route‑object‑include‑exclude of primary path
   */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑include‑exclude/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label restrictions for the forwarding direction of
     path‑in‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the forwarding direction of
     path‑in‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the forwarding direction of
     path‑in‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions for the reverse direction of
     path‑in‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

Internet‑Draft  YANG data model for Flexi‑Grid media‑channels  Oct.2018

  /* Augment label restrictions start for the reverse direction of
     path‑in‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the reverse direction of
     path‑in‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions for the forwarding direction of
     path‑out‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the forwarding direction of
     path‑out‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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  /* Augment label restrictions end for the forwarding direction of
     path‑out‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions for the reverse direction of
     path‑out‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the reverse direction of
     path‑out‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the reverse direction of
     path‑out‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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  /* Augment label hop of path‑route of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:state/te:path‑properties/"
        + "te:path‑route‑objects/te:path‑computed‑route‑object/"
        + "te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of record‑route of primary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"
        + "te:record‑route‑subobject/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of path‑route of primary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:state/te:lsps/te:lsp/te:path‑properties/"
        + "te:path‑route‑objects/te:path‑computed‑route‑object/"
        + "te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of route‑exclude of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
        + "te:route‑object‑exclude‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
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  /* Augment label hop of route‑include of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
        + "te:route‑object‑include‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of route‑object‑exclude‑always of reverse
     primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑exclude‑always/"
        + "te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑include‑exclude of reverse
     primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑include‑exclude/"
        + "te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of
     path‑in‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
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  /* Augment label restrictions start for the forwarding direction of
     path‑in‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the forwarding direction of
     path‑in‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions for the reverse direction of
     path‑in‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the reverse direction of
     path‑in‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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 /* Augment label restrictions end for the reverse direction of
     path‑in‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions for the forwarding direction of
     path‑out‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the forwarding direction of
     path‑out‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the forwarding direction of
     path‑out‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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  /* Augment label restrictions for the reverse direction of
     path‑out‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the reverse direction of
     path‑out‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the reverse direction of
     path‑out‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label hop of path‑route of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:state/te:path‑properties/"
        + "te:path‑route‑objects/te:path‑computed‑route‑object/"
        + "te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
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  /* Augment label hop of record‑route of reverse primary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"
        + "te:record‑route‑subobject/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of path‑route of reverse primary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:state/te:lsps/te:lsp/te:path‑properties/"
        + "te:path‑route‑objects/te:path‑computed‑route‑object/"
        + "te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of route‑exclude of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
        + "te:route‑object‑exclude‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of route‑include of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
        + "te:route‑object‑include‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
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  /* Augment label hop of route‑object‑exclude‑always of secondary path
   */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑exclude‑always/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of route‑object‑include‑exclude of secondary
     path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑include‑exclude/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label restrictions for the forwarding direction of
     path‑in‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the forwarding direction of
     path‑in‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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  /* Augment label restrictions end for the forwarding direction of
     path‑in‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions for the reverse direction of
     path‑in‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the reverse direction of
     path‑in‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the reverse direction of
     path‑in‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
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  /* Augment label restrictions for the forwarding direction of
     path‑out‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
  /* Augment label restrictions start for the forwarding direction of
     path‑out‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
 /* Augment label restrictions end for the forwarding direction of
    path‑out‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions for the reverse direction of
     path‑out‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }
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  /* Augment label restrictions start for the reverse direction of
     path‑out‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label restrictions end for the reverse direction of
     path‑out‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
  /* Augment label hop of path‑route of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:state/te:path‑properties/te:path‑route‑objects/"
        + "te:path‑computed‑route‑object/te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of record‑route of secondary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"
        + "te:record‑route‑subobject/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
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  /* Augment label hop of path‑route of secondary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:state/te:lsps/te:lsp/te:path‑properties/"
        + "te:path‑route‑objects/"
        + "te:path‑computed‑route‑object/te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  /* Augment label hop of record‑route of LSP */
  augment "/te:te/te:lsps‑state/"
        + "te:lsp/te:lsp‑record‑route‑subobjects/"
        + "te:record‑route‑subobject/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }
  augment "/te:tunnels‑rpc/te:input/te:tunnel‑info/"
        + "tepc:path‑request" {
    description
       "Augment with additional constraints flex‑grid
        tunnel.";
    uses flex‑grid‑tunnel‑attributes;
    uses flex‑grid‑path‑constraints;
  }
}



<CODE ENDS>





5.3. License

   Copyright (c) 2018 IETF Trust and the persons identified as authors
   of the code. All rights reserved.



   Redistribution and use in source and binary forms, with or without
   modification, are permitted provided that the following conditions
   are met:



   o Redistributions of source code must retain the above copyright
      notice, this list of conditions and the following disclaimer.



   o Redistributions in binary form must reproduce the above copyright
      notice, this list of conditions and the following disclaimer in
      the documentation and/or other materials provided with the
      distribution.
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   o Neither the name of Internet Society, IETF or IETF Trust, nor the
      names of specific contributors, may be used to endorse or promote
      products derived from this software without specific prior
      written permission.



   THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
   "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
   LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS
   FOR A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE
   COPYRIGHT OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT,
   INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING,
   BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES;
   LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER
   CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT
   LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN
   ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE
   POSSIBILITY OF SUCH DAMAGE.




6. Security Considerations

   The transport protocol used for sending the managed information MUST
   support authentication and SHOULD support encryption.



   The defined data-model by itself does not create any security
   implications.




7. IANA Considerations

   The namespace used in the defined models is currently based on the
   METRO-HAUL project URI. Future versions of this document could
   register a URI in the IETF XML registry [RFC3688], as well as in the
   YANG Module Names registry [RFC6020].
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Abstract

   This document defines a YANG model for managing flexi-grid optical
   Networks. The model described in this document defines a flexi-grid
   traffic engineering database. A complementary module is referenced
   to detail the flexi-grid media channels.



   This module is grounded on other defined YANG abstract models.




Table of Contents



	1. Introduction


	2. Conventions used in this document


	3. Flexi-grid network topology model overview


	4. Main building blocks of the Flexi-grid TED
	 4.1 Formal Syntax



	5. Example of use


	6. Flexi-grid TED YANG Model
	 6.1. YANG Model - Tree


	 6.2. YANG Model - Code


	 6.3. License



	7. Security Considerations


	8. IANA Considerations


	9. References
	 9.1. Normative References


	 9.2. Informative References



	10. Contributors


	11. Acknowledgments


	Authors' Addresses




1. Introduction

   Internet-based traffic is dramatically increasing every year.
   Moreover, such traffic is also becoming more dynamic. Thus,
   transport networks need to evolve from current DWDM systems towards
   elastic optical networks, based on flexi-grid transmission and
   switching technologies [RFC7698]. This technology aims at increasing
   both transport network scalability and flexibility, allowing the
   optimization of bandwidth usage.




   This document presents a YANG model for flexi-grid objects in the
   dynamic optical network, including the nodes, transponders and links
   between them, as well as how such links interconnect nodes and
   transponders.



   The YANG model for flexi-grid networks allows the representation of
   the flexi-grid optical layer of a network, combined with the
   underlying physical layer.



   This document identifies the flexi-grid components, parameters and
   their values, characterizes the features and the performances of the
   flexi-grid elements. An application example is provided towards the
   end of the document to better understand their utility.




2. Conventions used in this document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   In this document, these words will appear with that interpretation
   only when in ALL CAPS. Lower case uses of these words are not to be
   interpreted as carrying RFC-2119 significance.



   In this document, the characters ">>" preceding an indented line(s)
   indicates a compliance requirement statement using the key words
   listed above. This convention aids reviewers in quickly identifying
   or finding the explicit compliance requirements of this RFC.




3. Flexi-grid network topology model overview

   YANG is a data modeling language used to model configuration data
   manipulated by the NETCONF protocol. Several YANG models have already
   been specified for network configurations. For instance, the work in
   [RFC8345] has proposed a generic YANG model for network/service
   topologies and inventories. The work in
   [I-D.draft-ietf-teas-yang-te-topo] presents a data model to
   represent, retrieve and manipulate Traffic Engineering (TE)
   Topologies. These models serve as base models that other technology
   specific models can augment. A YANG model has also been proposed in
   [I-D.draft-dharini-ccamp-dwdm-if-yang] to manage single channel
   optical interface parameters of DWDM applications, and in




   [I-D.draft-ietf-ccamp-wson-yang] another model has been specified for
   the routing and wavelength assignment TE topology in wavelength
   switched optical networks (WSONs). None of them are specific for
   flexi-grid technology.



   Then, as stated before, we propose a model to describe a flexi-grid
   topology that is split in two YANG sub-modules:



o Flexi‑grid‑TED: In order to be compatible with existing
  proposals, we augment the definitions contained in
  [RFC8345] and [I‑D.draft‑ietf‑teas‑yang‑te‑topo], by defining
  the different elements we can find in a flexi‑grid network:
  a node, a transponder and a link. For that, each of those elements
  is defined as a container that includes a group of attributes.
  References to the elements are provided to be later used in
  the definition of a media channel. It also includes the data
  types for the type of modulation, the flexi‑grid technology,
  the FEC, etc.
o Media‑channel: This module defines the whole path from a source
  transponder to the destination through a number of intermediate
  nodes and links. For this, it takes the information defined before
  in the flexi‑grid TED. This module is described in
  [I‑D.draft‑ietf‑ccamp‑flexigrid‑media‑channel‑yang]



     The following section provides a detailed view of the first module.





4. Main building blocks of the Flexi-grid TED

   This section details the defined YANG module. It is listed below in
   section 6.




   The description of the three main components, flexi-grid-node,
   flexi-grid-transponder and flexi-grid-link is provided below.
   flexi-grid-sliceable-transponders are also defined.



   <flexi-grid-node> ::= <config> <state>



       <flexi-grid-node>: This element designates a node in the
       network.



       <config> ::= <flexi-grid-node-attributes-config>



           <config>: Contains the configuration of a node.
           <flexi-grid-node-attributes-config> ::= <list-interface>
           <connectivity_matrix>



               <flexi-grid-node-attributes-config>: Contains all the
               attributes related to the node configuration, such as
               its interfaces or its management addresses.




<list‑interface> ::= <name> <port‑number>
<input‑port> <output‑port> <description>
<interface‑type>
[<numbered‑interface> / <unnumbered‑interface>]



                       <list-interface>: The list containing all the
                       information of the interfaces.



                       <name>: Determines the interface name.



                       <port-number>: Port number of the interface.



<input‑port>: Boolean value that defines
whether the interface is input or not.



                       <output-port>: Boolean value that defines
                       whether the interface is output or not.



<description>: Description of the usage of
the interface.

<interface‑type>: Determines if the interface
is numbered or unnumbered.

<numbered‑interface> ::= <n‑i‑ip‑address>
    <numbered‑interface>: An interface with
    its own IP address.



                           <n-i-ip-address>: Only available if
                           <interface-type> is "numbered-interface".
                           Determines the IP address of the interface.



<unnumbered‑interface> ::= <u‑i‑ip‑address>
<label>
    <unnumbered‑interface>: A interface that
    needs a label to be unique.



                           <u-i-ip-address>: Only available if
                           <interface-type> is "numbered-interface".
                           Determines the node IP address, which with
                           the label defines the interface.



                           <label>: Label that determines the
                           interface, joint with the node IP address.



                   <connectivity-matrix> ::= <connections>



                       <connectivity-matrix>: Determines whether a
                       connection port in/port out exists.



                       <connections> ::= <input-port-id>
                       <output-port-id>



<flexi-grid-transponder> ::= <transponder-type> <config> <state>




<flexi‑grid‑transponder>: This item designates a transponder
of a node.



    <config> ::= <flexi-grid-transponder-attributes-config>



        <config>: Contains the configuration of a transponder.



        <flexi-grid-transponder-attributes-config> ::=
        <available-operational-mode> <operational-mode>



            <flexi-grid-transponder-attributes>: Contains all the
            attributes related to the transponder.



               <available-operational-mode>: It provides a list of the
               operational modes available at this transponder.



               <operational-mode>: Determines the type of operational
               mode in use.



     <state> ::= <flexi-grid-transponder-attributes-config>
     <flexi-grid-transponder-attributes-state>



         <state>: Contains the state of a transponder.



         <flexi-grid-transponder-attributes-config>: See above.



<flexi‑grid‑transponder‑attributes‑state>: Contains the
state of a transponder.



 <link> ::= <config> <state>



     <link>: This element describes all the information of a link.



     <config> ::= <flexi-grid-link-attributes-config>



         <config>: Contains the configuration of a link.




         <flexi-grid-link-attributes-config> ::= <technology-type>
         <available-label-flexi-grid> <N-max> <base-frequency>
         <nominal-central-frequency-granularity>
         <slot-width-granularity>



<flexi‑grid‑link‑attributes>: Contains all the
attributes related to the link, such as its unique id,
its N value, its latency, etc.



            <link-id>: Unique id of the link.



            <available-label-flexi-grid>: Array of bits that
            determines, with each bit, the availability of each
            interface for flexi-grid technology.



        <N‑max>: The max value of N in this link, being N
        the number of slots.

        <base‑frequency>: The default central frequency
        used in the link.

        <nominal‑central‑frequency‑granularity>: It is the
        spacing between allowed nominal central frequencies
        and it is set to 6.25 GHz (note: sometimes referred
        to as 0.00625 THz).

        <slot‑width‑granularity>: 12.5 GHz, as defined
        in G.694.1.
<state> ::= <flexi‑grid‑link‑attributes‑config>
<flexi‑grid‑link‑attributes‑state>



        <state>: Contains the state of a link.



        <flexi-grid-link-attributes-config>: See above.



<flexi‑grid‑link‑attributes‑state>: Contains all the
the information related to the state of a link.





4.1. Formal Syntax

   The previous syntax specification uses the augmented Backus-Naur
   Form (BNF) as described in [RFC5234].





5. Example of use

In order to explain how this model is used, we provide the following
example. An optical network usually has multiple transponders,
switches (nodes) and links between them. Figure 1 shows a simple
topology, where two physical paths interconnect two optical
transponders.
                            Media channel
         <==================================================>
                               Path x
         <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>

                  +‑‑‑‑‑‑‑‑‑‑+          +‑‑‑‑‑‑‑‑‑‑+
           Link 1 |Flexi‑grid|  Link 2  |Flexi‑grid| Link 3
             .‑‑‑>|   node   |<‑‑‑‑‑‑‑‑>|   node   |<‑‑‑.
             |    |    B     |          |    C     |    |
             |    +‑‑‑‑‑‑‑‑‑‑+          +‑‑‑‑‑‑‑‑‑‑+    |
             v                                          v
          /‑‑‑‑‑‑‑‑‑‑‑\                       /‑‑‑‑‑‑‑‑‑‑‑\
         / Flexi‑grid  \                     / Flexi‑grid  \
         | transponder |                     | transponder |
         \      A      /                     \      E      /
          \‑‑‑‑‑‑‑‑‑‑‑/                       \‑‑‑‑‑‑‑‑‑‑‑/
               ^                                     ^
               |             +‑‑‑‑‑‑‑‑‑‑+            |
               |    Link 4   |Flexi‑grid|   Link 5   |
               '‑‑‑‑‑‑‑‑‑‑‑‑>|   node   |<‑‑‑‑‑‑‑‑‑‑‑'
                             |    D     |
                             +‑‑‑‑‑‑‑‑‑‑+
         <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>
                               Path y



                      Figure 1. Topology example.



   In order to configure a media channel to interconnect transponders A
   and E, first of all we have to populate the flexi-grid TED YANG model
   with all elements in the network:



   1. We define the transponders A and E, including their FEC type, if
      enabled, and modulation type. We also provide node identifiers
      and addresses for the transponders, as well as interfaces
      included in the transponders. Sliceable transponders can also be
      defined if needed.



   2. We do the same for the nodes B, C and D, providing their
      identifiers, addresses and interfaces, as well as the internal
      connectivity matrix between interfaces.



   3. Then, we also define the links 1 to 5 that interconnect nodes and
      transponders, indicating which flexi-grid labels are available.
      Other information, such as the slot frequency and granularity are
      also provided.



Next, we can configure the media channel from the information we
have stored in the flexi‑grid TED, by querying which elements are
available, and planning the resources that have to be provided on
each situation. Note that every element in the flexi‑grid TED has a
reference, and this is the way in which they are called in the media
channel. We refer to
[I‑D.draft‑ietf‑ccamp‑flexigrid‑media‑channel‑yang] to complete
this example.





6. Flexi-grid TED YANG Model


6.1. Yang Model - Tree Structure

module: ietf‑flex‑grid‑topology
  augment /nw:networks/nw:network/nw:network‑types/tet:te‑topology:
    +‑‑rw flex‑grid‑topology!
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes:
  augment /nw:networks/nw:network/nw:node/nt:termination‑point/tet:te:
    +‑‑rw supported‑payload‑types* [index]
    |  +‑‑rw index           uint16
    |  +‑‑rw payload‑type?   string
    +‑‑rw client‑facing?             boolean
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes:
    +‑‑rw flex‑grid‑node
       +‑‑rw node‑type?   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/
     tet:tunnel‑termination‑point:
    +‑‑rw supported‑operational‑modes*    layer0‑types:operational‑mode
    +‑‑rw configured‑operational‑modes?   layer0‑types:operational‑mode
    +‑‑rw supported‑fec‑types*            identityref
    +‑‑rw supported‑termination‑types*    identityref
    +‑‑rw supports‑bit‑stuffing?          boolean
    +‑‑rw is‑tunable?                     boolean
    +‑‑rw max‑subcarrier‑channel‑num?     uint8
    +‑‑rw supports‑flex‑grid?             boolean
  augment /nw:networks/nw:network/nw:node/nt:termination‑point/tet:te/
    tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/
    tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw bandwidth‑type?   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:path‑constraints/tet:te‑bandwidth/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref

  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/
    tet:path‑constraints/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:path‑constraints/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:path‑constraints/
    tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:client‑layer‑adaptation/
    tet:switching‑capability/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:path‑constraints/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:path‑constraints/tet:te‑bandwidth/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
    tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/
    tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw bandwidth‑type?   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
    tet:max‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
    tet:max‑resv‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref

  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
    tet:unreserved‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/
    tet:information‑source‑entry/tet:interface‑switching‑capability/
    tet:max‑lsp‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro bandwidth‑type?   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/
    ttet:information‑source‑entry/et:max‑link‑bandwidth/
    tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/
    tet:information‑source‑entry/tet:max‑resv‑link‑bandwidth/
    tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/
    tet:information‑source‑entry/tet:unreserved‑bandwidth/
    tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:interface‑switching‑capability/
    tet:max‑lsp‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw bandwidth‑type?   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:max‑link‑bandwidth/tet:te‑bandwidth/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:max‑resv‑link‑bandwidth/tet:te‑bandwidth/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:unreserved‑bandwidth/tet:te‑bandwidth/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw supported‑bandwidth‑list*   identityref

  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:label‑restrictions/
    tet:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:underlay/tet:primary‑path/
    tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:underlay/tet:backup‑path/
    tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:optimizations/tet:algorithm/
    tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:optimizations/tet:algorithm/
    tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑include‑objects/tet:route‑object‑include‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:path‑properties/
    tet:path‑route‑objects/tet:path‑route‑object/tet:type/tet:label/
    tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/
    tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑start/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
  tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/
  tet:label‑restrictions/tet:label‑restriction/tet:label‑end/
  tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/
    tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑start/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑end/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:underlay/
    tet:primary‑path/tet:path‑element/tet:type/tet:label/tet:label‑hop/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:underlay/
    tet:backup‑path/tet:path‑element/tet:type/tet:label/tet:label‑hop/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:optimizations/
    tet:algorithm/tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/tet:optimizations/
    tet:algorithm/tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑include‑objects/tet:route‑object‑include‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes/
    tet:connectivity‑matrices/tet:connectivity‑matrix/
    tet:path‑properties/tet:path‑route‑objects/tet:path‑route‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:label‑restrictions/tet:label‑restriction:
    +‑‑ro grid‑type?   identityref
    +‑‑ro priority?    uint8
    +‑‑ro flex‑grid
       +‑‑ro nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑ro slot‑width‑granularity?                  frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑start/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑end/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/tet:underlay/
    tet:primary‑path/tet:path‑element/tet:type/tet:label/tet:label‑hop/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/tet:underlay/
    tet:backup‑path/tet:path‑element/tet:type/tet:label/tet:label‑hop/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑include‑objects/tet:route‑object‑include‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:path‑properties/tet:path‑route‑objects/tet:path‑route‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/tet:
    information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:from/tet:label‑restrictions/
    tet:label‑restriction:
    +‑‑ro grid‑type?   identityref
    +‑‑ro priority?    uint8
    +‑‑ro flex‑grid
       +‑‑ro nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑ro slot‑width‑granularity?                  frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:from/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:from/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:to/tet:label‑restrictions/
    tet:label‑restriction:
    +‑‑ro grid‑type?   identityref
    +‑‑ro priority?    uint8
    +‑‑ro flex‑grid
       +‑‑ro nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑ro slot‑width‑granularity?                  frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:to/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:to/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:underlay/tet:primary‑path/
    tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:underlay/tet:backup‑path/
    tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:optimizations/tet:algorithm/tet:metric/
    tet:optimization‑metric/tet:explicit‑route‑exclude‑objects/
    tet:route‑object‑exclude‑object/tet:type/tet:label/tet:label‑hop/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/
    tet:connectivity‑matrix/tet:optimizations/tet:algorithm/
    tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑include‑objects/tet:route‑object‑include‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:information‑source‑entry/tet:connectivity‑matrices/es/
    tet:connectivity‑matrix/tet:path‑propertitet:path‑route‑objects/
    tet:path‑route‑object/tet:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑start/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑end/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:underlay/tet:primary‑path/tet:path‑element/tet:type/tet:label/
    tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:underlay/tet:backup‑path/tet:path‑element/tet:type/tet:label/
    tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑include‑objects/tet:route‑object‑include‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:path‑properties/tet:path‑route‑objects/tet:path‑route‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:label‑restrictions/
    tet:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:underlay/tet:primary‑path/
    tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:underlay/tet:backup‑path/
    tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:optimizations/tet:algorithm/
    tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:optimizations/tet:algorithm/
    tet:metric/tet:optimization‑metric/
    tet:explicit‑route‑include‑objects/tet:route‑object‑include‑object/
    tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nw:node/tet:te/
    tet:tunnel‑termination‑point/tet:local‑link‑connectivities/
    tet:local‑link‑connectivity/tet:path‑properties/
    tet:path‑route‑objects/tet:path‑route‑object/tet:type/tet:label/
    tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑ro central‑frequency?     frequency‑thz
          |  +‑‑ro slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑ro subcarrier‑channels* [central‑frequency]
                +‑‑ro central‑frequency     frequency‑thz
                +‑‑ro slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
   tet:underlay/tet:primary‑path/tet:path‑element/tet:type/tet:label/
   tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz

  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
    tet:underlay/tet:backup‑path/tet:path‑element/tet:type/tet:label/
    tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
    tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑start/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/
    tet:label‑restrictions/tet:label‑restriction/tet:label‑end/
    tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nt:link/tet:te/
    tet:information‑source‑entry/tet:label‑restrictions/
    tet:label‑restriction:
    +‑‑ro grid‑type?   identityref
    +‑‑ro priority?    uint8
    +‑‑ro flex‑grid
       +‑‑ro nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑ro slot‑width‑granularity?                  frequency‑ghz

  augment /nw:networks/nw:network/nt:link/tet:te/
    tet:information‑source‑entry/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro central‑frequency?   frequency‑thz
  augment /nw:networks/nw:network/nt:link/tet:te/
    tet:information‑source‑entry/tet:label‑restrictions/
    tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑ro central‑frequency?   frequency‑thz
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:underlay/tet:primary‑path/
    tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:underlay/tet:backup‑path/
    ttet:path‑element/et:type/tet:label/tet:label‑hop/tet:te‑label/
    tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw (single‑or‑super‑channel)?
          +‑‑:(single)
          |  +‑‑rw central‑frequency?     frequency‑thz
          |  +‑‑rw slot‑width?            frequency‑ghz
          +‑‑:(super)
             +‑‑rw subcarrier‑channels* [central‑frequency]
                +‑‑rw central‑frequency     frequency‑thz
                +‑‑rw slot‑width?           frequency‑ghz
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
    +‑‑rw flex‑grid
       +‑‑rw nominal‑central‑frequency‑granularity?   frequency‑ghz
       +‑‑rw slot‑width‑granularity?                  frequency‑ghz
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:label‑restrictions/tet:label‑restriction/
    tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/
    tet:te‑link‑attributes/tet:label‑restrictions/tet:label‑restriction/
    tet:label‑end/tet:te‑label/tet:technology:
    +‑‑:(flex‑grid)
       +‑‑rw central‑frequency?   frequency‑thz





A.2. YANG Model - Code

   <CODE BEGINS> file "ietf‑flexi‑grid‑ted@2018‑10‑22.yang"
module ietf‑flex‑grid‑topology {



  yang-version 1.1;



  namespace "urn:ietf:params:xml:ns:yang:ietf-flex-grid-topology";



  prefix "flex-grid";



import ietf‑network {
  prefix "nw";
}

import ietf‑network‑topology {
  prefix "nt";
}

import ietf‑te‑topology {
  prefix "tet";
}

import ietf‑layer0‑types {
  prefix "layer0‑types";
}



  organization

    "IETF CCAMP Working Group";



contact
  "WG Web:   <http://tools.ietf.org/wg/ccamp/>
   WG List:  <mailto:ccamp@ietf.org>



     WG Chair: Daniele Ceccarelli

               <mailto:daniele.ceccarelli@ericsson.com>



     WG Chair: Fatai Zhang

               <mailto:zhangfatai@huawei.com>



Editor: Jorge E. Lopez de Vergara  <jorge.lopez_vergara@uam.es>
Editor: Daniel Perdices Burrero <daniel.perdices@naudit.es>
Editor: Victor Lopez Alvarez <victor.lopezalvarez@telefonica.com>
Editor: Young Lee <leeyoung@huawei.com>
Editor: Aihua Guo <aihuaguo@huawei.com>";



     description

       "This module defines a model for Flex-grid topology



   Copyright (c) 2018 IETF Trust and the persons identified
   as authors of the code.  All rights reserved.

   Redistribution and use in source and binary forms, with
   or without modification, is permitted pursuant to, and
   subject to the license terms contained in, the Simplified BSD
   License set forth in Section 4.c of the IETF Trust's Legal
   Provisions Relating to IETF Documents
   (http://trustee.ietf.org/license‑info).";

revision 2018‑10‑22 {
  description
    "version 1.";

  reference
    "RFC XXX: A Yang Data Model for Flex‑grid Optical Networks ";
}

/*
 * Groupings
 */
grouping flex‑grid‑node‑attributes {
  description "Flex‑grid node attributes.";

  container flex‑grid‑node {
    description "Flex‑grid node attrtibutes.";
    leaf node‑type {
      type identityref {
        base layer0‑types:layer0‑node‑type;
      }
      description "Flex‑grid node type.";
    }
  }
}

grouping flex‑grid‑link‑attributes {
  description
   "Future flex‑grid link attributes extensions";
}




  grouping flex-grid-tp-attributes {

    description "flex-grid-tp-attributes";



    list supported‑payload‑types {
      key "index";
      description
        "Supported payload types of a TP. The payload type is defined
         as the generalized PIDs in GMPLS.";
      leaf index {
        type uint16;
        description "payload type index";
      }
      leaf payload‑type {
        type string;
        description "the payload type supported by this client tp";
        reference
          "http://www.iana.org/assignments/gmpls‑sig‑parameters
           /gmpls‑sig‑parameters.xhtml";
      }
    }
    leaf client‑facing {
      type boolean;
      default 'false';
      description
        "Indicating if it is a client‑facing TP.";
    }
  }

  grouping flex‑grid‑ttp‑attributes {
    description
     "Flex‑grid tunnel termination point (e.g.tranponder)
       attributes";
    leaf‑list supported‑operational‑modes {
      type layer0‑types:operational‑mode;
      description
        "List of all supported vendor‑specific
         mode identifiers";
    }

    leaf configured‑operational‑modes {
      type layer0‑types:operational‑mode;
      description
       "Vendor‑specific mode identifier configured
         on the TTP.";
    }

    leaf‑list supported‑fec‑types {
      type identityref {
        base layer0‑types:fec‑type;
      }
       description
        "List of all supported FEC types by this TTP.";
    }

    leaf‑list supported‑termination‑types {
      type identityref {
        base layer0‑types:term‑type;
      }
        description
         "List of all supported termination types by this TTP.";
    }

    leaf supports‑bit‑stuffing {
       type boolean;
       description
         "Indicate whether bit stuffing is supported by this TTP.";
    }

    leaf is‑tunable {
      type boolean;
      description
        "Indicates if the TTP, or transponder, is tunable. Tunable
         transponders are assumed to be fully tunable to any of the
         96 channels within DWDM C‑band.";
    }

    leaf max‑subcarrier‑channel‑num {
      type uint8 {
     range "1..max";
      }
      default 1;
      description
     "Indicate the maximum number of subcarrier channels for
          super‑channel transponders. When the value equals 1 it
          represents regular single‑channel transponder.";
    }

    leaf supports‑flex‑grid {
      type boolean;
      description
        "Indicates if the TTP, or transponder, supports flex grid.";
    }
  }

  /*
   * Data nodes
   */

  augment "/nw:networks/nw:network/nw:network‑types"
   + "/tet:te‑topology" {
      description "flex‑grid‑topology augmented";
      container flex‑grid‑topology {
        presence "indicates a topology of Flex Grid";
        description
          "Container to identify Flex‑grid topology type";
      }
  }

  augment "/nw:networks/nw:network/nt:link/tet:te"
        + "/tet:te‑link‑attributes"   {
    when "/nw:networks/nw:network/nw:network‑types"
        +"/tet:te‑topology/flex‑grid:flex‑grid‑topology" {
       description "This augment is only valid for flex‑grid.";
    }
    description "Flex‑grid Link augmentation.";
    uses flex‑grid‑link‑attributes;
  }

  augment "/nw:networks/nw:network/nw:node/nt:termination‑point/"
        + "tet:te" {
    when "/nw:networks/nw:network/nw:network‑types"
        +"/tet:te‑topology/flex‑grid:flex‑grid‑topology" {
       description "This augment is only valid for flex‑grid.";
    }
    description "Flex‑grid TP attributes.";
    uses flex‑grid‑tp‑attributes;
  }

  augment "/nw:networks/nw:network/nw:node/tet:te"
        + "/tet:te‑node‑attributes" {
    when "/nw:networks/nw:network/nw:network‑types"
       +"/tet:te‑topology/flex‑grid:flex‑grid‑topology" {
       description "This augment is only valid for flex‑grid.";
    }
    description "Flex‑grid Node augmentation.";
    uses flex‑grid‑node‑attributes;
  }


  augment "/nw:networks/nw:network/nw:node/tet:te"
        + "/tet:tunnel‑termination‑point" {
    when "/nw:networks/nw:network/nw:network‑types"
       +"/tet:te‑topology/flex‑grid:flex‑grid‑topology" {
      description "This augment is only valid for flex‑grid.";
    }
    description "Flex‑grid tunnel termination point augmentation.";
    uses flex‑grid‑ttp‑attributes;
  }

  /*
   * Augment TE bandwidth
   */

  /* Augment maximum LSP bandwidth of link terminationpoint (LTP) */
  augment "/nw:networks/nw:network/nw:node/nt:termination‑point/"
        + "tet:te/"
        + "tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE bandwidth";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }

  /* Augment bandwidth path constraints of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE bandwidth";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment bandwidth path constraints of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE bandwidth";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment bandwidth path constraints of connectivity‑matrices
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE bandwidth";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment bandwidth path constraints of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE bandwidth";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment client bandwidth of tunnel termination point (TTP) */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:client‑layer‑adaptation/tet:switching‑capability/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE bandwidth";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment bandwidth path constraints of local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/tet:path‑constraints/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE bandwidth";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment bandwidth path constraints of local‑link‑connectivity (LLC)
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/tet:path‑constraints/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE bandwidth";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment maximum LSP bandwidth of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }

  /* Augment maximum bandwidth of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:max‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment maximum reservable bandwidth of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:max‑resv‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment unreserved bandwidth of TE Link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:unreserved‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment maximum LSP bandwidth of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:interface‑switching‑capability/"
        + "tet:max‑lsp‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }

  /* Augment maximum bandwidth of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:max‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }


  /* Augment maximum reservable bandwidth of TE link information‑source
   */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:max‑resv‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment unreserved bandwidth of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:unreserved‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment maximum LSP bandwidth of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:interface‑switching‑capability/"
        + "tet:max‑lsp‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
/*
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
*/
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑bandwidth;
    }
  }

  /* Augment maximum bandwidth of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:max‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
/*
    when "../../../../../nw:network‑types/tet:te‑topology/"
        + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
*/
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment maximum reservable bandwidth of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:max‑resv‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
/*
    when "../../../../../nw:network‑types/tet:te‑topology/"
        + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
*/
    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /* Augment unreserved bandwidth of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:unreserved‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
/*
    when "../../../../../../nw:network‑types/tet:te‑topology/"
        + "flex‑grid:flex‑grid‑topology" {
      description "flex‑grid TE bandwidth.";
    }
*/


    description "flex‑grid bandwidth.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑bandwidth;
    }
  }

  /*
   * Augment TE label.
   */

  /* Augment label restrictions of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions end of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:label‑restrictions/"
        + "tet:label‑restriction/tet:label‑end/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of connectivity‑matrices
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of connectivity‑matrices
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }


  /* Augment label hop of route‑exclude of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑exclude‑objects/"
        + "tet:route‑object‑exclude‑object/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑include of connectivity‑matrices (added)
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑include‑objects/"
        + "tet:route‑object‑include‑object/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of path‑route of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:path‑properties/tet:path‑route‑objects/"
        + "tet:path‑route‑object/tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology"{
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment ingress label restrictions of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:from/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment ingress label restrictions start of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:from/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment ingress label restrictions end of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:from/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment egress label restrictions of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:to/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment egress label restrictions start of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:to/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment egress label restrictions end of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:to/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of connectivity‑matrix
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:optimizations/"
        + "tet:algorithm/tet:metric/tet:optimization‑metric/"
        + "tet:explicit‑route‑exclude‑objects/"
        + "tet:route‑object‑exclude‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑include of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:optimizations/"
        + "tet:algorithm/tet:metric/tet:optimization‑metric/"
        + "tet:explicit‑route‑include‑objects/"
        + "tet:route‑object‑include‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of path‑route of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:path‑properties/tet:path‑route‑objects/"
        + "tet:path‑route‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label restrictions of connectivity‑matrices
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:connectivity‑matrices/tet:label‑restrictions/"
        + "tet:label‑restriction" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start of connectivity‑matrices
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:connectivity‑matrices/tet:label‑restrictions/"
        + "tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions end of connectivity‑matrices
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:connectivity‑matrices/tet:label‑restrictions/"
        + "tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of connectivity‑matrices
information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of connectivity‑matrices
information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of connectivity‑matrices
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑exclude‑objects/"
        + "tet:route‑object‑exclude‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑include of connectivity‑matrices
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑include‑objects/"
        + "tet:route‑object‑include‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of path‑route of connectivity‑matrices
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:path‑properties/tet:path‑route‑objects/"
        + "tet:path‑route‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment ingress label restrictions of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:from/tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment ingress label restrictions start of connectivity‑matrix
information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:from/tet:label‑restrictions/"
        + "tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment ingress label restrictions end of connectivity‑matrix
information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:from/tet:label‑restrictions/"
        + "tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment egress label restrictions of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:to/tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment egress label restrictions start of connectivity‑matrix
information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:to/tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment egress label restrictions end of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:to/tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑exclude‑objects/"
        + "tet:route‑object‑exclude‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑include of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑include‑objects/"
        + "tet:route‑object‑include‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of path‑route of connectivity‑matrix
     information‑source */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:information‑source‑entry/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:path‑properties/tet:path‑route‑objects/"
        + "tet:path‑route‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label restrictions of local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start of local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/"
      + "tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions end of local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/"
        + "tet:te‑label/tet:technology"{
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of
     local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of
     local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑exclude‑objects/"
        + "tet:route‑object‑exclude‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑include of local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑include‑objects/"
        + "tet:route‑object‑include‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of path‑route of local‑link‑connectivities */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:path‑properties/tet:path‑route‑objects/"
        + "tet:path‑route‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label restrictions of local‑link‑connectivity (LLC) */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start of local‑link‑connectivity (LLC)
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions end of local‑link‑connectivity (LLC) */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of
     local‑link‑connectivity (LLC) */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of
     local‑link‑connectivity (LLC) */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of local‑link‑connectivity (LLC)
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑exclude‑objects/"
        + "tet:route‑object‑exclude‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of route‑include of local‑link‑connectivity (LLC)
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑include‑objects/"
        + "tet:route‑object‑include‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of path‑route of local‑link‑connectivity (LLC)
   */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:tunnel‑termination‑point/"
        + "tet:local‑link‑connectivities/"
        + "tet:local‑link‑connectivity/"
        + "tet:path‑properties/tet:path‑route‑objects/"
        + "tet:path‑route‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay primary path of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label restrictions of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions end of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions end of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
          description "Augment flex‑grid TE label";
    }
*/
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
*/

    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑path‑label;
    }
  }

  /* Augment label restrictions of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction" {
/*
    when "../../../../../nw:network‑types/tet:te‑topology/"
        + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
*/
    description "flex‑grid label.";
    uses layer0‑types:flex‑grid‑label‑restriction;
  }

  /* Augment label restrictions start of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
        + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
*/
    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }

  /* Augment label restrictions end of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
        + "flex‑grid:flex‑grid‑topology" {
      description "Augment flex‑grid TE label";
    }
*/

    description "flex‑grid label.";
    case flex‑grid {
      uses layer0‑types:flex‑grid‑link‑label;
    }
  }
}
   <CODE ENDS>




A.3. License

   Copyright (c) 2018 IETF Trust and the persons identified as authors
   of the code. All rights reserved.



   Redistribution and use in source and binary forms, with or without
   modification, are permitted provided that the following conditions
   are met:



   o Redistributions of source code must retain the above copyright
      notice, this list of conditions and the following disclaimer.



   o Redistributions in binary form must reproduce the above copyright
      notice, this list of conditions and the following disclaimer in
      the documentation and/or other materials provided with the
      distribution.



   o Neither the name of Internet Society, IETF or IETF Trust, nor the
      names of specific contributors, may be used to endorse or promote
      products derived from this software without specific prior
      written permission.



   THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS
   "AS IS" AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT
   LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS
   FOR A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE
   COPYRIGHT OWNER OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT,
   INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING,
   BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES;
   LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER
   CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT
   LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN
   ANY WAY OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE
   POSSIBILITY OF SUCH DAMAGE.




7. Security Considerations

   The transport protocol used for sending the managed information MUST
   support authentication and SHOULD support encryption.



   The defined data-model by itself does not create any security
   implications.




8. IANA Considerations

   The namespace used in the defined models is currently based on the
   METRO-HAUL project URI. Future versions of this document could
   register a URI in the IETF XML registry [RFC3688], as well as in the
   YANG Module Names registry [RFC6020].
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Abstract

   This document provides a YANG data model for Layer 1 Connectivity
   Service Model (L1CSM). The intent of this document is to provide a
   transport service model exploiting YANG data model, which can be
   utilized by a client network controller to initiate a service
   request connectivity request as well as retrieving service states
   toward a transport network controller communicating with the client
   controller. This YANG model is NMDA-compliant.
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1. Introduction

   This document provides a YANG data model for L1VPN Connectivity
   Service Model (L1CSM) which can be classified as Network Service
   YANG module per [RFC8199]. The intent of this document is to provide
   a transport service model exploiting YANG data model, which can be
   utilized by a client network controller to initiate a service
   request connectivity request as well as retrieving service states
   toward a transport network controller communicating with the client
   controller via a NETCONF [RFC8341] or a RESTCONF [RFC8040]
   interface.



   [RFC4847] provides a framework and service level requirements for
   Layer 1 Virtual Private Networks (L1VPNs). It classifies service
   models as management-based service model, signaling-based service
   model (Basic Mode) and signaling and routing service model (Enhanced
   Mode).



   In the management-based service model, customer management systems
   and provider management systems communicate with each other.
   Customer management systems access provider management systems to
   request layer 1 connection setup/deletion between a pair of CEs.
   Customer management systems may obtain additional information, such
   as resource availability information and monitoring information,
   from provider management systems.  There is no control message
   exchange between a CE and PE.



   In the signaling-based service model (Basic Model), the CE-PE
   interface's functional repertoire is limited to path setup signaling
   only. In the Signaling and routing service model (Enhanced Mode),
   the CE-PE interface provides the signaling capabilities as in the
   Basic Mode, plus permits limited exchange of information between the
   control planes of the provider and the customer to help such
   functions as discovery of customer network routing information
   (i.e., reachability or TE information in remote customer sites), or
   parameters of the part of the provider's network dedicated to the
   customer.



   The primary focus of this document is to describe L1CS YANG model
   required for the instantiation of point-to-point L1VPN service. A
   L1VPN is a service offered by a core layer 1 network to provide
   layer 1 connectivity between two or more customer sites where the
   customer has some control over the establishment and type of the
   connectivity.



   The data model presented in Section 3 is in consistent with [MEF-
   L1CS]. The data model includes configuration and state data
   according to the new Network Management Datastore Architecture
   [RFC8342].




1.1. Deployment Scenarios

   Figure 1 depicts a deployment scenario of the L1VPN SDN control-
   based service model for an external customer instantiating L1 point-
   to-point connectivity to the provider.













                    +‑‑‑‑‑‑‑‑‑‑‑‑+
                    |  Customer  |
                    |   Service  |
                    |Orchestrator|
                    +‑‑‑‑‑‑‑‑‑‑‑‑+
                          |
          .. .. .. .. .. .|.. .. .. .. .. ..
          :               |                :
          :     +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+     :
          :     |                    |     :
          :     |    +‑‑‑‑‑‑‑‑‑‑+    |     :
          :     |    | Network  |    |     :
          :     |    |   SDN    |    |     :
          :     |    |Controller|    |     :
          :     |    |/NMS/EMS  |    |     :
          :     |    +‑‑‑‑‑‑‑‑‑‑+    |     :
          :     |                    |     :
          :     |                    |     :
+‑‑‑‑+    :   +‑‑‑‑+    +‑‑‑‑+    +‑‑‑‑+   :   +‑‑‑‑+
| CE |‑‑‑‑:‑‑‑| PE |‑‑‑‑| P  |‑‑‑‑| PE |‑‑‑:‑‑‑| CE |
+‑‑‑‑+    :   +‑‑‑‑+    +‑‑‑‑+    +‑‑‑‑+   :   +‑‑‑‑+
          :     |                    |     :
          :     |                    |     :
          :     +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+     :
          :     |                    |     :
          :     |<‑Provider network‑>|     :

      Customer                          Customer
      Interface                         Interface



   Figure 1: L1VPN SDN Controller/EMS/NMS-Based Service Model: External Customer





   With this scenario, the customer service orchestrator interfaces
   with the network SDN controller of the provider using Customer
   Service Model as defined in [RFC8309].



   Figure 2 depicts another deployment scenario for internal customer
   (e.g., higher-layer service management department(s)) interfacing
   the layer 1 transport network department. With this scenario, a
   multi-service backbone is characterized such that each service
   department of a provider (e.g., L2/3 services) that receives the
   same provider's L1VPN service provides a different kind of higher-
   layer service.  The customer receiving the L1VPN service (i.e., each
   service department) can offer its own services, whose payloads can
   be any layer (e.g., ATM, IP, TDM). The layer 1 transport network and
   each service network belong to the same organization, but may be
   managed separately. The Service SDN Controller is the
   control/management entity owned by higher-layer service department
   (e.g., L2/3 VPN) whereas the Network SDN Controller is the
   control/management entity responsible for Layer 1 connectivity
   service. The CE's in Figure 2 are L2/3 devices that interface with
   L1 PE devices.



                     +‑‑‑‑‑‑‑‑‑‑+
                     | Service  |
                     |   SDN    |
                     |Controller|
                     |/EMS/NMS  |
                     | for L2/3 |
                     +‑‑‑‑‑‑‑‑‑‑+
                          |
                          |
                          |

                +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
                |                    |
                |    +‑‑‑‑‑‑‑‑‑‑+    |
                |    | Network  |    |
                |    |   SDN    |    |
                |    |Controller|    |
                |    |/EMS/NMS  |    |
                |    | for L1VPN|    |
                |    +‑‑‑‑‑‑‑‑‑‑+    |
                |                    |
                |                    |
+‑‑‑‑+        +‑‑‑‑+    +‑‑‑‑+    +‑‑‑‑+      +‑‑‑‑+
| CE |‑‑‑‑‑‑‑‑| PE |‑‑‑‑| P  |‑‑‑‑| PE |‑‑‑‑‑‑| CE |
+‑‑‑‑+        +‑‑‑‑+    +‑‑‑‑+    +‑‑‑‑+      +‑‑‑‑+
   |            |                    |          |
   |            |                    |          |
   |            +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+          |
   |            |                    |          |
   |            |<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>|          |
   |               Provider Network             |
   |                  For Layer 1               |
   |<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>|
               Provider Network for L2/3



   Figure 2: L1VPN SDN Controller/EMS/NMS-Based Service Model: Internal Customer




   The benefit is that the same layer 1 transport network resources are
   shared by multiple services.  A large capacity backbone network
   (data plane) can be built economically by having the resources
   shared by multiple services usually with flexibility to modify
   topologies, while separating the control functions for each service
   department. Thus, each customer can select a specific set of
   features that are needed to provide their own service [RFC4847].





1.2. Terminology

   Refer to [RFC4847] and [RFC5253] for the key terms used in this
   document.



   The following terms are defined in [RFC7950] and are not redefined
   here:



   o client



   o server




   o augment



   o data model



   o data node



   The following terms are defined in [RFC6241] and are not redefined
   here:



   o  configuration data



   o  state data



   The terminology for describing YANG data models is found in
   [RFC7950].




1.3. Tree diagram

   A simplified graphical representation of the data model is used in
   chapter 3 of this this document.  The meaning of the symbols in
   these diagrams is defined in [RFC8340].




1.4. Prefixes in Data Node Names

   In this document, names of data nodes and other data model objects
   are prefixed using the standard prefix associated with the
   corresponding YANG imported modules, as shown in Table 1.



+‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Prefix  | YANG module                  | Reference       |
+‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| l1csm   | ietf‑l1cms                   | [RFC XXXX]      |
| l1‑st   | ietf‑l1‑service‑types        | [RFC XXXX]      |
| yang    | ietf‑yang‑types              | [RFC6991]       |
+‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



             Table 1: Prefixes and corresponding YANG modules



   Note: The RFC Editor will replace XXXX with the number assigned to
   the RFC once this draft becomes an RFC.




2. Definitions

L1VC  Layer 1 Virtual Connection

SLS   Service Level Specification

UNI   User Network Interface

PE    Provider Edge

CE    Customer Edge

EP    End Point

P     Protocol

C     Coding

O     Optical Interface






3. L1SM YANG Model (Tree Structure)

module: ietf‑l1csm
    +‑‑rw l1‑connectivity
       +‑‑rw access
       |  +‑‑rw unis
       |     +‑‑rw uni* [id]
       |        +‑‑rw id                   string
       |        +‑‑rw protocol?            identityref
       |        +‑‑rw coding?              identityref
       |        +‑‑rw optical‑interface?   identityref
       +‑‑rw services
          +‑‑rw service* [service‑id]
             +‑‑rw service‑id            string
             +‑‑rw endpoint‑1
             |  +‑‑rw id     string
             |  +‑‑rw uni    ‑> /l1‑connectivity/access/unis/uni/id
             +‑‑rw endpoint‑2
             |  +‑‑rw id     string
             |  +‑‑rw uni    ‑> /l1‑connectivity/access/unis/uni/id
             +‑‑rw start‑time?           yang:date‑and‑time
             +‑‑rw time‑interval?        int32
             +‑‑rw performance‑metric*   identityref




4. L1SM YANG Code

   The YANG code is as follows:




   <CODE BEGINS> file "ietf-l1csm@2018-09-12.yang"



module ietf‑l1csm {
  yang‑version 1.1;
  namespace "urn:ietf:params:xml:ns:yang:ietf‑l1csm";

  prefix "l1csm";
  import ietf‑yang‑types {
    prefix "yang";
    reference "RFC 6991 ‑ Common YANG Data Types";
  }

  import ietf‑l1‑service‑types {
    prefix "l1‑st";
    reference "RFC XXXX ‑ A YANG Data Model for L1 Connectivity
              Service Model (L1CSM)";
  }



  organization

    "Internet Engineering Task Force (IETF) CCAMP WG";



  contact



  "Editor: G. Fioccolla (giuseppe.fioccola@telecomitalia.it)
   Editor: K. Lee (kwangkoog.lee@kt.com)
   Editor: Y. Lee (leeyoung@huawei.com)
   Editor: D. Dhody (dhruv.ietf@gmail.com)
   Editor: O. G. de‑Dios (oscar.gonzalezdedios@telefonica.com)
   Editor: D. Ceccarelli (daniele.ceccarelli@ericsson.com)";


description
  "This module describes L1 connectivity service based on MEF 63:
   Subscriber Layer 1 Service Attribute Technical Specification.
   Refer to MEF 63 for all terms and the original references
   used in the module.

   Copyright (c) 2018 IETF Trust and the persons identified as
   authors of the code.  All rights reserved.
   Redistribution and use in source and binary forms, with or
   without modification, is permitted pursuant to, and subject
   to the license terms contained in, the Simplified BSD
   License set forth in Section 4.c of the IETF Trust's Legal
   Provisions Relating to IETF Documents
   (http://trustee.ietf.org/license‑info).

   This version of this YANG module is part of RFC XXXX; see
   the RFC itself for full legal notices.";



  revision "2018-09-12" {

       description "Initial revision.";



     reference "RFC XXXX: A YANG Data Model for L1 Connectivity
               Service Model (L1CSM)";
// Note: The RFC Editor will replace XXXX with the number
// assigned to the RFC once this draft becomes an RFC.
}


grouping protocol‑coding‑optical‑interface {
   description
    "describes <p,c,o> where p:protocol type; c:coding
     function; o:optical interface function";
    reference "MEF 63";
    leaf protocol {
      type identityref {
        base "l1‑st:protocol‑type";
      }
      description
        "List of physical layer L1VC clientprotocol";

    }
    leaf coding {
       type identityref {
         base "l1‑st:coding‑func";
       }
       description "coding function";
    }

     leaf optical‑interface {
       type identityref {
         base "l1‑st:optical‑interface‑func";
       }
       description "optical‑interface‑function";
    }



     }



grouping subscriber‑l1vc‑sls‑service‑attribute {
   description
    "The value of the Subscriber L1VC SLS (Service Level
      Specification) Service Attribute";
    reference "MEF 63";

    leaf start‑time {
      type yang:date‑and‑time;
      description "a time that represent the date and time
                   for the start of the SLS";
    }



      leaf time-interval {



  type int32;
  units seconds;
  description "a time interval (e.g., 2,419,200 seconds
               which is 28 days) that is used in
               conjunction wuth time‑start to specify a
               contiguous sequence of time intervals T for
               determining when performance objectives are
               met.";
}

leaf‑list performance‑metric {
  type identityref {
    base "l1‑st:performance‑metric";
  }
  description "list of performance metric";
}



  }



grouping subscriber‑l1vc‑endpoint‑attributes {
   description
    "subscriber layer 1 connection endpoint attributes";
    reference "MEF 63";

    container endpoint‑1 {
      description "One end of UNI id's ‑ string and id";
      leaf id {
        type string;
        mandatory true;
        description "subscriber end point ID of one end";
      }

      leaf uni {
        type leafref {
          path "/l1‑connectivity/access/unis/uni/id";
        }
        mandatory true;
        description "this is one end of subscriber L1VC end point
         ID value = UNI‑1";
      }
    }
    container endpoint‑2 {
      description "One end of UNI id's ‑ string and id";
      leaf id {
        type string;
        mandatory true;
        description "subscriber end point ID of the other end";
      }

      leaf uni {
        type leafref {
          path "/l1‑connectivity/access/unis/uni/id";
        }
        mandatory true;
        description "this is one other end of subscriber L1VC end point
         ID value = UNI‑2";
      }
    }
}

container l1‑connectivity {
  description
    "serves as a top‑level container for a list of layer 1
     connection services (l1cs)";



      container access {

        description "UNI configurations for access networks";



        container unis {

          description "the list of UNI's to be configured";



          list uni {
            key "id";
            description "UNI identifier";
                leaf id {
                  type string;
                   description "the UNI id of UNI Service Attributes";
                }

                uses protocol‑coding‑optical‑interface;
          }
        }
      }

      container services {
        description "L1VC services";
          list service {
            key "service‑id";
            description
              "an unique identifier of a subscriber L1VC service";

              leaf service‑id {
                type string;
                mandatory true;
                description "a unique service identifier for
                    subscriber L1VC.";
              }

              uses subscriber‑l1vc‑endpoint‑attributes;
              uses subscriber‑l1vc‑sls‑service‑attribute;

          }//end of service list
      } //end of services container
  }//end of l1 connectivity top container
}



   <CODE ENDS>



   <CODE BEGINS> file "ietf-l1-service-types@2018-09-12.yang"



   module ietf-l1-service-types {

     namespace "urn:ietf:params:xml:ns:yang:ietf-l1-service-types";
     prefix "l1-st";



organization
  "IETF CCAMP Working Group";
contact
  "WG Web: <http://tools.ietf.org/wg/ccamp/>
  WG List: <mailto:ccamp@ietf.org>

  Editor: G. Fioccolla(giuseppe.fioccola@telecomitalia.it)
  Editor: K. Lee (kwangkoog.lee@kt.com)
  Editor: Y. Lee (leeyoung@huawei.com)
  Editor: D. Dhody (dhruv.ietf@gmail.com)
  Editor: O. G. de‑Dios(oscar.gonzalezdedios@telefonica.com)
  Editor: D. Ceccarelli(daniele.ceccarelli@ericsson.com)";

description
   "This module defines L1 service types based on MEF 63:
  Subscriber Layer 1 Service Attribute Technical Specification.
  Refer to MEF 63 for all terms and the original references
   used in the module. As for the protocol‑type, refer also to
  the client‑type in G.709.

   Copyright (c) 2018 IETF Trust and the persons identified as
   authors of the code.  All rights reserved.
   Redistribution and use in source and binary forms, with or
   without modification, is permitted pursuant to, and subject
   to the license terms contained in, the Simplified BSD
   License set forth in Section 4.c of the IETF Trust's Legal
   Provisions Relating to IETF Documents
   (http://trustee.ietf.org/license‑info).

   This version of this YANG module is part of RFC XXXX; see
   the RFC itself for full legal notices.";


   revision "2018‑09‑12" {
     description "Initial revision.";
     reference "RFC XXXX: A Yang Data Model for L1 Connectivity
               Service Model (L1CSM)";
   // Note: The RFC Editor will replace XXXX with the number
   // assigned to the RFC once this draft becomes an RFC.
   }


 identity protocol‑type {
 description
 "base identity from which client protocol type is derived.";
 }

 identity ETH‑1GbE {
    base "protocol‑type";
    description
        "Gigabit Ethernet protocol type";
    reference "MEF63 & G.709";
 }

 identity ETH‑10GbE‑WAN {
    base "protocol‑type";
    description
       "10 Gigabit Ethernet‑WAN protocol type";
     reference "MEF63 & G.709";
 }

 identity ETH‑10GbE‑LAN {
    base "protocol‑type";
    description
       "10 Gigabit Ethernet‑LAN protocol type";
    reference "MEF63 & G.709";
 }

 identity ETH‑40GbE {
    base "protocol‑type";
    description
       "40 Gigabit Ethernet protocol type";
    reference "MEF63 & G.709";
 }

 identity ETH‑100GbE {
    base "protocol‑type";
    description
       "100 Gigabit Ethernet protocol type";

    reference "MEF63 & G.709";
 }

 identity FC‑100 {
    base "protocol‑type";
    description
       "Fiber Channel ‑ 100 protocol type";
    reference "MEF63 & G.709";
 }

 identity FC‑200 {
    base "protocol‑type";
    description
       "Fiber Channel ‑ 200 protocol type";
    reference "MEF63 & G.709";
 }

 identity FC‑400 {
    base "protocol‑type";
    description
       "Fiber Channel ‑ 400 protocol type";
    reference "MEF63 & G.709";
 }

 identity FC‑800 {
    base "protocol‑type";
    description
       "Fiber Channel ‑ 800 protocol type";
    reference "MEF63 & G.709";
 }

 identity FC‑1200 {
    base "protocol‑type";
    description
       "Fiber Channel ‑ 1200 protocol type";
    reference "MEF63 & G.709";
 }

 identity FC‑1600 {
    base "protocol‑type";
    description
       "Fiber Channel ‑ 1600 protocol type";
    reference "MEF63 & G.709";
 }



      identity FC-3200 {

         base "protocol-type";



    description
       "Fiber Channel ‑ 3200 protocol type";
    reference "MEF63 & G.709";
 }

 identity STM‑1 {
    base "protocol‑type";
    description
       "SDH STM‑1 protocol type";
    reference "MEF63 & G.709";
 }

 identity STM‑4 {
    base "protocol‑type";
    description
       "SDH STM‑4 protocol type";
    reference "MEF63 & G.709";
 }

 identity STM‑16 {
    base "protocol‑type";
    description
       "SDH STM‑16 protocol type";
    reference "MEF63 & G.709";
 }

 identity STM‑64 {
    base "protocol‑type";
    description
       "SDH STM‑64 protocol type";
    reference "MEF63 & G.709";
 }

 identity STM‑256 {
    base "protocol‑type";
    description
       "SDH STM‑256 protocol type";
    reference "MEF63 & G.709";
 }

 identity OC‑3 {
    base "protocol‑type";
    description
       "SONET OC‑3 protocol type";
    reference "MEF63 & G.709";
 }

 identity OC‑12 {
    base "protocol‑type";
    description
       "SONET OC‑12 protocol type";
    reference "MEF63 & G.709";
 }

 identity OC‑48 {
    base "protocol‑type";
    description
       "SONET OC‑48 protocol type";
    reference "MEF63 & G.709";
 }

 identity OC‑192 {
    base "protocol‑type";
    description
       "SONET OC‑192 protocol type";
    reference "MEF63 & G.709";
 }

 identity OC‑768 {
    base "protocol‑type";
    description
       "SONET OC‑768 protocol type";
    reference "MEF63 & G.709";
 }

identity coding‑func {
 description
 "base identity from which coding func is derived.";
}

 identity ETH‑1000X‑PCS‑36 {
    base "coding‑func";
    description
       "PCS clause 36 coding function that corresponds to 1000BASE‑X";
     reference "MEF63 & IEEE802.3";
 }

 identity ETH‑10GW‑PCS‑49‑WIS‑50 {
    base "coding‑func";
    description
       "PCS clause 49 and WIS clause 50 coding func that corresponds
       to 10GBASE‑W (WAN PHY)";
    reference "MEF63 & IEEE802.3";
 }


 identity ETH‑10GR‑PCS‑49 {
    base "coding‑func";
    description
       "PCS clause 49 coding function that corresponds to 10GBASE‑R
       (LAN PHY)";
    reference "MEF63 & IEEE802.3";
 }

 identity ETH‑40GR‑PCS‑82 {
    base "coding‑func";
    description
       "PCS clause 82 coding function that corresponds to 40GBASE‑R";
    reference "MEF63 & IEEE802.3";
 }

 identity ETH‑100GR‑PCS‑82 {
    base "coding‑func";
    description
       "PCS clause 82 coding function that corresponds to 100GBASE‑R";
    reference "MEF63 & IEEE802.3";
 }

 /* coding func needs to expand for Fiber Channel, SONET, SDH  */


 identity optical‑interface‑func {
   description
     "base identity from which optical‑interface‑function is derived.";
 }

 identity SX‑PMD‑clause‑38 {
    base "optical‑interface‑func";
    description
       "SX‑PMD‑clause‑38 Optical Interface function for
       1000BASE‑X PCS‑36";
    reference "MEF63 & IEEE802.3";
 }

 identity LX‑PMD‑clause‑38 {
    base "optical‑interface‑func";
    description
       "LX‑PMD‑clause‑38 Optical Interface function for
       1000BASE‑X PCS‑36";
    reference "MEF63 & IEEE802.3";
 }

 identity LX10‑PMD‑clause‑59 {
    base "optical‑interface‑func";
    description
       "LX10‑PMD‑clause‑59 Optical Interface function for
       1000BASE‑X PCS‑36";
    reference "MEF63 & IEEE802.3";
 }

 identity BX10‑PMD‑clause‑59 {
    base "optical‑interface‑func";
    description
       "BX10‑PMD‑clause‑59 Optical Interface function for
       1000BASE‑X PCS‑36";
    reference "MEF63 & IEEE802.3";
 }

 identity LW‑PMD‑clause‑52 {
    base "optical‑interface‑func";
    description
       "LW‑PMD‑clause‑52 Optical Interface function for
       10GBASE‑W PCS‑49‑WIS‑50";
    reference "MEF63 & IEEE802.3";
 }

 identity EW‑PMD‑clause‑52 {
    base "optical‑interface‑func";
    description
       "EW‑PMD‑clause‑52 Optical Interface function for
       10GBASE‑W PCS‑49‑WIS‑50";
    reference "MEF63 & IEEE802.3";
 }

 identity LR‑PMD‑clause‑52 {
    base "optical‑interface‑func";
    description
       "LR‑PMD‑clause‑52 Optical Interface function for
       10GBASE‑R PCS‑49";
    reference "MEF63 & IEEE802.3";
 }

 identity ER‑PMD‑clause‑52 {
    base "optical‑interface‑func";
    description
       "ER‑PMD‑clause‑52 Optical Interface function for
       10GBASE‑R PCS‑49";
    reference "MEF63 & IEEE802.3";
 }


 identity LR4‑PMD‑clause‑87 {
    base "optical‑interface‑func";
    description
       "LR4‑PMD‑clause‑87 Optical Interface function for
       40GBASE‑R PCS‑82";
    reference "MEF63 & IEEE802.3";
 }

 identity ER4‑PMD‑clause‑87 {
    base "optical‑interface‑func";
    description
       "ER4‑PMD‑clause‑87 Optical Interface function for
       40GBASE‑R PCS‑82";
    reference "MEF63 & IEEE802.3";
 }

 identity FR‑PMD‑clause‑89 {
    base "optical‑interface‑func";
    description
       "FR‑PMD‑clause‑89 Optical Interface function for
       40GBASE‑R PCS‑82";
    reference "MEF63 & IEEE802.3";
 }

 identity LR4‑PMD‑clause‑88 {
    base "optical‑interface‑func";
    description
       "LR4‑PMD‑clause‑88 Optical Interface function for
       100GBASE‑R PCS‑82";
    reference "MEF63 & IEEE802.3";
 }

 identity ER4‑PMD‑clause‑88 {
    base "optical‑interface‑func";
    description
       "ER4‑PMD‑clause‑88 Optical Interface function for
       100GBASE‑R PCS‑82";
    reference "MEF63 & IEEE802.3";
 }



      /* optical interface func needs to expand for Fiber Channel, SONET and SDH */




identity performance‑metric {
 description "list of performance metric";
}


 identity One‑way‑Delay {
    base "performance‑metric";
    description "one‑way‑delay";
 }

 identity One‑way‑Errored‑Second {
    base "performance‑metric";
    description "one‑way‑errored‑second";
 }

 identity One‑way‑Severely‑Errored‑Second {
    base "performance‑metric";
    description "one‑way‑severely‑errored‑second";
 }

 identity One‑way‑Unavailable‑Second {
    base "performance‑metric";
    description "one‑way‑unavailable‑second";
 }

 identity One‑way‑Availability {
    base "performance‑metric";
    description "one‑way‑availability";
 }




   }



   <CODE ENDS>




5. JSON Example

   This section provides a JSON example of the YANG module described in
   Section 4. This example configures one L1VC service with two UNIs
   that describe the UNI endpoints. The service is configured with the
   starting time to be 06:06:09 on 2018-09-13 for the service life time
   of 2419200 seconds (which is corresponds to 28 days). In addition,
   the service is configured to collect one performance metric, One-
   way-Delay.



 {
  "l1‑connectivity": {
    "access": {
      "unis": {
        "uni": [

          {
            "id": "MTL‑HQ‑Node3‑Slot2‑Port1",
            "protocol": "ETH‑10GigE_LAN ",
            "coding": "ETH‑10GR‑PCS‑49 ",
            "optical_interface": "LR‑PMD‑clause‑52 "
          },
          {
            "id": "MTL‑STL‑Node5‑Slot4‑Port3",
            "protocol": "ETH‑10GigE_LAN ",
            "coding": "ETH‑10GR‑PCS‑49 ",
            "optical_interface": "ER‑PMD‑clause‑52 "
          }
        ]
      },
    },
    "services": {
      "service": [
        {
          "service‑id": "Sub‑L1VC‑1867‑LT‑MEGAMART",
          "endpoint‑1":
            {
              "id": "MTL‑HQ_1867‑MEGAMART",
              "uni": "MTL‑HQ‑Node3‑Slot2‑Port1"
            },
          "endpoint‑2":
            {
              "id": "MTL‑STL_1867‑MEGAMART",
              "uni": "MTL‑STL‑Node5‑Slot4‑Port3"
            },
          "start‑time": "2018‑09‑13T06:06:09Z",
          "time‑interval": 2419200,
          "performance‑metric": "One‑way‑Delay "
        }
      ]
    },
}




6. Security Considerations

   The configuration, state, and action data defined in this document
   are designed to be accessed via a management protocol with a secure
   transport layer, such as NETCONF [RFC6241] or RESTCONF [RFC8040].
   The lowest NETCONF layer is the secure transport layer, and the
   mandatory-to-implement secure transport is Secure Shell (SSH)
   [RFC6242].  The lowest RESTCONF layer is HTTPS, and the mandatory-
   to-implement secure transport is TLS [RFC8446].



   The NETCONF access control model [RFC8341] provides the means to
   restrict access for particular NETCONF users to a preconfigured
   subset of all available NETCONF protocol operations and content.



   A number of configuration data nodes defined in this document are
   writable/deletable (i.e., "config true") These data nodes may be
   considered sensitive or vulnerable in some network environments.



   These are the subtrees and data nodes and their
   sensitivity/vulnerability:



   unis:

       - id



Service:
    ‑ service‑id
    ‑ endpoint‑1
    ‑ endpoint‑2
    ‑ start‑time
    ‑ time‑interval
    ‑ performance‑metric





7. IANA Considerations

   This document registers the following namespace URIs in the IETF XML
   registry [RFC3688]:



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
URI: urn:ietf:params:xml:ns:yang:ietf‑l1csm
Registrant Contact: The IESG.
XML: N/A, the requested URI is an XML namespace.
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑

‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑

URI: urn:ietf:params:xml:ns:yang:ietf‑l1‑service‑types
Registrant Contact: The IESG.
XML: N/A, the requested URI is an XML namespace.
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑



   This document registers the following YANG modules in the YANG
   Module



   Names registry [RFC6020]:



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
name:         ietf‑l1csm
namespace:    urn:ietf:params:xml:ns:yang:ietf‑l1csm
reference:    RFC XXXX (TDB)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑

‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
name:         ietf‑l1‑service‑types
namespace:    urn:ietf:params:xml:ns:yang:ietf‑l1‑service‑types
reference:    RFC XXXX (TDB)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
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Abstract

   This document defines a YANG data model for control and management of
   the radio link interfaces, and their connectivity to packet
   (typically Ethernet) interfaces in a microwave/millimeter wave node.
   The data nodes for management of the interface protection
   functionality is broken out into a separate and generic YANG data
   model in order to make it available also for other interface types.
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1. Introduction

   This document defines a YANG data model for management and control of
   the radio link interface(s) and the relationship to packet (typically
   Ethernet) and/or TDM interfaces in a microwave/millimeter wave node.
   ETSI EN 302 217 series defines the characteristics and requirements
   of microwave/millimeter wave equipment and antennas.  Especially ETSI
   EN 302 217-2 [EN302217-2] specifies the essential parameters for the
   systems operating from 1.4GHz to 86GHz.  The data model includes
   configuration and state data according to the new Network Management
   Datastore Architecture [RFC8342].



   The design of the data model follows the framework for management and
   control of microwave and millimeter wave interface parameters defined
   in [RFC8432].  This framework identifies the need and the scope of
   the YANG data model, the use cases and requirements that the model
   needs to support.  Moreover, it provides a detailed gap analysis to
   identify the missing parameters and functionalities of the existing
   and established models to support the specified use cases and
   requirements, and based on that recommends how the gaps should be
   filled with the development of the new model.  According to the
   conclusion of the gap analysis, the structure of the data model is
   based on the structure defined in
   [I-D.ahlberg-ccamp-microwave-radio-link] and it augments [RFC8343] to
   align with the same structure for management of the packet
   interfaces.  More specifically, the model will include interface
   layering to manage the capacity provided by a radio link terminal for
   the associated Ethernet and TDM interfaces, using the principles for
   interface layering described in [RFC8343] as a basis.



   The data nodes for management of the interface protection
   functionality is broken out into a separate and generic YANG data
   module in order to make it available also for other interface types.



   The designed YANG data model uses established microwave equipment and
   radio standards, such as ETSI EN 302 217-2, and the IETF: Radio Link
   Model [I-D.ahlberg-ccamp-microwave-radio-link] and the ONF: Microwave
   Modeling [ONF-model] as the basis for the definition of the detailed
   leafs/parameters, and proposes new ones to cover identified gaps
   which are analyzed in [RFC8432].




1.1. Terminology and Definitions

   The following terms are used in this document:



   Carrier Termination (CT) is an interface for the capacity provided
   over the air by a single carrier.  It is typically defined by its
   transmitting and receiving frequencies.



   Radio Link Terminal (RLT) is an interface providing packet capacity
   and/or TDM capacity to the associated Ethernet and/or TDM interfaces
   in a node and used for setting up a transport service over a
   microwave/millimeter wave link.



   The following acronyms are used in this document:



   ACM Adaptive Coding Modulation



   ATPC Automatic Transmit Power Control



   BBE Background Block Errors



   BER Bit Error Ratio



   BPSK Binary Phase-Shift Keying



   CM Coding Modulation



   CT Carrier Termination



   ES Errored Seconds



   IF Intermediate Frequency



   MIMO Multiple-Input Multiple-Output



   RF Radio Frequency



   RLT Radio Link Terminal



   QAM Quadrature Amplitude Modulation



   QPSK Quadrature Phase-Shift Keying



   RTPC Remote Transmit Power Control



   SES Severely Errored Seconds



   TDM Time-Division Multiplexing



   UAS Unavailable Seconds



   XPIC Cross Polarization Interference Cancellation




1.2. Tree Structure

   A simplified graphical representation of the data model is used in
   chapter 3.1 of this this document.  The meaning of the symbols in
   these diagrams is defined in [RFC8340].




2. Requirements Language

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "NOT RECOMMENDED", "MAY", and
   "OPTIONAL" in this document are to be interpreted as described in BCP
   14 [RFC2119] [RFC8174] when, and only when, they appear in all
   capitals, as shown here.




3. Microwave Radio Link YANG Data Model


3.1. YANG Tree

module: ietf‑microwave‑radio‑link
    +‑‑rw radio‑link‑protection‑groups
    |  +‑‑rw protection‑group* [name]
    |     +‑‑rw name                            string
    |     +‑‑rw protection‑architecture‑type?   identityref
    |     +‑‑rw members*                        if:interface‑ref
    |     +‑‑rw operation‑type?                 enumeration
    |     +‑‑rw working‑entity*                 if:interface‑ref
    |     +‑‑rw revertive‑wait‑to‑restore?      uint16
    |     +‑‑rw hold‑off‑timer?                 uint16
    |     +‑‑ro status?                         identityref
    |     +‑‑‑x manual‑switch‑working
    |     +‑‑‑x manual‑switch‑protection
    |     +‑‑‑x forced‑switch
    |     +‑‑‑x lockout‑of‑protection
    |     +‑‑‑x freeze
    |     +‑‑‑x exercise
    |     +‑‑‑x clear
    +‑‑rw xpic‑pairs {xpic}?
    |  +‑‑rw xpic‑pair* [name]
    |     +‑‑rw name       string
    |     +‑‑rw enabled?   boolean
    |     +‑‑rw members*   if:interface‑ref
    +‑‑rw mimo‑groups {mimo}?
       +‑‑rw mimo‑group* [name]
          +‑‑rw name       string
          +‑‑rw enabled?   boolean
          +‑‑rw members*   if:interface‑ref
  augment /if:interfaces/if:interface:
    +‑‑rw id?                     string
    +‑‑rw mode                    identityref
    +‑‑rw carrier‑terminations*   if:interface‑ref
    +‑‑rw rlp‑groups*
    |       ‑> /radio‑link‑protection‑groups/protection‑group/name
    +‑‑rw xpic‑pairs*             ‑> /xpic‑pairs/xpic‑pair/name
    |       {xpic}?
    +‑‑rw mimo‑groups*            ‑> /mimo‑groups/mimo‑group/name
    |       {mimo}?
    +‑‑rw tdm‑connections* [tdm‑type] {tdm}?
       +‑‑rw tdm‑type             identityref

       +‑‑rw tdm‑connections      uint16
  augment /if:interfaces/if:interface:
    +‑‑rw carrier‑id?                     string
    +‑‑rw tx‑enabled?                     boolean
    +‑‑ro tx‑oper‑status?                 enumeration
    +‑‑rw tx‑frequency                    uint32
    +‑‑rw (freq‑or‑distance)
    |  +‑‑:(rx‑frequency)
    |  |  +‑‑rw rx‑frequency?                   uint32
    |  +‑‑:(duplex‑distance)
    |     +‑‑rw duplex‑distance?                int32
    +‑‑ro actual‑rx‑frequency?            uint32
    +‑‑ro actual‑duplex‑distance?         uint32
    +‑‑rw channel‑separation              uint32
    +‑‑rw polarization?                   enumeration
    +‑‑rw (power‑mode)
    |  +‑‑:(rtpc)
    |  |  +‑‑rw rtpc
    |  |     +‑‑rw maximum‑nominal‑power        power
    |  +‑‑:(atpc)
    |     +‑‑rw atpc
    |        +‑‑rw maximum‑nominal‑power        power
    |        +‑‑rw atpc‑lower‑threshold         power
    |        +‑‑rw atpc‑upper‑threshold         power
    +‑‑ro actual‑transmitted‑level?             power
    +‑‑ro actual‑received‑level?                power
    +‑‑rw (coding‑modulation‑mode)
    |  +‑‑:(single)
    |  |  +‑‑rw single
    |  |     +‑‑rw selected‑cm            identityref
    |  +‑‑:(adaptive)
    |     +‑‑rw adaptive
    |        +‑‑rw selected‑min‑acm       identityref
    |        +‑‑rw selected‑max‑acm       identityref
    +‑‑ro actual‑tx‑cm?                   identityref
    +‑‑ro actual‑snir?                    decimal64
    +‑‑ro actual‑xpi?                     decimal64 {xpic}?
    +‑‑rw ct‑performance‑thresholds
    |  +‑‑rw received‑level‑alarm‑threshold?      power
    |  +‑‑rw transmitted‑level‑alarm‑threshold?   power
    |  +‑‑rw ber‑alarm‑threshold?                 enumeration
    +‑‑rw if‑loop?                        enumeration
    +‑‑rw rf‑loop?                        enumeration
    +‑‑ro capabilities
    |  +‑‑ro min‑tx‑frequency?          uint32
    |  +‑‑ro max‑tx‑frequency?          uint32
    |  +‑‑ro min‑rx‑frequency?          uint32
    |  +‑‑ro max‑rx‑frequency?          uint32

    |  +‑‑ro minimum‑power?             power
    |  +‑‑ro maximum‑available‑power?   power
    |  +‑‑ro available‑min‑acm?         identityref
    |  +‑‑ro available‑max‑acm?         identityref
    +‑‑ro error‑performance‑statistics
    |  +‑‑ro bbe?   yang:counter32
    |  +‑‑ro es?    yang:counter32
    |  +‑‑ro ses?   yang:counter32
    |  +‑‑ro uas?   yang:counter32
    +‑‑ro radio‑performance‑statistics
       +‑‑ro min‑rltm?   power
       +‑‑ro max‑rltm?   power
       +‑‑ro min‑tltm?   power
       +‑‑ro max‑tltm?   power





3.2. Explanation of the Microwave Data Model

   The leafs in the Interface Management Module augmented by Radio Link
   Terminal (RLT) and Carrier Termination (CT) are not always
   applicable.



   "/interfaces/interface/enabled" is not applicable for RLT.  Enable
   and disable of an interface is done in the constituent CTs.



   The packet related measurements "in-octets", "in-unicast-pkts", "in-
   broadcast-pkts", "in-multicast-pkts", "in-discards", "in-errors",
   "in-unknown-protos", "out-octets", "out-unicast-pkts", "out-
   broadcast-pkts", "out-multicast-pkts", "out-discards", "out-errors"
   are not within the scope of the microwave radio link domain and
   therefore not applicable for RLT and CT.




4. Microwave Radio Link YANG Module

   This module imports typedefs and modules from [RFC6991], [RFC8343]
   and [RFC7224], and it references [TR102311], [EN302217-1],
   [EN301129], and [G.826].




   <CODE BEGINS> file "ietf-microwave-radio-link@2018-11-28.yang"



module ietf‑microwave‑radio‑link {
  yang‑version 1.1;
  namespace "urn:ietf:params:xml:ns:yang:ietf‑microwave‑radio‑link";
  prefix mrl;



     import ietf-yang-types {

       prefix yang;



  reference "RFC 6991";
}

import iana‑if‑type {
  prefix ianaift;
}

import ietf‑interfaces {
  prefix if;
  reference "RFC 8343";
}

import ietf‑interface‑protection {
  prefix ifprot;
  reference "RFC XXXX";
}

import ietf‑microwave‑types {
  prefix mw‑types;
  reference "RFC XXXX";
}



     organization

      "Internet Engineering Task Force (IETF) CCAMP WG";



     contact

      "WG List: <mailto:ccamp@ietf.org>



 ID‑draft editors:
 // RFC Ed.: replace ID‑draft editors with Editors and remove
 // this note
   Jonas Ahlberg (jonas.ahlberg@ericsson.com);
   Min Ye (amy.yemin@huawei.com);
   Xi Li (Xi.Li@neclab.eu);
   Daniela Spreafico (daniela.spreafico@nokia.com)
   Marko Vaupotic (Marko.Vaupotic@aviatnet.com)";

description
  "This is a module for the entities in
  a generic microwave system.

  Copyright (c) 2018 IETF Trust and the persons identified as
  authors of the code.  All rights reserved.
  Redistribution and use in source and binary forms, with or
  without modification, is permitted pursuant to, and subject
  to the license terms contained in, the Simplified BSD License
  set forth in Section 4.c of the IETF Trust's Legal Provisions
  Relating to IETF Documents



       (http://trustee.ietf.org/license-info).



This version of this YANG module is part of RFC XXXX; see
the RFC itself for full legal notices.



       Copyright (c) 2018 IETF Trust and the persons identified as
       authors of the code.  All rights reserved.";



revision 2018‑11‑28 {
  description "Initial revision.";
  reference "RFC XXXX: A YANG Data Model for Microwave Radio Link";
}

/*
 * Features
 */

feature xpic {
  description
    "Indicates that the device supports XPIC.";
  reference "ETSI TR 102 311";
}

feature mimo {
  description
    "Indicates that the device supports MIMO.";
  reference "ETSI TR 102 311";
}

feature tdm {
  description
    "Indicates that the device supports TDM.";
}

/*
 * Typedefs
 */

typedef power {
  type decimal64 {
    fraction‑digits 1;
  }
  description
    "Type used for power values, selected and measured.";
}



     /*

      * Radio Link Terminal (RLT)



      */



augment "/if:interfaces/if:interface" {
  when "derived‑from‑or‑self(if:type,"
     + "'ianaift:radio‑link‑terminal')";
  description
    "Addition of data nodes for radio link terminal to
     the standard Interface data model, for interfaces of
     the type 'radio‑link‑terminal'.";

  leaf id {
    type string;
    description
      "Descriptive identity of the radio link terminal used by
       far‑end RLT to check that it's connected to the correct
       near‑end RLT. Does not need to be configured if this check
       is not used.";
  }

  leaf mode {
    type identityref {
      base mw‑types:rlt‑mode;
    }
    mandatory true;
    description
      "A description of the mode in which the radio link
       terminal is configured. The format is X plus Y.
       X represent the number of bonded carrier terminations.
       Y represent the number of protecting carrier
       terminations.";
  }

  leaf‑list carrier‑terminations {
    type if:interface‑ref;
    must "derived‑from‑or‑self(/if:interfaces/if:interface"
       + "[if:name = current()]"
       + "/if:type, 'ianaift:carrier‑termination')" {
      description
        "The type of interface must be
         'carrier‑termination'.";
    }
    min‑elements 1;
    description
      "A list of references to carrier terminations
       included in the radio link terminal.";
  }



       leaf-list rlp-groups {



    type leafref {
      path "/mrl:radio‑link‑protection‑groups/"
         + "mrl:protection‑group/mrl:name";
    }
    description
      "A list of references to the carrier termination
       groups configured for radio link protection in this
       radio link terminal.";
  }

  leaf‑list xpic‑pairs {
    if‑feature xpic;
    type leafref {
      path "/mrl:xpic‑pairs/mrl:xpic‑pair/mrl:name";
    }

    description
      "A list of references to the XPIC pairs used in this
       radio link terminal. One pair can be used by two
       terminals.";
    reference "ETSI TR 102 311";
  }

  leaf‑list mimo‑groups {
    if‑feature mimo;
    type leafref {
      path "/mrl:mimo‑groups/mrl:mimo‑group/mrl:name";
    }
    description
      "A reference to the MIMO group used in this
       radio link terminal. One group can be used by more
       than one terminal.";
    reference "ETSI TR 102 311";
  }

  list tdm‑connections {
    if‑feature tdm;
    key "tdm‑type";
    description
      "A list stating the number of active TDM connections
       of a specified tdm‑type that is configured to be
       supported by the RLT.";
    leaf tdm‑type {
      type identityref {
        base mw‑types:tdm‑type;
      }
      description
        "The type of TDM connection, which also indicates

        the supported capacity.";
    }
    leaf tdm‑connections {
      type uint16;
      mandatory true;
      description
        "Number of connections of the specified type.";
    }
  }
}

/*
 * Carrier Termination
 */

augment "/if:interfaces/if:interface" {
  when "derived‑from‑or‑self(if:type,"
     + "'ianaift:carrier‑termination')";

  description
    "Addition of data nodes for carrier termination to
     the standard Interface data model, for interfaces
     of the type 'carrier‑termination'.";

  leaf carrier‑id {
    type string;
    default "A";
    description
      "ID of the carrier. (e.g. A, B, C or D)
       Used in XPIC & MIMO configurations to check that
       the carrier termination is connected to the correct
       far‑end carrier termination. Should be the same
       carrier ID on both sides of the hop.
       Left as default value when MIMO and XPIC are not in use.";
  }

  leaf tx‑enabled {
    type boolean;
    default "false";
    description
      "Disables (false) or enables (true) the transmitter.
       Only applicable when the interface is enabled
       (interface:enabled = true) otherwise it's always
       disabled.";
  }



       leaf tx-oper-status {

         type enumeration {



    enum "off" {
      description "Transmitter is off.";
    }
    enum "on" {
      description "Transmitter is on.";
    }
    enum "standby" {
      description "Transmitter is in standby.";
    }
  }
  config false;
  description
    "Shows the operative status of the transmitter.";
}

leaf tx‑frequency {
  type uint32;
  units "kHz";
  mandatory true;
  description
    "Selected transmitter frequency.";
}

choice freq‑or‑distance {
  leaf rx‑frequency {
    type uint32;
    units "kHz";
    description
      "Selected receiver frequency.";
  }
  leaf duplex‑distance {
    type int32;
    units "kHz";
    description
      "Distance between transmitter and receiver frequencies.";
  }
  mandatory true;
  description
    "A choice to configure rx‑frequency directly or by computing
     it as duplex‑distance subtracted from tx‑frequency." ;
}

leaf actual‑rx‑frequency {
  type uint32;
  units "kHz";
  config false;
  description
    "Computed receiver frequency.";



       }



leaf actual‑duplex‑distance {
  type uint32;
  units "kHz";
  config false;
  description
    "Computed distance between Tx & Rx frequencies.";
}

leaf channel‑separation {
  type uint32;
  units "kHz";
  mandatory true;
  description
    "The amount of bandwidth allocated to a carrier. The distance
     between adjacent channels in a radio frequency channels
     arrangement";
  reference "ETSI EN 302 217‑1";
}

leaf polarization {
  type enumeration {
    enum "horizontal" {
      description "Horizontal polarization.";
    }
    enum "vertical" {
      description "Vertical polarization.";
    }
    enum "not‑specified" {
      description "Polarization not specified.";
    }
  }

  default "not‑specified";
  description
    "Polarization ‑ A textual description for info only.";
}

choice power‑mode {
  container rtpc {
    description
      "Remote Transmit Power Control (RTPC).";
    reference "ETSI EN 302 217‑1";
    leaf maximum‑nominal‑power {
      type power {
        range "‑99..99";
      }

      units "dBm";
      mandatory true;
      description
        "Selected output power.";
      reference "ETSI EN 302 217‑1";
    }
  }
  container atpc {
    description
      "Automatic Transmit Power Control (ATPC).";
    reference "ETSI EN 302 217‑1";

    leaf maximum‑nominal‑power {
      type power {
        range "‑99..99";
      }
      units "dBm";
      mandatory true;
      description
        "Selected maximum output power. Minimum output
         power is the same as the system capability,
         available‑min‑output‑power.";
      reference "ETSI EN 302 217‑1";
    }

    leaf atpc‑lower‑threshold {
      type power {
        range "‑99..‑20";
      }
      units "dBm";
      must "current() <= ../atpc‑upper‑threshold";
      mandatory true;
      description
        "The lower threshold for the input power at far‑end
         used in the ATPC mode.";
      reference "ETSI EN 302 217‑1";
    }

    leaf atpc‑upper‑threshold {
      type power {
        range "‑99..‑20";
      }
      units "dBm";
      mandatory true;
      description
        "The upper threshold for the input power at far‑end
         used in the ATPC mode.";
      reference "ETSI EN 302 217‑1";

    }
  }
  mandatory true;
  description
    "A choice of Remote Transmit Power Control (RTPC)
     or Automatic Transmit Power Control (ATPC).";
}

leaf actual‑transmitted‑level {
  type power {
    range "‑99..99";
  }
  units "dBm";
  config false;
  description
    "Actual transmitted power level (0.1 dBm resolution).";
  reference "ETSI EN 301 129";
}

leaf actual‑received‑level {
  type power {
    range "‑99..‑20";
  }
  units "dBm";
  config false;
  description
    "Actual received power level (0.1 dBm resolution).";
  reference "ETSI EN 301 129";
}

choice coding‑modulation‑mode {
  container single {
    description "A single modulation order only.";
    reference "ETSI EN 302 217‑1";

    leaf selected‑cm {
      type identityref {
        base mw‑types:coding‑modulation;
      }
      mandatory true;
      description
        "Selected the single coding/modulation.";
    }
  }

  container adaptive {
    description "Adaptive coding/modulation.";
    reference "ETSI EN 302 217‑1";

    leaf selected‑min‑acm {
      type identityref {
        base mw‑types:coding‑modulation;
      }
      mandatory true;
      description
        "Selected minimum coding/modulation.
         Adaptive coding/modulation shall not go
         below this value.";
    }

    leaf selected‑max‑acm {
      type identityref {
        base mw‑types:coding‑modulation;
      }
      mandatory true;
      description
        "Selected maximum coding/modulation.
         Adaptive coding/modulation shall not go
         above this value.";
    }
  }
  mandatory true;
  description
    "A selection of single or
     adaptive coding/modulation mode.";
}

leaf actual‑tx‑cm {
  type identityref {
     base mw‑types:coding‑modulation;
  }
  config false;
  description
    "Actual coding/modulation in transmitting direction.";
}

leaf actual‑snir {
  type decimal64 {
    fraction‑digits 1;
    range "0..99";
  }
  units "dB";
  config false;
  description
    "Actual signal to noise plus interference ratio.
     (0.1 dB resolution).";
}

leaf actual‑xpi {
  if‑feature xpic;
  type decimal64 {
    fraction‑digits 1;
    range "0..99";
  }
  units "dB";
  config false;
  description
    "The actual carrier to cross‑polar interference.
     Only valid if XPIC is enabled. (0.1 dB resolution).";
  reference "ETSI TR 102 311";
}

container ct‑performance‑thresholds {
  description
    "Specification of thresholds for when alarms should
     be sent and cleared for various performance counters.";

  leaf received‑level‑alarm‑threshold {
    type power {
      range "‑99..‑20";
    }
    units "dBm";
    default "‑99";
    description
      "An alarm is sent when the received power level is
       below the specified threshold.";
    reference "ETSI EN 301 129";
  }

  leaf transmitted‑level‑alarm‑threshold {
    type power {
      range "‑99..99";
    }
    units "dBm";
    default "‑99";
    description
      "An alarm is sent when the transmitted power level
       is below the specified threshold.";
    reference "ETSI EN 301 129";
  }

  leaf ber‑alarm‑threshold {
    type enumeration {
      enum "1e‑9" {
        description "Threshold at 1e‑9 (10^‑9).";
      }

      enum "1e‑8" {
        description "Threshold at 1e‑8 (10^‑8).";
      }
      enum "1e‑7" {
        description "Threshold at 1e‑7 (10^‑7).";
      }
      enum "1e‑6" {
        description "Threshold at 1e‑6 (10^‑6).";
      }
      enum "1e‑5" {
        description "Threshold at 1e‑5 (10^‑5).";
      }
      enum "1e‑4" {
        description "Threshold at 1e‑4 (10^‑4).";
      }
      enum "1e‑3" {
        description "Threshold at 1e‑3 (10^‑3).";
      }
      enum "1e‑2" {
        description "Threshold at 1e‑2 (10^‑2).";
      }
      enum "1e‑1" {
        description "Threshold at 1e‑1 (10^‑1).";
      }
    }
    default "1e‑6";
    description
      "Specification of at which BER an alarm should
       be raised.";
    reference "ETSI EN 302 217‑1";
  }
}

leaf if‑loop {
  type enumeration {
    enum disabled {
      description "Disables the IF Loop.";
    }
    enum client {
      description
        "Loops the signal back to the client side.";
    }
    enum radio {
      description
        "Loops the signal back to the radio side.";
    }
  }
  default "disabled";

  description
    "Enable (client/radio) or disable (disabled)
     the IF loop, which loops the signal back to
     the client side or the radio side.";
}

leaf rf‑loop {
  type enumeration {
    enum disabled {
      description "Disables the RF Loop.";
    }
    enum client {
      description
        "Loops the signal back to the client side.";
    }
    enum radio {
      description
        "Loops the signal back to the radio side.";
    }
  }
  default "disabled";
  description
    "Enable (client/radio) or disable (disabled)
     the RF loop, which loops the signal back to
     the client side or the radio side.";
}

container capabilities {
  config false;
  description
    "Capabilities of the installed equipment and
     some selected configurations.";

  leaf min‑tx‑frequency {
    type uint32;
    units "kHz";
    description
     "Minimum Tx frequency possible to use.";
  }

  leaf max‑tx‑frequency {
    type uint32;
    units "kHz";
    description
      "Maximum Tx frequency possible to use.";
  }



         leaf min-rx-frequency {



    type uint32;
    units "kHz";
    description
      "Minimum Rx frequency possible to use.";
  }

  leaf max‑rx‑frequency {
    type uint32;
    units "kHz";
    description
      "Maximum Tx frequency possible to use.";
  }

  leaf minimum‑power {
    type power;
    units "dBm";
    description
      "The minimum output power supported.";
    reference "ETSI EN 302 217‑1";
  }

  leaf maximum‑available‑power {
    type power;
    units "dBm";
    description
      "The maximum output power supported.";
    reference "ETSI EN 302 217‑1";
  }

  leaf available‑min‑acm {
    type identityref {
      base mw‑types:coding‑modulation;
    }
    description
      "Minimum coding‑modulation possible to use.";
  }

  leaf available‑max‑acm {
    type identityref {
      base mw‑types:coding‑modulation;
    }
    description
      "Maximum coding‑modulation possible to use.";
  }
}



       container error-performance-statistics {

         config false;



description
  "ITU‑T G.826 error performance statistics relevant for
   a microwave/millimeter wave carrier.";

leaf bbe {
  type yang:counter32;
  units "number of block errors";
  description
    "Number of Background Block Errors (BBE). A BBE is an
     errored block not occurring as part of an SES.
     Discontinuities in the value of this counter can occur
     at re‑initialization of the management system and at
     other times as indicated by the value of
     'discontinuity‑time' in ietf‑interfaces.";
  reference "ITU‑T G.826";
}

leaf es {
  type yang:counter32;
  units "seconds";
  description
    "Number of Errored Seconds (ES).
     An ES is a one‑second period with one or more errored
     blocks or at least one defect.
     Discontinuities in the value of this counter can occur
     at re‑initialization of the management system and at
     other times as indicated by the value of
     'discontinuity‑time' in ietf‑interfaces.";
  reference "ITU‑T G.826";
}

leaf ses {
  type yang:counter32;
  units "seconds";
  description
    "Number of Severely Errored Seconds (SES).
     SES is a one‑second period which contains
     equal or more than 30% errored blocks or at least
     one defect. SES is a subset of ES.
     Discontinuities in the value of this counter can occur
     at re‑initialization of the management system and at
     other times as indicated by the value of
     'discontinuity‑time' in ietf‑interfaces.";
  reference "ITU‑T G.826";
}



         leaf uas {

           type yang:counter32;



    units "seconds";
    description
      "Number of Unavailable Seconds (UAS), that is, the
       total time that the node has been unavailable.
       Discontinuities in the value of this counter can occur
       at re‑initialization of the management system and at
       other times as indicated by the value of
       'discontinuity‑time' in ietf‑interfaces.";
    reference "ITU‑T G.826";
  }
}

container radio‑performance‑statistics {
  config false;
  description
    "ETSI EN 301 129 radio physical interface statistics relevant
     for a carrier termination.";

  leaf min‑rltm {
    type power {
      range "‑99..‑20";
    }
    units "dBm";
    description
      "Minimum received power level.
       Discontinuities in the value of this counter can occur
       at re‑initialization of the management system and at
       other times as indicated by the value of
       'discontinuity‑time' in ietf‑interfaces.";
    reference "ETSI EN 301 129";
  }

  leaf max‑rltm {
    type power {
      range "‑99..‑20";
    }
    units "dBm";
    description
      "Maximum received power level.
       Discontinuities in the value of this counter can occur
       at re‑initialization of the management system and at
       other times as indicated by the value of
       'discontinuity‑time' in ietf‑interfaces.";
    reference "ETSI EN 301 129";
  }



         leaf min-tltm {

           type power {



        range "‑99..99";
      }
      units "dBm";
      description
        "Minimum transmitted power level.
         Discontinuities in the value of this counter can occur
         at re‑initialization of the management system and at
         other times as indicated by the value of
         'discontinuity‑time' in ietf‑interfaces.";
      reference "ETSI EN 301 129";
    }

    leaf max‑tltm {
      type power {
        range "‑99..99";
      }
      units "dBm";
      description
        "Maximum transmitted power level.
         Discontinuities in the value of this counter can occur
         at re‑initialization of the management system and at
         other times as indicated by the value of
         'discontinuity‑time' in ietf‑interfaces.";
      reference "ETSI EN 301 129";
    }
  }
}

/*
 * Radio Link Protection Groups
 */

container radio‑link‑protection‑groups {
  description
    "Configuration of radio link protected groups (1+1) of
     carrier terminations in a radio link. More than one
     protected group per radio‑link‑terminal is allowed.";



       uses ifprot:protection-groups {



refine protection‑group/members {
  must "derived‑from‑or‑self(/if:interfaces/if:interface"
     + "[if:name = current()]"
     + "/if:type, 'ianaift:carrier‑termination')" {
    description
      "The type of a protection member must be
       'carrier‑termination'.";
  }



         }



      refine protection‑group/working‑entity {
        must "derived‑from‑or‑self(/if:interfaces/if:interface"
           + "[if:name = current()]"
           + "/if:type, 'ianaift:carrier‑termination')" {
          description
            "The type of a working‑entity must be
             'carrier‑termination'.";
        }
      }
    }
  }

  /*
   * XPIC & MIMO groups ‑ Configuration data nodes
   */

   container xpic‑pairs {
    if‑feature xpic;
    description
      "Configuration of carrier termination pairs
       for operation in XPIC mode.";
    reference "ETSI TR 102 311";

    list xpic‑pair {
      key "name";
      description
        "List of carrier termination pairs in XPIC mode.";

      leaf name {
        type string;
        description
          "Name used for identification of the XPIC pair.";
      }

      leaf enabled {
        type boolean;
        default "false";
        description
          "Enable(true)/disable(false) XPIC";
      }

      leaf‑list members {
        type if:interface‑ref;
        must "derived‑from‑or‑self(/if:interfaces/if:interface"
           + "[if:name = current()]"
           + "/if:type, 'ianaift:carrier‑termination')" {

          description
            "The type of a member must be 'carrier‑termination'.";
        }
        min‑elements 2;
        max‑elements 2;
        description
          "Association to XPIC pairs used in the radio link
           terminal.";
      }
    }
  }

  container mimo‑groups {
    if‑feature mimo;
    description
      "Configuration of carrier terminations
      for operation in MIMO mode.";
    reference "ETSI TR 102 311";

    list mimo‑group {
      key "name";
      description
        "List of carrier terminations in MIMO mode.";

      leaf name {
        type string;
        description
          "Name used for identification of the MIMO group.";
      }

      leaf enabled {
        type boolean;
        default "false";
        description
          "Enable(true)/disable(false) MIMO";
      }

      leaf‑list members {
        type if:interface‑ref;
        must "derived‑from‑or‑self(/if:interfaces/if:interface"
           + "[if:name = current()]"
           + "/if:type, 'ianaift:carrier‑termination')" {
          description
            "The type of a member must be 'carrier‑termination'.";
        }

        min‑elements 2;
        description

          "Association to a MIMO group if used in the radio
           link terminal.";
      }
    }
  }
}



   <CODE ENDS>





5. Interface Protection YANG Module

   The data nodes for management of the interface protection
   functionality is broken out from the Microwave Radio Link Module into
   a separate and generic YANG data module in order to make it available
   also for other interface types.



   This module imports modules from [RFC8343], and it references
   [G.808.1].




   <CODE BEGINS> file "ietf-interface-protection@2018-11-28.yang"



module ietf‑interface‑protection {
  yang‑version 1.1;
  namespace "urn:ietf:params:xml:ns:yang:ietf‑interface‑protection";
  prefix ifprot;

  import ietf‑interfaces {
    prefix if;
    reference "RFC8343";
  }

  organization
    "Internet Engineering Task Force (IETF) CCAMP WG";
  contact
    "WG List: <mailto:ccamp@ietf.org>

    ID‑draft editors:
      Jonas Ahlberg (jonas.ahlberg@ericsson.com);
      Min Ye (amy.yemin@huawei.com);
      Xi Li (Xi.Li@neclab.eu);
      Daniela Spreafico (daniela.spreafico@nokia.com)
      Marko Vaupotic (Marko.Vaupotic@aviatnet.com)";

  description
    "This is a module for the entities in
    a generic interface protection mechanism.



       Copyright (c) 2018 IETF Trust and the persons identified as
       authors of the code.  All rights reserved.



Redistribution and use in source and binary forms, with or
without modification, is permitted pursuant to, and subject
to the license terms contained in, the Simplified BSD License
set forth in Section 4.c of the IETF Trust's Legal Provisions
Relating to IETF Documents
(http://trustee.ietf.org/license‑info).

This version of this YANG module is part of RFC XXXX; see
the RFC itself for full legal notices.



       Copyright (c) 2018 IETF Trust and the persons identified as
       authors of the code.  All rights reserved.";



revision 2018‑11‑28 {
  description "Initial revision.";
  reference "RFC XXXX: A YANG Data Model for Microwave Radio Link";
}

/*
 * Protection architecture type identities
 */

identity protection‑architecture‑type {
  description
    "protection architecture type";
  reference "ITU‑T G.808.1";
}

identity one‑plus‑one‑type {
  base protection‑architecture‑type;
  description
    "1+1, One interface protects
    another one interface.";
  reference "ITU‑T G.808.1";
}

identity one‑to‑n‑type {
  base protection‑architecture‑type;
  description
    "1:N, One interface protects
    n other interfaces.";
  reference "ITU‑T G.808.1";
}



     /*



 * Protection states identities
 */

identity protection‑states {
  description
   "Identities describing the status of the protection,
   in a group of interfaces configured in
   a protection mode.";
}

identity unprotected {
  base protection‑states;
  description "Not protected";
}

identity protected {
  base protection‑states;
  description "Protected";
}

identity unable‑to‑protect {
  base protection‑states;
  description "Unable to protect";
}

/*
 * Protection Groups
 */

grouping protection‑groups {
  description
    "Configuration of protected groups (1+1) of interfaces
    providing protection for each other. More than one protected
    group per higher‑layer‑interface is allowed.";

  list protection‑group {
    key "name";
    description
    "List of protected groups of interfaces
    in a higher‑layer‑interface.";

    leaf name {
      type string;
      description
        "Name used for identification of the protection group";
    }



         leaf protection-architecture-type {



        type identityref {
          base protection‑architecture‑type;
        }
        default "ifprot:one‑plus‑one‑type";
        description
          "The type of protection architecture used, e.g. one
          interface protecting one or several other interfaces.";
        reference "ITU‑T G.808.1";
      }

      leaf‑list members {
        type if:interface‑ref;
        min‑elements 2;
        description
          "Association to a group of interfaces configured for
          protection and used by a higher‑layer‑interface.";
      }

      leaf operation‑type {
        type enumeration {
          enum "non‑revertive" {
            description
              "In non revertive operation, the traffic does not
               return to the working interface if the switch requests
               are terminated.";
            reference "ITU‑T G.808.1";
          }
          enum "revertive" {
            description
              "In revertive operation, the traffic always
               returns to (or remains on) the working interface
               if the switch requests are terminated.";
            reference "ITU‑T G.808.1";
          }
        }
        default "non‑revertive";
        description
          "The type of protection operation, i.e. revertive
           or non‑revertive operation.";
      }

      leaf‑list working‑entity {
        when "../operation‑type = 'revertive'";
        type if:interface‑ref;
        min‑elements 1;
        description
          "The interfaces over which the traffic normally should
          be transported over when there is no need to use the

          protecting interface.";
      }

      leaf revertive‑wait‑to‑restore {
        when "../operation‑type = 'revertive'";
        type uint16;
        units "seconds";
        default "0";
        description
          "The time to wait before switching back to the working
          interface if operation‑type is revertive.";
        reference "ITU‑T G.808.1";
      }

      leaf hold‑off‑timer {
        type uint16;
        units "milliseconds";
        default "0";
        description
          "Time interval after the detection of a fault and its
          confirmation as a condition requiring the protection
          switching procedure.";
        reference "ITU‑T G.808.1";
      }

      leaf status {
        type identityref {
          base protection‑states;
        }
        config false;
        description
          "Status of the protection, in a group of interfaces
           configured in a protection mode.";
        reference "ITU‑T G.808.1";
      }

      action manual‑switch‑working {
        description
          "A switch action initiated by an operator command.
           It switches normal traffic signal to the working
           transport entity.";
        reference "ITU‑T G.808.1";
      }

      action manual‑switch‑protection {
        description
          "A switch action initiated by an operator command.
           It switches normal traffic signal to the protection

           transport entity.";
        reference "ITU‑T G.808.1";
      }

      action forced‑switch {
        description
          "A switch action initiated by an operator command.
           It switches normal traffic signal to the protection
           transport entity and forces it to remain on that
           entity even when criteria for switching back to
           the original entity are fulfilled.";
        reference "ITU‑T G.808.1";
      }

      action lockout‑of‑protection {
        description
          "A switch action temporarily disables access to the
           protection transport entity for all signals.";
        reference "ITU‑T G.808.1";
      }

      action freeze {
        description
          "A switch action temporarily prevents any switch action
           to be taken and, as such, freezes the current state.
           Until the freeze is cleared, additional near‑end external
           commands are rejected and fault condition changes and
           received APS messages are ignored..";
        reference "ITU‑T G.808.1";
      }

      action exercise {
        description
          "A switch action to test if the APS communication is
           operating correctly. It is lower priority than any 'real'
           switch request..";
        reference "ITU‑T G.808.1";
      }

      action clear {
        description
          "An action clears all switch commands.";
        reference "ITU‑T G.808.1";
      }
    }
  }
}



   <CODE ENDS>





6. Microwave Types YANG Module

   This module defines a collection of common data types using the YANG
   data modeling language.  These common types are designed to be
   imported by other modules defined in the microwave area.




   <CODE BEGINS> file "ietf-microwave-types@2018-11-28.yang"



module ietf‑microwave‑types {
  yang‑version 1.1;
  namespace "urn:ietf:params:xml:ns:yang:ietf‑microwave‑types";
  prefix mw‑types;

  organization
    "Internet Engineering Task Force (IETF) CCAMP WG";
  contact
    "WG List: <mailto:ccamp@ietf.org>

    ID‑draft editors:
      Jonas Ahlberg (jonas.ahlberg@ericsson.com);
      Min Ye (amy.yemin@huawei.com);
      Xi Li (Xi.Li@neclab.eu);
      Daniela Spreafico (daniela.spreafico@nokia.com)
      Marko Vaupotic (Marko.Vaupotic@aviatnet.com)";

  description
    "This module contains a collection of YANG data types
     considered generally useful for microwave interfaces.



       Copyright (c) 2018 IETF Trust and the persons identified as
       authors of the code.  All rights reserved.



Redistribution and use in source and binary forms, with or
without modification, is permitted pursuant to, and subject
to the license terms contained in, the Simplified BSD License
set forth in Section 4.c of the IETF Trust's Legal Provisions
Relating to IETF Documents
(http://trustee.ietf.org/license‑info).

This version of this YANG module is part of RFC XXXX; see
the RFC itself for full legal notices.



       Copyright (c) 2018 IETF Trust and the persons identified as
       authors of the code.  All rights reserved.";



revision 2018‑11‑28 {
  description "Initial revision.";
  reference "RFC XXXX: A YANG Data Model for Microwave Radio Link";
}

/*
 * Radio‑link‑terminal mode identities
 */

identity rlt‑mode {
  description
    "A description of the mode in which the radio link
    terminal is configured. The format is X plus Y.
    X represent the number of bonded carrier terminations.
    Y represent the number of protecting carrier
    terminations.";
}

identity one‑plus‑zero {
  base rlt‑mode;
  description
    "1 carrier termination only.";
}

identity one‑plus‑one {
  base rlt‑mode;
  description
    "1 carrier termination
    and 1 protecting carrier termination.";
}

identity two‑plus‑zero {
  base rlt‑mode;
  description
    "2 bonded carrier terminations.";
}

/*
 * Coding and modulation identities
 */

identity coding‑modulation {
  description
    "The coding and modulation schemes.";
}



     identity half-bpsk {

       base coding-modulation;



  description
    "Half BPSK coding and modulation scheme.";
}

identity half‑bpsk‑strong {
  base half‑bpsk;
  description
    "Half BPSK strong coding and modulation scheme.";
}

identity half‑bpsk‑light {
  base half‑bpsk;
  description
    "Half BPSK light coding and modulation scheme.";
}

identity bpsk {
  base coding‑modulation;
  description
    "BPSK coding and modulation scheme.";
}

identity bpsk‑strong {
  base bpsk;
  description
    "BPSK strong coding and modulation scheme.";
}

identity bpsk‑light {
  base bpsk;
  description
    "BPSK light coding and modulation scheme.";
}

identity qpsk {
  base coding‑modulation;
  description
    "QPSK coding and modulation scheme.";
}

identity qam‑4 {
  base coding‑modulation;
  description
    "4 QAM coding and modulation scheme.";
}



     identity qam-4-strong {

       base qam-4;



  description
    "4 QAM strong coding and modulation scheme.";
}

identity qam‑4‑light {
  base qam‑4;
  description
    "4 QAM light coding and modulation scheme.";
}

identity qam‑16 {
  base coding‑modulation;
  description
    "16 QAM coding and modulation scheme.";
}

identity qam‑16‑strong {
  base qam‑16;
  description
    "16 QAM strong coding and modulation scheme.";
}

identity qam‑16‑light {
  base qam‑16;
  description
    "16 QAM light coding and modulation scheme.";
}

identity qam‑32 {
  base coding‑modulation;
  description
    "32 QAM coding and modulation scheme.";
}

identity qam‑32‑strong {
  base qam‑32;
  description
    "32 QAM strong coding and modulation scheme.";
}

identity qam‑32‑light {
  base qam‑32;
  description
    "32 QAM light coding and modulation scheme.";
}



     identity qam-64 {

       base coding-modulation;



  description
    "64 QAM coding and modulation scheme.";
}

identity qam‑64‑strong {
  base qam‑64;
  description
    "64 QAM strong coding and modulation scheme.";
}

identity qam‑64‑light {
  base qam‑64;
  description
    "64 QAM light coding and modulation scheme.";
}

identity qam‑128 {
  base coding‑modulation;
  description
    "128 QAM coding and modulation scheme.";
}

identity qam‑128‑strong {
  base qam‑128;
  description
    "128 QAM strong coding and modulation scheme.";
}

identity qam‑128‑light {
  base qam‑128;
  description
    "128 QAM light coding and modulation scheme.";
}

identity qam‑256 {
  base coding‑modulation;
  description
    "256 QAM coding and modulation scheme.";
}

identity qam‑256‑strong {
  base qam‑256;
  description
    "256 QAM strong coding and modulation scheme.";
}



     identity qam-256-light {

       base qam-256;



  description
    "256 QAM light coding and modulation scheme.";
}

identity qam‑512 {
  base coding‑modulation;
  description
    "512 QAM coding and modulation scheme.";
}

identity qam‑512‑strong {
  base qam‑512;
  description
    "512 QAM strong coding and modulation scheme.";
}

identity qam‑512‑light {
  base qam‑512;
  description
    "512 QAM light coding and modulation scheme.";
}

identity qam‑1024 {
  base coding‑modulation;
  description
    "1024 QAM coding and modulation scheme.";
}

identity qam‑1024‑strong {
  base qam‑1024;
  description
    "1024 QAM strong coding and modulation scheme.";
}

identity qam‑1024‑light {
  base qam‑1024;
  description
    "1024 QAM light coding and modulation scheme.";
}

identity qam‑2048 {
  base coding‑modulation;
  description
    "2048 QAM coding and modulation scheme.";
}



     identity qam-2048-strong {

       base qam-2048;



    description
      "2048 QAM strong coding and modulation scheme.";
  }

  identity qam‑2048‑light {
    base qam‑2048;
    description
      "2048 QAM light coding and modulation scheme.";
  }

  identity qam‑4096 {
    base coding‑modulation;
    description
      "4096 QAM coding and modulation scheme.";
  }

  identity qam‑4096‑strong {
    base qam‑4096;
    description
      "4096 QAM strong coding and modulation scheme.";
  }

  identity qam‑4096‑light {
    base qam‑4096;
    description
      "4096 QAM light coding and modulation scheme.";
  }

  /*
   * TDM‑type identities
   */

  identity tdm‑type {
    description
      "A description of the type of TDM connection,
      also indicating the supported capacity of the
      connection.";
  }

  identity E1 {
    base tdm‑type;
    description
      "E1 connection, 2.048 Mbit/s.";
  }

  identity STM‑1 {
    base tdm‑type;
    description

      "STM‑1 connection, 155.52 Mbit/s.";
  }
}



   <CODE ENDS>





7. Security Considerations

   The YANG modules specified in this document define schemas for data
   that is designed to be accessed via network management protocols such
   as NETCONF [RFC6241] or RESTCONF [RFC8040].  The lowest NETCONF layer
   is the secure transport layer, and the mandatory-to-implement secure
   transport is Secure Shell (SSH) [RFC6242].  The lowest RESTCONF layer
   is HTTPS, and the mandatory-to-implement secure transport is TLS
   [RFC8446].



   The NETCONF access control model [RFC8341] provides the means to
   restrict access for particular NETCONF or RESTCONF users to a
   preconfigured subset of all available NETCONF or RESTCONF protocol
   operations and content.



   There are a number of data nodes defined in these YANG modules that
   are writable/creatable/deletable (i.e., config true, which is the
   default).  These data nodes may be considered sensitive or vulnerable
   in some network environments.  Write operations (e.g., edit-config)
   to these data nodes without proper protection can have a negative
   effect on network operations.  These are the subtrees and data nodes
   and their sensitivity/vulnerability:



   Interfaces of type radio-link-terminal:




      /if:interfaces/if:interface/mode,
      /if:interfaces/if:interface/carrier-terminations,
      /if:interfaces/if:interface/rlp-groups,
      /if:interfaces/if:interface/xpic-pairs,
      /if:interfaces/if:interface/mimo-groups, and
      /if:interfaces/if:interface/tdm-connections:




   These data nodes represent the configuration of the radio-link-
   terminal and they need to match the configuration of the radio-link-
   terminal on the other side of the radio link.  Unauthorized access to
   these data nodes could interrupt the ability to forward traffic.



   Interfaces of type carrier-termination:



      /if:interfaces/if:interface/carrier-id,
      /if:interfaces/if:interface/tx-enabled,
      /if:interfaces/if:interface/tx-frequency,
      /if:interfaces/if:interface/rx-frequency,
      /if:interfaces/if:interface/duplex-distance,
      /if:interfaces/if:interface/channel-separation,
      /if:interfaces/if:interface/rtpc/maximum-nominal-power,
      /if:interfaces/if:interface/atpc/maximum-nominal-power,
      /if:interfaces/if:interface/atpc/atpc-lower-threshold,
      /if:interfaces/if:interface/atpc/atpc-upper-threshold,
      /if:interfaces/if:interface/single/selected-cm,
      /if:interfaces/if:interface/adaptive/selected-min-acm,
      /if:interfaces/if:interface/adaptive/selected-max-acm,
      /if:interfaces/if:interface/if-loop, and
      /if:interfaces/if:interface/rf-loop:




   These data nodes represent the configuration of the carrier-
   termination and they need to match the configuration of the carrier-
   termination on the other side of the carrier.  Unauthorized access to
   these data nodes could interrupt the ability to forward traffic.



   Radio link protection:




      /radio-link-protection-groups/protection-group:




   This data node represents the configuration of the protection of
   carrier terminations.  Unauthorized access to this data node could
   interrupt the ability to forward traffic or remove the ability to
   perform a necessary protection switch.



   XPIC:




      /xpic-pairs:




   This data node represents the XPIC configuration of a pair carriers.
   Unauthorized access to this data node could interrupt the ability to
   forward traffic.



   MIMO:




      /mimo-groups:



   This data node represents the MIMO configuration of multiple
   carriers.  Unauthorized access to this data node could interrupt the
   ability to forward traffic.



   The security considerations of [RFC8343] also apply to this document.




8. IANA Considerations

   It is proposed that IANA should assign new URIs from the "IETF XML
   Registry" [RFC3688] as follows:




URI: urn:ietf:params:xml:ns:yang:ietf‑microwave‑radio‑link
Registrant Contact: The IESG
XML: N/A; the requested URI is an XML namespace.

URI: urn:ietf:params:xml:ns:yang:ietf‑interface‑protection
Registrant Contact: The IESG
XML: N/A; the requested URI is an XML namespace.

URI: urn:ietf:params:xml:ns:yang:ietf‑microwave‑types
Registrant Contact: The IESG
XML: N/A; the requested URI is an XML namespace.




   It is proposed that IANA should record YANG module names in the "YANG
   Module Names" registry [RFC6020] as follows:




Name: ietf‑microwave‑radio‑link
Maintained by IANA?: N
Namespace: urn:ietf:params:xml:ns:yang:ietf‑microwave‑radio‑link
Prefix: mrl
Reference: RFC XXXX

Name: ietf‑interface‑protection
Maintained by IANA?: N
Namespace: urn:ietf:params:xml:ns:yang:ietf‑interface‑protection
Prefix: ifprot
Reference: RFC XXXX

Name: ietf‑microwave‑types
Maintained by IANA?: N
Namespace: urn:ietf:params:xml:ns:yang:ietf‑microwave‑types
Prefix: mw‑types
Reference: RFC XXXX



   It is proposed that IANA should register a new IANAifType TBD1 for
   the interface type radio-link-terminal and a new IANAifType TBD2 for
   the interface type carrier-termination at [IFTYPE-IANA-REGISTRY].
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Appendix A. Example: 1+0 and 2+0 configuration instances

   This section gives simple examples of 1+0 and 2+0 instance using the
   YANG module defined in this draft.  The examples are not intended as
   a complete module for 1+0 and 2+0 configuration.




A.1. 1+0 instance

             /‑‑‑‑‑‑‑‑‑ Radio Link ‑‑‑‑‑‑‑‑‑\
              Near End              Far End

        +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+           +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
        |  Radio Link   |           | Radio Link    |
        |  Terminal A   |           | Terminal B    |
        |               |           |               |
        |               |           |               |
        | +‑‑‑‑‑‑‑‑‑‑‑+ |           | +‑‑‑‑‑‑‑‑‑‑‑+ |
        | |           | | Carrier A | |           | |
        | |  Carrier  | |<‑‑‑‑‑‑‑‑‑>| |  Carrier  | |
        | |Termination| |           | |Termination| |
        | |     1     | |           | |     1     | |
        | +‑‑‑‑‑‑‑‑‑‑‑+ |           | +‑‑‑‑‑‑‑‑‑‑‑+ |
        |               |           |               |
        |               |           |               |
        +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+           +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

  \‑‑‑ Microwave Node ‑‑‑/          \‑‑‑ Microwave Node ‑‑‑/
                Figure A‑1 1+0 example

  Figure A‑1 shows a 1+0 example.  The following instance
  shows the 1+0 configuration of Near End node.

"interface": [
   {
     "name": "RLT‑A",
     "description": "Radio Link Terminal A",
     "type": "radio‑link‑terminal",
     "id": "RLT‑A",
     "mode": "one‑plus‑zero",
     "carrier‑terminations": [
       "RLT‑A:CT‑1"
     ],
     "tdm‑connections": [
       "tdm‑type": "E1",
       "tdm‑connections": "4"
     ]
   },

   {
     "name": "RLT‑A:CT‑1",
     "description": "Carrier Termination 1",
     "type": "carrier‑termination",
     "carrier‑id": "A",

     "tx‑enabled": true,
     "tx‑frequency": 10728000,
     "duplex‑distance": 644000,
     "channel‑separation": 28,
     "polarization": not‑specified,
     "rtpc": {
       "maximum‑nominal‑power": 20
     },
     "single": {
       "selected‑cm": "qam‑512"
     }
   }
]




A.2. 2+0 instance

       Figure A-2 shows a 2+0 example.




              /‑‑‑‑‑‑‑‑‑ Radio Link ‑‑‑‑‑‑‑‑‑\
               Near End              Far End

        +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+           +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
        | Radio Link    |           | Radio Link    |
        | Terminal A    |           | Terminal B    |
        |               |           |               |
        |               |           |               |
        | +‑‑‑‑‑‑‑‑‑‑‑+ |           | +‑‑‑‑‑‑‑‑‑‑‑+ |
        | |           | | Carrier A | |           | |
        | |  Carrier  | |<‑‑‑‑‑‑‑‑‑>| |  Carrier  | |
        | |Termination| |           | |Termination| |
        | |     1     | |           | |     1     | |
        | +‑‑‑‑‑‑‑‑‑‑‑+ |           | +‑‑‑‑‑‑‑‑‑‑‑+ |
        |               |           |               |
        | +‑‑‑‑‑‑‑‑‑‑‑+ |           | +‑‑‑‑‑‑‑‑‑‑‑+ |
        | |           | | Carrier B | |           | |
        | |  Carrier  | |<‑‑‑‑‑‑‑‑‑>| |  Carrier  | |
        | |Termination| |           | |Termination| |
        | |     2     | |           | |     2     | |
        | +‑‑‑‑‑‑‑‑‑‑‑+ |           | +‑‑‑‑‑‑‑‑‑‑‑+ |
        |               |           |               |
        +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+           +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

  \‑‑‑ Microwave Node ‑‑‑/          \‑‑‑ Microwave Node ‑‑‑/
             Figure A‑2 2+0 example

The following instance shows the 2+0 configuration of
Near End node.

"interface": [
   {
     "name": "RLT‑A",
     "description": "Radio Link Terminal A",
     "type": "radio‑link‑terminal",
     "id": "RLT‑A",
     "mode": "two‑plus‑zero",
     "carrier‑terminations": [
       "RLT‑A:CT‑1",
       "RLT‑A:CT‑2"
     ],
     "tdm‑connections": [
       "tdm‑type": "E1",
       "tdm‑connections": "4"
     ]
   },

   {
     "name": "RLT‑A:CT‑1",
     "description": "Carrier Termination 1",
     "type": "carrier‑termination",
     "carrier‑id": "A",
     "tx‑enabled": true,
     "tx‑frequency": 10728000,
     "duplex‑distance": 644000,
     "channel‑separation": 28,
     "polarization": not‑specified,
     "rtpc": {
       "maximum‑nominal‑power": 20
     },
     "single": {
       "selected‑cm": "qam‑512"
     }
   },

   {
     "name": "RLT‑A:CT‑2",
     "description": "Carrier Termination 2",
     "type": "carrier‑termination",
     "carrier‑id": "B",
     "tx‑enabled": true,
     "tx‑oper‑status": on,
     "tx‑frequency": 10618000,
     "duplex‑distance": 644000,
     "channel‑separation": 28,

     "polarization": not‑specified,
     "rtpc": {
       "maximum‑nominal‑power": 20
     },
     "single": {
       "selected‑cm": "qam‑512"
     }
   }
]




A.3. 2+0 XPIC instance

The following instance shows the XPIC configuration of
Near End node.

"interface": [
   {
     "name": "RLT‑A",
     "description": "Radio Link Terminal A",
     "type": "radio‑link‑terminal",
     "id": "RLT‑A",
     "mode": "two‑plus‑zero",
     "carrier‑terminations": [
       "RLT‑A:CT‑1",
       "RLT‑A:CT‑2"
     ],
     "xpic‑pairs": [
       "RLT‑A:CT‑1",
       "RLT‑A:CT‑2"
     ],
     "tdm‑connections": [
       "tdm‑type": "E1",
       "tdm‑connections": "4"
     ]
   },

   {
     "name": "RLT‑A:CT‑1",
     "description": "Carrier Termination 1",
     "type": "carrier‑termination",
     "carrier‑id": "A",
     "tx‑enabled": true,
     "tx‑frequency": 10728000,
     "duplex‑distance": 644000,
     "channel‑separation": 28,
     "polarization": not‑specified,
     "rtpc": {

       "maximum‑nominal‑power": 20
     },
     "single": {
       "selected‑cm": "qam‑512"
     }
   },

   {
     "name": "RLT‑A:CT‑2",
     "description": "Carrier Termination 2",
     "type": "carrier‑termination",
     "carrier‑id": "B",
     "tx‑enabled": true,
     "tx‑oper‑status": on,
     "tx‑frequency": 10618000,
     "duplex‑distance": 644000,
     "channel‑separation": 28,
     "polarization": not‑specified,
     "rtpc": {
       "maximum‑nominal‑power": 20
     },
     "single": {
       "selected‑cm": "qam‑512"
     }
   }
]
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Abstract

   A transport network is a server-layer network designed to provide
   connectivity services for a client-layer network to carry the client
   traffic transparently across the server-layer network resources.  A
   transport network can be constructed from equipments utilizing any of
   a number of different transport technologies such as the evolving
   Optical Transport Networks (OTN) or packet transport as provided by
   the MPLS-Transport Profile (MPLS-TP).



   This document describes a YANG data model to describe the topologies
   of an Optical Transport Network (OTN).  It is independent of control
   plane protocols and captures topological and resource related
   information pertaining to OTN.  This model enables clients, which
   interact with a transport domain controller via a REST interface, for
   OTN topology related operations such as obtaining the relevant
   topology resource information.




Status of This Memo

   This Internet-Draft is submitted in full conformance with the
   provisions of BCP 78 and BCP 79.



   Internet-Drafts are working documents of the Internet Engineering
   Task Force (IETF).  Note that other groups may also distribute
   working documents as Internet-Drafts.  The list of current Internet-
   Drafts is at https://datatracker.ietf.org/drafts/current/.



   Internet-Drafts are draft documents valid for a maximum of six months
   and may be updated, replaced, or obsoleted by other documents at any
   time.  It is inappropriate to use Internet-Drafts as reference
   material or to cite them other than as "work in progress."



   This Internet-Draft will expire on February 24, 2019.




Copyright Notice

   Copyright (c) 2018 IETF Trust and the persons identified as the
   document authors.  All rights reserved.



   This document is subject to BCP 78 and the IETF Trust's Legal
   Provisions Relating to IETF Documents
   (https://trustee.ietf.org/license-info) in effect on the date of
   publication of this document.  Please review these documents
   carefully, as they describe your rights and restrictions with respect
   to this document.  Code Components extracted from this document must
   include Simplified BSD License text as described in Section 4.e of
   the Trust Legal Provisions and are provided without warranty as
   described in the Simplified BSD License.




Table of Contents



	1.  Introduction


	2.  Terminology and Notations


	3.  YANG Data Model for OTN Topology
	 3.1.  OTN Topology Data Model Overview


	 3.2.  YANG Tree for OTN topology



	4.  The YANG Code


	5.  IANA Considerations


	6.  Security Considerations


	7.  Acknowledgements


	8.  Contributors


	9.  References
	 9.1.  Normative References


	 9.2.  Informative References



	Authors' Addresses




1. Introduction

   A transport network is a server-layer network designed to provide
   connectivity services for a client-layer network to carry the client
   traffic transparently across the server-layer network resources.  A
   transport network can be constructed of equipments utilizing any of a
   number of different transport technologies such as the Optical
   Transport Networks (OTN) or packet transport as provided by the MPLS-
   Transport Profile (MPLS-TP).



   This document defines a data model of an OTN network topology, using
   YANG [RFC7950].  The model can be used by an application exposing to
   a transport controller via a REST interface.  Furthermore, it can be
   used by an application for the following purposes (but not limited
   to):



   o  To obtain a whole view of the network topology information of its
      interest;



   o  To receive notifications with regard to the information change of
      the OTN topology;



   o  To enforce the establishment and update of a network topology with
      the characteristic specified in the data model, e.g., by a client
      controller;



   The YANG model defined in this document is independent of control
   plane protocols and captures topology related information pertaining
   to an Optical Transport Networks (OTN)-electrical layer, as the scope
   specified by [RFC7062] and [RFC7138].  Furthermore, it is not a
   stand-alone model, but augmenting from the TE topology YANG model
   defined in [I-D.ietf-teas-yang-te-topo].  Following TE topology YANG
   model, the YANG model defined in this document is interface
   independent.  The applicability of models to interfaces is described
   in [I-D.ietf-teas-actn-yang].



   Optical network technologies, including fixed Dense Wavelength
   Switched Optical Network (WSON) and flexible optical networks
   (a.k.a., flexi-grid networks), are covered in
   [I-D.ietf-ccamp-wson-yang] and [I-D.ietf-ccamp-flexigrid-yang],
   respectively.




2. Terminology and Notations

   A simplified graphical representation of the data model is used in
   this document.  The meaning of the symbols in the YANG data tree
   presented later in this document is defined in [RFC8340].  They are
   provided below for reference.



   o  Brackets "[" and "]" enclose list keys.



   o  Abbreviations before data node names: "rw" means configuration
      (read-write) and "ro" state data (read-only).



   o  Symbols after data node names: "?" means an optional node, "!"
      means a presence container, and "*" denotes a list and leaf-list.



   o  Parentheses enclose choice and case nodes, and case nodes are also
      marked with a colon (":").



   o  Ellipsis ("...") stands for contents of subtrees that are not
      shown.



   o  Some of the key terms used in this document are listed as follow.



   o  TS: Tributary Slot.



   o  TSG: Tributary Slot Granularity.



   o  TPN: Tributary Port Number.




3. YANG Data Model for OTN Topology


3.1. OTN Topology Data Model Overview

   This document aims to describe the data model for OTN topology.  As a
   classic Traffic-engineering (TE) technology, OTN provide TDM
   switching in transport network.  Therefore the YANG module presented
   in this document augments from a more generic Traffic Engineered (TE)
   network topology data model, i.e., the ietf-te-topology.yang, as
   specified in [I-D.ietf-teas-yang-te-topo].  In section 6 of
   [I-D.ietf-teas-yang-te-topo], the guideline for augmenting TE
   topology model was provided, and in this draft we respetively augment
   the OTN attributes, TE bandwidth and TE label.



   The entities and TE attributes, such as node, termination points and
   links, are still applicable for describing an OTN topology and the
   model presented in this document only specifies with technology-
   specific attributes/information.  In OTN attributes augmentation,
   mainly OTN-specific parameters are included such as Tributary Slot
   Granularity (TSG), payload type and so on.



   For different order of ODU in OTN technology, the te-bandwidth is
   augmented to allow specifying the type of ODU container and the
   number a link can support per priority level.  For example, for a
   ODU3 link, it may advertise 32*ODU0, 16*ODU1, 4*ODU2 available,
   assuming only a single priority level is supported.  If one of ODU2
   resource is taken to establish a ODU path, then the availability of
   this ODU link is updated as 24*ODU0, 12*ODU1, 3*ODU2 available.  If
   there are equipment hardware limitations, then a subset of potential
   ODU type SHALL be advertised.  For instance, an ODU3 link may only
   support 4*ODU2.



   The types of OTN label can be divided into the tributary ports and
   the tributary slots, represented by TPN or TS list respectively.  In
   the TE-label augmentation, two optional label formats are available
   for label representation.



   Note the model in this document re-uses some attributes defined in
   ietf-otn-types.yang, which is specified in
   [I-D.ietf-ccamp-otn-tunnel-model].



   The YANG module ietf-otn-topology defined in this document conforms
   to the Network Management Datastore Architecture (NMDA) defined in
   [RFC8342].




3.2. YANG Tree for OTN topology

The following OTN specific attributes have been augmented to TE
topology models.



module: ietf‑otn‑topology
  augment /nw:networks/nw:network/nw:network‑types/tet:te‑topology:
    +‑‑rw otn‑topology!
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes:
    +‑‑rw tsg?        identityref
    +‑‑rw distance?   uint32
  augment /nw:networks/nw:network/nw:node/nt:termination‑point/tet:te:
    +‑‑rw supported‑payload‑types* [index]
    |  +‑‑rw index           uint16
    |  +‑‑rw payload‑type?   string
    +‑‑rw client‑facing?             boolean



The technology specific TE bandwidth for OTN topology can be specified
using the following augment statements:



 augment /nw:networks/nw:network/nw:node/nt:termination‑point/tet:te
         /tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth
         /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odu‑type?   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:path‑constraints
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes

          /tet:connectivity‑matrices/tet:connectivity‑matrix
          /tet:path‑constraints/tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:path‑constraints/tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑ro odulist* [odu‑type]
          +‑‑ro odu‑type    identityref
          +‑‑ro number?     uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:path‑constraints
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑ro odulist* [odu‑type]
          +‑‑ro odu‑type    identityref
          +‑‑ro number?     uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:client‑layer‑adaptation
          /tet:switching‑capability/tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:path‑constraints/tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:path‑constraints
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odu‑type?   identityref

  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:max‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:max‑resv‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:unreserved‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/nw:network/nt:link/tet:te
          /tet:information‑source‑entry
          /tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑ro odu‑type?   identityref
  augment /nw:networks/nw:network/nt:link/tet:te
          /tet:information‑source‑entry/tet:max‑link‑bandwidth
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑ro odulist* [odu‑type]
          +‑‑ro odu‑type    identityref
          +‑‑ro number?     uint16
  augment /nw:networks/nw:network/nt:link/tet:te
          /tet:information‑source‑entry
          /tet:max‑resv‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑ro odulist* [odu‑type]
          +‑‑ro odu‑type    identityref
          +‑‑ro number?     uint16
  augment /nw:networks/nw:network/nt:link/tet:te
          /tet:information‑source‑entry/tet:unreserved‑bandwidth
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑ro odulist* [odu‑type]
          +‑‑ro odu‑type    identityref
          +‑‑ro number?     uint16
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:interface‑switching‑capability
          /tet:max‑lsp‑bandwidth/tet:te‑bandwidth/tet:technology:

    +‑‑:(otn)
       +‑‑rw odu‑type?   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:max‑link‑bandwidth
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:max‑resv‑link‑bandwidth
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:unreserved‑bandwidth
          /tet:te‑bandwidth/tet:technology:
    +‑‑:(otn)
       +‑‑rw odulist* [odu‑type]
          +‑‑rw odu‑type    identityref
          +‑‑rw number?     uint16
The technology specific TE label for this OTN topology can be specified
using the following augment statements:
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:te‑node‑attributes/tet:connectivity‑matrices
          /tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑start/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑end/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)

          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:underlay/tet:primary‑path
          /tet:path‑element/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:underlay/tet:backup‑path
          /tet:path‑element/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:optimizations/tet:algorithm
          /tet:metric/tet:optimization‑metric
          /tet:explicit‑route‑exclude‑objects
          /tet:route‑object‑exclude‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:optimizations/tet:algorithm
          /tet:metric/tet:optimization‑metric
          /tet:explicit‑route‑include‑objects
          /tet:route‑object‑include‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:path‑properties
          /tet:path‑route‑objects/tet:path‑route‑object/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes

          /tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from
          /tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from
          /tet:label‑restrictions/tet:label‑restriction/tet:label‑start
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from
          /tet:label‑restrictions/tet:label‑restriction/tet:label‑end
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to
          /tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to
          /tet:label‑restrictions/tet:label‑restriction/tet:label‑start
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to
          /tet:label‑restrictions/tet:label‑restriction/tet:label‑end
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)

          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix
          /tet:underlay/tet:primary‑path/tet:path‑element/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix
          /tet:underlay/tet:backup‑path/tet:path‑element/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix
          /tet:optimizations/tet:algorithm/tet:metric
          /tet:optimization‑metric/tet:explicit‑route‑exclude‑objects
          /tet:route‑object‑exclude‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix
          /tet:optimizations/tet:algorithm/tet:metric
          /tet:optimization‑metric/tet:explicit‑route‑include‑objects
          /tet:route‑object‑include‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes
          /tet:connectivity‑matrices/tet:connectivity‑matrix
          /tet:path‑properties/tet:path‑route‑objects
          /tet:path‑route‑object/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string

  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:label‑restrictions/tet:label‑restriction:
    +‑‑ro range‑type?   identityref
    +‑‑ro tsg?          identityref
    +‑‑ro priority?     uint8
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:label‑restrictions/tet:label‑restriction
          /tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑ro tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑ro ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:label‑restrictions/tet:label‑restriction
          /tet:label‑end/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑ro tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑ro ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:underlay/tet:primary‑path/tet:path‑element
          /tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:underlay/tet:backup‑path/tet:path‑element/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:optimizations/tet:algorithm/tet:metric
          /tet:optimization‑metric/tet:explicit‑route‑exclude‑objects
          /tet:route‑object‑exclude‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:

    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:optimizations/tet:algorithm/tet:metric
          /tet:optimization‑metric/tet:explicit‑route‑include‑objects
          /tet:route‑object‑include‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:path‑properties/tet:path‑route‑objects
          /tet:path‑route‑object/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:from/tet:label‑restrictions
          /tet:label‑restriction:
    +‑‑ro range‑type?   identityref
    +‑‑ro tsg?          identityref
    +‑‑ro priority?     uint8
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:from/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑start/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑ro (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑ro tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑ro ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:from/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑end/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑ro (otn‑label‑type)?

          +‑‑:(tributary‑port)
          |  +‑‑ro tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑ro ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:to/tet:label‑restrictions
          /tet:label‑restriction:
    +‑‑ro range‑type?   identityref
    +‑‑ro tsg?          identityref
    +‑‑ro priority?     uint8
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:to/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑start/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑ro (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑ro tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑ro ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:to/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑end/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑ro (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑ro tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑ro ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:underlay/tet:primary‑path
          /tet:path‑element/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:underlay/tet:backup‑path
          /tet:path‑element/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)

       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:optimizations/tet:algorithm
          /tet:metric/tet:optimization‑metric
          /tet:explicit‑route‑exclude‑objects
          /tet:route‑object‑exclude‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:optimizations/tet:algorithm
          /tet:metric/tet:optimization‑metric
          /tet:explicit‑route‑include‑objects
          /tet:route‑object‑include‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:information‑source‑entry/tet:connectivity‑matrices
          /tet:connectivity‑matrix/tet:path‑properties
          /tet:path‑route‑objects/tet:path‑route‑object/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:label‑restrictions/tet:label‑restriction
          /tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16

          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:label‑restrictions/tet:label‑restriction/tet:label‑end
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:underlay/tet:primary‑path/tet:path‑element/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:underlay/tet:backup‑path/tet:path‑element/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:optimizations/tet:algorithm/tet:metric
          /tet:optimization‑metric/tet:explicit‑route‑exclude‑objects
          /tet:route‑object‑exclude‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:optimizations/tet:algorithm/tet:metric
          /tet:optimization‑metric/tet:explicit‑route‑include‑objects
          /tet:route‑object‑include‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string

  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:path‑properties/tet:path‑route‑objects
          /tet:path‑route‑object/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:label‑restrictions
          /tet:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑start/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑end/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:underlay/tet:primary‑path
          /tet:path‑element/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te

          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:underlay/tet:backup‑path
          /tet:path‑element/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:optimizations/tet:algorithm
          /tet:metric/tet:optimization‑metric
          /tet:explicit‑route‑exclude‑objects
          /tet:route‑object‑exclude‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:optimizations/tet:algorithm
          /tet:metric/tet:optimization‑metric
          /tet:explicit‑route‑include‑objects
          /tet:route‑object‑include‑object/tet:type/tet:label
          /tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nw:node/tet:te
          /tet:tunnel‑termination‑point/tet:local‑link‑connectivities
          /tet:local‑link‑connectivity/tet:path‑properties
          /tet:path‑route‑objects/tet:path‑route‑object/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:underlay/tet:primary‑path/tet:path‑element/tet:type
          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:underlay/tet:backup‑path/tet:path‑element/tet:type

          /tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:label‑restrictions/tet:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:label‑restrictions/tet:label‑restriction
          /tet:label‑start/tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes
          /tet:label‑restrictions/tet:label‑restriction/tet:label‑end
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/nw:network/nt:link/tet:te
          /tet:information‑source‑entry/tet:label‑restrictions
          /tet:label‑restriction:
    +‑‑ro range‑type?   identityref
    +‑‑ro tsg?          identityref
    +‑‑ro priority?     uint8
  augment /nw:networks/nw:network/nt:link/tet:te
          /tet:information‑source‑entry/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑start/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑ro (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑ro tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑ro ts?    uint16
  augment /nw:networks/nw:network/nt:link/tet:te
          /tet:information‑source‑entry/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑end/tet:te‑label
          /tet:technology:

    +‑‑:(otn)
       +‑‑ro (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑ro tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑ro ts?    uint16
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:underlay/tet:primary‑path
          /tet:path‑element/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:underlay/tet:backup‑path
          /tet:path‑element/tet:type/tet:label/tet:label‑hop
          /tet:te‑label/tet:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:label‑restrictions
          /tet:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑start/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /nw:networks/tet:te/tet:templates/tet:link‑template
          /tet:te‑link‑attributes/tet:label‑restrictions
          /tet:label‑restriction/tet:label‑end/tet:te‑label
          /tet:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16




4. The YANG Code

<CODE BEGINS> file "ietf-otn-topology.yang"




module ietf‑otn‑topology {
  yang‑version 1.1;

  namespace "urn:ietf:params:xml:ns:yang:ietf‑otn‑topology";
  prefix "otntopo";

  import ietf‑network {
    prefix "nw";
    reference "RFC 8345: A YANG Data Model for Network Topologies";
  }

  import ietf‑network‑topology {
    prefix "nt";
    reference "RFC 8345: A YANG Data Model for Network Topologies";
  }

  import ietf‑te‑topology {
    prefix "tet";
    reference
    "I‑D.ietf‑teas‑yang‑te‑topo: YANG Data Model for
    Traffic Engineering (TE) Topologies";
  }

  import ietf‑otn‑types {
    prefix "otn‑types";
    reference
         "I‑D.ietf‑teas‑yang‑te: A YANG Data Model for Traffic
          Engineering Tunnels and Interfaces";
  }

  organization
    "IETF CCAMP Working Group";
  contact
    "WG Web: <http://tools.ietf.org/wg/ccamp/>
     WG List: <mailto:ccamp@ietf.org>



     Editor: Haomian Zheng

             <mailto:zhenghaomian@huawei.com>



     Editor: Aihua Guo

             <mailto:aihuaguo@huawei.com>



     Editor: Italo Busi

             <mailto:italo.busi@huawei.com>



     Editor: Anurag Sharma

             <mailto:ansha@google.com>



     Editor: Xufeng Liu

             <mailto:xufeng.liu.ietf@gmail.com>



     Editor: Sergio Belotti

             <mailto:sergio.belotti@nokia.com>



     Editor: Yunbin Xu

             <mailto:xuyunbin@ritt.cn>



     Editor: Lei Wang

             <mailto:wangleiyj@chinamobile.com>



     Editor: Oscar Gonzalez de Dios

             <mailto:oscar.gonzalezdedios@telefonica.com>";



  description

    "This module defines a protocol independent Layer 1/ODU topology
     data model.



    Copyright (c) 2018 IETF Trust and the persons

          identified as authors of the code.  All rights reserved.



       Redistribution and use in source and binary forms, with or
       without modification, is permitted pursuant to, and subject
       to the license terms contained in, the Simplified BSD License
       set forth in Section 4.c of the IETF Trust's Legal Provisions
       Relating to IETF Documents
       (https://trustee.ietf.org/license‑info).";

 revision 2018‑08‑23 {
   description
     "Initial Revision";
   reference
     "RFC XXXX: A YANG Data Model for Optical Transport Network Topology";
   // RFC Ed.: replace XXXX with actual RFC number, update date
   // information and remove this note
 }

/*
 * Groupings
 */



  grouping otn-link-attributes {

    description "link attributes for OTN";



   leaf tsg {
     type identityref {
       base otn‑types:tributary‑slot‑granularity;
     }
     description "Tributary slot granularity.";
     reference
       "G.709/Y.1331, February 2016: Interfaces for the
        Optical Transport Network (OTN)";
   }
   leaf distance {
     type uint32;
     description "distance in the unit of kilometers";
   }
 }

 grouping otn‑tp‑attributes {
   description "tp attributes for OTN";
   list supported‑payload‑types {
     key "index";
     description
       "Supported payload types of a TP. The payload type is defined
        as the generalized PIDs in GMPLS.";
     leaf index {
       type uint16;
       description "payload type index";
     }
     leaf payload‑type {
       type string;
       description "the payload type supported by this client tp";
       reference
         "http://www.iana.org/assignments/gmpls‑sig‑parameters
          /gmpls‑sig‑parameters.xhtml";
     }
   }
   leaf client‑facing {
     type boolean;
     default 'false';
     description
       "Indicating if it is a client‑facing TP.";
   }
 }

/*
 * Data nodes
 */

 augment "/nw:networks/nw:network/nw:network‑types/"
       + "tet:te‑topology" {
   container otn‑topology {
     presence "indicates a topology type of Optical Transport
               Network (OTN)‑electrical layer.";
     description "otn topology type";
   }
   description "augment network types to include otn newtork";
 }

 augment "/nw:networks/nw:network/nt:link/tet:te/"
       + "tet:te‑link‑attributes" {
   when "../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment only for otn network.";
   }
   description "Augment link configuration";
   uses otn‑link‑attributes;
 }

 augment "/nw:networks/nw:network/nw:node/nt:termination‑point/"
       + "tet:te" {
   when "../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment only for otn network";
   }
   description "OTN TP attributes config in ODU topology.";
   uses otn‑tp‑attributes;
 }

 /*
  * Augment TE bandwidth
  */

 /* Augment maximum LSP bandwidth of link terminationpoint (LTP) */
 augment "/nw:networks/nw:network/nw:node/nt:termination‑point/"
       + "tet:te/"
       + "tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment OTN TE bandwidth";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑path‑bandwidth;
   }
 }

 /* Augment bandwidth path constraints of connectivity‑matrices */
 augment "/nw:networks/nw:network/nw:node/tet:te/"
       + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
       + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
   when "../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment OTN TE bandwidth";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment bandwidth path constraints of connectivity‑matrix */
 augment "/nw:networks/nw:network/nw:node/tet:te/"
       + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
       + "tet:connectivity‑matrix/"
       + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
   when "../../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment OTN TE bandwidth";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment bandwidth path constraints of connectivity‑matrices information‑source */
 augment "/nw:networks/nw:network/nw:node/tet:te/"
       + "tet:information‑source‑entry/tet:connectivity‑matrices/"
       + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
   when "../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment OTN TE bandwidth";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment bandwidth path constraints of connectivity‑matrix information‑source */
 augment "/nw:networks/nw:network/nw:node/tet:te/"
       + "tet:information‑source‑entry/tet:connectivity‑matrices/"
       + "tet:connectivity‑matrix/"
       + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {

   when "../../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment OTN TE bandwidth";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment client bandwidth of tunnel termination point (TTP) */
 augment "/nw:networks/nw:network/nw:node/tet:te/"
       + "tet:tunnel‑termination‑point/"
       + "tet:client‑layer‑adaptation/tet:switching‑capability/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment OTN TE bandwidth";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment bandwidth path constraints of local‑link‑connectivities */
 augment "/nw:networks/nw:network/nw:node/tet:te/"
       + "tet:tunnel‑termination‑point/"
       + "tet:local‑link‑connectivities/tet:path‑constraints/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "Augment OTN TE bandwidth";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment bandwidth path constraints of local‑link‑connectivity (LLC) */
 augment "/nw:networks/nw:network/nw:node/tet:te/"
       + "tet:tunnel‑termination‑point/"
       + "tet:local‑link‑connectivities/"
       + "tet:local‑link‑connectivity/tet:path‑constraints/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {

     description "Augment OTN TE bandwidth";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment maximum LSP bandwidth of TE link */
 augment "/nw:networks/nw:network/nt:link/tet:te/"
       + "tet:te‑link‑attributes/"
       + "tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "OTN TE bandwidth.";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑path‑bandwidth;
   }
 }

 /* Augment maximum bandwidth of TE link */
 augment "/nw:networks/nw:network/nt:link/tet:te/"
       + "tet:te‑link‑attributes/"
       + "tet:max‑link‑bandwidth/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "OTN TE bandwidth.";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment maximum reservable bandwidth of TE link */
 augment "/nw:networks/nw:network/nt:link/tet:te/"
       + "tet:te‑link‑attributes/"
       + "tet:max‑resv‑link‑bandwidth/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "OTN TE bandwidth.";
   }
   description "OTN bandwidth.";

   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }

 /* Augment unreserved bandwidth of TE Link */
 augment "/nw:networks/nw:network/nt:link/tet:te/"
       + "tet:te‑link‑attributes/"
       + "tet:unreserved‑bandwidth/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "OTN TE bandwidth.";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }
 }
 /* Augment maximum LSP bandwidth of TE link information‑source */
 augment "/nw:networks/nw:network/nt:link/tet:te/"
       + "tet:information‑source‑entry/"
       + "tet:interface‑switching‑capability/"
       + "tet:max‑lsp‑bandwidth/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "OTN TE bandwidth.";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑path‑bandwidth;
   }
 }

 /* Augment maximum bandwidth of TE link information‑source */
 augment "/nw:networks/nw:network/nt:link/tet:te/"
       + "tet:information‑source‑entry/"
       + "tet:max‑link‑bandwidth/"
       + "tet:te‑bandwidth/tet:technology" {
   when "../../../../../nw:network‑types/tet:te‑topology/"
      + "otntopo:otn‑topology" {
     description "OTN TE bandwidth.";
   }
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑link‑bandwidth;
   }



  }



  /* Augment maximum reservable bandwidth of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:max‑resv‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "OTN TE bandwidth.";
    }
    description "OTN bandwidth.";
    case otn {
      uses otn‑types:otn‑link‑bandwidth;
    }
  }

  /* Augment unreserved bandwidth of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:unreserved‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "OTN TE bandwidth.";
    }
    description "OTN bandwidth.";
    case otn {
      uses otn‑types:otn‑link‑bandwidth;
    }
  }

  /* Augment maximum LSP bandwidth of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:interface‑switching‑capability/"
        + "tet:max‑lsp‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
/*
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "OTN TE bandwidth.";
    }
*/
    description "OTN bandwidth.";
    case otn {
      uses otn‑types:otn‑path‑bandwidth;
    }



  }



  /* Augment maximum bandwidth of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:max‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
/*
    when "../../../../../nw:network‑types/tet:te‑topology/"
        + "otntopo:otn‑topology" {
      description "OTN TE bandwidth.";
    }
*/
    description "OTN bandwidth.";
    case otn {
      uses otn‑types:otn‑link‑bandwidth;
    }
  }

  /* Augment maximum reservable bandwidth of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:max‑resv‑link‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
/*
    when "../../../../../nw:network‑types/tet:te‑topology/"
        + "otntopo:otn‑topology" {
      description "OTN TE bandwidth.";
    }
*/
    description "OTN bandwidth.";
    case otn {
      uses otn‑types:otn‑link‑bandwidth;
    }
  }

  /* Augment unreserved bandwidth of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:unreserved‑bandwidth/"
        + "tet:te‑bandwidth/tet:technology" {
/*
    when "../../../../../../nw:network‑types/tet:te‑topology/"
        + "otntopo:otn‑topology" {
      description "OTN TE bandwidth.";
    }
*/
    description "OTN bandwidth.";

    case otn {
      uses otn‑types:otn‑link‑bandwidth;
    }
  }

  /*
   * Augment TE label.
   */

  /* Augment label restrictions of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label restriction.";
    uses otn‑types:otn‑label‑restriction;
  }

  /* Augment label restrictions start of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:label‑restrictions/tet:label‑restriction/tet:label‑start/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment label restrictions end of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:label‑restrictions/tet:label‑restriction/tet:label‑end/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;

    }
  }

  /* Augment label hop of underlay primary path of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }
  }
  /* Augment label hop of underlay backup path of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑exclude‑objects/"
        + "tet:route‑object‑exclude‑object/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {

      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }
  }

  /* Augment label hop of route‑include of connectivity‑matrices (added) */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:optimizations/tet:algorithm/tet:metric/"
        + "tet:optimization‑metric/"
        + "tet:explicit‑route‑include‑objects/"
        + "tet:route‑object‑include‑object/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }
  }

  /* Augment label hop of path‑route of connectivity‑matrices */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:path‑properties/tet:path‑route‑objects/"
        + "tet:path‑route‑object/tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology"{
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }
  }

  /* Augment ingress label restrictions of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"

        + "tet:connectivity‑matrix/tet:from/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    uses otn‑types:otn‑label‑restriction;
  }

  /* Augment ingress label restrictions start of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:from/"
        + "tet:label‑restrictions/tet:label‑restriction/tet:label‑start/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment ingress label restrictions end of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:from/"
        + "tet:label‑restrictions/tet:label‑restriction/tet:label‑end/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment egress label restrictions of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:to/"

        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    uses otn‑types:otn‑label‑restriction;
  }

  /* Augment egress label restrictions start of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:to/"
        + "tet:label‑restrictions/tet:label‑restriction/tet:label‑start/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment egress label restrictions end of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:to/"
        + "tet:label‑restrictions/tet:label‑restriction/tet:label‑end/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/"

        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/"
        + "tet:type/tet:label/tet:label‑hop/"
        + "tet:te‑label/tet:technology" {
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of connectivity‑matrix */
  augment "/nw:networks/nw:network/nw:node/tet:te/"
        + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
        + "tet:connectivity‑matrix/tet:optimizations/"
        + "tet:algorithm/tet:metric/tet:optimization‑metric/"
        + "tet:explicit‑route‑exclude‑objects/"
        + "tet:route‑object‑exclude‑object/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }



  }



/* Augment label hop of route‑include of connectivity‑matrix */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:optimizations/"
      + "tet:algorithm/tet:metric/tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of path‑route of connectivity‑matrix */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label restrictions of connectivity‑matrices information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";

  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start of connectivity‑matrices information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end of connectivity‑matrices information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label hop of underlay primary path of connectivity‑matrices information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;

  }
}

/* Augment label hop of underlay backup path of connectivity‑matrices information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑exclude of connectivity‑matrices information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑include of connectivity‑matrices information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"

     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of path‑route of connectivity‑matrices information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment ingress label restrictions of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:from/tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../../../nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment ingress label restrictions start of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:from/tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {

    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment ingress label restrictions end of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:from/tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment egress label restrictions of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:to/tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../../../nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment egress label restrictions start of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:to/tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";

  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment egress label restrictions end of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:to/tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label hop of underlay primary path of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of underlay backup path of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"

     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑exclude of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑include of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }



  }



/* Augment label hop of path‑route of connectivity‑matrix information‑source */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}
/* Augment label restrictions of local‑link‑connectivities */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start of local‑link‑connectivities */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:label‑restrictions/tet:label‑restriction/tet:label‑start/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end of local‑link‑connectivities */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:label‑restrictions/tet:label‑restriction/tet:label‑end/"
      + "tet:te‑label/tet:technology"{
  when "../../../../../../../../nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label hop of underlay primary path of local‑link‑connectivities */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of underlay backup path of local‑link‑connectivities */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }



  }



/* Augment label hop of route‑exclude of local‑link‑connectivities */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑include of local‑link‑connectivities */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of path‑route of local‑link‑connectivities */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"

      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label restrictions of local‑link‑connectivity (LLC) */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start of local‑link‑connectivity (LLC) */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end of local‑link‑connectivity (LLC) */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"

      + "tet:local‑link‑connectivity/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label hop of underlay primary path of local‑link‑connectivity (LLC) */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of underlay backup path of local‑link‑connectivity (LLC) */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }



  }



/* Augment label hop of route‑exclude of local‑link‑connectivity (LLC) */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑include of local‑link‑connectivity (LLC) */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of path‑route of local‑link‑connectivity (LLC) */
augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"

      + "tet:local‑link‑connectivity/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of underlay primary path of TE link */
augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of underlay backup path of TE link */
augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "otntopo:otn‑topology" {
    description "Augment OTN TE label";
  }
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}



  /* Augment label restrictions of TE link */



  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    uses otn‑types:otn‑label‑restriction;
  }

  /* Augment label restrictions start of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment label restrictions end of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment label restrictions of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    when "../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";

    }
    description "OTN label.";
    uses otn‑types:otn‑label‑restriction;
  }

  /* Augment label restrictions start of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }
  /* Augment label restrictions end of TE link information‑source */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:information‑source‑entry/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment label hop of underlay primary path of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "otntopo:otn‑topology" {
                         description "Augment OTN TE label";
    }
*/
    description "OTN label.";
    case otn {

      uses otn‑types:otn‑path‑label;
    }
  }

  /* Augment label hop of underlay backup path of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../../../../nw:network‑types/tet:te‑topology/"
        + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
*/
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑path‑label;
    }
  }

  /* Augment label restrictions of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction" {
/*
    when "../../../../../nw:network‑types/tet:te‑topology/"
        + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
*/
    description "OTN label.";
    uses otn‑types:otn‑label‑restriction;
  }

  /* Augment label restrictions start of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
        + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
*/
    description "OTN label.";
    case otn {

      uses otn‑types:otn‑link‑label;
    }
  }

  /* Augment label restrictions end of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../nw:network‑types/tet:te‑topology/"
        + "otntopo:otn‑topology" {
      description "Augment OTN TE label";
    }
*/
    description "OTN label.";
    case otn {
      uses otn‑types:otn‑link‑label;
    }
  }
}






<CODE ENDS>





5. IANA Considerations

   It is proposed that IANA should assign new URIs from the "IETF XML
   Registry" [RFC3688] as follows: URI:
   urn:ietf:params:xml:ns:yang:ietf-otn-topology Registrant Contact: The
   IESG XML: N/A; the requested URI is an XML namespace.  This document
   registers a YANG module in the YANG Module Names registry [RFC7950].
   name: ietf-otn-topology namespace: urn:ietf:params:xml:ns:yang:ietf-
   otn-topology prefix: otntopo reference: RFC XXXX




6. Security Considerations

   The YANG module specified in this document defines a schema for data
   that is designed to be accessed via network management protocols such
   as NETCONF [RFC6241] or RESTCONF [RFC8040].  The lowest NETCONF layer
   is the secure transport layer, and the mandatory-to-implement secure
   transport is Secure Shell (SSH) [RFC6242].  The lowest RESTCONF layer
   is HTTPS, and the mandatory-to-implement secure transport is TLS
   [RFC5246].



   The NETCONF access control model [RFC6536] provides the means to
   restrict access for particular NETCONF or RESTCONF users to a
   preconfigured subset of all available NETCONF or RESTCONF protocol
   operations and content.



   There are a number of data nodes defined in this YANG module that are
   writable/creatable/deletable (i.e., config true, which is the
   default).  These data nodes may be considered sensitive or vulnerable
   in some network environments.  Write operations (e.g., edit-config)
   to these data nodes without proper protection can have a negative
   effect on network operations.  These are the subtrees and data nodes
   and their sensitivity/vulnerability:



   /nw:networks/nw:network/nw:network-types/tet:te-topology
   /nw:networks/nw:network/nt:link/tet:te/tet:te-link-attributes
   /nw:networks/nw:network/nw:node/nt:termination-point/tet:te
   /nw:networks/nw:network/.../tet:te-bandwidth/tet:technology
   /nw:networks/nw:network/nw:node/tet:te/.../tet:label-restriction
   /nw:networks/nw:network/nw:node/.../tet:te-label/tet:technology
   Editors note: we are using simplified description by folding similar
   branches to avoid repetation.



   Some of the readable data nodes in this YANG module may be considered
   sensitive or vulnerable in some network environments.  It is thus
   important to control read access (e.g., via get, get-config, or
   notification) to these data nodes.  These are the subtrees and data
   nodes and their sensitivity/vulnerability:



   Editors note: Currently there is no such data nodes, temporarily kept
   for review.
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1. Introduction

   OTN transport networks can carry various types of client services.
   In many cases, the client signal is carried over an OTN tunnel across
   connected domains in a multi-domain network.  These OTN services can
   either be transported or switched in the OTN network.  If an OTN
   tunnel is switched, then additional parameters need to be provided to
   create a Mux OTN service.



   This document provides YANG model for creating OTN tunnel.  The model
   augments the TE Tunnel model.




2. Terminology and Notations

   A simplified graphical representation of the data model is used in
   this document.  The meaning of the symbols in the YANG data tree
   presented later in this draft is defined in [RFC8340].  They are
   provided below for reference.



   o  Brackets "[" and "]" enclose list keys.



   o  Abbreviations before data node names: "rw" means configuration
      (read-write) and "ro" state data (read-only).



   o  Symbols after data node names: "?" means an optional node, "!"
      means a presence container, and "*" denotes a list and leaf-list.



   o  Parentheses enclose choice and case nodes, and case nodes are also
      marked with a colon (":").



   o  Ellipsis ("...") stands for contents of subtrees that are not
      shown.



   o  More OTN specific terms can be found in
      [I-D.ietf-ccamp-otn-topo-yang].




3. OTN Tunnel Model Description


3.1. Overview of OTN Tunnel Model

   The OTN tunnel model is using TE tunnel [I-D.ietf-teas-yang-te] as a
   basic model and augment to the TE tunnel with OTN-specific
   parameters, including the bandwidth information and label
   information.  It is also worth noting that the OTN tunnel
   provisioning is usually based on the OTN topology.  Therefore the OTN
   tunnel model is usually used together with OTN topology model
   specified in [I-D.ietf-ccamp-otn-topo-yang].  The OTN tunnel model
   also imports a few type modules, including ietf-otn-types, ietf-te-
   types and ietf-inet-types.



   More scenarios and model applications can be found in
   [I-D.ietf-ccamp-transport-nbi-app-statement] and
   [I-D.ietf-teas-actn-yang].  The current model is following the YANG
   language specification as [RFC7950], and the corresponding protocol
   is recommended to be Netconf protocol in [RFC6241] or RESTconf
   protocol in [RFC8040].



   The YANG module ietf-otn-tunnel defined in this document conforms to
   the Network Management Datastore Architecture (NMDA) defined in
   [RFC8342].




3.2. OTN-specific Parameters in Tunnel Model

   OTN specific parameters have been augmenting to the TE tunnel models.
   The attributes on both of the source and destination need to be
   configured when setting up the tunnel.  Typical parameters, including
   client signal, TPN, TSG and corresponding tributary slot information,
   are required in the OTN tunnel model.  These parameters are
   consistent with the framework in [RFC7062], and the specification in
   [RFC7138] and [RFC7139].



   The OTN bandwidth information has been augmenting to various sections
   of TE tunnel models, including tunnel bandwidth, primary path
   bandwidth and so on.  The OTN label information has been augmenting
   to label hop of a group of routing objects and also LSPs.




3.3. OTN Path Compute RPC

   Similarly with TE tunnel, a 'compute-only' mode of OTN tunnel model
   is also supported for stateful path computation.  Given the OTN
   tunnel computed, the client may query and/or subscribe on the tunnel
   to be notified whenever it changes.  In addition, also a stateless
   Remote Procedural Call (RPC) is specified.  On receiving this RPC,
   the provider is expected to compute the available path subject to the
   constraints specified in RPC and feedback to the client without any
   changing of the OTN network or the OTN tunnels.




4. OTN Tunnel YANG Tree

module: ietf‑otn‑tunnel
  augment /te:te/te:tunnels/te:tunnel:
    +‑‑rw src‑client‑signal?     identityref
    +‑‑rw dst‑client‑signal?     identityref
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:te‑bandwidth/te:technology:
    +‑‑:(otn)
       +‑‑rw odu‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:te‑bandwidth/te:technology:
    +‑‑:(otn)
       +‑‑rw odu‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:te‑bandwidth/te:technology:
    +‑‑:(otn)
       +‑‑rw odu‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:te‑bandwidth/te:technology:
    +‑‑:(otn)
       +‑‑rw odu‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:te‑bandwidth/te:technology:
    +‑‑:(otn)
       +‑‑rw odu‑type?   identityref

  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:explicit‑route‑objects
          /te:route‑object‑exclude‑always/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:explicit‑route‑objects
          /te:route‑object‑include‑exclude/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑in‑segment
          /te:forward/te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑in‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑in‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑in‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8

  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑in‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑in‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑out‑segment/te:reverse

          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑out‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:globals/te:named‑path‑constraints
          /te:named‑path‑constraint/te:path‑out‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:optimizations/te:algorithm/te:metric
          /te:optimization‑metric/te:explicit‑route‑exclude‑objects
          /te:route‑object‑exclude‑object/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:optimizations/te:algorithm/te:metric
          /te:optimization‑metric/te:explicit‑route‑include‑objects
          /te:route‑object‑include‑object/te:type/te:label/te:label‑hop
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:explicit‑route‑objects
          /te:route‑object‑exclude‑always/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16

       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:explicit‑route‑objects
          /te:route‑object‑include‑exclude/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑in‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑in‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction
          /te:label‑start/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑in‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction
          /te:label‑end/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑in‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑in‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction
          /te:label‑start/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?

          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑in‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑out‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑out‑segment/te:reverse

          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:path‑out‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:state/te:path‑properties
          /te:path‑route‑objects/te:path‑computed‑route‑object
          /te:state/te:type/te:label/te:label‑hop/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:state/te:lsps/te:lsp
          /te:lsp‑record‑route‑subobjects/te:record‑route‑subobject
          /te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:state/te:lsps/te:lsp
          /te:path‑properties/te:path‑route‑objects
          /te:path‑computed‑route‑object/te:state/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:optimizations/te:algorithm/te:metric
          /te:optimization‑metric/te:explicit‑route‑exclude‑objects

          /te:route‑object‑exclude‑object/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:optimizations/te:algorithm/te:metric
          /te:optimization‑metric/te:explicit‑route‑include‑objects
          /te:route‑object‑include‑object/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:explicit‑route‑objects/te:route‑object‑exclude‑always
          /te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:explicit‑route‑objects/te:route‑object‑include‑exclude
          /te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑in‑segment/te:forward/te:label‑restrictions
          /te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑in‑segment/te:forward/te:label‑restrictions
          /te:label‑restriction/te:label‑start/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16

          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑in‑segment/te:forward/te:label‑restrictions
          /te:label‑restriction/te:label‑end/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑in‑segment/te:reverse/te:label‑restrictions
          /te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑in‑segment/te:reverse/te:label‑restrictions
          /te:label‑restriction/te:label‑start/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑in‑segment/te:reverse/te:label‑restrictions
          /te:label‑restriction/te:label‑end/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑out‑segment/te:forward/te:label‑restrictions
          /te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref

    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑out‑segment/te:forward/te:label‑restrictions
          /te:label‑restriction/te:label‑start/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑out‑segment/te:forward/te:label‑restrictions
          /te:label‑restriction/te:label‑end/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑out‑segment/te:reverse/te:label‑restrictions
          /te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑out‑segment/te:reverse/te:label‑restrictions
          /te:label‑restriction/te:label‑start/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:path‑out‑segment/te:reverse/te:label‑restrictions
          /te:label‑restriction/te:label‑end/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?

          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:state/te:path‑properties/te:path‑route‑objects
          /te:path‑computed‑route‑object/te:state/te:type
          /te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects
          /te:record‑route‑subobject/te:type/te:label/te:label‑hop
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths
          /te:p2p‑primary‑path/te:p2p‑reverse‑primary‑path
          /te:state/te:lsps/te:lsp/te:path‑properties
          /te:path‑route‑objects/te:path‑computed‑route‑object
          /te:state/te:type/te:label/te:label‑hop/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:optimizations/te:algorithm
          /te:metric/te:optimization‑metric
          /te:explicit‑route‑exclude‑objects
          /te:route‑object‑exclude‑object/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:optimizations/te:algorithm
          /te:metric/te:optimization‑metric
          /te:explicit‑route‑include‑objects
          /te:route‑object‑include‑object/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:

    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:explicit‑route‑objects
          /te:route‑object‑exclude‑always/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:explicit‑route‑objects
          /te:route‑object‑include‑exclude/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw tpn?       uint16
       +‑‑rw tsg?       identityref
       +‑‑rw ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑in‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑in‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑in‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑in‑segment/te:reverse

          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑in‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑in‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑out‑segment/te:forward
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16

          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑out‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction:
    +‑‑rw range‑type?   identityref
    +‑‑rw tsg?          identityref
    +‑‑rw priority?     uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑out‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑start
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:path‑out‑segment/te:reverse
          /te:label‑restrictions/te:label‑restriction/te:label‑end
          /te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑rw (otn‑label‑type)?
          +‑‑:(tributary‑port)
          |  +‑‑rw tpn?   uint16
          +‑‑:(tributary‑slot)
             +‑‑rw ts?    uint16
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:state/te:path‑properties
          /te:path‑route‑objects/te:path‑computed‑route‑object
          /te:state/te:type/te:label/te:label‑hop/te:te‑label
          /te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:state/te:lsps/te:lsp
          /te:lsp‑record‑route‑subobjects/te:record‑route‑subobject
          /te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths
          /te:p2p‑secondary‑path/te:state/te:lsps/te:lsp
          /te:path‑properties/te:path‑route‑objects

          /te:path‑computed‑route‑object/te:state/te:type/te:label
          /te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string
  augment /te:te/te:lsps‑state/te:lsp
          /te:lsp‑record‑route‑subobjects/te:record‑route‑subobject
          /te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(otn)
       +‑‑ro tpn?       uint16
       +‑‑ro tsg?       identityref
       +‑‑ro ts‑list?   string

  rpcs:
    +‑‑‑x otn‑te‑tunnel‑path‑compute
       +‑‑‑w input
       |  +‑‑‑w request* [id]
       |     +‑‑‑w id                     uint8
       |     +‑‑‑w type?                  identityref
       |     +‑‑‑w source?                inet:ip‑address
       |     +‑‑‑w destination?           inet:ip‑address
       |     +‑‑‑w src‑tp‑id?             binary
       |     +‑‑‑w dst‑tp‑id?             binary
       |     +‑‑‑w switching‑layer?       identityref
       |     +‑‑‑w encoding?              identityref
       |     +‑‑‑w protection‑type?       identityref
       |     +‑‑‑w restoration‑type?      identityref
       |     +‑‑‑w provider‑id?           te‑types:te‑global‑id
       |     +‑‑‑w client‑id?             te‑types:te‑global‑id
       |     +‑‑‑w te‑topology‑id?        te‑types:te‑topology‑id
       |     +‑‑‑w setup‑priority?        uint8
       |     +‑‑‑w hold‑priority?         uint8
       |     +‑‑‑w te‑path‑metric‑type?   identityref
       |     +‑‑‑w odu‑type?              identityref
       |     +‑‑‑w p2p‑primary‑paths
       |     |  +‑‑‑w p2p‑primary‑path* [name]
       |     |     +‑‑‑w name                      string
       |     |     +‑‑‑w te‑default‑metric?        uint32
       |     |     +‑‑‑w te‑delay‑metric?          uint32
       |     |     +‑‑‑w te‑hop‑metric?            uint32
       |     |     +‑‑‑w explicit‑route‑objects
       |     |        +‑‑‑w explicit‑route‑object* [index]
       |     |           +‑‑‑w explicit‑route‑usage?   identityref
       |     |           +‑‑‑w index                   uint32
       |     |           +‑‑‑w (type)?
       |     |              +‑‑:(num‑unnum‑hop)
       |     |              |  +‑‑‑w num‑unnum‑hop

       |     |              |     +‑‑‑w node‑id?      te‑types:te‑node‑id
       |     |              |     +‑‑‑w link‑tp‑id?   te‑types:te‑tp‑id
       |     |              |     +‑‑‑w hop‑type?     te‑hop‑type
       |     |              |     +‑‑‑w direction?    te‑link‑direction
       |     |              +‑‑:(as‑number)
       |     |              |  +‑‑‑w as‑number‑hop
       |     |              |     +‑‑‑w as‑number?   binary
       |     |              |     +‑‑‑w hop‑type?    te‑hop‑type
       |     |              +‑‑:(label)
       |     |                 +‑‑‑w label‑hop
       |     |                    +‑‑‑w te‑label
       |     |                       +‑‑‑w (technology)?
       |     |                       |  +‑‑:(generic)
       |     |                       |  |  +‑‑‑w generic?   rt‑types:generalized‑label
       |     |                       |  +‑‑:(otn)
       |     |                       |     +‑‑‑w tpn?       uint16
       |     |                       |     +‑‑‑w tsg?       identityref
       |     |                       |     +‑‑‑w ts‑list?   string
       |     |                       +‑‑‑w direction?       te‑label‑direction
       |     +‑‑‑w p2p‑secondary‑paths
       |     |  +‑‑‑w p2p‑secondary‑path* [name]
       |     |     +‑‑‑w name                      string
       |     |     +‑‑‑w te‑default‑metric?        uint32
       |     |     +‑‑‑w te‑delay‑metric?          uint32
       |     |     +‑‑‑w te‑hop‑metric?            uint32
       |     |     +‑‑‑w explicit‑route‑objects
       |     |        +‑‑‑w explicit‑route‑object* [index]
       |     |           +‑‑‑w explicit‑route‑usage?   identityref
       |     |           +‑‑‑w index                   uint32
       |     |           +‑‑‑w (type)?
       |     |              +‑‑:(num‑unnum‑hop)
       |     |              |  +‑‑‑w num‑unnum‑hop
       |     |              |     +‑‑‑w node‑id?      te‑types:te‑node‑id
       |     |              |     +‑‑‑w link‑tp‑id?   te‑types:te‑tp‑id
       |     |              |     +‑‑‑w hop‑type?     te‑hop‑type
       |     |              |     +‑‑‑w direction?    te‑link‑direction
       |     |              +‑‑:(as‑number)
       |     |              |  +‑‑‑w as‑number‑hop
       |     |              |     +‑‑‑w as‑number?   binary
       |     |              |     +‑‑‑w hop‑type?    te‑hop‑type
       |     |              +‑‑:(label)
       |     |                 +‑‑‑w label‑hop
       |     |                    +‑‑‑w te‑label
       |     |                       +‑‑‑w (technology)?
       |     |                       |  +‑‑:(generic)
       |     |                       |  |  +‑‑‑w generic?   rt‑types:generalized‑label
       |     |                       |  +‑‑:(otn)
       |     |                       |     +‑‑‑w tpn?       uint16

       |     |                       |     +‑‑‑w tsg?       identityref
       |     |                       |     +‑‑‑w ts‑list?   string
       |     |                       +‑‑‑w direction?       te‑label‑direction
       |     +‑‑‑w src‑client‑signal?     identityref
       |     +‑‑‑w src‑tributary‑slots
       |     |  +‑‑‑w values*   uint8
       |     +‑‑‑w dst‑client‑signal?     identityref
       |     +‑‑‑w dst‑tributary‑slots
       |        +‑‑‑w values*   uint8
       +‑‑ro output
          +‑‑ro return‑code?   enumeration
          +‑‑ro result* [id]
             +‑‑ro id                     uint8
             +‑‑ro p2p‑primary‑paths
             |  +‑‑ro p2p‑primary‑path* [name]
             |     +‑‑ro name                      string
             |     +‑‑ro te‑default‑metric?        uint32
             |     +‑‑ro te‑delay‑metric?          uint32
             |     +‑‑ro te‑hop‑metric?            uint32
             |     +‑‑ro explicit‑route‑objects
             |        +‑‑ro explicit‑route‑object* [index]
             |           +‑‑ro explicit‑route‑usage?   identityref
             |           +‑‑ro index                   uint32
             |           +‑‑ro (type)?
             |              +‑‑:(num‑unnum‑hop)
             |              |  +‑‑ro num‑unnum‑hop
             |              |     +‑‑ro node‑id?      te‑types:te‑node‑id
             |              |     +‑‑ro link‑tp‑id?   te‑types:te‑tp‑id
             |              |     +‑‑ro hop‑type?     te‑hop‑type
             |              |     +‑‑ro direction?    te‑link‑direction
             |              +‑‑:(as‑number)
             |              |  +‑‑ro as‑number‑hop
             |              |     +‑‑ro as‑number?   binary
             |              |     +‑‑ro hop‑type?    te‑hop‑type
             |              +‑‑:(label)
             |                 +‑‑ro label‑hop
             |                    +‑‑ro te‑label
             |                       +‑‑ro (technology)?
             |                       |  +‑‑:(generic)
             |                       |  |  +‑‑ro generic?   rt‑types:generalized‑label
             |                       |  +‑‑:(otn)
             |                       |     +‑‑ro tpn?       uint16
             |                       |     +‑‑ro tsg?       identityref
             |                       |     +‑‑ro ts‑list?   string
             |                       +‑‑ro direction?       te‑label‑direction
             +‑‑ro p2p‑secondary‑paths
                +‑‑ro p2p‑secondary‑path* [name]
                   +‑‑ro name                      string

                   +‑‑ro te‑default‑metric?        uint32
                   +‑‑ro te‑delay‑metric?          uint32
                   +‑‑ro te‑hop‑metric?            uint32
                   +‑‑ro explicit‑route‑objects
                      +‑‑ro explicit‑route‑object* [index]
                         +‑‑ro explicit‑route‑usage?   identityref
                         +‑‑ro index                   uint32
                         +‑‑ro (type)?
                            +‑‑:(num‑unnum‑hop)
                            |  +‑‑ro num‑unnum‑hop
                            |     +‑‑ro node‑id?      te‑types:te‑node‑id
                            |     +‑‑ro link‑tp‑id?   te‑types:te‑tp‑id
                            |     +‑‑ro hop‑type?     te‑hop‑type
                            |     +‑‑ro direction?    te‑link‑direction
                            +‑‑:(as‑number)
                            |  +‑‑ro as‑number‑hop
                            |     +‑‑ro as‑number?   binary
                            |     +‑‑ro hop‑type?    te‑hop‑type
                            +‑‑:(label)
                               +‑‑ro label‑hop
                                  +‑‑ro te‑label
                                     +‑‑ro (technology)?
                                     |  +‑‑:(generic)
                                     |  |  +‑‑ro generic?   rt‑types:generalized‑label
                                     |  +‑‑:(otn)
                                     |     +‑‑ro tpn?       uint16
                                     |     +‑‑ro tsg?       identityref
                                     |     +‑‑ro ts‑list?   string
                                     +‑‑ro direction?       te‑label‑direction






5. OTN Tunnel YANG Code

<CODE BEGINS>file "ietf-otn-tunnel@2018-08-23.yang"



module ietf‑otn‑tunnel {
  yang‑version 1.1;

  namespace "urn:ietf:params:xml:ns:yang:ietf‑otn‑tunnel";
  prefix "otn‑tunnel";

  import ietf‑te {
    prefix "te";
    reference
    "I‑D.ietf‑teas‑yang‑te: A YANG Data Model for Traffic Engineering
    Tunnels and Interfaces";



  }



import ietf‑otn‑types {
  prefix "otn‑types";
  reference
  "module ietf‑otn‑types in this Document";
}

import ietf‑te‑types {
  prefix "te‑types";
  reference
  "I‑D.ietf‑teas‑yang‑te: A YANG Data Model for Traffic Engineering
  Tunnels and Interfaces";
}

import ietf‑inet‑types {
  prefix "inet";
  reference "RFC 6991: Common YANG Data Types";
}
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  description

    "This module defines a model for OTN Tunnel Services.
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       to the license terms contained in, the Simplified BSD License
       set forth in Section 4.c of the IETF Trust's Legal Provisions
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 revision "2018‑08‑23" {
   description
     "Initial Revision";
   reference
     "RFC XXXX: OTN Tunnel YANG Model";
   // RFC Ed.: replace XXXX with actual RFC number, update date
   // information and remove this note
 }

/*
 * Groupings
 */



  grouping otn-tunnel-attributes {

    description "Parameters for OTN tunnel";



leaf src‑client‑signal {
  type identityref {
    base otn‑types:client‑signal;
  }
  description
    "Client signal at the source endpoint of the tunnel";
}

leaf dst‑client‑signal {
  type identityref {
    base otn‑types:client‑signal;
  }
  description
    "Client signal at the destination endpoint of the tunnel";



    }



 }



/*
 * Data nodes
 */

 augment "/te:te/te:tunnels/te:tunnel" {
   description
     "Augment with additional parameters required for OTN service";
   uses otn‑tunnel‑attributes;
 }

 /*
  * Augment TE bandwidth
  */

        /* Augment bandwidth of named‑path‑constraints */
 augment "/te:te/te:globals/te:named‑path‑constraints/"
       + "te:named‑path‑constraint/"
       + "te:te‑bandwidth/te:technology" {
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑path‑bandwidth;
   }
 }

 /* Augment bandwdith of tunnel */
 augment "/te:te/te:tunnels/te:tunnel/"
       + "te:te‑bandwidth/te:technology" {
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑path‑bandwidth;
   }
 }

 /* Augment bandwidth of primary path */
 augment "/te:te/te:tunnels/te:tunnel/"
       + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
       + "te:te‑bandwidth/te:technology" {
   description "OTN bandwidth.";
   case otn {
     uses otn‑types:otn‑path‑bandwidth;
   }
 }



  /* Augment bandwidth of reverse primary path */



augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:te‑bandwidth/te:technology" {
  description "OTN bandwidth.";
  case otn {
    uses otn‑types:otn‑path‑bandwidth;
  }
}

/* Augment bandwidht of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:te‑bandwidth/te:technology" {
  description "OTN bandwidth.";
  case otn {
    uses otn‑types:otn‑path‑bandwidth;
  }



  }



/*
 * Augment TE label.
 */

/* Augment label hop of route‑object‑exclude‑always of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:explicit‑route‑objects/"
      + "te:route‑object‑exclude‑always/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑object‑include‑exclude of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:explicit‑route‑objects/"
      + "te:route‑object‑include‑exclude/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}



  /* Augment label restrictions for the forwarding direction of path-in-segment of named-path-constraints */



augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑in‑segment/"
      + "te:forward/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the forwarding direction of path‑in‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑in‑segment/"
      + "te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the forwarding direction of path‑in‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑in‑segment/"
      + "te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the reverse direction of path‑in‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑in‑segment/"
      + "te:reverse/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the reverse direction of path‑in‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑in‑segment/"
      + "te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";

  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the reverse direction of path‑in‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑in‑segment/"
      + "te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the forwarding direction of path‑out‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑out‑segment/"

      + "te:forward/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}
/* Augment label restrictions start for the forwarding direction of path‑out‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑out‑segment/"
      + "te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the forwarding direction of path‑out‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑out‑segment/"
      + "te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }



  }



/* Augment label restrictions for the reverse direction of path‑out‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑out‑segment/"
      + "te:reverse/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the reverse direction of path‑out‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑out‑segment/"
      + "te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }



  }



/* Augment label restrictions end for the reverse direction of path‑out‑segment of named‑path‑constraints */
augment "/te:te/te:globals/te:named‑path‑constraints/"
      + "te:named‑path‑constraint/te:path‑out‑segment/"
      + "te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label hop of route‑exclude of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:optimizations/te:algorithm/te:metric/"
      + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
      + "te:route‑object‑exclude‑object/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑include of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:optimizations/te:algorithm/te:metric/"
      + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
      + "te:route‑object‑include‑object/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑object‑exclude‑always of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:explicit‑route‑objects/"
      + "te:route‑object‑exclude‑always/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {

    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑object‑include‑exclude of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:explicit‑route‑objects/"
      + "te:route‑object‑include‑exclude/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label restrictions for the forwarding direction of path‑in‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}



  /* Augment label restrictions start for the forwarding direction of path-in-segment of primary path */



augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the forwarding direction of path‑in‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the reverse direction of path‑in‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the reverse direction of path‑in‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the reverse direction of path‑in‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"

      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the forwarding direction of path‑out‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the forwarding direction of path‑out‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {

  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the forwarding direction of path‑out‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the reverse direction of path‑out‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";

  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the reverse direction of path‑out‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the reverse direction of path‑out‑segment of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;

  }
}

/* Augment label hop of path‑route of primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:state/te:path‑properties/"
      + "te:path‑route‑objects/te:path‑computed‑route‑object/"
      + "te:state/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of record‑route of primary LSP */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"
      + "te:record‑route‑subobject/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";

  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of path‑route of primary LSP */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:state/te:lsps/te:lsp/te:path‑properties/"
      + "te:path‑route‑objects/te:path‑computed‑route‑object/"
      + "te:state/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑exclude of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:optimizations/te:algorithm/te:metric/"
      + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
      + "te:route‑object‑exclude‑object/te:type/te:label/"

      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑include of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:optimizations/te:algorithm/te:metric/"
      + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
      + "te:route‑object‑include‑object/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}



  /* Augment label hop of route-object-exclude-always of reverse primary path */



augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:explicit‑route‑objects/"
      + "te:route‑object‑exclude‑always/"
      + "te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑object‑include‑exclude of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:explicit‑route‑objects/"
      + "te:route‑object‑include‑exclude/"
      + "te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label restrictions for the forwarding direction of path‑in‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the forwarding direction of path‑in‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }



  }



/* Augment label restrictions end for the forwarding direction of path‑in‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the reverse direction of path‑in‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}



  /* Augment label restrictions start for the reverse direction of path-in-segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"



      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the reverse direction of path‑in‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {

    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the forwarding direction of path‑out‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the forwarding direction of path‑out‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}



  /* Augment label restrictions end for the forwarding direction of path-out-segment of reverse primary path */



augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the reverse direction of path‑out‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";

  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the reverse direction of path‑out‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the reverse direction of path‑out‑segment of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label hop of path‑route of reverse primary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:state/te:path‑properties/"
      + "te:path‑route‑objects/te:path‑computed‑route‑object/"
      + "te:state/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of record‑route of reverse primary LSP */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"

      + "te:record‑route‑subobject/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of path‑route of reverse primary LSP */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
      + "te:p2p‑reverse‑primary‑path/"
      + "te:state/te:lsps/te:lsp/te:path‑properties/"
      + "te:path‑route‑objects/te:path‑computed‑route‑object/"
      + "te:state/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑exclude of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:optimizations/te:algorithm/te:metric/"
      + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
      + "te:route‑object‑exclude‑object/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {

  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑include of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:optimizations/te:algorithm/te:metric/"
      + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
      + "te:route‑object‑include‑object/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑object‑exclude‑always of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:explicit‑route‑objects/"
      + "te:route‑object‑exclude‑always/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of route‑object‑include‑exclude of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:explicit‑route‑objects/"
      + "te:route‑object‑include‑exclude/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label restrictions for the forwarding direction of path‑in‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction" {

  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the forwarding direction of path‑in‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}



  /* Augment label restrictions end for the forwarding direction of path-in-segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"



      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the reverse direction of path‑in‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the reverse direction of path‑in‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the reverse direction of path‑in‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the forwarding direction of path‑out‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction" {

  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the forwarding direction of path‑out‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions end for the forwarding direction of path‑out‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label restrictions for the reverse direction of path‑out‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"

      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction" {
  description "OTN label.";
  uses otn‑types:otn‑label‑restriction;
}

/* Augment label restrictions start for the reverse direction of path‑out‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑start/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }



  }



/* Augment label restrictions end for the reverse direction of path‑out‑segment of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
      + "te:label‑restriction/te:label‑end/"
      + "te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑link‑label;
  }
}

/* Augment label hop of path‑route of secondary path */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:state/te:path‑properties/te:path‑route‑objects/"
      + "te:path‑computed‑route‑object/te:state/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of record‑route of secondary LSP */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"
      + "te:record‑route‑subobject/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {

  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of path‑route of secondary LSP */
augment "/te:te/te:tunnels/te:tunnel/"
      + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
      + "te:state/te:lsps/te:lsp/te:path‑properties/"
      + "te:path‑route‑objects/"
      + "te:path‑computed‑route‑object/te:state/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {

    uses otn‑types:otn‑path‑label;
  }
}

/* Augment label hop of record‑route of LSP */
augment "/te:te/te:lsps‑state/"
      + "te:lsp/te:lsp‑record‑route‑subobjects/"
      + "te:record‑route‑subobject/te:type/te:label/"
      + "te:label‑hop/te:te‑label/te:technology" {
  description "OTN label.";
  case otn {
    uses otn‑types:otn‑path‑label;
  }
}

grouping p2p‑path‑ero {
  description
    "TE tunnel ERO configuration grouping";

  leaf te‑default‑metric {
    type uint32;
    description
      "Traffic engineering metric.";
  }
  leaf te‑delay‑metric {
    type uint32;
    description
      "Traffic engineering delay metric.";
  }
  leaf te‑hop‑metric {
    type uint32;
    description
      "Traffic engineering hop metric.";

  }
  container explicit‑route‑objects {
    description "Explicit route objects container";
    list explicit‑route‑object {
      key "index";
      description
        "List of explicit route objects";
      leaf explicit‑route‑usage {
        type identityref {
          base te‑types:route‑usage‑type;
        }
        description "An explicit‑route hop action.";
      }
      uses te‑types:explicit‑route‑hop {

                augment "type/label/label‑hop/te‑label/technology" {
                  description "OTN label.";
          case otn {
                uses otn‑types:otn‑path‑label;
              }
                }
              }
    }
  }
}

rpc otn‑te‑tunnel‑path‑compute {
  description "OTN TE tunnel path computation";
  input {
    list request {
      key "id";
      description "A list of path computation requests.";

      leaf id {
        type uint8;
        description
          "Request ID.";
      }
      leaf type {
        type identityref {
          base te‑types:tunnel‑type;
        }
        description "TE tunnel type.";
      }
      leaf source {
        type inet:ip‑address;
        description
          "TE tunnel source address.";
      }

      leaf destination {
        type inet:ip‑address;
        description
          "TE tunnel destination address";
      }
      leaf src‑tp‑id {
        type binary;
        description
          "TE tunnel source termination point identifier.";
      }
      leaf dst‑tp‑id {
        type binary;
        description

          "TE tunnel destination termination point identifier.";
      }
      leaf switching‑layer {
        type identityref {
          base te‑types:switching‑capabilities;
        }
        description
          "Switching layer where the requests are computed.";
      }
      leaf encoding {
        type identityref {
          base te‑types:lsp‑encoding‑types;
        }
        description "LSP encoding type";
      }
      leaf protection‑type {
        type identityref {
          base te‑types:lsp‑protection‑type;
        }
        description "LSP protection type";
      }
      leaf restoration‑type {
        type identityref {
          base te‑types:lsp‑restoration‑type;
        }
        description "LSP restoration type";
      }
      leaf provider‑id {
        type te‑types:te‑global‑id;
        description
          "An identifier to uniquely identify a provider.";
      }
      leaf client‑id {
        type te‑types:te‑global‑id;
        description

          "An identifier to uniquely identify a client.";
      }
      leaf te‑topology‑id {
        type te‑types:te‑topology‑id;
        description
          "It is presumed that a datastore will contain many
           topologies. To distinguish between topologies it is
           vital to have UNIQUE topology identifiers.";
      }
      leaf setup‑priority {
        type uint8 {
          range "0..7";

        }
        description
          "TE LSP setup priority";
      }
      leaf hold‑priority {
        type uint8 {
          range "0..7";
        }
        description
          "TE LSP hold priority";
      }
      leaf te‑path‑metric‑type {
        type identityref {
          base te‑types:path‑metric‑type;
        }
        default te‑types:path‑metric‑te;
        description
          "The tunnel path metric type.";
      }

      leaf odu‑type {
        type identityref{
          base otn‑types:odu‑type;
        }
        description "Type of ODU";
      }
      container p2p‑primary‑paths {
        description "Set of P2P primary paths container";
        list p2p‑primary‑path {
          key "name";
          description
            "List of primary paths for this tunnel.";
          leaf name {
            type string;
            description "TE path name";
          }

          uses p2p‑path‑ero;
        }
      }
      container p2p‑secondary‑paths {
        description "Set of P2P secondary paths container";
        list p2p‑secondary‑path {
          key "name";
          description
            "List of secondary paths for this tunnel.";
          leaf name {
            type string;

            description "TE path name";
          }
          uses p2p‑path‑ero;
        }
      }
      uses otn‑tunnel‑attributes;
    }
  }
  output {
    leaf return‑code {
      type enumeration {
        enum success {
          description "success";
        }
        enum aborted {
          description "aborted";
        }
        enum destination‑not‑found {
          description "destination‑not‑found";
        }
        enum invalid‑argument {
          description "invalid‑argument";
        }
        enum no‑memory {
          description "no‑memory";
        }
        enum no‑path‑found {
          description "no‑path‑found";
        }
        enum other‑error {
          description "other‑error";
        }
        enum some‑path‑not‑found {
          description "some‑path‑not‑found";
        }
        enum source‑not‑found {
          description "source‑not‑found";

        }
        enum topology‑error {
          description "topology‑error";
        }
      }
      description
        "Return code";
    }
    list result {
      key "id";



        description

          "A list of results for all requests.";



        leaf id {
          type uint8;
          description
            "Request ID";
        }
        container p2p‑primary‑paths {
          description "Set of P2P primary paths container";
          list p2p‑primary‑path {
            key "name";
            description
              "List of resultant primary paths for this tunnel.";
            leaf name {
              type string;
              description "TE path name";
            }
            uses p2p‑path‑ero;
          }
        }
        container p2p‑secondary‑paths {
          description "Set of P2P secondary paths container";
          list p2p‑secondary‑path {
            key "name";
            description
              "List of resultant secondary paths for this tunnel.";
            leaf name {
              type string;
              description "TE path name";
            }
            uses p2p‑path‑ero;
          }
        }
      }
    }
  }
}



<CODE ENDS>






6. OTN Types YANG Code

<CODE BEGINS> file "ietf‑otn‑types@2018‑08‑23.yang"
module ietf‑otn‑types {

  namespace "urn:ietf:params:xml:ns:yang:ietf‑otn‑types";
  prefix "otn‑types";

  organization
    "IETF CCAMP Working Group";
  contact
    "WG Web: <http://tools.ietf.org/wg/ccamp/>
     WG List: <mailto:ccamp@ietf.org>



     Editor: Haomian Zheng

             <mailto:zhenghaomian@huawei.com>



     Editor: Aihua Guo

             <mailto:aihuaguo@huawei.com>



     Editor: Italo Busi

             <mailto:italo.busi@huawei.com>



     Editor: Anurag Sharma

             <mailto:ansha@google.com>



     Editor: Rajan Rao

             <mailto:rrao@infinera.com>



     Editor: Sergio Belotti

             <mailto:sergio.belotti@nokia.com>



     Editor: Victor Lopez

             <mailto:victor.lopezalvarez@telefonica.com>



     Editor: Yunbo Li

             <mailto:liyunbo@chinamobile.com>



     Editor: Yunbin Xu

             <mailto:xuyunbin@ritt.cn>";



  description

    "This module defines OTN types.";



  revision "2018‑08‑23" {
    description
      "Initial Revision";
    reference
      "RFC XXXX: OTN Tunnel YANG Model";
    // RFC Ed.: replace XXXX with actual RFC number, update date
    // information and remove this note
  }

  identity tributary‑slot‑granularity {
    description
      "Tributary slot granularity";
    reference
      "G.709/Y.1331, February 2016: Interfaces for the Optical
       Transport Network (OTN)";
  }

  identity tsg‑1.25G {
    base tributary‑slot‑granularity;
    description
      "1.25G tributary slot granularity";
  }

  identity tsg‑2.5G {
    base tributary‑slot‑granularity;
    description
      "2.5G tributary slot granularity";
  }

  identity odu‑type {
    description
      "Base identity for protocol framing used by tributary signals";
  }


  identity ODU0 {
    base odu‑type;
    description
      "ODU0 protocol (1.24G)";
  }

  identity ODU1 {
    base odu‑type;
    description
      "ODU1 protocol (2.49G)";
  }
/*
  identity ODU1e {
    base odu‑type;
    description
      "ODU1e protocol (10.35G).";
  }

  identity ODU1f {
    base odu‑type;
    description
      "ODU1f protocol (10.56G).";

  }
*/
  identity ODU2 {
    base odu‑type;
    description
      "ODU2 protocol (10.03G)";
  }

  identity ODU2e {
    base odu‑type;
    description
      "ODU2e protocol (10.39G)";
  }
/*
  identity ODU2f {
    base odu‑type;
    description
      "ODU2f protocol (10.60G).";
  }
*/
  identity ODU3 {
    base odu‑type;
    description
      "ODU3 protocol (40.31G)";
  }
/*
  identity ODU3e1 {
    base odu‑type;
    description
      "ODU3e1 protocol (41.77G).";
  }

  identity ODU3e2 {
    base odu‑type;
    description
      "ODU3e2 protocol (41.78G).";
  }
*/
  identity ODU4 {
    base odu‑type;
    description
      "ODU4 protocol (104.79G)";
  }

  identity ODUFlex‑cbr {
    base odu‑type;
    description
      "ODU Flex CBR protocol for transporting constant bit rate

       signal";
  }

  identity ODUFlex‑gfp {
    base odu‑type;
    description
      "ODU Flex GFP protocol for transporting stream of packets
       using Generic Framing Procedure";
  }

  identity ODUCn {
    base odu‑type;
    description
      "ODUCn protocol (beyond 100G)";
  }

  identity client‑signal {
    description
      "Base identity from which specific client signals for the
       tunnel are derived";
  }

  identity ETH‑1Gb {
    base client‑signal;
    description
      "Client signal type of 1GbE";
  }

  identity ETH‑10Gb‑LAN {
    base client‑signal;
    description
      "Client signal type of 10GbE LAN";
  }

  identity ETH‑10Gb‑WAN {
    base client‑signal;
    description
      "Client signal type of 10GbE WAN";
  }

  identity ETH‑40Gb {
    base client‑signal;
    description
      "Client signal type of 40GbE";
  }



  identity ETH-100Gb {

    base client-signal;



  description
    "Client signal type of 100GbE";
}

identity STM‑1 {
  base client‑signal;
  description
    "Client signal type of OC3 & STM‑1";
}

identity STM‑4 {
  base client‑signal;
  description
    "Client signal type of OC12 & STM‑4";
}

identity STM‑16 {
  base client‑signal;
  description
    "Client signal type of OC48 & STM‑16";
}

identity STM‑64 {
  base client‑signal;
  description
    "Client signal type of OC192 & STM‑64";
}

identity STM‑256 {
  base client‑signal;
  description
    "Client signal type of OC768 & STM‑256";
}

identity FC‑100 {
  base client‑signal;
  description
    "Client signal type of Fibre Channel FC‑100";
}

identity FC‑200 {
  base client‑signal;
  description
    "Client signal type of Fibre Channel FC‑200";
}



  identity FC-400 {

    base client-signal;



  description
    "Client signal type of Fibre Channel FC‑400";
}

identity FC‑800 {
  base client‑signal;
  description
    "Client signal type of Fibre Channel FC‑800";
}

identity FC‑1200 {
  base client‑signal;
  description
    "Client signal type of Fibre Channel FC‑1200";
}

identity FC‑1600 {
  base client‑signal;
  description
    "Client signal type of Fibre Channel FC‑1600";
}

identity FC‑3200 {
  base client‑signal;
  description
    "Client signal type of Fibre Channel FC‑3200";
}

identity FICON‑4G {
  base client‑signal;
  description
    "Client signal type of Fibre Connection 4G";
}

identity FICON‑8G {
  base client‑signal;
  description
    "Client signal type of Fibre Connection 8G";
}

identity otn‑label‑range‑type {
  description
    "Base identity from which specific OTN label
         range types derived";
}



  identity label-range-trib-slot {

    base otn-label-range-type;



    description
      "Defines a range of OTN tributary slots";
  }

  identity label‑range‑trib‑port {
    base otn‑label‑range‑type;
    description
      "Defines a range of OTN tributary ports";
  }

  grouping otn‑link‑bandwidth {
    description "link bandwidth attributes for OTN";
    list odulist {
      key "odu‑type";
      description
        "OTN bandwidth definition";
      leaf odu‑type {
        type identityref {
          base otn‑types:odu‑type;
        }
        description "ODU type";
      }
      leaf number {
        type uint16;
        description "Number of ODUs";
      }
    }
  }

  grouping otn‑path‑bandwidth {
        description "path bandwidth attributes for OTN";
    leaf odu‑type {
      type identityref {
        base otn‑types:odu‑type;
      }
      description "ODU type";
    }
  }

  grouping otn‑label‑restriction {
        description "label restriction information for OTN";
    leaf range‑type {
      type identityref {
        base otn‑types:otn‑label‑range‑type;
      }
      description "type for range";
    }
    leaf tsg {

      type identityref {
        base otn‑types:tributary‑slot‑granularity;
      }
      description "Tributary slot granularity.";
      reference
        "G.709/Y.1331, February 2016: Interfaces for the
         Optical Transport Network (OTN)";
    }
    leaf priority {
      type uint8;
      description "priority.";
    }
  }

/* Note: Suggest to be changed as otn‑label‑range;
otn‑topology/tunnel also need change */
  grouping otn‑link‑label {
    description "link label information for OTN, for label‑start/end";
    choice otn‑label‑type {
      description
        "OTN label range type, either TPN range or TS range";
      case tributary‑port {
        leaf tpn {
          type uint16 {
            range "1..4095";
          }
          description
            "Tributary Port Number. Applicable in case of mux services.";
          reference
            "RFC7139: GMPLS Signaling Extensions for Control of Evolving
             G.709 Optical Transport Networks.";
        }
      }
      case tributary‑slot {
        leaf ts {
          type uint16 {
            range "1..4095";
          }
          description
            "Tributary Slot Number. Applicable in case of mux services.";
          reference
            "RFC7139: GMPLS Signaling Extensions for Control of Evolving
             G.709 Optical Transport Networks.";
        }
      }
    }
  }

/* Note: Suggest to be changed as otn‑label;
otn‑topology/tunnel also need change */
  grouping otn‑path‑label {
    description "label information for OTN, for label‑hop";
    leaf tpn {
      type uint16 {
        range "1..4095";
      }
      description
        "Tributary Port Number. Applicable in case of mux services.";
      reference
        "RFC7139: GMPLS Signaling Extensions for Control of Evolving
         G.709 Optical Transport Networks.";
    }
    leaf tsg {
      type identityref {
        base otn‑types:tributary‑slot‑granularity;
      }
      description "Tributary slot granularity.";
      reference
        "G.709/Y.1331, February 2016: Interfaces for the
         Optical Transport Network (OTN)";
    }
    leaf ts‑list {
      type string {
          pattern "([1‑9][0‑9]{0,3}(‑[1‑9][0‑9]{0,3})?"
                + "(,[1‑9][0‑9]{0,3}(‑[1‑9][0‑9]{0,3})?)*)";
        }
        description
          "A list of available tributary slots ranging
           between 1 and 9999.
           For example 1‑20,25,50‑1000";
        reference "RFC 7139: GMPLS Signaling Extensions for Control
                   of Evolving G.709 Optical Transport Networks";
    }
  }
}



<CODE ENDS>





7. Security Considerations

   The YANG module specified in this document defines a schema for data
   that is designed to be accessed via network management protocols such
   as NETCONF [RFC6241] or RESTCONF [RFC8040].  The lowest NETCONF layer
   is the secure transport layer, and the mandatory-to-implement secure
   transport is Secure Shell (SSH) [RFC6242].  The lowest RESTCONF layer
   is HTTPS, and the mandatory-to-implement secure transport is TLS
   [RFC5246].



   The NETCONF access control model [RFC6536] provides the means to
   restrict access for particular NETCONF or RESTCONF users to a
   preconfigured subset of all available NETCONF or RESTCONF protocol
   operations and content.



   There are a number of data nodes defined in this YANG module that are
   writable/creatable/deletable (i.e., config true, which is the
   default).  These data nodes may be considered sensitive or vulnerable
   in some network environments.  Write operations (e.g., edit-config)
   to these data nodes without proper protection can have a negative
   effect on network operations.  These are the subtrees and data nodes
   and their sensitivity/vulnerability:



   /te:te/te:tunnels/te:tunnel /te:te/../te:te-bandwidth/te:technology
   /te:te/../te:type/te:label/te:label-hop/te:te-label/te:technology
   /te:te/../te:label-restrictions/te:label-restriction/te:label-start/
   te:te-label/te:technology /te:te/../te:label-restrictions/te:label-
   restriction/te:label-end/te:te-label/te:technology
   /te:te/../te:label-restrictions/te:label-restriction/ Editors note:
   we are using simplified description by folding similar branches to
   avoid repetation.



   Some of the readable data nodes in this YANG module may be considered
   sensitive or vulnerable in some network environments.  It is thus
   important to control read access (e.g., via get, get-config, or
   notification) to these data nodes.  These are the subtrees and data
   nodes and their sensitivity/vulnerability:



   /te:te/../te:type/te:label/te:label-hop/te:te-label/te:technology
   Editors note: we are using simplified description by folding similar
   branches to avoid repetation.



   Some of the RPC operations in this YANG module may be considered
   sensitive or vulnerable in some network environments.  It is thus
   important to control access to these operations.  These are the
   operations and their sensitivity/vulnerability:



   +---x otn-te-tunnel-path-compute This path compute RPC provides a
   mechanism to enable the client to query and/or subscribe on the
   tunnel to be notified whenever it changes.  Thus path computation is
   only for the client reference, with no real deploy or resource
   reservation.




8. IANA Considerations

   It is proposed that IANA should assign new URIs from the "IETF XML
   Registry" [RFC3688] as follows:




URI: urn:ietf:params:xml:ns:yang:ietf‑otn‑tunnel
Registrant Contact: The IESG
XML: N/A; the requested URI is an XML namespace.

URI: urn:ietf:params:xml:ns:yang:ietf‑otn‑types
Registrant Contact: The IESG
XML: N/A; the requested URI is an XML namespace.




   This document registers following YANG modules in the YANG Module
   Names registry [RFC7950].




name:         ietf‑otn‑tunnel
namespace:    urn:ietf:params:xml:ns:yang:ietf‑otn‑tunnel
prefix:       otn‑tunnel
reference:    RFC XXXX

name:         ietf‑otn‑types
namespace:    urn:ietf:params:xml:ns:yang:ietf‑otn‑types
prefix:       otn‑types
reference:    RFC XXXX
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Abstract

   A packet switching network may contain links with variable
   bandwidth, e.g., copper, radio, etc. The bandwidth of such links is
   sensitive to external environment (e.g., climate). Availability is
   typically used for describing these links when during network
   planning. This document introduces an optional Availability TLV in
   Resource ReSerVation Protocol - Traffic Engineer (RSVP-TE)
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Conventions used in this document



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "NOT RECOMMENDED", "MAY", and
   "OPTIONAL" in this document are to be interpreted as described in
   BCP 14 [RFC2119] [RFC8174] when, and only when, they appear in all
   capitals, as shown here.



   The following acronyms are used in this draft:



RSVP‑TE  Resource Reservation Protocol‑Traffic Engineering

LSP      Label Switched Path

SNR      Signal‑to‑noise Ratio

TLV      Type Length Value

LSA      Link State Advertisement




1. Introduction

   The RSVP-TE specification [RFC3209] and GMPLS extensions [RFC3473]
   specify the signaling message including the bandwidth request for
   setting up a Label Switched Path in a packet switching network.



   Some data communication technologies allow seamless change of
   maximum physical bandwidth through a set of known discrete values.
   The parameter availability [G.827], [F.1703], [P.530] is often used
   to describe the link capacity during network planning. The
   availability is based on a time scale, which is a proportion of the
   operating time that the requested bandwidth is ensured. A more
   detailed example on the bandwidth availability can be found in
   Appendix A. Assigning different bandwidth availability classes to
   different types of services over such kind of links provides for a
   more efficient planning of link capacity. To set up an LSP across
   these links, bandwidth availability information is required for the
   nodes to verify bandwidth satisfaction and make bandwidth
   reservation. The bandwidth availability information should be
   inherited from the bandwidth availability requirements of the
   services expected to be carried on the LSP. For example, voice
   service usually needs "five nines" bandwidth availability, while
   non-real time services may adequately perform at four or three nines
   bandwidth availability. Since different service types may need
   different availabilities guarantees, multiple <availability,
   bandwidth> pairs may be required when signaling.



   If the bandwidth availability requirement is not specified in the
   signaling message, the bandwidth will be reserved as the highest
   bandwidth availability. For example, the bandwidth with 99.999%
   availability of a link is 100 Mbps; the bandwidth with 99.99%
   availability is 200 Mbps. When a video application requests for 120
   Mbps without bandwidth availability requirement, the system will
   consider the request as 120 Mbps with 99.999% bandwidth
   availability, while the available bandwidth with 99.999% bandwidth
   availability is only 100 Mbps, therefore the LSP path cannot be set
   up. But, in fact, the video application doesn't need 99.999%
   bandwidth availability; 99.99% bandwidth availability is enough. In
   this case, the LSP could be set up if bandwidth availability is also
   specified in the signaling message.



   To fulfill LSP setup by signaling in these scenarios, this document
   specifies an Availability TLV. The Availability TLV can be
   applicable to any kind of physical links with variable discrete
   bandwidth, such as microwave or DSL. Multiple Availability TLVs
   together with multiple Ethernet Bandwidth Profiles can be carried by
   the Ethernet SENDER_TSPEC object [RFC6003]. Since the Ethernet
   FLOWSPEC object has the same format as the Ethernet SENDER_TSPEC
   object [RFC6003], the Availability TLV can also be carried by the
   Ethernet FLOWSPEC object.




2. Overview

   A tunnel in a packet switching network may span one or more links in
   a network. To setup a Label Switched Path (LSP), a node may collect
   link information which is advertised in a routing message, e.g.,
   OSPF TE LSA message, by network nodes to obtain network topology
   information, and then calculate an LSP route based on the network
   topology. The calculated LSP route is signaled using a PATH/RESV
   message for setting up the LSP.



   In case that there is (are) link(s) with variable discrete bandwidth
   in a network, a <bandwidth, availability> requirement list should be
   specified for an LSP at setup. Each <bandwidth, availability> pair
   in the list means the listed bandwidth with specified availability
   is required. The list could be derived from the results of service
   planning for the LSP.



   A node which has link(s) with variable discrete bandwidth attached
   should contain a <bandwidth, availability> information list in its
   OSPF TE LSA messages. The list provides the mapping between the link
   nominal bandwidth and its availability level. This information can
   then be used for path calculation by the node(s). The routing
   extension for availability can be found in [RFC8330].



   When a node initiates a PATH/RESV signaling to set up an LSP, the
   PATH message should carry the <bandwidth, availability> requirement
   list as a bandwidth request.  Intermediate node(s) will allocate the
   bandwidth resource for each availability requirement from the
   remaining bandwidth with corresponding availability. An error
   message may be returned if any <bandwidth, availability> request
   cannot be satisfied.




3. Extension to RSVP-TE Signaling


3.1. Availability TLV

   An Availability TLV is defined as a TLV of the Ethernet SENDER_TSPEC
   object [RFC6003] in this document. The Ethernet SENDER_TSPEC object
   MAY include more than one Availability TLV. The Availability TLV has
   the following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Index      |                 Reserved                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Availability                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



                          Figure 1: Availability TLV



      Index (1 octet):



      When the Availability TLV is included, it MUST be present along
      with the Ethernet Bandwidth Profile TLV. If the bandwidth
      requirements in the multiple Ethernet Bandwidth Profile TLVs have
      different Availability requirements, multiple Availability TLVs
      SHOULD be carried. In such a case, the Availability TLV has a one
      to one correspondence with the Ethernet Bandwidth Profile TLV by
      having the same value of Index field. If all the bandwidth
      requirements in the Ethernet Bandwidth Profile have the same
      Availability requirement, one Availability TLV SHOULD be carried.
      In this case, the Index field is set to 0.



      Reserved (3 octets): These bits SHOULD be set to zero when sent
      and MUST be ignored when received.



      Availability (4 octets): a 32-bit floating number describes the
      decimal value of availability requirement for this bandwidth
      request. The value MUST be less than 1and is usually expressed in
      the value of 0.99/0.999/0.9999/0.99999.




3.2. Signaling Process

   The source node initiates a PATH message which may carry a number of
   bandwidth requests, including one or more Ethernet Bandwidth Profile
   TLVs and one or more Availability TLVs. Each Ethernet Bandwidth
   Profile TLV corresponds to an availability parameter in the
   Availability TLV.



   The intermediate and destination nodes check whether they can
   satisfy the bandwidth requirements by comparing each bandwidth
   request inside the SENDER_TSPEC objects with the remaining link sub-
   bandwidth resource with respective availability guarantee on the
   local link when the PATH message is received.



o   When all <bandwidth, availability> requirement requests can
   be satisfied (the requested bandwidth under each availability
   parameter is smaller than or equal to the remaining bandwidth
   under the corresponding availability parameter on its local
   link), it SHOULD reserve the bandwidth resource from each
   remaining sub‑bandwidth portion on its local link to set up
   this LSP. Optionally, the higher availability bandwidth can be
   allocated to lower availability request when the lower
   availability bandwidth cannot satisfy the request.



     o   When at least one <bandwidth, availability> requirement
        request cannot be satisfied, it SHOULD generate PathErr message
        with the error code "Admission Control Error" and the error
        value "Requested Bandwidth Unavailable" (see [RFC2205]).



   When two LSPs request bandwidth with the same availability
   requirement, contention MUST be resolved by comparing the node IDs,
   with the LSP with the higher node ID being assigned the reservation.
   This is consistent with general contention resolution mechanism
   provided in section 3.2 of [RFC3473].



   When a node does not support the Availability TLV, it SHOULD
   generate PathErr message with the error code "Extended Class-Type
   Error" and the error value "Class-Type mismatch" (see [RFC2205]).




4. Security Considerations

   This document does not introduce any new security considerations to
   the existing RSVP-TE signaling protocol. [RFC5920] provides an
   overview of security vulnerabilities and protection mechanisms for
   the GMPLS control plane.




5. IANA Considerations

   IANA maintains registries and sub-registries for RSVP-TE used by
   GMPLS. IANA is requested to make allocations from these registries
   as set out in the following sections.




5.1 Ethernet Sender TSpec TLVs

   IANA maintains a registry of GMPLS parameters called "Generalized
   Multi-Protocol Label Switching (GMPLS) Signaling Parameters".



   IANA has created a sub-registry called "Ethernet Sender TSpec TLVs /
   Ethernet Flowspec TLVs" to contain the TLV type values for TLVs
   carried in the Ethernet SENDER_TSPEC object. The sub-registry needs
   to be updated to include the Availability TLV which is defined as
   follow. This document proposes a suggested value for the
   Availability sub-TLV; it is requested that the suggested value be
   granted by IANA.





Type       Description                            Reference

‑‑‑‑‑      ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑    ‑‑‑‑‑‑‑‑‑

0x04        Availability                           [This ID]



   The registration procedure for this registry is Standards Action as
   defined in [RFC8126].
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7. Appendix: Bandwidth Availability Example

   In a mobile backhaul network, microwave links are very popular for
   providing connections of last hops. In case of heavy rain
   conditions, to maintain the link connectivity, the microwave link
   MAY lower the modulation level since demodulating to a lower
   modulation level provides for a lower Signal-to-Noise Ratio (SNR)
   requirement. This is called adaptive modulation technology [EN 302
   217]. However, a lower modulation level also means lower link
   bandwidth. When link bandwidth is reduced because of modulation
   down-shifting, high-priority traffic can be maintained, while lower-
   priority traffic is dropped. Similarly, copper links may change
   their link bandwidth due to external interference.



   Presuming that a link has three discrete bandwidth levels:



   The link bandwidth under modulation level 1, e.g., QPSK, is 100
   Mbps;



   The link bandwidth under modulation level 2, e.g., 16QAM, is 200
   Mbps;



   The link bandwidth under modulation level 3, e.g., 256QAM, is 400
   Mbps.



   On a sunny day, the modulation level 3 can be used to achieve 400
   Mbps link bandwidth.



   A light rain with X mm/h rate triggers the system to change the
   modulation level from level 3 to level 2, with bandwidth changing
   from 400 Mbps to 200 Mbps. The probability of X mm/h rain in the
   local area is 52 minutes in a year. Then the dropped 200 Mbps
   bandwidth has 99.99% availability.



   A heavy rain with Y(Y>X) mm/h rate triggers the system to change the
   modulation level from level 2 to level 1, with bandwidth changing
   from 200 Mbps to 100 Mbps. The probability of Y mm/h rain in the
   local area is 26 minutes in a year. Then the dropped 100 Mbps
   bandwidth has 99.995% availability.



   For the 100M bandwidth of the modulation level 1, only the extreme
   weather condition can cause the whole system to be unavailable,
   which only happens for 5 minutes in a year. So the 100 Mbps
   bandwidth of the modulation level 1 owns the availability of
   99.999%.



   Therefore, the maximum bandwidth is 400 Mbps. According to the
   weather condition, the sub-bandwidth and its availability are shown
   as follows:



   Sub-bandwidth (Mbps)   Availability



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑     ‑‑‑‑‑‑‑‑‑‑‑‑

200                    99.99%

100                    99.995%

100                    99.999%
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Abstract

   Transport network domains, including Optical Transport Network (OTN)
   and Wavelength Division Multiplexing (WDM) networks, are typically
   deployed based on a single vendor or technology platforms. They are
   often managed using proprietary interfaces to dedicated Element
   Management Systems (EMS), Network Management Systems (NMS) and
   increasingly Software Defined Network (SDN) controllers.



   A well-defined open interface to each domain management system or
   controller is required for network operators to facilitate control
   automation and orchestrate end-to-end services across multi-domain
   networks. These functions may be enabled using standardized data
   models (e.g. YANG), and appropriate protocol (e.g., RESTCONF).



   This document analyses the applicability of the YANG models being
   defined by IETF (TEAS and CCAMP WGs in particular) to support OTN
   single and multi-domain scenarios.
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1. Introduction

   Transport of packet services are critical for a wide-range of
   applications and services, including data center and LAN
   interconnects, Internet service backhauling mobile backhaul and
   enterprise Carrier Ethernet Services. These services are typically
   setup using stovepipe NMS and EMS platforms, often requiring
   propriety management platforms and legacy management interfaces. A
   clear goal of operators will be to automate the setup of transport
   services across multiple transport technology domains.



   A common open interface (API) to each domain controller and or
   management system is pre-requisite for network operators to control
   multi-vendor and multi-domain networks and also enable service
   provisioning coordination/automation. This can be achieved by using
   standardized YANG models, used together with an appropriate protocol
   (e.g., [RFC8040]).



   This document analyses the applicability of the YANG models being
   defined by IETF (TEAS and CCAMP WGs in particular) to support OTN
   single and multi-domain scenarios.




1.1. The scope of this document

   This document assumes a reference architecture, including interfaces,
   based on the Abstraction and Control of Traffic-Engineered Networks
   (ACTN), defined in [RFC8453].



   The focus of this document is on the MPI (interface between the Multi
   Domain Service Coordinator (MDSC) and a Physical Network Controller
   (PNC), controlling a transport network domain).



   It is worth noting that the same MPI analyzed in this document could
   be used between hierarchical MDSC controllers, as shown in Figure 4
   of [RFC8453].



   Detailed analysis of the CMI (interface between the Customer Network
   Controller (CNC) and the MDSC) as well as of the interface between
   service and network orchestrators are outside the scope of this
   document. However, some considerations and assumptions about the
   information could be described when needed.



   The relationship between the current IETF YANG models and the type of
   ACTN interfaces can be found in [ACTN-YANG]. Therefore, it considers
   the TE Topology YANG model defined in [TE-TOPO], with the OTN
   Topology augmentation defined in [OTN-TOPO] and the TE Tunnel YANG
   model defined in [TE-TUNNEL], with the OTN Tunnel augmentation
   defined in [OTN-TUNNEL].



   The ONF Technical Recommendations for Functional Requirements for the
   transport API in [ONF TR-527] and the ONF transport API multi-domain
   examples in [ONF GitHub] have been considered as input for defining
   the reference scenarios analyzed in this document.




1.2. Assumptions

   This document is making the following assumptions, still to be
   validated with TEAS WG:



   1. The MDSC can request, at the MPI, a PNC to setup a Transit Tunnel
      Segment using the TE Tunnel YANG model: in this case, since the
      endpoints of the E2E Tunnel are outside the domain controlled by
      that PNC, the MDSC would not specify any source or destination TTP
      (i.e., it would leave the source, destination, src-tp-id and dst-
      tp-id attributes empty) for the tunnel and it would use the
      explicit-route-object/route-object-include-exclude list to specify
      the ingress and egress links for each path of the Transit Tunnel
      Segment.



   2. Each PNC provides to the MDSC, at the MPI, the list of available
      timeslots on the inter-domain links using the TE Topology YANG
      model and OTN Topology augmentation. The TE Topology YANG model in
      [TE-TOPO] is being updated to report the label set information.



   This document is also making the following assumptions, still to be
   validated with CCAMP WG:



   1. The topology information for the Ethernet access links is modelled
      using the YANG model defined in [CLIENT-TOPO].



   2. The service information for Ethernet and other OTN client layer
      services are modelled using the YANG model defined in [Client-
      Signal].



   Finally, the Network Elements (NEs) described in the scenarios used
   in document are using ODU switching. It is assumed that the ODU links
   are pre-configured and using mechanisms such as WDM wavelength, which
   are outside the scope of this document.




2. Terminology

   Domain: defined as a collection of network elements within a common
   realm of address space or path computation responsibility [RFC5151]



   E-LINE: Ethernet Line



   EPL: Ethernet Private Line



   EVPL: Ethernet Virtual Private Line



   OTN: Optical Transport Network



   Service: A service in the context of this document can be considered
   as some form of connectivity between customer sites across the
   network operator's network [RFC8309]



   Service Model: As described in [RFC8309] it describes a service and
   the parameters of the service in a portable way that can be used
   uniformly and independent of the equipment and operating environment.



   UNI: User Network Interface



   MDSC: Multi-Domain Service Coordinator



   CNC: Customer Network Controller



   PNC: Provisioning Network Controller



   MAC Bridging: Virtual LANs (VLANs) on IEEE 802.3 Ethernet network




3. Conventions used in this document


3.1. Topology and traffic flow processing

   The traffic flow between different nodes is specified as an ordered
   list of nodes, separated with commas, indicating within the brackets
   the processing within each node:



      <node> (<processing>){, <node> (<processing>)}



   The order represents the order of traffic flow being forwarded
   through the network.



   The processing can be either an adaptation of a client layer into a
   server layer "(client -> server)" or switching at a given layer
   "([switching])". Multi-layer switching is indicated by two layer
   switching with client/server adaptation: "([client] -> [server])".



   For example, the following traffic flow:



R1 ([PKT] ‑> ODU2), S3 ([ODU2]), S5 ([ODU2]), S6 ([ODU2]),
R3 (ODU2 ‑> [PKT])



   Node R1 is switching at the packet (PKT) layer and mapping packets
   into an ODU2 before transmission to node S3. Nodes S3, S5 and S6 are
   switching at the ODU2 layer: S3 sends the ODU2 traffic to S5 which
   then sends it to S6 which finally sends to R3. Node R3 terminates the
   ODU2 from S6 before switching at the packet (PKT) layer.



   The paths of working and protection transport entities are specified
   as an ordered list of nodes, separated with commas:



      <node> {, <node>}



   The order represents the order of traffic flow being forwarded
   through the network in the forward direction. In case of
   bidirectional paths, the forward and backward directions are selected
   arbitrarily, but the convention is consistent between
   working/protection path pairs as well as across multiple domains.




3.2. JSON code

   This document provides some detailed JSON code examples to describe
   how the YANG models being developed by IETF (TEAS and CCAMP WG in
   particular) can be used.



   The examples are provided using JSON because JSON code is easier for
   humans to read and write.



   Different objects need to have an identifier. The convention used to
   create mnemonic identifiers is to use the object name (e.g., S3 for
   node S3), followed by its type (e.g., NODE), separated by an "-",
   followed by "-ID". For example, the mnemonic identifier for node S3
   would be S3-NODE-ID.



   JSON language does not support the insertion of comments that have
   been instead found to be useful when writing the examples. This
   document will insert comments into the JSON code as JSON name/value
   pair with the JSON name string starting with the "//" characters. For
   example, when describing the example of a TE Topology instance
   representing the ODU Abstract Topology exposed by the Transport PNC,
   the following comment has been added to the JSON code:



      "// comment": "ODU Abstract Topology @ MPI",



   The JSON code examples provided in this document have been validated
   against the YANG models following the validation process described in
   Appendix A, which would not consider the comments.



   In order to have successful validation of the examples, some
   numbering scheme has been defined to assign identifiers to the
   different entities which would pass the syntax checks. In that case,
   to simplify the reading, another JSON name/value pair formatted as a
   comment and using the mnemonic identifiers is also provided. For
   example, the identifier of node S3 (S3-NODE-ID) has been assumed to
   be "10.0.0.3" and would be shown in the JSON code example using the
   two JSON name/value pair:



      "// te-node-id": "S3-NODE-ID",



      "te-node-id": "10.0.0.3",



   The first JSON name/value pair will be automatically removed in the
   first step of the validation process while the second JSON name/value
   pair will be validated against the YANG model definitions.




4. Scenarios Description


4.1. Reference Network

   The physical topology of the reference network is shown in Figure 1.
   It represents an OTN network composed of three transport network
   domains providing transport services to an IP customer network
   through eight access links:



             ........................
..........   :                      :
         :   :   Network domain 1   :   .............
Customer:   :                      :   :           :
 domain :   :     S1 ‑‑‑‑‑‑‑+      :   :  Network  :
        :   :    /           \     :   :  domain 3 :   ..........
    R1 ‑‑‑‑‑‑‑ S3 ‑‑‑‑‑ S4    \    :   :           :   :
        :   :    \        \    S2 ‑‑‑‑‑‑‑‑+        :   :Customer
        :   :     \        \    |  :   :   \       :   : domain
        :   :      S5       \   |  :   :    \      :   :
    R2 ‑‑‑‑‑‑+    /  \       \  |  :   :    S31 ‑‑‑‑‑‑‑‑‑ R7
        :   : \  /    \       \ |  :   :   /   \   :   :
        :   :  S6 ‑‑‑‑ S7 ‑‑‑‑ S8 ‑‑‑‑‑‑ S32   S33 ‑‑‑‑‑‑ R8
        :   : /        |       |   :   : / \   /   :   :.......
    R3 ‑‑‑‑‑‑+         |       |   :   :/   S34    :          :
        :   :..........|.......|...:   /    /      :          :
........:              |       |      /:.../.......:          :
                        |       |     /    /                   :
             ...........|.......|..../..../...                 :
             :          |       |   /    /   :    ..............
             : Network  |       |  /    /    :    :
             : domain 2 |       | /    /     :    :Customer
             :         S11 ‑‑‑‑ S12   /      :    : domain
             :        /          | \ /       :    :
             :     S13     S14   | S15 ‑‑‑‑‑‑‑‑‑‑‑‑‑ R4
             :     |  \   /   \  |    \      :    :
             :     |   S16     \ |     \     :    :
             :     |  /         S17 ‑‑ S18 ‑‑‑‑‑‑‑‑‑ R5
             :     | /             \   /     :    :
             :    S19 ‑‑‑‑ S20 ‑‑‑‑ S21 ‑‑‑‑‑‑‑‑‑‑‑‑ R6
             :                               :    :
             :...............................:    :.............



                        Figure 1 - Reference network



   This document assumes that all the transport network switching nodes
   Si are OTN switching nodes capable of switching in the electrical
   domain (ODU switching) and that all the Si-Sj OTN links within the
   transport network (intra-domain or inter-domain) are 100G links while
   the access Ri-Sj links are 10G links. Different technologies can be
   used at the access links (e.g., Ethernet, STM-n, OTN).



   It is also assumed that, within the transport network, the
   physical/optical interconnections supporting the Si-Sj OTN links (up
   to the OTU4 trail), are pre-configured using mechanisms which are
   outside the scope of this document and are not exposed at the MPIs to
   the MDSC.



   The transport domain control architecture, shown in Figure 2, follows
   the ACTN architecture and framework document [RFC8453], and
   functional components:



                ‑‑‑‑‑‑‑‑‑‑‑‑‑‑
               |              |
               |     CNC      |
               |              |
                ‑‑‑‑‑‑‑‑‑‑‑‑‑‑
                      |
  ....................|....................... CMI
                      |
               ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
              |                |
              |      MDSC      |
              |                |
               ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
                 /   |    \
                /    |     \
 ............../.....|......\................ MPIs
              /      |       \
             /   ‑‑‑‑‑‑‑‑‑‑   \
            /   |   PNC2   |   \
           /     ‑‑‑‑‑‑‑‑‑‑     \
  ‑‑‑‑‑‑‑‑‑‑         |           \
 |   PNC1   |      ‑‑‑‑‑          \
  ‑‑‑‑‑‑‑‑‑‑     (       )      ‑‑‑‑‑‑‑‑‑‑
      |         (         )    |   PNC3   |
    ‑‑‑‑‑      (  Network  )    ‑‑‑‑‑‑‑‑‑‑
  (       )    (  Domain 2 )        |
 (         )    (         )       ‑‑‑‑‑
(  Network  )    (       )      (       )
(  Domain 1 )      ‑‑‑‑‑       (         )
 (         )                  (  Network  )
  (       )                   (  Domain 3 )
    ‑‑‑‑‑                      (         )
                                (       )
                                  ‑‑‑‑‑



                     Figure 2 - Controlling Hierarchy



   The ACTN framework facilitates the detachment of the network and
   service control from the underlying technology and helps the customer
   express the network as desired by business needs. Therefore, care
   must be taken to keep a minimal dependency on the CMI (or no
   dependency at all) with respect to the network domain technologies.
   The MPI instead requires some specialization according to the domain
   technology.



   This document assumes that the CNC controls the customer IP network
   and requests, at the CMI, transport connectivity between IP routers.
   The MDSC coordinates, via three MPIs, the control of a multi-domain
   transport network through three PNCs.



   The control interfaces within the scope of this document are the
   three MPIs, while the control interface(s) between the CNC and the IP
   routers is outside the scope of this document. It is also assumed
   that the CMI allows the CNC to provide all the information that is
   required by the MDSC to properly configure the transport connectivity
   requested by the customer.



   In case the CNC requests transport connectivity between IP routers
   attached to different transport domains (e.g., between R1 and R5),
   the MDSC coordinates the setup of a multi-domain end-to-end OTN
   connection across multiple PNCs (e.g., PNC1, PNC2 and PNC3 in in
   Figure 2) as well as the configuration of the client signal mapping
   at the PNCs controlling the edge domains (e.g., PNC1 and PNC2 in
   Figure 2).




4.1.1. Single-Domain Scenario

   In case the CNC requests transport connectivity between IP routers
   attached to the same transport domain (e.g., between R1 and R3 in
   Figure 1), the MDSC can request the PNC controlling that domain
   (e.g., PNC1 in Figure 2) to setup an intra-domain end-to-end OTN
   connection and configure the client signal mapping.



   Alternatively, the MDSC can just configure the client signal mapping
   and let the PNC take decisions about how to implement the service
   (e.g., setting up the intra-domain end-to-end OTN connection).




4.2. Topology Abstractions

   Abstraction provides a selective method for representing connectivity
   information within a domain. There are multiple methods to abstract a
   network topology. This document assumes the abstraction method
   defined in [RFC7926]:



     "Abstraction is the process of applying the policy to the available
     TE information within a domain, to produce selective information
     that represents the potential ability to connect across the domain.
     Thus, abstraction does not necessarily offer all possible
     connectivity options, but presents a general view of potential
     connectivity according to the policies that determine how the
     domain's administrator wants to allow the domain resources to be
     used."



   [RFC8453] Provides the context of topology abstraction in the ACTN
   architecture and discusses a few alternatives for the abstraction
   methods for both packet and optical networks. This is an important
   consideration since the choice of the abstraction method impacts
   protocol design and the information it carries.  According to
   [RFC8453], there are three types of topology:



   o  White topology: This is a case where the PNC provides the actual
      network topology to the MDSC without any hiding or filtering. In
      this case, the MDSC has the full knowledge of the underlying
      network topology;



   o  Black topology: The entire domain network is abstracted as a
      single virtual node with the access/egress links without
      disclosing any node internal connectivity information;



   o  Grey topology: This abstraction level is between black topology
      and white topology from a granularity point of view. This is an
      abstraction of TE tunnels for all pairs of border nodes. We may
      further differentiate from a perspective of how to abstract
      internal TE resources between the pairs of border nodes:



       - Grey topology type A: border nodes with TE links between them
          in a full mesh fashion;



       - Grey topology type B: border nodes with some internal
          abstracted nodes and abstracted links.



   Each PNC should provide the MDSC with a topology abstraction of the
   domain's network topology.



   Each PNC provides topology abstraction of its own domain topology
   independently from each other, and therefore it is possible that
   different PNCs provide different types of topology abstractions.



   The MPI operates on the abstract topology regardless of, and
   independently from, the type of abstraction provided by the PNC.



   To analyze how the MPI operates on abstract topologies independently
   from the topology abstraction provided by each PNC and, therefore,
   that different PNCs can provide different topology abstractions, that
   the following examples are assumed:



   o  PNC1 provides a black topology abstraction which exposes at MPI1 a
      single virtual node (representing the whole network domain 1).



   o  PNC2 provides a black topology abstraction which exposes at MPI2 a
      single virtual node (representing the whole network domain 2).



   o  PNC3 provides a white topology abstraction which exposes at MPI3
      all the physical nodes and links within network domain 3.



   The MDSC should be capable of stitching together each abstracted
   topology to build its own view of the multi-domain network topology.
   The process may require suitable oversight, including administrative
   configuration and trust models, but this is out of scope for this
   document.



   The MDSC can also provide topology abstraction of its own view of the
   multi-domain network topology at its CMIs depending on the customers'
   needs: it can provide different types of topology abstractions at
   different CMIs.




4.3. Service Configuration

   In the following scenarios, it is assumed that the CNC is capable of
   requesting service connectivity from the MDSC to support IP routers
   connectivity.



   The type of services could depend on the type of physical links (e.g.
   OTN link, ETH link or SDH link) between the routers and transport
   network.



   The control of different adaptations inside IP routers, Ri (PKT ->
   foo) and Rj (foo -> PKT), are assumed to be performed by means that
   are not under the control of, and not visible to, the MDSC nor to the
   PNCs. Therefore, these mechanisms are outside the scope of this
   document.



   It is just assumed that the CNC is capable of requesting the proper
   configuration of the different adaptation functions inside the
   customer's IP routers, by means which are outside the scope of this
   document.




4.3.1. ODU Transit

   The physical links interconnecting the IP routers and the transport
   network can be 10G OTN links. In this case, it is assumed that the
   physical/optical interconnections below the ODU layer (up to the OTU2
   trail) are pre-configured using mechanisms which are outside the
   scope of this document and not exposed at the MPIs between the PNCs
   and the MDSC. For simplicity of the description, it is also assumed
   that these interfaces are not channelized (i.e., they can only
   support one ODU2).



   To setup a 10Gb IP link between R1 and R5, an ODU2 end-to-end
   connection needs be created in the data plane between R1 and R5,
   through transport nodes S3, S1, S2, S31, S33, S34, S15 and S18 which
   belong to different PNC domains (multi-domain service request):



R1 ([PKT] ‑> ODU2), S3 ([ODU2]), S1 ([ODU2]), S2 ([ODU2]),
S31 ([ODU2]), S33 ([ODU2]), S34 ([ODU2]),
S15 ([ODU2]), S18 ([ODU2]), R5 (ODU2 ‑> [PKT])



   It is assumed that, at the CMI, the CNC requests, using mechanisms
   which are outside the scope of this document, the MDSC to setup of an
   ODU2 transit service between the access links on S3 and S8 and that
   the MDSC understands that it shall setup an ODU2 segment connection
   between the access links on S3 and S18, which belongs to different
   PNC domains (multi-domain service request).



   To setup of a 10Gb IP link between R1 and R3, an ODU2 end-to-end
   connection needs are created in the data plane between R1 and R3,
   through transport nodes S3, S5 and S6 which belong to the same PNC
   domain (single-domain service request):



R1 ([PKT] ‑> ODU2), S3 ([ODU2]), S5 ([ODU2]), S6 ([ODU2]),
R3 (ODU2 ‑> [PKT])



   Since the CNC is not aware of the transport network controlling
   hierarchy, the mechanisms used by the CNC to request at the CMI the
   MDSC to setup an ODU2 transit service are independent on whether the
   service request is single-domain or multi-domain.



   Based on the assumption above, the MDSC understands that it shall
   setup an ODU2 segment connection between the access links on S3 and
   S6, which belong to the same PNC domain (single-domain service
   request) and it can just pass the request at the MPI to PNC1 to setup
   a single-domain ODU2 segment connection between its access links on
   S3 and S6.




4.3.2. EPL over ODU

   The physical links interconnecting the IP routers and the transport
   network can be Ethernet physical links.



   To setup a 10Gb IP link between R1 and R5, an EPL service needs to be
   created between R1 and R5, supported by an ODU2 end-to-end connection
   in the data plane between transport nodes S3 and S18, through
   transport nodes S1, S2, S31, S33, S34 and S15, which belong to
   different PNC domains (multi-domain service request:



R1 ([PKT] ‑> ETH), S3 (ETH ‑> [ODU2]), S1 ([ODU2]),
S2 ([ODU2]), S31 ([ODU2]), S33 ([ODU2]), S34 ([ODU2]),
S15 ([ODU2]), S18 ([ODU2] ‑> ETH), R5 (ETH ‑> [PKT])



   Based on the assumptions described in section 4.3.1, the CNC requests
   at the CMI the MDSC to setup an EPL service between the access links
   on S3 and S8 and the MDSC understands that it shall setup an ODU2
   end-to-end connection between nodes S3 and S18, which belongs to
   different PNC domains (multi-domain service request). The MDSC also
   understands how the adaptation functions inside nodes S3 and S18
   (i.e., S3 (ETH -> [ODU2]), S18 ([ODU2] -> ETH), S18 (ETH -> [ODU2])
   and S3 ([ODU2] -> ETH)) should be configured.



   To setup a 10Gb IP link between R1 and R3, an EPL service needs to be
   created between R1 and R3, supported by an ODU2 end-to-end connection
   in the data plane between transport nodes S3 and S6, through the
   transport node S5, which belong to the same PNC domain (single-domain
   service request):



R1 ([PKT] ‑> ETH), S3 (ETH ‑> [ODU2]), S5 ([ODU2]),
S6 ([ODU2] ‑> ETH), R3 (ETH‑> [PKT])



   As described in section 4.3.1, the mechanisms used by the CNC at the
   CMI are independent on whether the service request is single-domain
   service or multi-domain.



   Based on the assumption above, the MDSC understands that it shall
   setup an EPL service between the access links on S3 and S6, which
   belong to the same PNC domain (single-domain service request) and it
   can just pass the request at the MPI to PNC1 to setup a single-domain
   EPL service its access links on S3 and S6. In this case, PNC1 can
   take care of setting up the single-domain ODU2 end-to-end connection
   between nodes S3 and S6 as well as of configuring the adaptation
   functions on these edge nodes.




4.3.3. Other OTN Clients Services

[ITU‑T G.709] defines mappings of different client layers into   ODU.
Most of them are used to provide Private Line services over an OTN
transport network supporting a variety of types of physical access
links (e.g., Ethernet, SDH STM‑N, Fibre Channel, InfiniBand, etc.).



   The physical links interconnecting the IP routers and the transport
   network can be any of these types.



   In order to setup a 10Gb IP link between R1 and R5 using, for example
   SDH physical links between the IP routers and the transport network,
   an STM-64 Private Line service needs to be created between R1 and R5,
   supported by an ODU2 end-to-end connection in the data plane between
   transport nodes S3 and S18, through transport nodes S1, S2, S31, S33,
   S34 and S15, which belong to different PNC domains (multi-domain
   service request):



R1 ([PKT] ‑> STM‑64), S3 (STM‑64 ‑> [ODU2]), S1 ([ODU2]),
S2 ([ODU2]), S31 ([ODU2]), S33 ([ODU2]), S34 ([ODU2]),
S15 ([ODU2]), S18 ([ODU2] ‑> STM‑64), R5 (STM‑64 ‑> [PKT])



   Based on the assumptions described in section 4.3.1, the CNC requests
   the CMI the MDSC to setup an STM-64 Private Line service between the
   access links on S3 and S8 and the MDSC understands what to do as
   described in section 4.3.2 (multi-domain service request).



   To setup a 10Gb IP link between R1 and R3), an STM-64 Private Line
   service needs to be created between R1 and R3 (single-domain service
   request):



R1 ([PKT] ‑> STM‑64), S3 (STM‑64 ‑> [ODU2]), S5 ([ODU2]),
S6 ([ODU2] ‑> STM‑64), R3 (STM‑64 ‑> [PKT])



   As described in section 4.3.1, the mechanisms used by the CNC at the
   CMI are independent on whether the service request is single-domain
   or multi-domain.



   As described in section 4.3.2, the MDSC can just pass the request at
   the MPI to PNC1 to setup a single-domain STM-64 Private Line service
   between it access links on S3 and S6.




4.3.4. EVPL over ODU

   When the physical links interconnecting the IP routers and the
   transport network are Ethernet physical links, it is also possible
   that different Ethernet services (e.g., EVPL) can share the same
   physical access link using different VLANs.



   To setup two 1Gb IP links between R1 to R3 and between R1 and R5, two
   EVPL services need to be created, supported by two ODU0 end-to-end
   connections in the data plane respectively between transport nodes S3
   and S6, through transport node S5, which belong ot the same PNC
   domain (single-domain service request) and between transport nodes S3
   and S18, through transport nodes S1, S2, S31, S33, S34 and S15, which
   belong to different PNC domains (multi-domain service request):



R1 ([PKT] ‑> VLAN), S3 (VLAN ‑> [ODU0]), S1 ([ODU0]),
S2 ([ODU0]), S31 ([ODU0]), S33 ([ODU0]), S34 ([ODU0]),
S15 ([ODU0]), S18 ([ODU0] ‑> VLAN), R5 (VLAN ‑> [PKT])

R1 ([PKT] ‑> VLAN), S3 (VLAN ‑> [ODU0]), S5 ([ODU0]),
S6 ([ODU0] ‑> VLAN), R3 (VLAN ‑> [PKT])



   Since the two EVPL services are sharing the same Ethernet physical
   link between R1 and S3, different VLAN IDs are associated with
   different EVPL services: for example, VLAN IDs 10 and 20
   respectively.



   Based on the assumptions described in section 4.3.1, the CNC requests
   at the CMI the MDSC to setup these EVPL services and the MDSC
   understands what to do as described in section 4.3.2.




4.3.5. EVPLAN and EVPTree Services

   When the physical links interconnecting the IP routers and the
   transport network are Ethernet links, multipoint Ethernet services
   (e.g., EPLAN and EPTree) can also be supported. It is also possible
   that multiple Ethernet services (e.g., EVPL, EVPLAN and EVPTree)
   share the same physical link using different VLANs.



   Note - it is assumed that EPLAN and EPTree services can be supported
   by configuring EVPLAN and EVPTree with port mapping.



   Since this EVPLAN/EVPTree service can share the same Ethernet
   physical links between IP routers and transport nodes (e.g., with the
   EVPL services described in section 4.3.4), a different VLAN ID (e.g.,
   30) can be associated with this EVPLAN/EVPTree service.



   In order to setup an IP subnet between R1, R2, R3 and R5, an
   EVPLAN/EVPTree service needs to be created, supported by two ODUflex
   end-to-end connections respectively between S3 and S6, crossing
   transport node S5, and between S3 and S18, crossing transport nodes
   S1, S2, S31, S33, S34 and S15 which belong to different PNC domains.



   Some MAC Bridging capabilities are also required on some nodes at the
   edge of the transport network: for example, Ethernet Bridging
   capabilities can be configured in nodes S3 and S6:



   o  MAC Bridging in node S3 is needed to select, based on the MAC
      Destination Address, whether received Ethernet frames should be
      forwarded to R1 or to the ODUflex terminating on node S6 or to the
      other ODUflex terminating on node S18;



   o  MAC bridging function in node S6 is needed to select, based on the
      MAC Destination Address, whether received Ethernet frames should
      be sent to R2 or to R3 or to the ODUflex terminating on node S3.



   In order to support an EVPTree service instead of an EVPLAN,
   additional configuration of the Ethernet Bridging capabilities on the
   nodes at the edge of the transport network is required.



   The traffic flows between R1 and R3, between R3 and R5 and between R1
   and R5 can be summarized as:



R1 ([PKT] ‑> VLAN), S3 (VLAN ‑> [MAC] ‑> [ODUflex]),
S5 ([ODUflex]), S6 ([ODUflex] ‑> [MAC] ‑> VLAN),
R3 (VLAN ‑> [PKT])

R3 ([PKT] ‑> VLAN), S6 (VLAN ‑> [MAC] ‑> [ODUflex]),
S5 ([ODUflex]), S3 ([ODUflex] ‑> [MAC] ‑> [ODUflex]),
S1 ([ODUflex]), S2 ([ODUflex]), S31 ([ODUflex]),
S33 ([ODUflex]), S34 ([ODUflex]),
S15 ([ODUflex]), S18 ([ODUflex] ‑> VLAN), R5 (VLAN ‑> [PKT])

R1 ([PKT] ‑> VLAN), S3 (VLAN ‑> [MAC] ‑> [ODUflex]),
S1 ([ODUflex]), S2 ([ODUflex]), S31 ([ODUflex]),
S33 ([ODUflex]), S34 ([ODUflex]),
S15 ([ODUflex]), S18 ([ODUflex] ‑> VLAN), R5 (VLAN ‑> [PKT])



   As described in section 4.3.2, it is assumed that the CNC is capable,
   via the CMI, to request the setup of this EVPLAN/EVPTree service,
   providing all the information that the MDSC needs to understand that
   it need to request PNC1 to setup an ODUflex connection between nodes
   S3 and S6 (single-domain service request) and it also needs to
   coordinate the setup of a multi-domain ODUflex connection between
   nodes S3 and S16 as well as the MAC bridging and the adaptation
   functions on these edge nodes.



   In case the CNC needs the setup of an EVPLAN/EVPTree service only
   between R1, R2 and R3 (single-domain service request), it would
   request the setup of this service in the same way as before and the
   information provided at the CMI is sufficient for the MDSC to
   understand that this is a single-domain service request.



   The MDSC can then just request PNC1 to setup a single-domain
   EVPLAN/EVPTree service between nodes S3 and S6. PNC1 can take care of
   setting up the single-domain ODUflex end-to-end connection between
   nodes S3 and S6 as well as of configuring the MAC bridging and the
   adaptation functions on these edge nodes.




4.3.6. Dynamic Service Configuration

   Given the service established in the previous sections, there is a
   demand for an update of some service characteristics. A
   straightforward approach would be terminate the current service and
   replace with a new one. Another more advanced approach would be a
   dynamic configuration, in which case there will be no interruption
   for the connection.



   An example application would be updating the SLA information for a
   certain connection. For example, an ODU transit connection is set up
   according to section 4.3.1, with the corresponding SLA level of 'no
   protection'. After the establishment of this connection, the user
   would like to enhance this service by providing a restoration after
   potential failure, and a request is generated on the CMI. In this
   case, after receiving the request, the MDSC would need to send an
   update message to the PNC, changing the SLA parameters in TE Tunnel
   model. Then the connection characteristic would be changed by PNC,
   and a notification would be sent to MDSC for acknowledgement.




4.4. Multi-function Access Links

   Some physical links interconnecting the IP routers and the transport
   network can be configured in different modes, e.g., as OTU2 or STM-64
   or 10GE.



   This configuration can be done a-priori by means outside the scope of
   this document. In this case, these links will appear at the MPI
   either as an ODU Link or as an STM-64 Link or as a 10GE Link
   (depending on the a-priori configuration) and will be controlled at
   the MPI as discussed in section 4.3.



   It is also possible not to configure these links a-priori and give
   the control to the MPI to decide, based on the service configuration,
   how to configure it.



   For example, if the physical link between R1 and S3 is a multi-
   functional access link while the physical links between R7 and S31
   and between R5 and S18 are STM-64 and 10GE physical links
   respectively, it is possible to configure either an STM-64 Private
   Line service between R1 and R7 or an EPL service between R1 and R5.



   The traffic flow between R1 and R7 can be summarized as:



R1 ([PKT] ‑> STM‑64), S3 (STM‑64 ‑> [ODU2]), S1 ([ODU2]),
S2 ([ODU2]), S31 ([ODU2] ‑> STM‑64), R3 (STM‑64 ‑> [PKT])



   The traffic flow between R1 and R5 can be summarized as:



R1 ([PKT] ‑> ETH), S3 (ETH ‑> [ODU2]), S1 ([ODU2]),
S2 ([ODU2]), S31 ([ODU2]), S33 ([ODU2]), S34 ([ODU2]),
S15 ([ODU2]), S18 ([ODU2] ‑> ETH), R5 (ETH ‑> [PKT])



   As described in section 4.3.2, it is assumed that the CNC is capable,
   via the CMI, to request the setup either an STM-64 Private Line
   service between R1 and R7 or an EPL service between R1 and R5,
   providing all the information that the MDSC needs to understand that
   it needs to coordinate the setup of a multi-domain ODU2 connection,
   either between nodes S3 and S31, or between nodes S3 and S18, as well
   as the adaptation functions on these edge nodes, and in particular
   whether the multi-function access link on between R1 and S3 should
   operate as an STM-64 or as a 10GE link.




4.5. Protection and Restoration Configuration

   Protection switching provides a pre-allocated survivability
   mechanism, typically provided via linear protection methods and would
   be configured to operate as 1+1 unidirectional (the most common OTN
   protection method), 1+1 bidirectional or 1:n bidirectional. This
   ensures fast and simple service survivability.



   Restoration methods would provide the capability to reroute and
   restore connectivity traffic around network faults, without the
   network penalty imposed with dedicated 1+1 protection schemes.



   This section describes only services which are protected with linear
   protection and with dynamic restoration.



   The MDSC needs to be capable of coordinating different PNCs to
   configure protection switching when requesting the setup of the
   protected connectivity services described in section 4.3.



   Since in these service examples, switching within the transport
   network domain is performed only in the OTN ODU layer. Also
   protection switching within the transport network domain can only be
   provided at the OTN ODU layer.




4.5.1. Linear Protection (end-to-end)

   In order to protect any service defined in section 4.3 from failures
   within the OTN multi-domain transport network, the MDSC should be
   capable of coordinating different PNCs to configure and control OTN
   linear protection in the data plane between nodes S3 and node S18.



   It is assumed that the OTN linear protection is configured to with
   1+1 unidirectional protection switching type, as defined in [ITU-T
   G.808.1] and [ITU-T G.873.1], as well as in [RFC4427].



   In these scenarios, a working transport entity and a protection
   transport entity, as defined in [ITU-T G.808.1], (or a working LSP
   and a protection LSP, as defined in [RFC4427]) should be configured
   in the data plane.



   Two cases can be considered:



   o  In one case, the working and protection transport entities pass
      through the same PNC domains:



Working transport entity:     S3, S1, S2,
                              S31, S33, S34,
                              S15, S18

Protection transport entity:  S3, S4, S8,
                              S32,
                              S12, S17, S18



   o  In another case, the working and protection transport entities can
      pass through different PNC domains:



Working transport entity:     S3, S5, S7,
                              S11, S12, S17, S18

Protection transport entity:  S3, S1, S2,
                              S31, S33, S34,
                              S15, S18



   The PNCs should be capable to report to the MDSC which is the active
   transport entity, as defined in [ITU-T G.808.1], in the data plane.



   Given the fast dynamic of protection switching operations in the data
   plane (50ms recovery time), this reporting is not expected to be in
   real-time.



   It is also worth noting that with unidirectional protection
   switching, e.g., 1+1 unidirectional protection switching, the active
   transport entity may be different in the two directions.




4.5.2. Segmented Protection

   To protect any service defined in section 4.3 from failures within
   the OTN multi-domain transport network, the MDSC should be capable of
   requesting each PNC to configure OTN intra-domain protection when
   requesting the setup of the ODU2 data plane connection segment.



   If PNC1 provides linear protection, the working and protection
   transport entities could be:



Working transport entity:     S3, S1, S2

Protection transport entity:  S3, S4, S8, S2



   If PNC2 provides linear protection, the working and protection
   transport entities could be:



Working transport entity:     S15, S18

Protection transport entity:  S15, S12, S17, S18



   If PNC3 provides linear protection, the working and protection
   transport entities could be:



Working transport entity:     S31, S33, S34

Protection transport entity:  S31, S32, S34




4.5.3. End-to-End Dynamic restoration

   To restore any service defined in section 4.3 from failures within
   the OTN multi-domain transport network, the MDSC should be capable of
   coordinating different PNCs to configure and control OTN end-to-end
   dynamic Restoration in the data plane between nodes S3 and node S18.
   For example, the MDSC can request the PNC1, PNC2 and PNC3 to create a
   service with no-protection, MDSC set the end-to-end service with the
   dynamic restoration.



Working transport entity:     S3, S1, S2,
                              S31, S33, S34,
                              S15, S18



   When a link failure between S1 and s2 occurred in network domain 1,
   PNC1 does not restore the tunnel and send the alarm notification to
   the MDSC, MDSC will perform the end-to-end restoration.



Restored transport entity:    S3, S4, S8,
                              S12, S15, S18




4.5.4. Segmented Dynamic Restoration

   To restore any service defined in section 4.3 from failures within
   the OTN multi-domain transport network, the MDSC should be capable of
   coordinating different PNCs to configure and control OTN segmented
   dynamic Restoration in the data plane between nodes S3 and node S18.



Working transport entity:     S3, S1, S2,
                              S31, S33, S34,
                              S15, S18



   When a link failure between S1 and s2 occurred in network domain 1,
   PNC1 will restore the tunnel and send the alarm or tunnel update
   notification to the MDSC, MDSC will update the restored tunnel.



Restored transport entity:    S3, S4, S8, S2
                              S31, S33, S34,
                              S15, S18



   When a link failure between network domain 1 and network domain 2
   occurred, PNC1 and PNC2 will send the alarm notification to the MDSC,
   MDSC will update the restored tunnel.



Restored transport entity:    S3, S4, S8,
                              S12, S15, S18



   In order to improve the efficiency of recovery, the controller can
   establish a recovery path in a concurrent way. When the recovery
   fails in one domain or one network element, the rollback operation
   should be supported.



   The creation of the recovery path by the controller can use the
   method of "make-before-break", in order to reduce the impact of the
   recovery operation on the services.




4.6. Service Modification and Deletion

   To be discussed in future versions of this document.




4.7. Notification

   To realize the topology update, service update and restoration
   function, following notification type should be supported.



   1. Object create



   2. Object delete



   3. Object state change



   4. Alarm



   Because there are three types of topology abstraction type defined in
   section 4.2, the notification should also be abstracted. The PNC and
   MDSC should coordinate together to determine the notification policy,
   such as when an intra-domain alarm occurred, the PNC may not report
   the alarm but the service state change notification to the MDSC.




4.8. Path Computation with Constraint

   It is possible to have constraint during path computation procedure;
   typical cases include IRO/XRO and so on. This information is carried
   in the TE Tunnel model and used when there is a request with
   constraint. Consider the example in section 4.3.1. , the request can
   be a Tunnel from R1 to R5 with an IRO from S2 to S31, then qualified
   feedback would become:



R1 ([PKT] ‑> ODU2), S3 ([ODU2]), S1 ([ODU2]), S2 ([ODU2]),
S31 ([ODU2]), S33 ([ODU2]), S34 ([ODU2]),
S15 ([ODU2]), S18 ([ODU2]), R5 (ODU2 ‑> [PKT])



   If the request covers the IRO from S8 to S12, then the above path
   would not be qualified, while a possible computation result may be:



R1 ([PKT] ‑> ODU2), S3 ([ODU2]), S1 ([ODU2]), S2 ([ODU2]),
S8 ([ODU2]), S12 ([ODU2]), S15 ([ODU2]), S18 ([ODU2]), R5 (ODU2 ‑>
[PKT])



   Similarly, the XRO can be represented by the TE tunnel model as well.



   When there is a technology specific network (e.g., OTN), the
   corresponding technology (OTN) model should also be used to specify
   the tunnel information on MPI, with the constraint included in TE
   Tunnel model.




5. YANG Model Analysis

   This section provides a high-level overview of how IETF YANG models
   can be used at the MPIs, between the MDSC and the PNCs, to support
   the scenarios described in section 4.



   Section 5.1 describes the different topology abstractions provided to
   the MDSC by each PNC via its own MPI.



   Section 5.2 describes how the MDSC can coordinate different requests
   to different PNCs, via their own MPIs, to setup the different
   services described in section 4.3.



   Section 5.3 describes how the protection scenarios can be deployed,
   including end-to-end protection and segment protection, for both
   intra-domain and inter-domain scenario.




5.1. YANG Models for Topology Abstraction

   Each PNC reports its respective abstract topology to the MDSC, as
   described in section 4.2.




5.1.1. Domain 1 Black Topology Abstraction

   PNC1 provides the required black topology abstraction, as described
   in section 4.2, to expose to the MDSC, at MPI1, one TE Topology
   instance for the ODU layer (MPI1 OTN Topology) containing only one
   abstract TE node (i.e., AN1) and only inter-domain and access
   abstract TE links (which represent the inter-domain and access
   physical links), as shown in Figure 3 below.



        ...................................
        :                                 :
        :       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+       :
        :       |                 |       :
(R1)‑ ‑ ‑‑‑‑‑‑‑‑|                 |‑‑‑‑‑‑‑‑ ‑ ‑(S31)
        : AN1‑1 |                 | AN1‑2 :
        :       |                 |       :
(R2)‑ ‑ ‑‑‑‑‑‑‑‑|                 |       :
        : AN1‑3 |       AN1       |       :
        :       |                 |       :
(R3)‑ ‑ ‑‑‑‑‑‑‑‑|                 |‑‑‑‑‑‑‑‑ ‑ ‑(S32)
        : AN1‑7 |                 | AN1‑4 :
        :       |                 |       :
        :       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+       :
        :          |          |           :
        :    AN1‑6 |          | AN1‑5     :
        :..........|..........|...........:

                   |          |
                 (S11)      (S12)



     Figure 3 - Abstract Topology exposed at MPI1 (MPI1 OTN Topology)



   As described in section 4.1, it is assumed that the physical links
   between the physical nodes are pre-configured and therefore PNC1
   exports at MPI1 one abstract TE Link, within the MPI1 OTN topology,
   for each OTU2 or OTU4 trail which support an abstract TE link in the
   MPI1 ODU Topology.




        ..................................
        :                                :
        :   ODU Abstract Topology @ MPI  :
        :        Gotham City Area        :
        :     Metro Transport Network    :
        :                                :
        :        +‑‑‑‑+        +‑‑‑‑+    :
        :        |    |S1‑1    |    |S2‑1:
        :        | S1 |‑‑‑‑‑‑‑‑| S2 |‑‑‑‑‑ ‑ ‑(S31)
        :        +‑‑‑‑+    S2‑2+‑‑‑‑+    :
        :     S1‑2/               |S2‑3  :
        :    S3‑2/ Robinson Park  |      :
        :    +‑‑‑‑+   +‑‑‑‑+      |      :
        :    |    |3 1|    |      |      :
(R1)‑ ‑ ‑‑‑‑‑| S3 |‑‑‑| S4 |      |      :
        :S3‑1+‑‑‑‑+   +‑‑‑‑+      |      :
        :   S3‑4 \        \S4‑2   |      :
        :         \S5‑1    \      |      :
        :        +‑‑‑‑+     \     |      :
        :        |    |      \S8‑3|      :
        :        | S5 |       \   |      :
        :        +‑‑‑‑+ Metro  \  |S8‑2  :
(R2)‑ ‑ ‑‑‑‑‑‑  2/ E  \3 Main   \ |      :
        :S6‑1 \ /3 a E \1 Ring   \|      :
        :    +‑‑‑‑+s‑n+‑‑‑‑+   +‑‑‑‑+    :
        :    |    |t d|    |   |    |S8‑1:
        :    | S6 |‑‑‑| S7 |‑‑‑| S8 |‑‑‑‑‑ ‑ ‑(S32)
        :    +‑‑‑‑+4 2+‑‑‑‑+3 4+‑‑‑‑+    :
        :     /         |        |       :
(R3)‑ ‑ ‑‑‑‑‑‑     S7‑4 |        | S8‑5  :
        :S6‑2           |        |       :
        :...............|........|.......:

                        |        |
                      (S11)    (S12)



              Figure 4 - Physical Topology discovered by PNC1



   LTP mapping table:



   AN1-1 -> S3-1



   AN1-2 -> S2-1



   AN1-3 -> S6-1



   AN1-4 -> S8-1



   AN1-5 -> S8-5



   AN1-6 -> S7-4



   AN1-7 -> S6-2



   Appendix B.1.1 provides the detailed JSON code example ("mpi1-otn-
   topology.json") describing how this ODU Topology is reported by the
   PNC, using the [TE-TOPO] and [OTN-TOPO] YANG models at MPI1.



   It is worth noting that this JSON code example does not provide all
   the attributes defined in the relevant YANG models:



   o  YANG attributes which are outside the scope of this document are
      not shown



   o  The attributes describing the label restrictions are also not
      shown to simplify the JSON code example



   o  The comments describing the rationale for not including some
      attributes in this JSON code example even if in the scope of this
      document are identified with the prefix "// __COMMENT__" and
      included only in the first object instance (e.g., in the Access
      Link from the AN1-1 description or in the AN1-1 LTP description)




5.1.2. Domain 2 Black Topology Abstraction

   PNC2 provides the required black topology abstraction, as described
   in section 4.2, to expose to the MDSC, at MPI2, one TE Topology
   instance for the ODU layer (MPI2 OTN Topology) containing only one
   abstract node (i.e., AN2) and only inter-domain and access abstract
   TE links (which represent the inter-domain and access physical
   links).




5.1.3. Domain 3 White Topology Abstraction

PNC3 provides the required white topology abstraction, as described
in section 4.2,  to expose to the MDSC, at MPI3, one TE Topology
instance for the ODU layer (MPI3 OTN Topology) containing one
abstract TE node for each physical node and one abstract TE link for



   each physical link (internal links, inter-domain links or access
   links).




5.1.4. Multi-domain Topology Stitching

   As assumed at the beginning of this section, MDSC does not have any
   knowledge of the topologies of each domain until each PNC reports its
   own abstraction topology, so the MDSC needs to merge together the
   abstract topologies provided by different PNCs, at the MPIs, to build
   its own topology view, as described in section 4.3 of [TE-TOPO].



   Given the topologies reported from multiple PNCs, the MDSC need to
   stitch the multi-domain topology and obtain the full map of topology.
   The topology of each domain may be in an abstracted shape (refer to
   section 5.2 of [RFC8453] for a different level of abstraction), while
   the inter-domain link information must be complete and fully
   configured by the MDSC.



   The inter-domain link information is reported to the MDSC by the two
   PNCs, controlling the two ends of the inter-domain link.



   The MDSC needs to understand how to "stitch" together these inter-
   domain links.



   One possibility is to use the plug-id information, defined in [TE-
   TOPO]: two inter-domain links reporting the same plug-id value can be
   merged as a single intra-domain link within any MDSC native topology.
   The value of the reported plug-id information can be either assigned
   by a central network authority, and configured within the two PNC
   domains, or it can be discovered using automatic discovery mechanisms
   (e.g., LMP-based, as defined in [RFC6898]).



   In case the plug-id values are assigned by a central authority, it is
   under the central authority responsibility to assign unique values.



   In case the plug-id values are automatically discovered, the
   information discovered by the automatic discovery mechanisms needs to
   be encoded as a bit string within the plug-id value. This encoding is
   implementation specific, but the encoding rules need to be consistent
   across all the PNCs.



   In case of co-existence within the same network of multiple sources
   for the plug-id (e.g., central authority and automatic discovery or
   even different automatic discovery mechanisms), it is needed that the
   plug-id namespace is partitioned to avoid that different sources
   assign the same plug-id value to different inter-domain link. The
   encoding of the plug-id namespace within the plug-id value is
   implementation specific but needs to be consistent across all the
   PNCs.



   Another possibility is to pre-configure, either in the adjacent PNCs
   or in the MDSC, the association between the inter-domain link
   identifiers (topology-id, node-id and tp-id) assigned by the two
   adjacent PNCs to the same inter-domain link.



   This last scenario requires further investigation and will be
   discussed in a future version of this document.




        ........................
        :                      :
        :   Network domain 1   :   .............
        :   Grey Topology      :   :           :
        :     Abstraction      :   :  Network  :
        :                      :   :  domain 3 :
(R1)‑ ‑ ‑‑‑‑‑‑‑+               :   :  (White)  :
        :       \      +‑‑‑‑‑‑‑‑‑‑‑‑‑‑+        :
        :        \    /        :   :   \       :
        :         \  /         :   :    \      :
(R2)‑ ‑ ‑‑‑‑‑‑‑‑‑ AN1 ‑‑+      :   :    S31 ‑‑‑‑ ‑ (R7)
        :         /|\    \     :   :   /   \   :   :
        :        / | \    +‑‑‑‑‑‑‑‑‑ S32   S33 ‑ ‑ (R8)
        :       /  |  \        :   :/  \   /   :
(R3)‑ ‑ ‑‑‑‑‑‑‑+   |   +‑‑‑+   :   /    S34    :
        :..........|.......|...:  /:   /       :
                   |       |     / :../........:
                   |       |    /    /
        ...........|.......|.../..../....
        :          |       |  /    /    :
        : Network  |       + /    /     :
        : domain 2 |      / /    /      :
        :          |     / /    /       :
        :          |    + / +‑‑+        :
        :          |    |/ /         +‑‑‑ ‑ ‑(R4)
        : Black    +‑‑‑ AN2 ‑‑‑‑‑‑‑‑‑+  :
        : Topology      | |             :
        : Abstraction   | +‑‑‑‑‑‑‑‑‑‑‑‑‑‑ ‑ ‑(R5)
        :               |               :
        :               +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ ‑ ‑(R6)
        :                               :
        :...............................:



       Figure 5 - Multi-domain Abstract Topology discovered by MDSC




5.1.5. Access Links

   Access links in Figure 3 are shown as ODU Links: the modeling of the
   access links for other access technologies is currently an open
   issue.



   The modeling of the access link in case of non-ODU access technology
   has also an impact on the need to model ODU TTPs and layer transition
   capabilities on the edge nodes (e.g., nodes S2, S3, S6 and S8 in
   Figure 3).



   If, for example, the physical NE S6 is implemented in a "pizza box",
   the data plane would have only set of ODU termination resources
   (where up to 2xODU4, 4xODU3, 20xODU2, 80xODU1, 160xODU0 and
   160xODUflex can be terminated). The traffic coming from each of the
   10GE access links can be mapped into any of these ODU terminations.



   Instead if, for example, the physical NE S6 can be implemented as a
   multi-board system where access links reside on different/dedicated
   access cards with a separated set of ODU termination resources (where
   up to 1xODU4, 2xODU3, 10xODU2, 40xODU1, 80xODU0 and 80xODUflex for
   each resource can be terminated). The traffic coming from one 10GE
   access links can be mapped only into the ODU terminations which
   reside on the same access card.



   The more generic implementation option for a physical NE (e.g., S6)
   would be the case is of a multi-board system with multiple access
   cards with separated sets of access links and ODU termination
   resources (where up to 1xODU4, 2xODU3, 10xODU2, 40xODU1, 80xODU0 and
   80xODUflex for each resource can be terminated). The traffic coming
   from each of the 10GE access links on one access card can be mapped
   only into any of the ODU terminations which reside on the same access
   card.



   In the last two cases, only the ODUs terminated on the same access
   card where the access links reside can carry the traffic coming from
   that 10GE access link. Terminated ODUs can instead be sent to any of
   the OTU4 interfaces



   In all these cases, terminated ODUs can be sent to any of the OTU4
   interfaces assuming the implementation is based on a non-blocking ODU
   cross-connect.



   If the access links are reported via MPI in some, still to be
   defined, client topology, it is possible to report each set of ODU
   termination resources as an ODU TTP within the ODU Topology of Figure
   3 and to use either the inter-layer lock-id or the transitional link,
   as described in sections 3.4 and 3.10 of [TE-TOPO], to correlate the
   access links, in the client topology, with the ODU TTPs, in the OTN
   topology, to which access link are connected to.




5.2. YANG Models for Service Configuration

   The service configuration procedure is assumed to be initiated (step
   1 in Figure 6) at the CMI from CNC to MDSC. Analysis of the CMI
   models is (e.g., L1SM, L2SM, Transport-Service, VN, et al.) is
   outside the scope of this document.



   As described in section 4.3, it is assumed that the CMI YANG models
   provide all the information that allows the MDSC to understand that
   it needs to coordinate the setup of a multi-domain ODU connection (or
   connection segment) and, when needed, also the configuration of the
   adaptation functions in the edge nodes belonging to different
   domains.



                           |
                           | {1}
                           V
                    ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
                   |           {2}  |
                   | {3}  MDSC      |
                   |                |
                    ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
                     ^     ^      ^
              {3.1}  |     |      |
           +‑‑‑‑‑‑‑‑‑+     |{3.2} |
           |               |      +‑‑‑‑‑‑‑‑‑‑+
           |               V                 |
           |           ‑‑‑‑‑‑‑‑‑‑            |{3.3}
           |          |   PNC2   |           |
           |           ‑‑‑‑‑‑‑‑‑‑            |
           |               ^                 |
           V               | {4.2}           |
       ‑‑‑‑‑‑‑‑‑‑          V                 |
      |   PNC1   |       ‑‑‑‑‑               V
       ‑‑‑‑‑‑‑‑‑‑      (Network)        ‑‑‑‑‑‑‑‑‑‑
           ^          ( Domain 2)      |   PNC3   |
           | {4.1}   (          _)      ‑‑‑‑‑‑‑‑‑‑
           V          (        )            ^
         ‑‑‑‑‑       C==========D           | {4.3}
       (Network)    /  (       ) \          V
      ( Domain 1)  /     ‑‑‑‑‑    \       ‑‑‑‑‑
     (           )/                \    (Network)
     A===========B                  \  ( Domain 3)
    / (         )                    \(           )
AP‑1   (       )                      X===========Z
         ‑‑‑‑‑                         (         ) \
                                        (       )   AP‑2
                                          ‑‑‑‑‑



                   Figure 6 - Multi-domain Service Setup



   As an example, the objective in this section is to configure a
   transport service between R1 and R5. The cross-domain routing is
   assumed to be R1 <-> S3 <-> S2 <-> S31 <-> S33 <-> S34 <->S15 <-> S18
   <-> R5.



   According to the different client signal type, there is different
   adaptation required.



   After receiving such request, MDSC determines the domain sequence,
   i.e., domain 1 <-> domain 2 <-> domain 3, with corresponding PNCs and
   inter-domain links (step 2 in Figure 6).



   As described in [PATH-COMPUTE], the domain sequence can be determined
   by running the MDSC own path computation on the MDSC internal
   topology, defined in section 5.1.4, if and only if the MDSC has
   enough topology information. Otherwise, the MDSC can send path
   computation requests to the different PNCs (steps 2.1, 2.2 and 2.3 in
   Figure 6) and use this information to determine the optimal path on
   its internal topology and therefore the domain sequence.



   The MDSC will then decompose the tunnel request into a few tunnel
   segments via tunnel model (including both TE tunnel model and OTN
   tunnel model), and request different PNCs to setup each intra-domain
   tunnel segment (steps 3, 3.1, 3.2 and 3.3 in Figure 6).



   Assume that each intra-domain tunnel segment can be set up
   successfully, and each PNC response to the MDSC respectively. Based
   on each segment, MDSC will take care of the configuration of both the
   intra-domain tunnel segment and inter-domain tunnel via corresponding
   MPI (via TE tunnel model and OTN tunnel model). More specifically,
   for the inter-domain configuration, the ts-bitmap and tpn attributes
   need to be configured using the OTN Tunnel model. Then the end-to-end
   OTN tunnel will be ready.



   In any case, the access link configuration is done only on the PNCs
   that control the access links (e.g., PNC-1 and PNC-3 in our example)
   and not on the PNCs of transit domain (e.g., PNC-2 in our example).
   An access link will be configured by MDSC after the OTN tunnel is set
   up. Access configuration is different and dependent on the different
   type of service. More details can be found in the following sections.




5.2.1. ODU Transit Service

   In this scenario, described in section 4.3.1, the access links are
   configured as ODU Links.



   Since it is assumed that the physical access links are pre-
   configured, each PNC exposes, at its MPI, one TE Link (called "ODU
   Link") for each of these physical access link. These links are
   reported, together with any other ODU internal or inter-domain link,
   within the OTN abstract topology exposed by each PNC, at its own MPI.
   To setup this IP link, between R1 and R5, the CNC requests, at the
   CMI, the MDSC to setup an ODU transit service.



   From the topology information described in section 5.1 above, the
   MDSC understands that R1 is attached to the access link terminating
   on S3-1 LTP in the ODU Topology exposed by PNC1 and that R5 is
   attached to the access link terminating on AN2-1 LTP in the ODU
   Topology exposed by PNC2.



   MDSC would then request, at MPI1, the PNC1 to setup an ODU2 (Transit
   Segment) Tunnel with one primary path between S3-1 and S2-1 LTPs:



   o  Source and Destination TTPs are not specified (since it is a
      Transit Tunnel)



   o  Ingress and egress points are indicated in the route-object-
      include-exclude list of the explicit-route-objects of the primary
      path:



       o The first element references the access link terminating on
          S3-1 LTP



       o The last two element references respectively the inter-domain
          link terminating on S2-1 LTP and the data plane resources
          (i.e., the timeslots and the TPN, called "OTN Label") used by
          the ODU2 connection over that link.



   The configuration of the timeslots used by the ODU2 connection on the
   internal links within a PNC domain (i.e., on the internal links
   domain) is outside the scope of this document since it is a matter of
   the PNC domain internal implementation.



   However, the configuration of the timeslots used by the ODU2
   connection at the transport network domain boundaries (e.g., on the
   inter-domain links) needs to take into account the timeslots
   available on physical nodes belonging to different PNC domains (e.g.,
   on node S2 within PNC1 domain and on node S31 within PNC3 domain).



   The MDSC, when coordinating the setup of a multi-domain ODU
   connection, also configures the data plane resources (i.e., the
   timeslots and the TPN) to be used on the inter-domain links. The MDSC
   can know the timeslots which are available on the physical OTN nodes
   terminating the inter-domain links (e.g., S2 and S31) from the OTN
   Topology information exposed, at the MPIs, by the PNCs controlling
   the OTN physical nodes (e.g., PNC1 and PNC3 controlling the physical
   nodes S2 and S31 respectively).



   Appendix B.2.1 provides the detailed JSON code ("mpi1-odu2-service-
   config.json") describing how the setup of this ODU2 (Transit Segment)
   Tunnel can be requested by the MDSC, using the [TE-TUNNEL] and [OTN-
   TUNNEL] YANG models at MPI1.



   The Transport PNC performs path computation and sets up the ODU2
   cross-connections within the physical nodes S3, S5 and S6, as shown
   in section 4.3.1.




5.2.1.1. Single Domain Example

   To setup an ODU2 end-to-end connection, supporting an IP link,
   between R1 and R3, the CNC requests, at the CMI, the MDSC to setup an
   ODU transit service.



   The Transport PNC reports the status of the created ODU2 (Transit
   Segment) Tunnel and its path within the ODU Topology as shown in
   Figure 7 below:



        ..................................
        :                                :
        :   ODU Abstract Topology @ MPI  :
        :                                :
        :        +‑‑‑‑+        +‑‑‑‑+    :
        :        |    |        |    |    :
        :        | S1 |‑‑‑‑‑‑‑‑| S2 |‑ ‑ ‑ ‑ ‑(R4)
        :        +‑‑‑‑+        +‑‑‑‑+    :
        :         /               |      :
        :        /                |      :
        :    +‑‑‑‑+   +‑‑‑‑+      |      :
        :    |    |   |    |      |      :
(R1)‑ ‑ ‑ ‑ ‑  S3 |‑‑‑| S4 |      |      :
        :S3‑1 <<= +   +‑‑‑‑+      |      :
        :       =        \        |      :
        :       = \       \       |      :
        :       == ‑‑‑+    \      |      :
        :        =    |     \     |      :
        :        = S5 |      \    |      :
        :        == ‑‑+       \   |      :
(R2)‑ ‑ ‑ ‑ ‑     =  \         \  |      :
        :S6‑1 \ / =   \         \ |      :
        :    +‑‑‑ =   +‑‑‑‑+   +‑‑‑‑+    :
        :    |    =   |    |   |    |    :
        :    | S6 = ‑‑| S7 |‑‑‑| S8 |‑ ‑ ‑ ‑ ‑(R5)
        :    +‑‑‑ =   +‑‑‑‑+   +‑‑‑‑+    :
        :     /   =                      :
(R3)‑ ‑ ‑ ‑ ‑  <<==                      :
        :S6‑2                            :
        :................................:



                       Figure 7 - ODU2 Transit Tunnel




5.2.2. EPL over ODU Service

   In this scenario, described in section 4.3.2, the access links are
   configured as Ethernet Links.



   To setup this IP link, between R1 and R5, the CNC requests, at the
   CMI, the MDSC to setup an EPL service.



   As described in section 5.1.5 above, it is not clear in this case how
   the Ethernet access links between the transport network and the IP
   router, are reported by the PNC to the MDSC.



   If the 10GE physical links are not reported as ODU links within the
   OTN topology information, described in section 5.1.1 above than the
   MDSC will not have sufficient information to know that R1 and R5 are
   attached to the access links terminating on S3 and S6.



   Assuming that the MDSC knows how R1 and R3 are attached to the
   transport network, the MDSC would request the Transport PNC to setup
   an ODU2 end-to-end Tunnel between S3 and S6.



   This ODU Tunnel is setup between two TTPs of nodes S3 and S6. In case
   of nodes S3 and S6 support more than one TTP, the MDSC should decide
   which TTP to use.



   As discussed in 5.1.5, depending on the different hardware
   implementations of the physical nodes S3 and S6, not all the access
   links can be connected to all the TTPs. The MDSC should therefore
   select not only the optimal TTP but also a TTP that would allow the
   Tunnel to be used by the service.



   It is assumed that in case of node S3 or node S6 supports only one
   TTP, this TTP can be accessed by all the access links.



   Appendix B.2.2 provides the detailed JSON code ("mpi1-odu2-tunnel-
   config.json") describing how the setup of this ODU2 (Head Segment)
   Tunnel can be requested by the MDSC, using the [TE-TUNNEL] and [OTN-
   TUNNEL] YANG models at MPI1.



   Once the ODU2 Tunnel setup has been requested, unless there is a one-
   to-one relationship between the S3 and S6 TTPs and the Ethernet
   access links toward R1 and R3 (as in the case, described in section
   5.1.5, where the Ethernet access links reside on different/dedicated
   access card such that the ODU2 tunnel can only carry the Ethernet
   traffic from the only Ethernet access link on the same access card
   where the ODU2 tunnel is terminated), the MDSC also needs to request
   the setup of an EPL service from the access links on S3 and S6,
   attached to R1 and R3, and this ODU2 Tunnel.



   Appendix B.2.3 provides the detailed JSON code ("mpi1-epl-service-
   config.json") describing how the setup of this EPL service using the
   ODU2 Tunnel can be requested by the MDSC, using the [CLIENT-SVC] YANG
   model at MPI1.




5.2.3. Other OTN Client Services

   In this scenario, the access links are configured as one of the OTN
   clients (e.g., STM-64) links.



   As described in section 4.3.3, the CNC needs to setup an STM-64
   Private Link service, supporting an IP link, between R1 and R3 and
   requests this service at the CMI to the MDSC.



   MDSC needs to setup an STM-64 Private Link service between R1 and R3
   supported by an ODU2 end-to-end connection between S3 and S6.



   As described in section 5.1.5 above, it is not clear in this case how
   the access links (e.g., the STM-N access links) between the transport
   network and the IP router, are reported by the PNC to the MDSC.



   The same issues, as described in section 5.2.2, apply here:



   o  the MDSC needs to understand that R1 and R3 are connected, thought
      STM-64 access links, with S3 and S6



   o  the MDSC needs to understand which TTPs in S3 and S6 can be
      accessed by these access links



   o  the MDSC needs to configure the private line service from these
      access links through the ODU2 tunnel




5.2.4. EVPL over ODU Service

   In this scenario, the access links are configured as Ethernet links,
   as described in section 5.2.2 above.



   As described in section 4.3.4, the CNC needs to setup EVPL services,
   supporting IP links, between R1 and R3, as well as between R1 and R4
   and requests these services at the CMI to the MDSC.



   MDSC needs to setup two EVPL services, between R1 and R3, as well as
   between R1 and R4, supported by ODU0 end-to-end connections between
   S3 and S6 and between S3 and S2 respectively.



   As described in section 5.1.5 above, it is not clear in this case how
   the Ethernet access links between the transport network and the IP
   router, are reported by the PNC to the MDSC.



   The same issues, as described in section 5.1.5 above, apply here:



   o  the MDSC needs to understand that R1, R3 and R4 are connected,
      thought the Ethernet access links, with S3, S6 and S2



   o  the MDSC needs to understand which TTPs in S3, S6 and S2 can be
      accessed by these access links



   o  the MDSC needs to configure the EVPL services from these access
      links through the ODU0 tunnels



   In addition, the MDSC needs to get the information that the access
   links on S3, S6 and S2 are capable of supporting EVPL (rather than
   just EPL) as well as to coordinate the VLAN configuration, for each
   EVPL service, on these access links (this is a similar issue as the
   timeslot configuration on access links discussed in section 4.3.1
   above).




5.3. YANG Models for Protection Configuration


5.3.1. Linear Protection (end-to-end)

   To be discussed in future versions of this document.




5.3.2. Segmented Protection

   To be discussed in future versions of this document.




6. Security Considerations

   Inherently OTN networks ensure privacy and security via hard
   partitioning of traffic onto dedicated circuits. The separation of
   network traffic makes it difficult to intercept data transferred
   between nodes over OTN-channelized links.



   This document analyses the applicability of the YANG models being
   defined by the IETF to support OTN single and multi-domain scenarios
   There are no specific new security considerations introduced by this
   document.



   In OTN the (General Communication Channel) GCC is used for OAM
   functions such as performance monitoring, fault detection, and
   signaling. The GCC control channel should be secured using a suitable
   mechanism.




7. IANA Considerations

   This document requires no IANA actions.
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Appendix A. Validating a JSON fragment against a YANG Model

   The objective is to have a tool that allows validating whether a
   piece of JSON code embedded in an Internet-Draft is compliant with a
   YANG model without using a client/server.




A.1. Manipulation of JSON fragments

   This section describes the various ways JSON fragments are used in
   the I-D processing and how to manage them.



   Let's call "folded-JSON" the JSON embedded in the I-D: it fits the 72
   chars width and it is acceptable for it to be invalid JSON.



   We then define "unfolded-JSON" a valid JSON fragment having the same
   contents of the "folded-JSON " without folding, i.e. limits on the
   text width. The folding/unfolding operation may be done according to
   draft-kwatsen-netmod-artwork-folding. The "unfolded-JSON" can be
   edited by the authors using JSON editors with the advantages of
   syntax validation and pretty-printing.



   Both the "folded" and the "unfolded" JSON fragments can include
   comments having descriptive fields and directives we'll describe
   later to facilitate the reader and enable some automatic processing.



   The presence of comments in the "unfolded-JSON" fragment makes it an
   invalid JSON encoding of YANG data. Therefore we call "naked JSON"
   the JSON where the comments have been stripped out: not only it is
   valid JSON but it is a valid JSON encoding of YANG data.



   The following schema resumes these definitions:



                    unfold_it ‑‑>             stripper ‑‑>

          Folded‑JSON           Unfolded‑JSON             Naked JSON

                    <‑‑ fold_it              <‑‑ author edits

<=72‑chars?    MUST              MAY                      MAY

valid JSON?     MAY             MUST                     MUST

JSON‑encoding   MAY              MAY                     MUST



   of YANG data





   Our validation toolchain has been designed to take a JSON in any of
   the three formats and validate it automatically against a set of
   relevant YANG modules using available open-source tools. It can be
   found at: https://github.com/GianmarcoBruno/json-yang/




A.2. Comments in JSON fragments

   We found useful to introduce two kinds of comments, both defined as
   key-value pairs where the key starts with "//":



   - free-form descriptive comments, e.g."// COMMENT" : "refine this" to
   describe properties of JSON fragments.



   - machine-usable directives e.g. "// __REFERENCES__DRAFTS__" : {
   "ietf-routing-types@2017-12-04": "rfc8294",} which can be used to
   automatically download from the network the relevant I-Ds or RFCs and
   extract from them the YANG models of interest. This is particularly
   useful to keep consistency when the drafting work is rapidly
   evolving.




A.3. Validation of JSON fragments: DSDL-based approach

   The idea is to generate a JSON driver file (JTOX) from YANG, then use
   it to translate JSON to XML and validate it against the DSDL schemas,
   as shown in Figure 8.



   Useful link: https://github.com/mbj4668/pyang/wiki/XmlJson



                     (2)
         YANG‑module ‑‑‑> DSDL‑schemas (RNG,SCH,DSRL)
                |                  |
                | (1)              |
                |                  |
Config/state  JTOX‑file            | (4)
       \        |                  |
        \       |                  |
         \      V                  V
JSON‑file‑‑‑‑‑‑‑‑‑‑‑‑> XML‑file ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑> Output
           (3)



           Figure 8 - DSDL-based approach for JSON code validation



   In order to allow the use of comments following the convention
   defined in section 3without impacting the validation process, these
   comments will be automatically removed from the JSON-file that will
   be validate.




A.4. Validation of JSON fragments: why not using a XSD-based approach

   This approach has been analyzed and discarded because no longer
   supported by pyang.



   The idea is to convert YANG to XSD, JSON to XML and validate it
   against the XSD, as shown in Figure 9:



            (1)
YANG‑module ‑‑‑> XSD‑schema ‑ \       (3)
                               +‑‑> Validation
JSON‑file‑‑‑‑‑‑> XML‑file ‑‑‑‑/
            (2)



           Figure 9 - XSD-based approach for JSON code validation



   The pyang support for the XSD output format was deprecated in 1.5 and
   removed in 1.7.1. However pyang 1.7.1 is necessary to work with YANG
   1.1 so the process shown in Figure 9 will stop just at step (1).




Appendix B. Detailed JSON Examples

   The JSON code examples provided in this appendix have been validated
   using the tools in Appendix A and folded using the tool in [RFC-
   FOLD].




B.1. JSON Examples for Topology Abstractions


B.1.1. JSON Code: mpi1-otn-topology.json

   This is the JSON code reporting the OTN Topology @ MPI:



========== NOTE: '\\' line wrapping per BCP XX (RFC XXXX) ===========

{
  "// __TITLE__": "ODU Black Topology @ MPI1",
  "// __LAST_UPDATE__": "October 18, 2018",
  "// __MISSING_ATTRIBUTES__": true,
  "// __REFERENCE_DRAFTS__": {
    "ietf‑routing‑types@2017‑12‑04": "rfc8294",
    "ietf‑otn‑types@2017‑10‑30": "draft‑ietf‑ccamp‑otn‑tunnel‑model‑\
\01",
    "ietf‑network@2018‑02‑26": "rfc8345",
    "ietf‑network‑topology@2018‑02‑26": "rfc8345",
    "ietf‑te‑types@2018‑06‑12": "draft‑ietf‑teas‑yang‑te‑15",
    "ietf‑te‑topology@2018‑06‑15": "draft‑ietf‑teas‑yang‑te‑topo‑18",
    "ietf‑otn‑topology@2017‑10‑30": "draft‑ietf‑ccamp‑otn‑topo‑yang‑\
\02"
  },
  "// __RESTCONF_OPERATION__": {
    "operation": "GET",
    "url": "http://{{PNC1‑ADDR}}/restconf/data/ietf‑network:networks"
  },
  "ietf‑network:networks": {
    "network": [
      {
        "network‑id": "providerId/201/clientId/300/topologyId/otn‑bl\
\ack‑topology",
        "network‑types": {
          "ietf‑te‑topology:te‑topology": {
            "ietf‑otn‑topology:otn‑topology": {}
          }
        },
        "ietf‑te‑topology:provider‑id": 201,
        "ietf‑te‑topology:client‑id": 300,
        "ietf‑te‑topology:te‑topology‑id": "otn‑black‑topology",
        "// ietf‑te‑topology:te": "presence container requires: prov\
\ider, client and te‑topology‑id",
        "ietf‑te‑topology:te": {
          "name": "OTN Black Topology @ MPI1"
        },
        "// ietf‑network:node": "Access LTPs to be reviewed in a fut\
\ure update",
        "ietf‑network:node": [
          {
            "// __NODE__:__DESCRIPTION__": {

              "name": "AN1",
              "identifier": "10.0.0.1",
              "type": "Abstract Node",
              "physical node(s)": "whole network domain 1"
            },
            "node‑id": "10.0.0.1",
            "ietf‑te‑topology:te‑node‑id": "10.0.0.1",
            "ietf‑te‑topology:te": {
              "te‑node‑attributes": {
                "name": "AN11",
                "admin‑status": "up",
                "// __DISCUSS__ is‑abstract": "To be discussed with \
\TE Topology authors",
                "// __DISCUSS__ underlay‑topology": "To be discussed\
\ with TE Topology authors"
              },
              "oper‑status": "up",
              "// __DISCUSS__ tunnel‑termination‑point": []
            },
            "ietf‑network‑topology:termination‑point": [
              {
                "// __DESCRIPTION__:__LTP__": {
                  "name": "AN1‑1 LTP",
                  "link type(s)": "OTU‑2",
                  "physical node": "S3",
                  "unnumberd/ifIndex": 1,
                  "port type": "tributary port",
                  "connected to": "R1"
                },
                "tp‑id": "1",
                "ietf‑te‑topology:te‑tp‑id": 1,
                "ietf‑te‑topology:te": {
                  "name": "AN1‑1 LTP",
                  "admin‑status": "up",
                  "// __DISCUSS__ interface‑switching‑capability": "\
\See Link attributes (teNodeId/10.0.0.1/teLinkId/1)",
                  "// __DISCUSS__ inter‑domain‑plug‑id": "Access Lin\
\k",
                  "// __COMMENT__ inter‑layer‑lock‑id": "Empty: OTN \
\Links are pre‑configured",
                  "oper‑status": "up",
                  "// __DISCUSS__ ietf‑otn‑topology:supported‑payloa\
\d‑types": "List of ODU clients?",
                  "// __DISCUSS__ ietf‑otn‑topology:client‑facing": \

\true
                }
              },
              {
                "// __DESCRIPTION__:__LTP__": {
                  "name": "AN1‑2 LTP",
                  "link type(s)": "OTU‑4",
                  "physical node": "S2",
                  "unnumberd/ifIndex": 1,
                  "port type": "inter‑domain port",
                  "connected to": "S31"
                },
                "tp‑id": "2",
                "ietf‑te‑topology:te‑tp‑id": 2,
                "ietf‑te‑topology:te": {
                  "name": "AN1‑2 LTP",
                  "admin‑status": "up",
                  "// __DISCUSS__ interface‑switching‑capability": "\
\See Link attributes (teNodeId/10.0.0.1/teLinkId/2)",
                  "// __DISCUSS__ inter‑domain‑plug‑id": "Inter‑doma\
\in Link",
                  "oper‑status": "up",
                  "// __DISCUSS__ ietf‑otn‑topology:supported‑payloa\
\d‑types": "Empty? (inter‑domain OTN link)",
                  "// __DEFAULT__ ietf‑otn‑topology:client‑facing": \
\false
                }
              },
              {
                "// __DESCRIPTION__:__LTP__": {
                  "name": "AN1‑3 LTP",
                  "link type(s)": "OTU‑2",
                  "physical node": "S6",
                  "unnumberd/ifIndex": 1,
                  "port type": "tributary port",
                  "connected to": "R2"
                },
                "tp‑id": "3",
                "ietf‑te‑topology:te‑tp‑id": 3,
                "ietf‑te‑topology:te": {
                  "name": "AN1‑3 LTP",
                  "admin‑status": "up",
                  "// __DISCUSS__ interface‑switching‑capability": "\
\See Link attributes (teNodeId/10.0.0.1/teLinkId/3)",

                  "// __DISCUSS__ inter‑domain‑plug‑id": "Access Lin\
\k",
                  "oper‑status": "up",
                  "// __DISCUSS__ ietf‑otn‑topology:supported‑payloa\
\d‑types": "List of ODU clients?",
                  "// __DISCUSS__ ietf‑otn‑topology:client‑facing": \
\true
                }
              },
              {
                "// __DESCRIPTION__:__LTP__": {
                  "name": "AN1‑4 LTP",
                  "link type(s)": "OTU‑4",
                  "physical node": "S8",
                  "unnumberd/ifIndex": 1,
                  "port type": "inter‑domain port",
                  "connected to": "S32"
                },
                "tp‑id": "4",
                "ietf‑te‑topology:te‑tp‑id": 4,
                "ietf‑te‑topology:te": {
                  "name": "AN1‑4 LTP",
                  "admin‑status": "up",
                  "// __DISCUSS__ interface‑switching‑capability": "\
\See Link attributes (teNodeId/10.0.0.1/teLinkId/4)",
                  "// __DISCUSS__ inter‑domain‑plug‑id": "Inter‑doma\
\in Link",
                  "oper‑status": "up",
                  "// __DISCUSS__ ietf‑otn‑topology:supported‑payloa\
\d‑types": "Empty? (inter‑domain OTN link)",
                  "// __DEFAULT__ ietf‑otn‑topology:client‑facing": \
\false
                }
              },
              {
                "// __DESCRIPTION__:__LTP__": {
                  "name": "AN1‑5 LTP",
                  "link type(s)": "OTU‑4",
                  "physical node": "S8",
                  "unnumberd/ifIndex": 5,
                  "port type": "inter‑domain port",
                  "connected to": "S12"
                },
                "tp‑id": "5",

                "ietf‑te‑topology:te‑tp‑id": 5,
                "ietf‑te‑topology:te": {
                  "name": "AN1‑5 LTP",
                  "admin‑status": "up",
                  "// __DISCUSS__ interface‑switching‑capability": "\
\See Link attributes (teNodeId/10.0.0.1/teLinkId/5)",
                  "// __DISCUSS__ inter‑domain‑plug‑id": "Inter‑doma\
\in Link",
                  "oper‑status": "up",
                  "// __DISCUSS__ ietf‑otn‑topology:supported‑payloa\
\d‑types": "Empty? (inter‑domain OTN link)",
                  "// __DEFAULT__ ietf‑otn‑topology:client‑facing": \
\false
                }
              },
              {
                "// __DESCRIPTION__:__LTP__": {
                  "name": "AN1‑6 LTP",
                  "link type(s)": "OTU‑4",
                  "physical node": "S7",
                  "unnumberd/ifIndex": 4,
                  "port type": "inter‑domain port",
                  "connected to": "S11"
                },
                "tp‑id": "6",
                "ietf‑te‑topology:te‑tp‑id": 6,
                "ietf‑te‑topology:te": {
                  "name": "AN1‑6 LTP",
                  "admin‑status": "up",
                  "// __DISCUSS__ interface‑switching‑capability": "\
\See Link attributes (teNodeId/10.0.0.1/teLinkId/6)",
                  "// __DISCUSS__ inter‑domain‑plug‑id": "Inter‑doma\
\in Link",
                  "oper‑status": "up",
                  "// __DISCUSS__ ietf‑otn‑topology:supported‑payloa\
\d‑types": "Empty? (inter‑domain OTN link)",
                  "// __DEFAULT__ ietf‑otn‑topology:client‑facing": \
\false
                }
              },
              {
                "// __DESCRIPTION__:__LTP__": {
                  "name": "AN1‑7 LTP",
                  "link type(s)": "OTU‑2",

                  "physical node": "S6",
                  "unnumberd/ifIndex": 2,
                  "port type": "tributary port",
                  "connected to": "R3"
                },
                "tp‑id": "7",
                "ietf‑te‑topology:te‑tp‑id": 7,
                "ietf‑te‑topology:te": {
                  "name": "AN1‑7 LTP",
                  "admin‑status": "up",
                  "// __DISCUSS__ interface‑switching‑capability": "\
\See Link attributes (teNodeId/10.0.0.1/teLinkId/7)",
                  "// __DISCUSS__ inter‑domain‑plug‑id": "Access Lin\
\k",
                  "oper‑status": "up",
                  "// __DISCUSS__ ietf‑otn‑topology:supported‑payloa\
\d‑types": "List of ODU clients?",
                  "// __DISCUSS__ ietf‑otn‑topology:client‑facing": \
\true
                }
              }
            ]
          }
        ],
        "// ietf‑network‑topology:link": "Access links to be reviewe\
\d in a future update",
        "ietf‑network‑topology:link": [
          {
            "// __DESCRIPTION__:__LINK__": {
              "name": "Access Link from AN1‑1",
              "type": "access link",
              "physical link": "Link from S3‑1 to R1"
            },
            "link‑id": "teNodeId/10.0.0.1/teLinkId/1",
            "ietf‑te‑topology:te": {
              "te‑link‑attributes": {
                "name": "Access Link from AN1‑1",
                "// __DISCUSS__ access‑type": "Can we assume point‑t\
\o‑point as the default value?",
                "access‑type": "point‑to‑point",
                "// __COMMENT__ external‑domain": "Empty: the plug‑i\
\d is used instead of this container",
                "// __DISCUSS__ is‑abstract": "To be discussed with \
\TE Topology authors",

                "// __DISCUSS__ underlay": "To be discussed with TE \
\Topology authors",
                "admin‑status": "up",
                "interface‑switching‑capability": [
                  {
                    "switching‑capability": "ietf‑te‑types:switching\
\‑otn",
                    "encoding": "ietf‑te‑types:lsp‑encoding‑oduk",
                    "max‑lsp‑bandwidth": [
                      {
                        "priority": 0,
                        "// __DISCUSS__ te‑bandwidth": "ODU2"
                      }
                    ]
                  }
                ],
                "// __COMMENT__ label‑restrictions": "Not described \
\in this JSON example",
                "// __DISCUSS__ link‑protection‑type": "Can we assum\
\e unprotected as the default value?",
                "link‑protection‑type": "unprotected",
                "max‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU2"
                },
                "max‑resv‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU2"
                },
                "unreserved‑bandwidth": [
                  {
                    "priority": 0,
                    "// __DISCUSS__ te‑bandwidth": "1xODU2"
                  }
                ]
              },
              "oper‑status": "up",
              "// __EMPTY__ is‑transitional": "It is not a transitio\
\nal link",
              "// __DISCUSS__ underlay ": "To be discussed with TE T\
\opology authors"
            },
            "source": {
              "source‑node": "10.0.0.1",
              "source‑tp": 1
            },

            "// __EMPTY__ destination": "access link"
          },
          {
            "// __DESCRIPTION__:__LINK__": {
              "name": "Inter‑domain Link from AN1‑2",
              "type": "inter‑domain link",
              "physical link": "Link from S2‑1 to S31"
            },
            "link‑id": "teNodeId/10.0.0.1/teLinkId/2",
            "ietf‑te‑topology:te": {
              "te‑link‑attributes": {
                "name": "Inter‑domain Link from AN1‑2",
                "// __DISCUSS__ access‑type": "Can we assume point‑t\
\o‑point as the default value?",
                "access‑type": "point‑to‑point",
                "// __DISCUSS__ is‑abstract": "To be discussed with \
\TE Topology authors",
                "// __DISCUSS__ underlay": "To be discussed with TE \
\Topology authors",
                "admin‑status": "up",
                "interface‑switching‑capability": [
                  {
                    "switching‑capability": "ietf‑te‑types:switching\
\‑otn",
                    "encoding": "ietf‑te‑types:lsp‑encoding‑oduk",
                    "max‑lsp‑bandwidth": [
                      {
                        "priority": 0,
                        "// __DISCUSS__ te‑bandwidth": "ODU4"
                      }
                    ],
                    "// __DISCUSS__ label‑restrictions": "To be adde\
\d?"
                  }
                ],
                "// __DISCUSS__ link‑protection‑type": "Can we assum\
\e unprotected as the default value?",
                "link‑protection‑type": "unprotected",
                "max‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                },
                "max‑resv‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                },

                "unreserved‑bandwidth": [
                  {
                    "priority": 0,
                    "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                  }
                ]
              },
              "oper‑status": "up",
              "// __EMPTY__ is‑transitional": "It is not a transitio\
\nal link",
              "// __DISCUSS__ underlay ": "To be discussed with TE T\
\opology authors"
            },
            "source": {
              "source‑node": "10.0.0.1",
              "source‑tp": 2
            },
            "// __EMPTY__ destination": "inter‑domain link"
          },
          {
            "// __DESCRIPTION__:__LINK__": {
              "name": "Access Link from AN1‑3",
              "type": "access link",
              "physical link": "Link from S6‑1 to R2"
            },
            "link‑id": "teNodeId/10.0.0.1/teLinkId/3",
            "ietf‑te‑topology:te": {
              "te‑link‑attributes": {
                "name": "Access Link from AN1‑3",
                "// __DISCUSS__ access‑type": "Can we assume point‑t\
\o‑point as the default value?",
                "access‑type": "point‑to‑point",
                "// __DISCUSS__ is‑abstract": "To be discussed with \
\TE Topology authors",
                "// __DISCUSS__ underlay": "To be discussed with TE \
\Topology authors",
                "admin‑status": "up",
                "interface‑switching‑capability": [
                  {
                    "switching‑capability": "ietf‑te‑types:switching\
\‑otn",
                    "encoding": "ietf‑te‑types:lsp‑encoding‑oduk",
                    "max‑lsp‑bandwidth": [
                      {

                        "priority": 0,
                        "// __DISCUSS__ te‑bandwidth": "ODU2"
                      }
                    ],
                    "// __DISCUSS__ label‑restrictions": "To be adde\
\d?"
                  }
                ],
                "// __DISCUSS__ link‑protection‑type": "Can we assum\
\e unprotected as the default value?",
                "link‑protection‑type": "unprotected",
                "max‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU2"
                },
                "unreserved‑bandwidth": [
                  {
                    "priority": 0,
                    "// __DISCUSS__ te‑bandwidth": "1xODU2"
                  }
                ],
                "max‑resv‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU2"
                }
              },
              "oper‑status": "up",
              "// __EMPTY__ is‑transitional": "It is not a transitio\
\nal link",
              "// __DISCUSS__ underlay ": "To be discussed with TE T\
\opology authors"
            },
            "source": {
              "source‑node": "10.0.0.1",
              "source‑tp": 3
            },
            "// __EMPTY__ destination": "access link"
          },
          {
            "// __DESCRIPTION__:__LINK__": {
              "name": "Inter‑domain Link from AN1‑4",
              "type": "inter‑domain link",
              "physical link": "Link from S8‑1 to S32"
            },
            "link‑id": "teNodeId/10.0.0.1/teLinkId/4",
            "ietf‑te‑topology:te": {

              "te‑link‑attributes": {
                "name": "Inter‑domain Link from AN1‑4",
                "// __DISCUSS__ access‑type": "Can we assume point‑t\
\o‑point as the default value?",
                "access‑type": "point‑to‑point",
                "// __DISCUSS__ is‑abstract": "To be discussed with \
\TE Topology authors",
                "// __DISCUSS__ underlay": "To be discussed with TE \
\Topology authors",
                "admin‑status": "up",
                "interface‑switching‑capability": [
                  {
                    "switching‑capability": "ietf‑te‑types:switching\
\‑otn",
                    "encoding": "ietf‑te‑types:lsp‑encoding‑oduk",
                    "max‑lsp‑bandwidth": [
                      {
                        "priority": 0,
                        "// __DISCUSS__ te‑bandwidth": "ODU4"
                      }
                    ],
                    "// __DISCUSS__ label‑restrictions": "To be adde\
\d?"
                  }
                ],
                "// __DISCUSS__ link‑protection‑type": "Can we assum\
\e unprotected as the default value?",
                "link‑protection‑type": "unprotected",
                "max‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                },
                "unreserved‑bandwidth": [
                  {
                    "priority": 0,
                    "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                  }
                ],
                "max‑resv‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                }
              },
              "oper‑status": "up",
              "// __EMPTY__ is‑transitional": "It is not a transitio\
\nal link",

              "// __DISCUSS__ underlay ": "To be discussed with TE T\
\opology authors"
            },
            "source": {
              "source‑node": "10.0.0.1",
              "source‑tp": 4
            },
            "// __EMPTY__ destination": "inter‑domain link"
          },
          {
            "// __DESCRIPTION__:__LINK__": {
              "name": "Inter‑domain Link from AN1‑5",
              "type": "inter‑domain link",
              "physical link": "Link from S8‑5 to S12"
            },
            "link‑id": "teNodeId/10.0.0.1/teLinkId/5",
            "ietf‑te‑topology:te": {
              "te‑link‑attributes": {
                "name": "Inter‑domain Link from AN1‑5",
                "// __DISCUSS__ access‑type": "Can we assume point‑t\
\o‑point as the default value?",
                "access‑type": "point‑to‑point",
                "// __DISCUSS__ is‑abstract": "To be discussed with \
\TE Topology authors",
                "// __DISCUSS__ underlay": "To be discussed with TE \
\Topology authors",
                "admin‑status": "up",
                "interface‑switching‑capability": [
                  {
                    "switching‑capability": "ietf‑te‑types:switching\
\‑otn",
                    "encoding": "ietf‑te‑types:lsp‑encoding‑oduk",
                    "max‑lsp‑bandwidth": [
                      {
                        "priority": 0,
                        "// __DISCUSS__ te‑bandwidth": "ODU4"
                      }
                    ],
                    "// __DISCUSS__ label‑restrictions": "To be adde\
\d?"
                  }
                ],
                "// __DISCUSS__ link‑protection‑type": "Can we assum\
\e unprotected as the default value?",

                "link‑protection‑type": "unprotected",
                "max‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                },
                "max‑resv‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                },
                "unreserved‑bandwidth": [
                  {
                    "priority": 0,
                    "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                  }
                ]
              },
              "oper‑status": "up",
              "// __EMPTY__ is‑transitional": "It is not a transitio\
\nal link",
              "// __DISCUSS__ underlay ": "To be discussed with TE T\
\opology authors"
            },
            "source": {
              "source‑node": "10.0.0.1",
              "source‑tp": 5
            },
            "// __EMPTY__ destination": "inter‑domain link"
          },
          {
            "// __DESCRIPTION__:__LINK__": {
              "name": "Inter‑domain Link from AN1‑6",
              "type": "inter‑domain link",
              "physical link": "Link from S7‑4 to S11"
            },
            "link‑id": "teNodeId/10.0.0.1/teLinkId/6",
            "ietf‑te‑topology:te": {
              "te‑link‑attributes": {
                "name": "Inter‑domain Link from AN1‑6",
                "// __DISCUSS__ access‑type": "Can we assume point‑t\
\o‑point as the default value?",
                "access‑type": "point‑to‑point",
                "// __DISCUSS__ is‑abstract": "To be discussed with \
\TE Topology authors",
                "// __DISCUSS__ underlay": "To be discussed with TE \
\Topology authors",
                "admin‑status": "up",

                "interface‑switching‑capability": [
                  {
                    "switching‑capability": "ietf‑te‑types:switching\
\‑otn",
                    "encoding": "ietf‑te‑types:lsp‑encoding‑oduk",
                    "max‑lsp‑bandwidth": [
                      {
                        "priority": 0,
                        "// __DISCUSS__ te‑bandwidth": "ODU4"
                      }
                    ],
                    "// __DISCUSS__ label‑restrictions": "To be adde\
\d?"
                  }
                ],
                "// __DISCUSS__ link‑protection‑type": "Can we assum\
\e unprotected as the default value?",
                "link‑protection‑type": "unprotected",
                "max‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                },
                "max‑resv‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                },
                "unreserved‑bandwidth": [
                  {
                    "priority": 0,
                    "// __DISCUSS__ te‑bandwidth": "1xODU4, ..."
                  }
                ]
              },
              "oper‑status": "up",
              "// __EMPTY__ is‑transitional": "It is not a transitio\
\nal link",
              "// __DISCUSS__ underlay ": "To be discussed with TE T\
\opology authors"
            },
            "source": {
              "source‑node": "10.0.0.1",
              "source‑tp": 6
            },
            "// __EMPTY__ destination": "inter‑domain link"
          },
          {

            "// __DESCRIPTION__:__LINK__": {
              "name": "Access Link from AN1‑7",
              "type": "access link",
              "physical link": "Link from S6‑2 to R3"
            },
            "link‑id": "teNodeId/10.0.0.1teLinkId/7",
            "ietf‑te‑topology:te": {
              "te‑link‑attributes": {
                "name": "Access Link from AN1‑7",
                "// __DISCUSS__ access‑type": "Can we assume point‑t\
\o‑point as the default value?",
                "access‑type": "point‑to‑point",
                "// __DISCUSS__ is‑abstract": "To be discussed with \
\TE Topology authors",
                "// __DISCUSS__ underlay": "To be discussed with TE \
\Topology authors",
                "admin‑status": "up",
                "interface‑switching‑capability": [
                  {
                    "switching‑capability": "ietf‑te‑types:switching\
\‑otn",
                    "encoding": "ietf‑te‑types:lsp‑encoding‑oduk",
                    "max‑lsp‑bandwidth": [
                      {
                        "priority": 0,
                        "// __DISCUSS__ te‑bandwidth": "ODU2"
                      }
                    ],
                    "// __DISCUSS__ label‑restrictions": "To be adde\
\d?"
                  }
                ],
                "// __DISCUSS__ link‑protection‑type": "Can we assum\
\e unprotected as the default value?",
                "link‑protection‑type": "unprotected",
                "max‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU2"
                },
                "max‑resv‑link‑bandwidth": {
                  "// __DISCUSS__ te‑bandwidth": "1xODU2"
                },
                "unreserved‑bandwidth": [
                  {
                    "priority": 0,

                    "// __DISCUSS__ te‑bandwidth": "1xODU2"
                  }
                ]
              },
              "oper‑status": "up",
              "// __EMPTY__ is‑transitional": "It is not a transitio\
\nal link",
              "// __DISCUSS__ underlay ": "To be discussed with TE T\
\opology authors"
            },
            "source": {
              "source‑node": "10.0.0.1",
              "source‑tp": 7
            },
            "// __EMPTY__ destination": "access link"
          }
        ]
      }
    ]
  }
}




B.2. JSON Examples for Service Configuration


B.2.1. JSON Code: mpi1-odu2-service-config.json

   This is the JSON code reporting the ODU2 transit service
   configuration @ MPI:



========== NOTE: '\\' line wrapping per BCP XX (RFC XXXX) ===========

{
  "// __TITLE__": "ODU2 Service Configuration @ MPI1",
  "// __LAST_UPDATE__": "October 22, 2018",
  "// __MISSING_ATTRIBUTES__": true,
  "// __REFERENCE_DRAFTS__": {
    "ietf‑routing‑types@2017‑12‑04": "rfc8294",
    "ietf‑otn‑types@2018‑06‑07": "draft‑ietf‑ccamp‑otn‑tunnel‑model‑\
\02",
    "ietf‑te‑types@2018‑07‑01": "draft‑ietf‑teas‑yang‑te‑16",
    "ietf‑te@2018‑07‑01": "draft‑ietf‑teas‑yang‑te‑16",
    "ietf‑otn‑tunnel@2018‑06‑07": "draft‑ietf‑ccamp‑otn‑tunnel‑model\
\‑02"
  },
  "// __RESTCONF_OPERATION__": {
    "operation": "PUT",
    "url": "http://{{PNC1‑ADDR}}/restconf/data/ietf‑te:te"
  },
  "ietf‑te:te": {
    "tunnels": {
      "tunnel": [
        {
          "name": "mpi1‑odu2‑service",
          "// identifier": "ODU2‑SERVICE‑TUNNEL‑ID @ MPI1",
          "identifier": 1,
          "description": "ODU2 Service implemented by ODU2 OTN Tunne\
\l Segment @ MPI1",
          "// encoding and switching‑type": "ODU",
          "encoding": "ietf‑te‑types:lsp‑encoding‑oduk ",
          "switching‑type": "ietf‑te‑types:switching‑otn",
          "// source": "None: transit tunnel segment",
          "// destination": "None: transit tunnel segment",
          "// src‑tp‑id": "None: transit tunnel segment",
          "// dst‑tp‑id": "None: transit tunnel segment",
          "// ietf‑otn‑tunnel:src‑client‑signal": "None: ODU transit\
\ tunnel segment",
          "// ietf‑otn‑tunnel:dst‑client‑signal": "None: ODU transit\
\ tunnel segment",
          "bidirectional": true,
          "// protection": "No protection",
          "// __ DEFAULT __ protection": {
            "// __ DEFAULT __ enable": false
          },

          "// restoration": "No restoration",
          "// __ DEFAULT __ restoration": {
            "// __ DEFAULT __ enable": false
          },
          "// te‑topology‑identifier": "ODU Black Topology @ MPI1",
          "te‑topology‑identifier": {
            "provider‑id": 201,
            "client‑id": 300,
            "topology‑id": "otn‑black‑topology"
          },
          "te‑bandwidth": {
            "ietf‑otn‑tunnel:odu‑type": "ietf‑otn‑types:prot‑ODU2"
          },
          "// hierarchical‑link": "None: transit tunnel segment",
          "p2p‑primary‑paths": {
            "p2p‑primary‑path": [
              {
                "name": "mpi1‑odu2‑service‑primary‑path",
                "path‑scope": "ietf‑te‑types:path‑scope‑segment",
                "// te‑bandwidth": "None: only the tunnel bandwidth \
\needs to be specified in transport applications",
                "explicit‑route‑objects": {
                  "route‑object‑include‑exclude": [
                    {
                      "// comment": "Tunnel hand‑off OTU2 ingress in\
\terface (S3‑1)",
                      "index": 1,
                      "explicit‑route‑usage": "ietf‑te‑types:route‑i\
\nclude‑ero",
                      "num‑unnum‑hop": {
                        "// node‑id": "AN1 Node",
                        "node‑id": "10.0.0.1",
                        "// link‑tp‑id": "AN1‑1 LTP",
                        "link‑tp‑id": 1,
                        "hop‑type": "STRICT",
                        "direction": "INCOMING"
                      }
                    },
                    {
                      "// comment": "Tunnel hand‑off ODU2 ingress la\
\bel (ODU2 over OTU2) at S3‑1",
                      "index": 2,
                      "explicit‑route‑usage": "ietf‑te‑types:route‑i\
\nclude‑ero",

                      "label‑hop": {
                        "te‑label": {
                          "// __ DISCUSS __ odu‑label": "How are HO‑\
\ODU (ODUk over OTUk) label represented?",
                          "// __ DISCUSS __ direction": "Check with \
\TE Tunnel authors",
                          "direction": "FORWARD "
                        }
                      }
                    },
                    {
                      "// comment": "Tunnel hand‑off OTU4 egress int\
\erface (S2‑1)",
                      "index": 3,
                      "explicit‑route‑usage": "ietf‑te‑types:route‑i\
\nclude‑ero",
                      "num‑unnum‑hop": {
                        "// node‑id": "AN1 Node",
                        "node‑id": "10.0.0.1",
                        "// link‑tp‑id": "AN1‑2 LTP",
                        "link‑tp‑id": 1,
                        "hop‑type": "STRICT",
                        "direction": "OUTGOING"
                      }
                    },
                    {
                      "// comment": "Tunnel hand‑off ODU2 egress lab\
\el (ODU2 over OTU4) at S2‑1",
                      "index": 4,
                      "explicit‑route‑usage": "ietf‑te‑types:route‑i\
\nclude‑ero",
                      "label‑hop": {
                        "te‑label": {
                          "ietf‑otn‑tunnel:tpn": 1,
                          "ietf‑otn‑tunnel:tsg": "ietf‑otn‑types:tsg\
\‑1.25G",
                          "ietf‑otn‑tunnel:ts‑list": "1‑8",
                          "// __ DISCUSS __ direction": "Check with \
\TE Tunnel authors",
                          "direction": "FORWARD "
                        }
                      }
                    }
                  ]

                }
              }
            ]
          }
        }
      ]
    }
  }
}




B.2.2. JSON Code: mpi1-odu2-tunnel-config.json

   The JSON code for this use case will be added in a future version of
   this document



   An incomplete version is located on GitHub at:



   https://github.com/danielkinguk/transport-nbi




B.2.3. JSON Code: mpi1-epl-service-config.json

   The JSON code for this use case will be added in a future version of
   this document



   An incomplete version is located on GitHub at:



   https://github.com/danielkinguk/transport-nbi
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Abstract

   Impairment-Aware (IA) Routing and Wavelength Assignment (RWA)
   function might be required in Wavelength Switched Optical Networks
   (WSON) that already support RWA.  This document defines proper
   encoding to support this operation.  It goes in addition to the
   available impairment-free WSON encoding and it is fully compatible
   with it.



   As the information model, the encoding is independent from control
   plane architectures and protocol implementations.  Its definitions
   can be used in related protocol extensions.




Status of This Memo

   This Internet-Draft is submitted in full conformance with the
   provisions of BCP 78 and BCP 79.



   Internet-Drafts are working documents of the Internet Engineering
   Task Force (IETF).  Note that other groups may also distribute
   working documents as Internet-Drafts.  The list of current Internet-
   Drafts is at https://datatracker.ietf.org/drafts/current/.



   Internet-Drafts are draft documents valid for a maximum of six months
   and may be updated, replaced, or obsoleted by other documents at any
   time.  It is inappropriate to use Internet-Drafts as reference
   material or to cite them other than as "work in progress."



   This Internet-Draft will expire on July 5, 2019.
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1. Introduction

   In case of WSON where optical impairments play a significant role,
   the framework document [RFC6566] defines related control plane
   architectural options for Impairment Aware Routing and Wavelength
   Assignment (IA-RWA).  This document provides a suitable encoding for
   the related WSON impairment information model as defined
   [I-D.ietf-ccamp-wson-iv-info].



   This document directly refers to ITU recommendations [ITU.G680] and
   [ITU.G697] as already detailed in the information model.
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1.1. Requirements Language

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].




2. Encoding

   This section details encoding for all elements defined within
   [I-D.ietf-ccamp-wson-iv-info].  Elements to encode are:



      Optical Parameter (OPTICAL_PARAM)



      Optical Impairment Vector (OIV)



      Impairment Matrix



      Impairment Resource Block Information




2.1. Optical Parameter

   The OPTICAL_PARAM is defined as a sub-TLV object.



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|S|V|      Reserved             |  ParamSource  |    ParamID    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                            Value                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Variance (Optional)                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The following flag is defined:



   S: Standard bit.

         S=1 identifies a set of parameters standardized by ITU; while
         S=0 identifies a non-standardized set of parameters.



   V: Variance bit.

         V=0 only parameter value, V=1 parameter value and variance.



   With the flag S=1 the following parameters are defined:



   ParamSource = 1.

         Identify the ITU document that defines the following parameter
         list.  Currently [ITU.G697] defines this value 1 for this
         parameter.
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   ParamID.

         Parameter identifier according to the source.  [ITU.G697] table
         V.3 defines the following identifiers:



         1.  Total Power (dBm)

             Not reported within [I-D.ietf-ccamp-wson-iv-info] parameter
             list but relates to Channel Power through the number of
             channels.



         2.  Channel Power (dBm).

             Referred as parameter L-3 in [I-D.ietf-ccamp-wson-iv-info]



         3.  Reserved ("Frequency Deviation from Nominal, GHz", defined
             in [ITU.G697] but not used)



         4.  Reserved ("Wavelength Deviation from Nominal, nm", defined
             in [ITU.G697] but not used)



         5.  OSNR (db).

             Referred as parameter G-1 in [I-D.ietf-ccamp-wson-iv-info]



         6.  Reserved.  (Q Factor, a pure number).

             Not reported within [I-D.ietf-ccamp-wson-iv-info] parameter
             list but is a known index for assessing channel quality.



         7.  PMD (ps).

             Referred as parameter G-3 in [I-D.ietf-ccamp-wson-iv-info]



         8.  Residual Chromatic Dispersion (ps/nm).

             Referred as parameter G-2 in [I-D.ietf-ccamp-wson-iv-info]



   Value.

         Value for the parameter.  As defined by [ITU.G697], it is a 32
         bit IEEE floating point number.



   Variance.

         Variance for the parameter, a 32 bit IEEE floating point
         number.



   According to [I-D.ietf-ccamp-wson-iv-info], there are some parameters
   required for the IV function not listed within [ITU.G697].  Current
   information source for such parameters is [LS78] hence, this document
   proposes to use a different value for the field parameter source.



   ParamSource = 0 (proposal).

         List of parameters within [I-D.ietf-ccamp-wson-iv-info].



   ParamID.
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         A number that take the following list of values.



         1.  Ripple (dBm).  L-4 in [I-D.ietf-ccamp-wson-iv-info].



         2.  Channel signal-spontaneous noise figure.  L-5 in
             [I-D.ietf-ccamp-wson-iv-info].



         3.  DGD, Differential Group Delay.  L-8 in
             [I-D.ietf-ccamp-wson-iv-info].



         4.  Reflectance.  L-11 in [I-D.ietf-ccamp-wson-iv-info].



         5.  Isolation.  L-12 in [I-D.ietf-ccamp-wson-iv-info].



         6.  Channel extinction.  L-13 in [I-D.ietf-ccamp-wson-iv-info].



         7.  Attenuation Coefficient.  L-14 in
             [I-D.ietf-ccamp-wson-iv-info].




2.2. Impairment Vector

   This sub-TLV is a list of optical parameters and they MAY have a
   wavelength dependency information.



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|0|       Reserved              |   Number of Parameters        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Optical Param sub‑TLV(s)                     |
:                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Where:



      W = 0.  Wavelength Dependency flag.  There is no wavelength
      dependency.



      Number of Parameters contained in this vector.



      Optical Param sub-TLV(s) present a list of Object as defined in
      Section 2.1.
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    0                   1                   2                   3
    0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   |1|       Reserved              |   Number of Parameters        |
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   |                  Label Set                                    |
   :                                                               :
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   |                  Optical Param sub‑TLV(s)                     |
   :                                                               |
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Where:



      W = 1.  Wavelength Dependency flag.  There is wavelength
      dependency.



      The Label Set object is defined in [RFC7579] Section 2.6.  Likely
      an inclusive range will be the only option required by the Action
      defined in the Label Set.




2.3. Connectivity Matrix Field for Impairment

   As defined by the [I-D.ietf-ccamp-wson-iv-info], the impairment
   matrix follows the same structure as the connectivity matrix.  The
   encoding of the connectivity matrix for impairment is enhanced from
   the Connectivity Matrix Field as defined in Section 2.1 of [RFC7579].



Internet‑Draft  Encoding WSON Info Model with Impairments  January 2019


    0                   1                   2                   3
    0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   | Conn  |   MatrixID    |               Reserved              |N|
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   |                         Link Set A #1                         |
   :                               :                               :
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   |                         Link Set B #1                         |
   :                               :                               :
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   |                Impairment Vector sub‑TLV(s)                   |
   :                               :                               :
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   |       Additional Link Set pairs and Impairment Vector(s)      |
   :                               :                               :
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

    0                   1                   2                   3
    0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   | Conn  |    MatrixID   |                Reserved             |N|
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
   |                Impairment Vector sub‑TLV(s)                   |
   :                               :                               :
   +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+




   Where:



      Connectivity (Conn) (4 bits) has value 2 for the impairment matrix
      (Values 0 and 1 defined by [RFC7579]).



      MatrixID: matrix identifier,following same rules as [RFC7579].



      N: Node scope flag.  With this flag set (N=0), there's no Link Set
      information but only a list of optical parameters TLVs that apply
      to the whole optical node.



   The usage of multiple matrixes with connectivity type equal to 2
   (Impairment Matrix) MIGHT be used to group optical parameters by
   connectivity.  For example, if a subset of parameters apply to the
   whole node, a unique matrix with flag N=1 is used.  At the same some
   another subset of parameters applies only to some LinkSet pairs, a
   specific Impairment Matrix will be added.
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2.4. Resource Block Information

   The Resource Block Information field is used to represent resource
   signal constraints and processing capabilities of a node.  As defined
   by [I-D.ietf-ccamp-wson-iv-info], the concept of resource block is
   extended to support the description of the impairments related to
   that block.  The encoding expands the same structure as the one
   defined in Section 4 of [RFC7581], with the addition of an optional
   Impairment Vector sub-object:



0                   1                   2                   3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     RB Set Field                              |
:                                                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|I|O|B|                        Reserved                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                Optical Interface Class List(s) (opt)          |
:                                                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|               Acceptable Client Signal Type (opt)             |
:                                                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                    Input Bit Rate List (opt)                  |
:                                                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                Processing Capabilities List (opt)             |
:                                                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                   OIV‑Impairment Vector (opt)                 |
:                                                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Impairment Vector is defined within Section 2.2.  All the other
   fields are defined within [RFC7581].
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Abstract

   This document defines an information model to support Impairment-
   Aware (IA) Routing and Wavelength Assignment (RWA) functionality.
   This information model extends the information model for impairment-
   free RWA process in WSON to facilitate computation of paths where
   optical impairment constraints need to considered.
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1. Introduction

   In the context of Wavelength Switched Optical Network (WSON),
   [RFC6163] describes the basic framework for a GMPLS and PCE-based
   Routing and Wavelength Assignment (RWA) control plane.  The
   associated information model [RFC7446] defines information/parameters
   required by an RWA process without optical impairment considerations.
   There are cases of WSON where optical impairments play a significant
   role and are considered as important constraints.  The framework
   document [RFC6566] defines the problem scope and related control
   plane architectural options for the Impairment Aware RWA (IA-RWA)
   operation.  Options include different combinations of Impairment
   Validation (IV) and RWA functions in term of different combination of
   control plane functions (i.e., PCE, Routing, Signaling).



   A Control Plane with RWA-IA will not be able to solve the optical
   impairment problem in a detailed and exhaustive way, however, it may
   take advantage of some data plane knowledge to make better decisions
   during its path computing phase.  The final outcome will be a path,
   instantiated through a wavelength in the data plane, that has a
   "better chance" to work than that path were calculated without IA
   information.  "Better chance" means that path setup may still fail
   and the GMPLS control plane will follow its usual procedures upon
   errors and failures.  A control plane will not replace a the network
   design phase that remains a fundamental step for DWDM Optical
   Networks.  As the non-linear impairments which need to be considered
   in the calculation of an optical path will be vendor-dependent, the
   parameters considered in this document is not an exhaustive list.



   This document provides an information model for the impairment aware
   case to allow the impairment validation function implemented in the
   control plane or enabled by control plane available information.
   This model goes in addition to [RFC7446] and shall support any
   control plane architectural option described by the framework
   document (see sections 4.2 and 4.3 of [RFC6566]) where a set of
   combinations of control plane functions vs. IV function is provided.




2. Definitions, Applicability and Properties

   This section provides some concepts to help understand the model and
   to make a clear separation from data plane definitions (ITU-T
   recommendations).  The first sub-section provides definitions while
   the Applicability sections uses the defined definitions to scope this
   document.




2.1. Definitions

o  Computational Model / Optical Computational Model.
   Defined by ITU standard documents (e.g.  [ITU.G680]).  In this
   context we look for models able to compute optical impairments for
   a given lightpath.



   o  Information Model.



      Defined by IETF (this document) and provides the set of
      information required by control plane to apply the Computational
      Model.



o  Level of Approximation.
   This concept refers to the Computational Model as it may compute
   optical impairment with a certain level of uncertainty.  This
   level is generally not measured but [RFC6566] Section 4.1.1
   provides a rough classification about it.

o  Feasible Path.
   It is the output of the C‑SPF with RWA‑IV capability.  It's an
   optical path that satisfies optical impairment constraints.  The
   path, instantiated through wavelength(s), may actually work or not
   work depending of the level of approximation.

o  Existing Service Disruption.
   An effect known to optical network designers is the cross‑
   interaction among spectrally adjacent wavelengths: an existing
   wavelength may experience increased BER due to the setup of an
   adjacent wavelength.  Solving this problem is a typical optical
   network design activity.  Just as an example, a simple solution is
   adding optical margins (e.g., additional OSNR), although complex
   and detailed methods exist.

o  DWDM Line Segments.
   [ITU.G680] provides definition and picture for the "Situation 1"
   DWDM Line segments: " Situation 1 ‑ The optical path between two
   consecutive 3R regenerators is composed of DWDM line segments from
   a single vendor and OADMs and PXCs from another vendor".  Document
   [RFC6566] Figure 1 shows an LSP composed by two DWDM line segments
   according to [ITU.G680] definition.




2.2. Applicability

   This document targets at Scenario C defined in [RFC6566] section
   4.1.1.  as approximate impairment estimation.  The Approximate
   concept refer to the fact that this Information Model covers
   information mainly provided by [ITU.G680] Computational Model.



   Computational models having no or little approximation, referred as
   IV-Detailed in the [RFC6566], currently does not exist in term of
   ITU-T recommendation.  They generally deal with non-linear optical
   impairment and are usually vendor specific.



   The Information Model defined in this document does not speculate
   about the mathematical formulas used to fill up information model
   parameters, hence it does not preclude changing the computational
   model.  At the same time, the authors do not believe this Information
   Model is exhaustive and if necessary further documents will cover
   additional models after they become available.



   The result of RWA-IV process implementing this Information Model is a
   path (and a wavelength in the data plane) that has better chance to
   be feasible than if it was computed without any IV function.  The
   Existing Service Disruption, as per the definition above, would still
   be a problem left to a network design phase.




2.3. Properties

   An information model may have several attributes or properties that
   need to be defined for each optical parameter made available to the
   control plane.  The properties will help to determine how the control
   plane can deal with a specific impairment parameter, depending on
   architectural options chosen within the overall impairment framework
   [RFC6566].  In some case, properties value will help to identify the
   level of approximation supported by the IV process.



o  Time Dependency
   This identifies how an impairment parameter may vary with time.
   There could be cases where there is no time dependency, while in
   other cases there may be need of re‑evaluation after a certain
   time.  In this category, variations in impairments due to
   environmental factors such as those discussed in [ITU.GSUP47] are
   considered.  In some cases, an impairment parameter that has time
   dependency may be considered as a constant for approximation.  In
   this information model, we do neglect this property.

o  Wavelength Dependency
   This property identifies if an impairment parameter can be
   considered as constant over all the wavelength spectrum of
   interest or not.  Also in this case a detailed impairment
   evaluation might lead to consider the exact value while an
   approximation IV might take a constant value for all wavelengths.
   In this information model, we consider both case: dependency / no
   dependency on a specific wavelength.  This property appears
   directly in the information model definitions and related
   encoding.

o  Linearity
   As impairments are representation of physical effects, there are
   some that have a linear behaviour while other are non‑linear.
   Linear approximation is in scope of Scenario C of [RFC6566].
   During the impairment validation process, this property implies
   that the optical effect (or quantity) satisfies the superposition
   principle, thus a final result can be calculated by the sum of



      each component.  The linearity implies the additivity of optical
      quantities considered during an impairment validation process.
      The non-linear effects in general do not satisfy this property.
      The information model presented in this document however, easily
      allow introduction of non-linear optical effects with a linear
      approximated contribution to the linear ones.



o  Multi‑Channel
   There are cases where a channel's impairments take different
   values depending on the aside wavelengths already in place, this
   is mostly due to non‑linear impairments.  The result would be a
   dependency among different LSPs sharing the same path.  This
   information model do not consider this kind of property.



   The following table summarise the above considerations where in the
   first column reports the list of properties to be considered for each
   optical parameter, while the second column states if this property is
   taken into account or not by this information model.



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|        Property       | Info Model Awareness |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|    Time Dependency    |          no          |
| Wavelength Dependency |         yes          |
|       Linearity       |         yes          |
|     Multi‑channel     |          no          |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                  Table 1: Optical Impairment Properties




3. ITU-T List of Optical Parameters

   As stated by Section 2.2 this Information Model does not intend to be
   exhaustive and targets an approximate computational model although
   not precluding future evolutions towards more detailed or different
   impairments estimation methods.



   On the same line, ITU SG15/Q6 provides (through [LS78]) a list of
   optical parameters with following observations:



   (a)  the problem of calculating the non-linear impairments in a

        multi-vendor environment is not solved.  The transfer functions
        works only for the so called [ITU.G680] "Situation 1".



   (b)  The generated list of parameters is not exhaustive however

        provide a guideline for control plane optical impairment
        awareness.



   In particular, [ITU.G680] contains many parameters that would be
   required to estimate linear impairments.  Some of the Computational
   Models defined within [ITU.G680] requires parameters defined in other
   documents like [ITU.G671].  The purpose of the list here below makes
   this match between the two documents.



   [ITU.G697] defines parameters can be monitored in an optical network.
   This Information Model and associated encoding document will reuse
   [ITU.G697] parameters identifiers and encoding for the purpose of
   path computation.



   The list of optical parameters starts from [ITU.G680] Section 9 which
   provides the optical computational models for the following p:



G‑1  OSNR.  Section 9.1

G‑2  Chromatic Dispersion (CD).  Section 9.2

G‑3  Polarization Mode Dispersion (PMD).  Section 9.3

G‑4  Polarization Dependent Loss (PDL).  Section 9.3



   In addition to the above, the following list of parameters has been
   mentioned by [LS78]:



L‑1   "Channel frequency range", [ITU.G671].  This parameter is part
      of the application code and encoded through Optical Interface
      Class as defined in [RFC7446].

L‑2   "Modulation format and rate".  This parameter is part of the
      application code and encoded through Optical Interface Class as
      defined in [RFC7446].

L‑3   "Channel power".  Required by G‑1.

L‑4   "Ripple".  According to [ITU.G680], this parameter can be taken
      into account as additional OSNR penalty.

L‑5   "Channel signal‑spontaneous noise figure", [ITU.G680].
      Required by OSNR calculation (see G‑1) above.

L‑6   "Channel chromatic dispersion (for fibre segment or network
      element)".  Already in G‑2 above.

L‑7   "Channel local chromatic dispersion (for a fibre segment)".
      Already in G‑2 above (since consider both local and fiber
      dispersions).

L‑8   "Differential group delay (for a network element)", [ITU.G671].
      Required by G‑3.

L‑9   "Polarisation mode dispersion (for a fibre segment)",
      [ITU.G650.2], [ITU.G680].  Defined above as G‑3.

L‑10  "Polarization dependent loss (for a network element)",
      [ITU.G671] and [ITU.G680].  Defined above as G‑4.

L‑11  "Reflectance".  From [ITU.G671] Section 3.2.2.37 is the ratio
      of reflected power Pr to incident power Pi at a given port of a
      passive component, for given conditions of spectral
      composition, polarization and geometrical distribution.
      Generally expressed in dB.  Might be monitored in some critical
      cases.  We neglect this effect as first approximation.

L‑12  "Channel Isolation".  From [ITU.G671] Section 3.2.2.2 (Adjacent
      Channel Isolation) and Section 3.2.2.29 (Non Adjacent Channel
      Isolation).  Document [ITU.GSUP39] provide the formula for
      calculation as channel cross‑talk and measure it in dB.  This
      parameterer shall be considered for path computation.

L‑13  "Channel extinction".  From [ITU.G671] Section 3.2.2.9 needed
      for Interferometric Crosstalk.  Document [ITU.GSUP39] has the
      formula for penalty computation.  Unit of measurement is dB.

L‑14  "Attenuation coefficient (for a fibre segment)".  Document
      [ITU.G650.1] Section 3.6.2.  The unit of measure is dB.  This
      is a typical link parameter (as associated to a fiber).

L‑15  "Non‑linear coefficient (for a fibre segment)", [ITU.G650.2].
      Required for Non‑Linear Optical Impairment Computational
      Models.  Neglected by this document.



   The final list of parameters is G-1, G-2, G-3, G-4, L-3, L-4, L-5,
   L-8, L-12, L-13, L-14.




4. Background from WSON-RWA Information Model

   In this section we report terms already defined for the WSON-RWA
   (impairment free) as in [RFC7446] and [RFC7579].  The purpose is to
   provide essential information that will be reused or extended for the
   impairment case.



   In particular [RFC7446] Section 4.1 defines the ConnectivityMatrix
   and states that such matrix does not represent any particular
   internal blocking behaviour but indicates which input ports and
   wavelengths could possibly be connected to a particular output port.
   <ConnectivityMatrix> ::= <MatrixID> <ConnType> <Matrix>



   According to [RFC7579], this definition is further detailed as:



   <ConnectivityMatrix> ::=

         <MatrixID> <ConnType> ((<LinkSet> <LinkSet>) ...)



   This second formula highlights how the ConnectivityMatrix is built by
   pairs of LinkSet objects identifying the internal connectivity
   capability due to internal optical node constraint(s).  It's
   essentially binary information and tell if a wavelength or a set of
   wavelengths can go from an input port to an output port.



   As an additional note, ConnectivityMatrix belongs to node
   information, is uniquely identified by advertising node and is a
   static information.  Dynamic information related to the actual state
   of connections is available through specific extension to link
   information.



   The [RFC7446] introduces the concept of ResourceBlockInfo and
   ResourcePool for the WSON nodes.  The resource block is a collection
   of resources behaving in the same way and having similar
   characteristics.  The ResourceBlockInfo is defined as follow:



   <ResourceBlockInfo> ::= <ResourceBlockSet> [<InputConstraints>]

         [<ProcessingCapabilities>] [<OutputConstraints>]



   The usage of resource block and resource pool is an efficient way to
   model constrains within a WSON node.




5. Optical Impairment Information Model

   The idea behind this document is to put optical impairment parameters
   into categories and extend the information model already defined for
   impairment-free WSONs.  The three categories are:



   o  Node Information.  The concept of connectivity matrix is reused
      and extended to introduce an impairment matrix, which represents
      the impairments suffered on the internal path between two ports.
      In addition, the concept of Resource Block is also reused and
      extended to provide an efficient representation of per-port
      impairment.



   o  Link Information representing impairment information related to a
      specific link or hop.



   o  Path Information representing the impairment information related
      to the whole path.



   All the above three categories will make use of a generic container,
   the Impairment Vector, to transport optical impairment information.



   This information model however will allow however to add additional
   parameters beyond the one defined by [ITU.G680] in order to support
   additional computational models.  This mechanism could eventually
   applicable to both linear and non-linear parameters.



   This information model makes the assumption that the each optical
   node in the network is able to provide the control plane protocols
   with its own parameter values.  However, no assumption is made on how
   the optical nodes get those value information (e.g., internally
   computed, provisioned by a network management system, etc.).  To this
   extent, the information model intentionally ignores all internal
   detailed parameters that are used by the formulas of the Optical
   Computational Model (i.e., "transfer function") and simply provides
   the object containers to carry results of the formulas.




5.1. The Optical Impairment Vector

   Optical Impairment Vector (OIV) is defined as a list of optical
   parameters to be associated to a WSON node or a WSON link.  It is
   defined as:



   <OIV> ::= ([<LabelSet>] <OPTICAL_PARAM>) ...



   The optional LabelSet object enables wavelength dependency property
   as per Table 1.  LabelSet has its definition in [RFC7579].



   OPTICAL_PARAM.  This object represents an optical parameter.  The
   Impairment vector can contain a set of parameters as identified by
   [ITU.G697] since those parameters match the terms of the linear
   impairments computational models provided by [ITU.G680].  This
   information model does not speculate about the set of parameters
   (since defined elsewhere, e.g.  ITU-T), however it does not preclude
   extensions by adding new parameters.




5.2. Node Information


5.2.1. Impairment Matrix

   Impairment matrix describes a list of the optical parameters that
   applies to a network element as a whole or ingress/egress port pairs
   of a network element.  Wavelength dependency property of optical
   parameters is also considered.



ImpairmentMatrix ::=  <MatrixID> <ConnType>
      ((<LinkSet> <LinkSet> <OIV>) ...)



   Where:



      MatrixID.  This ID is a unique identifier for the matrix.  It
      shall be unique in scope among connectivity matrices defined in
      [RFC7446] and impairment matrices defined here.



      ConnType.  This number identifies the type of matrix and it shall
      be unique in scope with other values defined by impairment-free
      WSON documents.



      LinkSet.  Same object definition and usage as [RFC7579].  The
      pairs of LinkSet identify one or more internal node constrain.



      OIV.  The Optical Impairment Vector defined above.



   The model can be represented as a multidimensional matrix shown in
   the following picture





                       _________________________________________
                      /        /       /       /       /       /|
                     /        /       /       /       /       / |
                    /________/_______/_______/_______/_______/  |
                   /        /       /       /       /       /| /|
                  /        /       /       /       /       / |  |
                 /________/_______/_______/_______/_______/  | /|
                /        /       /       /       /       /| /|  |
               /        /       /       /       /       / |  | /|
              /________/_______/_______/_______/_______/  | /|  |
             /        /       /       /       /       /| /|  | /|
            /        /       /       /       /       / |  | /|  |
            +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+  | /|  | / PDL
<LinkSet#1> |   ‑   |       |       |       |       | /|  | /|/
            +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+  | /|  /
<linkSet#2> |       |   ‑   |       |       |       | /|  | / PND
            +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+  | /|/
<linkSet#3> |       |       |   ‑   |       |       | /|  /
            +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+  | / Chr.Disp.
<linkSet#4> |       |       |       |   ‑   |       | /|/
            +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+  /
<linkSet#5> |       |       |       |       |   ‑   | / OSNR
            +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
             <LS#1>  <LS#2>  <LS#3>  <LS#4>  <LS#5>




   The connectivity matrix from [RFC7579] is only a two dimensional
   matrix, containing only binary information, through the LinkSet
   pairs.  In this model, a third dimension is added by generalizing the
   binary information through the Optical Impairment Vector associated
   with each LinkSet pair.  Optical parameters in the picture are
   reported just as an example: proper list and encoding shall be
   defined by other documents.



   This representation shows the most general case however, the total
   amount of information transported by control plane protocols can be
   greatly reduced by proper encoding when the same set of values apply
   to all LinkSet pairs.




5.2.2. Impairment Resource Block Information

   This information model reuses the definition of Resource Block
   Information adding the associated impairment vector.



   ResourceBlockInfo ::= <ResourceBlockSet> [<InputConstraints>]

       [<ProcessingCapabilities>] [<OutputConstraints>] [<OIV>]



   The object ResourceBlockInfo is than used as specified within
   [RFC7446].




5.3. Link Information

   For the list of optical parameters associated to the link, the same
   approach used for the node-specific impairment information can be
   applied.  The link-specific impairment information is extended from
   [RFC7446] as the following:



<DynamicLinkInfo> ::=  <LinkID> <AvailableLabels>
        [<SharedBackupLabels>] [<OIV>]



   DynamicLinkInfo is already defined in [RFC7446] while OIV is the
   Optical Impairment Vector is defined in the previous section.




5.4. Path Information

   There are cases where the optical impairments can only be described
   as a constrains on the overall end to end path.  In such case, the
   optical impairment and/or parameter, cannot be derived (using a
   simple function) from the set of node / link contributions.



   An equivalent case is the option reported by [RFC6566] on IV-
   Candidate paths where, the control plane knows a list of optically
   feasible paths so a new path setup can be selected among that list.
   Independent from the protocols and functions combination (i.e.  RWA
   vs. Routing vs. PCE), the IV-Candidates imply a path property stating
   that a path is optically feasible.



   The concept of Optical Impairment Vector (OIV) might be used or
   extended to report optical impairment information at path level
   however this is case is letf for future studies.




6. Encoding Considerations

   Details about encoding will be defined in a separate document
   [I-D.martinelli-ccamp-wson-iv-encode] however worth remembering that,
   within [ITU.G697] Appending V, ITU already provides a guideline for
   encoding some optical parameters.



   In particular [ITU.G697] indicates that each parameter shall be
   represented by a 32 bit floating point number.



   Values for optical parameters are provided by optical node and it
   could provide by direct measurement or from some internal computation
   starting from indirect measurement.  In such cases, it could be
   useful to understand the variance associated with the value of the
   optical parameter hence, the encoding shall provide the possibility
   to include a variance as well.



   This kind of information will enable IA-RWA process to make some
   additional considerations on wavelength feasibility.  [RFC6566]
   Section 4.1.3 reports some considerations regarding this degree of
   confidence during the impairment validation process.




7. Control Plane Architectures

   This section briefly describes how the definitions contained in this
   information model will match the architectural options described by
   [RFC6566].  This section does not suggest suggested any specific
   protocol option.



   The assumption is that WSON GMPLS extensions are available and
   operational.  To such extent, the WSON-RWA will provide the following
   information through its path computation (and RWA process):



   o  The wavelengths connectivity, considering also the connectivity
      constraints limited by reconfigurable optics, and wavelengths
      availability.



   o  The interface compatibility at the physical level.



   o  The Optical-Elettro-Optical (OEO) availability within the network
      (and related physical interface compatibility).  As already stated
      by the framework this information it's very important for
      impairment validation:



      A.  If the IV functions fail (path optically infeasible), the path

          computation function may use an available OEO point to find a
          feasible path.  In normally operated networks OEO are mainly
          uses to support optically unfeasible path than mere wavelength
          conversion.



      B.  The OEO points reset the optical impairment information since

          a new light is generated.




7.1. IV-Centralized

   Centralized IV process is performed by a single entity (e.g. a PCE or
   other external entities).  Given sufficient impairment information,
   it can either be used to provide a list of paths between two nodes,
   which are valid in terms of optical impairments.  Alternatively, it
   can help validate whether a particular selected path and wavelength
   is feasible or not.



   Centralized IV functions requires exchange of impairment information
   to the entity performing the IV process from network nodes.  This
   information exchange may requires implementation of this information
   model within an exsting protocol (i.e. routing procol vs PCEP vs BGP-
   LS vs others).




7.2. IV-Distributed

   Assuming the information model is implemented through a routing
   protocol, every node in the WSON network shall be able to perform an
   RWA-IV function.



   The signalling phase may provide additional checking as others
   traffic engineering parameters.
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Appendix A. FAQ

A.1.  Why the Application Code does not suffice for Optical Impairment
      Validation?



   Application Codes are encoded within GMPLS WSON protocol through the
   Optical Interface Class as defined in [RFC7446].



   The purpose of the Application Code in RWA is simply to assess the
   interface compatibility: same Application Code means that two
   interfaces can have an LSP connecting the two.



   Application Codes contain other information useful for IV process
   (e.g., see the list of parameters) so they are required however
   Computational Models requires more parameteres to assess the path
   feasibility.




A.2. Are DWDM network multivendor?

   According to [ITU.G680] "Situation 1" the DWDM line segments are
   single are single vendor but an LSP can make use of different data
   planes entities from different vendors.  For example: DWDM interfaces
   (represented in the control plane through the Optical Interface
   Class) from a vendor and network elements described by Stutation 1
   from another vendor.
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1. Introduction

   This document provides a YANG data model for WSON tunnel model. The
   YANG model described in this document is a WSON technology-specific
   Yang Tunnel model based on the information model developed in
   [RFC7446] and the two encoding documents [RFC7581] and [RFC7579]
   that developed protocol independent encodings based on [RFC7446].



   This document augments the generic TE tunnel model [TE-Tunnel].




1.1. Terminology

   Refer to [RFC7446] and [RFC7581] for the key terms used in this
   document.



   The following terms are defined in [RFC7950] and are not redefined
   here:



   o client



   o server



   o augment



   o data model



   o data node



   The following terms are defined in [RFC6241] and are not redefined
   here:



   o  configuration data



   o  state data



   The terminology for describing YANG data models is found in
   [RFC7950].




1.2. Tree diagram

   A simplified graphical representation of the data model is used in
   chapter 2 of this this document.  The meaning of the symbols in
   these diagrams is defined in [RFC8340].




1.3. Prefixes in Data Node Names

   In this document, names of data nodes and other data model objects
   are prefixed using the standard prefix associated with the
   corresponding YANG imported modules, as shown in Table 1.



+‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Prefix      | YANG module              | Reference       |
+‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| layer0‑types| ietf‑layer0‑types        | [WSON‑TOPO]     |
| wson‑tunnel | ietf‑wson‑tunnel         | [RFCXXXX]       |
| tepc        | ietf‑te‑path‑computation | [TE‑PC]         |
| te          | ietf‑te                  | [TE‑Tunnel]     |

| otn‑types   | ietf‑otn‑types           | [OTN‑TOPO]      |
+‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



             Table 1: Prefixes and corresponding YANG modules



   Note: The RFC Editor will replace XXXX with the number assigned to
   the RFC once this draft becomes an RFC.







2. YANG Model (Tree Structure)

module: ietf‑wson‑tunnel
  augment /te:te/te:tunnels/te:tunnel:
    +‑‑rw src‑client‑signal?   identityref
    +‑‑rw dst‑client‑signal?   identityref
    +‑‑rw fec‑type?            identityref
    +‑‑rw termination‑type?    identityref
    +‑‑rw bit‑stuffing?        boolean
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:te‑bandwidth/te:technology:
    +‑‑:(wson)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:te‑bandwidth/te:technology:
    +‑‑:(wson)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:te‑bandwidth/te:technology:
    +‑‑:(wson)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:te‑bandwidth/te:technology:
    +‑‑:(wson)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:te‑bandwidth/te:technology:
    +‑‑:(wson)
       +‑‑rw bandwidth‑type?   identityref
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:explicit‑route‑objects/te:route‑object‑exclude‑
always/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)

          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:explicit‑route‑objects/te:route‑object‑include‑
exclude/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑
restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32

  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)

             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:globals/te:named‑path‑constraints/te:named‑path‑
constraint/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:optimizations/te:algorithm/te:metric/te:optimization‑
metric/te:explicit‑route‑exclude‑objects/te:route‑object‑exclude‑
object/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:optimizations/te:algorithm/te:metric/te:optimization‑
metric/te:explicit‑route‑include‑objects/te:route‑object‑include‑
object/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)

          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:explicit‑route‑objects/te:route‑object‑exclude‑
always/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:explicit‑route‑objects/te:route‑object‑include‑
exclude/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)

             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)

             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:state/te:path‑properties/te:path‑route‑objects/te:path‑computed‑route‑
object/te:state/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)

             +‑‑ro channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/te:record‑route‑
subobject/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:state/te:lsps/te:lsp/te:path‑properties/te:path‑route‑objects/te:path‑
computed‑route‑object/te:state/te:type/te:label/te:label‑hop/te:te‑
label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑
path/te:optimizations/te:algorithm/te:metric/te:optimization‑
metric/te:explicit‑route‑exclude‑objects/te:route‑object‑exclude‑
object/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑

path/te:optimizations/te:algorithm/te:metric/te:optimization‑
metric/te:explicit‑route‑include‑objects/te:route‑object‑include‑
object/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:explicit‑route‑objects/te:route‑object‑
exclude‑always/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:explicit‑route‑objects/te:route‑object‑
include‑exclude/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑in‑segment/te:forward/te:label‑
restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8

  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑in‑segment/te:forward/te:label‑
restrictions/te:label‑restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑in‑segment/te:forward/te:label‑
restrictions/te:label‑restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑in‑segment/te:reverse/te:label‑
restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑in‑segment/te:reverse/te:label‑
restrictions/te:label‑restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑in‑segment/te:reverse/te:label‑
restrictions/te:label‑restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑out‑segment/te:forward/te:label‑
restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref

    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑out‑segment/te:forward/te:label‑
restrictions/te:label‑restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑out‑segment/te:forward/te:label‑
restrictions/te:label‑restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑out‑segment/te:reverse/te:label‑
restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑out‑segment/te:reverse/te:label‑
restrictions/te:label‑restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:path‑out‑segment/te:reverse/te:label‑
restrictions/te:label‑restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:state/te:path‑properties/te:path‑route‑

objects/te:path‑computed‑route‑object/te:state/te:type/te:label/te:label‑
hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:state/te:lsps/te:lsp/te:lsp‑record‑route‑
subobjects/te:record‑route‑subobject/te:type/te:label/te:label‑hop/te:te‑
label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑primary‑paths/te:p2p‑primary‑
path/te:p2p‑reverse‑primary‑path/te:state/te:lsps/te:lsp/te:path‑
properties/te:path‑route‑objects/te:path‑computed‑route‑
object/te:state/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:optimizations/te:algorithm/te:metric/te:optimization‑
metric/te:explicit‑route‑exclude‑objects/te:route‑object‑exclude‑
object/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)

       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:optimizations/te:algorithm/te:metric/te:optimization‑
metric/te:explicit‑route‑include‑objects/te:route‑object‑include‑
object/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:explicit‑route‑objects/te:route‑object‑exclude‑
always/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:explicit‑route‑objects/te:route‑object‑include‑
exclude/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑rw channel‑freq?          frequency‑thz

          |     +‑‑:(super)
          |        +‑‑rw subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑in‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑in‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)

          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑out‑segment/te:forward/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction:
    +‑‑rw grid‑type?   identityref
    +‑‑rw priority?    uint8
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑start/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:path‑out‑segment/te:reverse/te:label‑restrictions/te:label‑
restriction/te:label‑end/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑rw (grid‑type)?

          +‑‑:(dwdm)
          |  +‑‑rw channel‑freq?         frequency‑thz
          +‑‑:(cwdm)
             +‑‑rw channel‑wavelength?   uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:state/te:path‑properties/te:path‑route‑objects/te:path‑computed‑route‑
object/te:state/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/te:record‑route‑
subobject/te:type/te:label/te:label‑hop/te:te‑label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32
  augment /te:te/te:tunnels/te:tunnel/te:p2p‑secondary‑paths/te:p2p‑secondary‑
path/te:state/te:lsps/te:lsp/te:path‑properties/te:path‑route‑objects/te:path‑
computed‑route‑object/te:state/te:type/te:label/te:label‑hop/te:te‑
label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32

  augment /te:te/te:lsps‑state/te:lsp/te:lsp‑record‑route‑
subobjects/te:record‑route‑subobject/te:type/te:label/te:label‑hop/te:te‑
label/te:technology:
    +‑‑:(wson)
       +‑‑ro (grid‑type)?
          +‑‑:(dwdm)
          |  +‑‑ro (single‑or‑super‑channel)?
          |     +‑‑:(single)
          |     |  +‑‑ro channel‑freq?          frequency‑thz
          |     +‑‑:(super)
          |        +‑‑ro subcarrier‑channels*   frequency‑thz
          +‑‑:(cwdm)
             +‑‑ro channel‑wavelength?    uint32
  augment /te:tunnels‑rpc/te:input/te:tunnel‑info/tepc:path‑request:
    +‑‑‑‑ src‑client‑signal?       identityref
    +‑‑‑‑ dst‑client‑signal?       identityref
    +‑‑‑‑ fec‑type?                identityref
    +‑‑‑‑ termination‑type?        identityref
    +‑‑‑‑ bit‑stuffing?            boolean
    +‑‑‑‑ wavelength‑assignment?   identityref







3. TE Tunnel Model for WSON

<CODE BEGINS> file "ietf-wson-tunnel@2018-10-15.yang"



module ietf‑wson‑tunnel {
  yang‑version 1.1;

  namespace "urn:ietf:params:xml:ns:yang:ietf‑wson‑tunnel";
  prefix "wson‑tunnel";

  import ietf‑te { prefix "te"; }
  import ietf‑layer0‑types{ prefix "layer0‑types"; }
  import ietf‑te‑path‑computation { prefix "tepc"; }
  import ietf‑otn‑types { prefix "otn‑types";}



  organization

    "IETF CCAMP Working Group";



contact
  "WG Web:   <http://tools.ietf.org/wg/ccamp/>

   WG List:  <mailto:ccamp@ietf.org>



     WG Chair: Daniele Ceccarelli

               <mailto:daniele.ceccarelli@ericsson.com>



     WG Chair: Fatai Zhang

               <mailto:zhangfatai@huawei.com>



   Editor: Young Lee <leeyoung@huawei.com>
   Editor: Aihua Guo <aihuaguo@huawei.com>
   Editor: Dhruv Dhody <dhruv.ietf@gmail.com>
   Editor: Ricard Vilalta <ricard.vilalta@cttc.es>";
   description
     "This module defines a model for WSON Tunnel Services.";


revision "2018‑10‑15" {
  description
    "Updates to version 2";
  reference "version 2";
}

/* Groupings. */
grouping wson‑tunnel‑attributes {
  description "Parameters for WSON tunnel.";

  leaf src‑client‑signal {
    type identityref {
      base otn‑types:client‑signal;
    }
    description
      "Client signal at the source endpoint of
       the tunnel.";
  }

  leaf dst‑client‑signal {
    type identityref {
      base otn‑types:client‑signal;
    }
    description
      "Client signal at the destination endpoint of
       the tunnel.";
  }



    leaf fec-type {



     type identityref {
       base layer0‑types:fec‑type;
     }
     description
       "FEC type.";
   }

   leaf termination‑type {
     type identityref {
       base layer0‑types:term‑type;
     }
     description
       "Termination type.";
   }

   leaf bit‑stuffing {
     type boolean;
     description
       "Bit stuffing enabled/disabled.";
   }
 }

 grouping wson‑path‑constraints {
   description
     "Global named path constraints configuration
      grouping for WSON tunnel";

   leaf wavelength‑assignment {
     type identityref {
       base layer0‑types:wavelength‑assignment;
     }
     description "Wavelength Allocation Method";
   }
 }

/*
 * Data nodes
 */

 augment "/te:te/te:tunnels/te:tunnel" {
   description
     "Augment with additional parameters required for WSON tunnel.";
   uses wson‑tunnel‑attributes;
 }

 /*
  * Augment TE bandwidth
  */

 /* Augment bandwidth of named‑path‑constraints */
 augment "/te:te/te:globals/te:named‑path‑constraints/"
       + "te:named‑path‑constraint/"
       + "te:te‑bandwidth/te:technology" {
   description "WSON bandwidth.";
   case wson {
     uses layer0‑types:wson‑path‑bandwidth;
   }
 }

 /* Augment bandwdith of tunnel */
 augment "/te:te/te:tunnels/te:tunnel/"
       + "te:te‑bandwidth/te:technology" {
   description "WSON bandwidth.";
   case wson {
     uses layer0‑types:wson‑path‑bandwidth;
   }
 }

 /* Augment bandwidth of primary path */
 augment "/te:te/te:tunnels/te:tunnel/"
       + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
       + "te:te‑bandwidth/te:technology" {
   description "WSON bandwidth.";
   case wson {
     uses layer0‑types:wson‑path‑bandwidth;
   }
 }

 /* Augment bandwidth of reverse primary path */
 augment "/te:te/te:tunnels/te:tunnel/"
       + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
       + "te:p2p‑reverse‑primary‑path/"
       + "te:te‑bandwidth/te:technology" {
   description "WSON bandwidth.";
   case wson {
     uses layer0‑types:wson‑path‑bandwidth;
   }
 }



  /* Augment bandwidht of secondary path */



  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:te‑bandwidth/te:technology" {
    description "WSON bandwidth.";
    case wson {
      uses layer0‑types:wson‑path‑bandwidth;
    }
  }

  /*
   * Augment TE label.
   */

  /* Augment label hop of route‑object‑exclude‑always of named‑path‑
constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:explicit‑route‑objects/"
        + "te:route‑object‑exclude‑always/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑include‑exclude of named‑path‑
constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:explicit‑route‑objects/"
        + "te:route‑object‑include‑exclude/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of path‑in‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;



  }



  /* Augment label restrictions start for the forwarding direction of path‑in‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the forwarding direction of path‑in‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the reverse direction of path‑in‑segment
of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the reverse direction of path‑in‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {

    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the reverse direction of path‑in‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑in‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of path‑out‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }
  /* Augment label restrictions start for the forwarding direction of path‑
out‑segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the forwarding direction of path‑out‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"

        + "te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the reverse direction of path‑out‑segment
of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the reverse direction of path‑out‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the reverse direction of path‑out‑
segment of named‑path‑constraints */
  augment "/te:te/te:globals/te:named‑path‑constraints/"
        + "te:named‑path‑constraint/te:path‑out‑segment/"
        + "te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label hop of route‑exclude of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
        + "te:route‑object‑exclude‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑include of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
        + "te:route‑object‑include‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑exclude‑always of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑exclude‑always/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑include‑exclude of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑include‑exclude/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";

    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of path‑in‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the forwarding direction of path‑in‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the forwarding direction of path‑in‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the reverse direction of path‑in‑segment
of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"

        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the reverse direction of path‑in‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the reverse direction of path‑in‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of path‑out‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the forwarding direction of path‑
out‑segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"

        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the forwarding direction of path‑out‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the reverse direction of path‑out‑segment
of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the reverse direction of path‑out‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }


  /* Augment label restrictions end for the reverse direction of path‑out‑
segment of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label hop of path‑route of primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:state/te:path‑properties/"
        + "te:path‑route‑objects/te:path‑computed‑route‑object/"
        + "te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of record‑route of primary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"
        + "te:record‑route‑subobject/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of path‑route of primary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:state/te:lsps/te:lsp/te:path‑properties/"
        + "te:path‑route‑objects/te:path‑computed‑route‑object/"
        + "te:state/te:type/te:label/"

        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
        + "te:route‑object‑exclude‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑include of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
        + "te:route‑object‑include‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑exclude‑always of reverse primary path
*/
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑exclude‑always/"
        + "te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";

    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑include‑exclude of reverse primary path
*/
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑include‑exclude/"
        + "te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of path‑in‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the forwarding direction of path‑in‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the forwarding direction of path‑in‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the reverse direction of path‑in‑segment
of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the reverse direction of path‑in‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the reverse direction of path‑in‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"

        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of path‑out‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the forwarding direction of path‑
out‑segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the forwarding direction of path‑out‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }



  }



  /* Augment label restrictions for the reverse direction of path‑out‑segment
of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the reverse direction of path‑out‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the reverse direction of path‑out‑
segment of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label hop of path‑route of reverse primary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"

        + "te:state/te:path‑properties/"
        + "te:path‑route‑objects/te:path‑computed‑route‑object/"
        + "te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of record‑route of reverse primary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"
        + "te:record‑route‑subobject/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of path‑route of reverse primary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑primary‑paths/te:p2p‑primary‑path/"
        + "te:p2p‑reverse‑primary‑path/"
        + "te:state/te:lsps/te:lsp/te:path‑properties/"
        + "te:path‑route‑objects/te:path‑computed‑route‑object/"
        + "te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑exclude of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑exclude‑objects/"
        + "te:route‑object‑exclude‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";

    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑include of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:optimizations/te:algorithm/te:metric/"
        + "te:optimization‑metric/te:explicit‑route‑include‑objects/"
        + "te:route‑object‑include‑object/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑exclude‑always of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑exclude‑always/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of route‑object‑include‑exclude of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:explicit‑route‑objects/"
        + "te:route‑object‑include‑exclude/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of path‑in‑
segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"

        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the forwarding direction of path‑in‑
segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the forwarding direction of path‑in‑
segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the reverse direction of path‑in‑segment
of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }



  /* Augment label restrictions start for the reverse direction of path-in-
segment of secondary path */



  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the reverse direction of path‑in‑
segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑in‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the forwarding direction of path‑out‑
segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the forwarding direction of path‑
out‑segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }



  }



  /* Augment label restrictions end for the forwarding direction of path‑out‑
segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:forward/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions for the reverse direction of path‑out‑segment
of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction" {
    description "WSON label.";
    uses layer0‑types:layer0‑label‑restriction;
  }

  /* Augment label restrictions start for the reverse direction of path‑out‑
segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑start/"
        + "te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label restrictions end for the reverse direction of path‑out‑
segment of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:path‑out‑segment/te:reverse/te:label‑restrictions/"
        + "te:label‑restriction/te:label‑end/"
        + "te:te‑label/te:technology" {

    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  /* Augment label hop of path‑route of secondary path */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:state/te:path‑properties/te:path‑route‑objects/"
        + "te:path‑computed‑route‑object/te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of record‑route of secondary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:state/te:lsps/te:lsp/te:lsp‑record‑route‑subobjects/"
        + "te:record‑route‑subobject/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of path‑route of secondary LSP */
  augment "/te:te/te:tunnels/te:tunnel/"
        + "te:p2p‑secondary‑paths/te:p2p‑secondary‑path/"
        + "te:state/te:lsps/te:lsp/te:path‑properties/"
        + "te:path‑route‑objects/"
        + "te:path‑computed‑route‑object/te:state/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  /* Augment label hop of record‑route of LSP */
  augment "/te:te/te:lsps‑state/"

        + "te:lsp/te:lsp‑record‑route‑subobjects/"
        + "te:record‑route‑subobject/te:type/te:label/"
        + "te:label‑hop/te:te‑label/te:technology" {
    description "WSON label.";
    case wson {
      uses layer0‑types:wson‑path‑label;
    }
  }

  augment "/te:tunnels‑rpc/te:input/te:tunnel‑info/"
        + "tepc:path‑request" {
    description
       "Augment with additional constraints WSON
        tunnel.";
    uses wson‑tunnel‑attributes;
    uses wson‑path‑constraints;
  }
}






<CODE ENDS>






4. Security Considerations

   The configuration, state, and action data defined in this document
   are designed to be accessed via a management protocol with a secure
   transport layer, such as NETCONF [RFC6241].  The NETCONF access
   control model [RFC6536] provides the means to restrict access for
   particular NETCONF users to a preconfigured subset of all available
   NETCONF protocol operations and content.



   A number of configuration data nodes defined in this document are
   writable/deletable (i.e., "config true") These data nodes may be
   considered sensitive or vulnerable in some network environments.





5. IANA Considerations

   This document registers the following namespace URIs in the IETF XML
   registry [RFC3688]:




‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
URI: urn:ietf:params:xml:ns:yang:ietf‑wson‑tunnel
Registrant Contact: The IESG.
XML: N/A, the requested URI is an XML namespace.
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑



   This document registers the following YANG modules in the YANG
   Module



   Names registry [RFC7950]:



   ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   name:         ietf‑wson‑tunnel
   namespace:    urn:ietf:params:xml:ns:yang:ietf‑wson‑tunnel
   reference:    RFC XXXX (TDB)
   ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
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Abstract
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1. Introduction

   This document provides a YANG data model for the routing and
   wavelength assignment (RWA) Traffic Engineering (TE) topology in
   wavelength switched optical networks (WSONs). The YANG model
   described in this document is a WSON technology-specific YANG model
   based on the information model developed in [RFC7446] and the two
   encoding documents [RFC7581] and [RFC7579] that developed protocol
   independent encodings based on [RFC7446].



   This document augments the generic TE topology draft [TE-TOPO].



   What is not in scope of this document is both impairment-aware WSON
   and flex-grid.



   This document defines two YANG models: ietf-wson-topology (Section
   3) and ietf-layer0-types (Section 4).



   There are multiple applications for the yang data model defined in
   this document. For example, nodes within the network can use the
   data model to capture their understanding of the overall WSON
   topology and expose it to a controller.  A controller can further
   propagate the topology to other controllers. The YANG model is used
   by NETCONF [RFC6020], [RFC8341] or a RESTCONF [RFC8040] protocol.
   The YANG data model defined in this document conforms to the Network
   Management Datastore Architecture [RFC8342].




1.1. Requirements Language

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "NOT RECOMMENDED", "MAY", and
   "OPTIONAL" in this document are to be interpreted as described in BCP
   14 [RFC2119] [RFC8174] when, and only when, they appear in all
   capitals, as shown here.





1.2. Terminology

   Refer to [RFC7446] and [RFC7581] for the key terms used in this
   document.



   The following terms are defined in [RFC7950] and are not redefined
   here:



   o client



   o server



   o augment



   o data model



   o data node



   The following terms are defined in [RFC6241] and are not redefined
   here:




   o  configuration data



   o  state data



   The terminology for describing YANG data models is found in
   [RFC7950].




1.3. Tree diagram

   A simplified graphical representation of the data model is used in
   chapter 2 of this this document.  The meaning of the symbols in
   these diagrams is defined in [RFC8340].




1.4. Prefixes in Data Node Names

   In this document, names of data nodes and other data model objects
   are prefixed using the standard prefix associated with the
   corresponding YANG imported modules, as shown in Table 1.




+‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Prefix      | YANG module             | Reference       |
+‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| layer0‑type | ietf‑layer0‑types       | [RFCXXXX]       |
| wson        | ietf‑wson‑topology      | [RFCXXXX]       |
| nw          | ietf‑network            | [RFC8345]       |
| nt          | ietf‑network‑topology   | [RFC8345]       |
| tet         | ietf‑te‑topology        | [TE‑TOPO]       |
+‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



             Table 1: Prefixes and corresponding YANG modules



   Note: The RFC Editor will replace XXXX with the number assigned to
   the RFC once this draft becomes an RFC.



   YANG module "ietf-layer0-types" (defined in Section 4) references
   [RFC6163], [RFC7205], and [RFC7698].





2. YANG Model (Tree Structure)

module: ietf‑wson‑topology
  augment /nw:networks/nw:network/nw:network‑types/tet:te‑topology:
    +‑rw wson‑topology!
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes:

  augment /nw:networks/nw:network/nw:node/nt:termination‑point/tet:te:
    +‑rw supported‑payload‑types* [index]
    |  +‑rw index           uint16
    |  +‑rw payload‑type?   string
    +‑rw client‑facing?             boolean
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes:
    +‑rw wson‑node
       +‑rw node‑type?   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑point:
    +‑rw supported‑operational‑modes*    layer0‑types:operational‑mode
    +‑rw configured‑operational‑modes?   layer0‑types:operational‑mode
    +‑rw supported‑fec‑types*            identityref
    +‑rw supported‑termination‑types*    identityref
    +‑rw supports‑bit‑stuffing?          boolean
    +‑rw is‑tunable?                     boolean
    +‑rw max‑subcarrier‑channel‑num?     uint8
  augment /nw:networks/nw:network/nw:node/nt:termination‑
point/tet:te/tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/tet:te‑
bandwidth/tet:technology:
    +‑:(wson)
       +‑rw bandwidth‑type?   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:path‑constraints/tet:te‑
bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:path‑
constraints/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:path‑constraints/tet:te‑
bandwidth/tet:technology:
    +‑:(wson)
       +‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:path‑
constraints/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:client‑layer‑adaptation/tet:switching‑capability/tet:te‑
bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:path‑constraints/tet:te‑
bandwidth/tet:technology:

    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑connectivity/tet:path‑
constraints/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑
attributes/tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/tet:te‑
bandwidth/tet:technology:
    +‑:(wson)
       +‑rw bandwidth‑type?   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/tet:max‑
link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/tet:max‑
resv‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑
attributes/tet:unreserved‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:information‑source‑
entry/tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/tet:te‑
bandwidth/tet:technology:
    +‑:(wson)
       +‑ro bandwidth‑type?   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:information‑source‑
entry/tet:max‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:information‑source‑
entry/tet:max‑resv‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nt:link/tet:te/tet:information‑source‑
entry/tet:unreserved‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑ro supported‑bandwidth‑list*   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/tet:te‑
bandwidth/tet:technology:
    +‑:(wson)
       +‑rw bandwidth‑type?   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:max‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)

       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:max‑resv‑link‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:unreserved‑bandwidth/tet:te‑bandwidth/tet:technology:
    +‑:(wson)
       +‑rw supported‑bandwidth‑list*   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑restriction:
    +‑rw grid‑type?   identityref
    +‑rw priority?    uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑
restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑
restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?

          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑
matrices/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑
matrices/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑include‑objects/tet:route‑object‑include‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:path‑properties/tet:path‑route‑
objects/tet:path‑route‑object/tet:type/tet:label/tet:label‑hop/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)

          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/tet:label‑
restrictions/tet:label‑restriction:
    +‑rw grid‑type?   identityref
    +‑rw priority?    uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/tet:label‑
restrictions/tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/tet:label‑
restrictions/tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/tet:label‑
restrictions/tet:label‑restriction:
    +‑rw grid‑type?   identityref
    +‑rw priority?    uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/tet:label‑
restrictions/tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/tet:label‑
restrictions/tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32

  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑
matrix/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑
matrix/tet:underlay/tet:backup‑path/tet:path‑element/tet:type/tet:label/tet:label‑
hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑
matrix/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑
matrix/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑include‑objects/tet:route‑object‑include‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)

       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑
attributes/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:path‑
properties/tet:path‑route‑objects/tet:path‑route‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑restriction:
    +‑ro grid‑type?   identityref
    +‑ro priority?    uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑
restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:label‑restrictions/tet:label‑
restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)

       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑
matrices/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑
matrices/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑include‑objects/tet:route‑object‑include‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)

          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:path‑properties/tet:path‑route‑
objects/tet:path‑route‑object/tet:type/tet:label/tet:label‑hop/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/tet:label‑
restrictions/tet:label‑restriction:
    +‑ro grid‑type?   identityref
    +‑ro priority?    uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/tet:label‑
restrictions/tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:from/tet:label‑
restrictions/tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/tet:label‑
restrictions/tet:label‑restriction:
    +‑ro grid‑type?   identityref
    +‑ro priority?    uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/tet:label‑
restrictions/tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)

       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:to/tet:label‑
restrictions/tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:underlay/tet:primary‑
path/tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:underlay/tet:backup‑
path/tet:path‑element/tet:type/tet:label/tet:label‑hop/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑
matrix/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?

          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑
matrix/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑include‑objects/tet:route‑object‑include‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:information‑source‑
entry/tet:connectivity‑matrices/tet:connectivity‑matrix/tet:path‑
properties/tet:path‑route‑objects/tet:path‑route‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:label‑restrictions/tet:label‑restriction:
    +‑rw grid‑type?   identityref
    +‑rw priority?    uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:label‑restrictions/tet:label‑
restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)

             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:label‑restrictions/tet:label‑
restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑
connectivities/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz

          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑
connectivities/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑include‑objects/tet:route‑object‑include‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:path‑properties/tet:path‑route‑
objects/tet:path‑route‑object/tet:type/tet:label/tet:label‑hop/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑connectivity/tet:label‑
restrictions/tet:label‑restriction:
    +‑rw grid‑type?   identityref
    +‑rw priority?    uint8
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑connectivity/tet:label‑
restrictions/tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑connectivity/tet:label‑
restrictions/tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)

       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑
connectivity/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑
connectivity/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑
connectivity/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑exclude‑objects/tet:route‑object‑exclude‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32

  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑
connectivity/tet:optimizations/tet:algorithm/tet:metric/tet:optimization‑
metric/tet:explicit‑route‑include‑objects/tet:route‑object‑include‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑
point/tet:local‑link‑connectivities/tet:local‑link‑connectivity/tet:path‑
properties/tet:path‑route‑objects/tet:path‑route‑
object/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑ro channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑ro subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑
attributes/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑
attributes/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?

          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/tet:label‑
restrictions/tet:label‑restriction:
    +‑rw grid‑type?   identityref
    +‑rw priority?    uint8
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/tet:label‑
restrictions/tet:label‑restriction/tet:label‑start/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes/tet:label‑
restrictions/tet:label‑restriction/tet:label‑end/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nt:link/tet:te/tet:information‑source‑
entry/tet:label‑restrictions/tet:label‑restriction:
    +‑ro grid‑type?   identityref
    +‑ro priority?    uint8
  augment /nw:networks/nw:network/nt:link/tet:te/tet:information‑source‑
entry/tet:label‑restrictions/tet:label‑restriction/tet:label‑start/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?   uint32
  augment /nw:networks/nw:network/nt:link/tet:te/tet:information‑source‑
entry/tet:label‑restrictions/tet:label‑restriction/tet:label‑end/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑ro (grid‑type)?
          +‑:(dwdm)
          |  +‑ro channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑ro channel‑wavelength?   uint32

  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw (single‑or‑super‑channel)?
          |     +‑:(single)
          |     |  +‑rw channel‑freq?          frequency‑thz
          |     +‑:(super)
          |        +‑rw subcarrier‑channels*   frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?          uint32
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:label‑restrictions/tet:label‑restriction:
    +‑rw grid‑type?   identityref
    +‑rw priority?    uint8
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:label‑restrictions/tet:label‑restriction/tet:label‑start/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:label‑restrictions/tet:label‑restriction/tet:label‑end/tet:te‑
label/tet:technology:
    +‑:(wson)
       +‑rw (grid‑type)?
          +‑:(dwdm)
          |  +‑rw channel‑freq?         frequency‑thz
          +‑:(cwdm)
             +‑rw channel‑wavelength?   uint32




3. IETF-WSON-Topology YANG Model

<CODE BEGINS> file "ietf-wson-topology@2018-12-03.yang"



module ietf-wson-topology {



  yang-version 1.1;



  namespace "urn:ietf:params:xml:ns:yang:ietf-wson-topology";



  prefix "wson";



import ietf‑network {
  prefix "nw";
  reference
    "RFC 8345: A YANG Data Model for Network Topologies";
}

import ietf‑network‑topology {
  prefix "nt";
  reference
    "RFC 8345: A YANG Data Model for Network Topologies";
}

import ietf‑te‑topology {
  prefix "tet";
  reference
    "RFC YYYY: YANG Data Model for
     Traffic Engineering (TE) Topologies";
}



/* Note: The RFC Editor will replace YYYY with the number assigned to
the RFC once draft-ietf-teas-yang-te-topo becomes an RFC.*/



import ietf‑layer0‑types {
  prefix "layer0‑types";
  reference
    "RFC XXXX: A YANG Data Model for WSON
     (Wavelength Switched Optical Networks)";
}



/* Note: The RFC Editor will replace XXXX with the number assigned to
the RFC once draft-ietf-ccamp-wson-yang becomes an RFC.*/





  organization

    "IETF CCAMP Working Group";




contact
  "Editor:   Young Lee  <leeyoung@huawei.com>
   Editor:   Aihua Guo  <aihuaguo@huawei.com>";

description
  "This module provides a YANG data model for the routing and
   wavelength assignment (RWA) Traffic Engineering (TE)
   topology in wavelength switched optical networks (WSONs).
   The YANG model described in this document is a WSON
   technology‑specific YANG model augmenting the generic TE
   topology module [TE‑TOPO] based on the information model
   developed in [RFC7446] and the two encoding documents
   [RFC7581] and [RFC7579] that developed protocol independent
   encodings based on [RFC7446].

   Copyright (c) 2018 IETF Trust and the persons identified
   as authors of the code.  All rights reserved.

   Redistribution and use in source and binary forms, with
   or without modification, is permitted pursuant to, and
   subject to the license terms contained in, the Simplified
   BSD License set forth in Section 4.c of the IETF Trust's
   Legal Provisions Relating to IETF Documents
   (http://trustee.ietf.org/license‑info).";

revision 2018‑12‑03 {
  description
    "Initial Version";

  reference
    "RFC XXXX: A YANG Data Model for WSON (Wavelenghth Switched
     Optical Networks)";
}

/*
 * Groupings
 */
grouping wson‑node‑attributes {
  description "WSON node attributes";
  container wson‑node {
    description "WSON node attrtibutes";
    leaf node‑type {
      type identityref {
        base layer0‑types:layer0‑node‑type;
      }
      description "WSON node type";

    }
  }
}

grouping wson‑link‑attributes {
  description
    "Future WSON link attributes extensions";
}



  grouping wson-tp-attributes {

    description "wson-tp-attributes";



  list supported‑payload‑types {
    key "index";
    description
      "Supported payload types of a TP (Termination Point).
       The payload type is defined as the generalized PIDs
       (Payload Identifiers) in GMPLS";
    leaf index {
      type uint16;
      description "payload type index";
    }
    leaf payload‑type {
      type string;
      description "the payload type supported by this client TP";
      reference
        "http://www.iana.org/assignments/gmpls‑sig‑parameters
         /gmpls‑sig‑parameters.xhtml";
    }
  }
  leaf client‑facing {
    type boolean;
    default 'false';
    description
      "Indicates if it is a client‑facing TP";
  }
}

grouping wson‑ttp‑attributes {
  description
    "WSON tunnel termination point (e.g., tranponder) attributes";

  leaf‑list supported‑operational‑modes {
    type layer0‑types:operational‑mode;
    description
      "List of all supported vendor‑specific
       mode identifiers";



    }



  leaf configured‑operational‑modes {
    type layer0‑types:operational‑mode;
    description
      "Vendor‑specific mode identifier configured
       on the TTP (TE‑tunnel Termination Point)";
  }

  leaf‑list supported‑fec‑types {
    type identityref {
      base layer0‑types:fec‑type;
    }
     description
       "List of all supported FEC (Forward Error Correction)
        types by this TTP";
  }

  leaf‑list supported‑termination‑types {
    type identityref {
      base layer0‑types:term‑type;
    }
      description
        "List of all supported termination types by this TTP";
  }

  leaf supports‑bit‑stuffing {
     type boolean;
     description
       "Indicates whether bit stuffing is supported by this TTP";
  }

  leaf is‑tunable {
    type boolean;
    description
 "Indicates if the TTP, or transponder, is tunable. Tunable
       transponders are assumed to be fully tunable to any of the
       96 channels within DWDM C‑band";
  }

  leaf max‑subcarrier‑channel‑num {
    type uint8 {
      range "1..max";
    }
    default 1;
    description
 "Indicates the maximum number of subcarrier channels for

       super‑channel transponders. When the value equals 1 it
       represents regular single‑channel transponder";
  }
}


/*
 * Data nodes
 */

augment "/nw:networks/nw:network/nw:network‑types"
 + "/tet:te‑topology" {
    description "wson‑topology augmented";
    container wson‑topology {
      presence "indicates a topology of WSON";
      description
        "Container to identify WSON topology type";
    }
}

augment "/nw:networks/nw:network/nt:link/tet:te"
      + "/tet:te‑link‑attributes"   {
  when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/wson:wson‑topology" {
     description "This augment is only valid for WSON";
  }
  description "WSON Link augmentation.";
  uses wson‑link‑attributes;
}

augment "/nw:networks/nw:network/nw:node/nt:termination‑point/"
      + "tet:te" {
  when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/wson:wson‑topology" {
     description "This augment is only valid for WSON";
  }
  description "WSON TP attributes";
  uses wson‑tp‑attributes;
}

augment "/nw:networks/nw:network/nw:node/tet:te"
      + "/tet:te‑node‑attributes" {
  when "/nw:networks/nw:network/nw:network‑types"
     +"/tet:te‑topology/wson:wson‑topology" {
     description "This augment is only valid for WSON";
  }
  description "WSON Node augmentation";

  uses wson‑node‑attributes;
}

augment "/nw:networks/nw:network/nw:node/tet:te"
      + "/tet:tunnel‑termination‑point" {
  when "/nw:networks/nw:network/nw:network‑types"
     +"/tet:te‑topology/wson:wson‑topology" {
    description "This augment is only valid for WSON";
  }
  description "WSON tunnel termination point augmentation";
  uses wson‑ttp‑attributes;
}

/*
 * Augment TE bandwidth
 */

augment "/nw:networks/nw:network/nw:node/nt:termination‑point/"
      + "tet:te/"
      + "tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE bandwidth";
  }
  description
    "Augment maximum LSP WSON bandwidth of link termination point
     (LTP)";
  case wson {
    uses layer0‑types:wson‑path‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE bandwidth";
  }
  description
    "Augment WSON bandwidth path constraints of
     connectivity‑matrices";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}


augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE bandwidth";
  }
  description
    "Augment WSON bandwidth path constraints of
     connectivity‑matrix";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE bandwidth";
  }
  description
    "Augment WSON bandwidth path constraints of
     connectivity‑matrices information‑source";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:path‑constraints/tet:te‑bandwidth/tet:technology" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE bandwidth";
  }
  description
    "Augment WSON bandwidth path constraints of
     connectivity‑matrix information‑source";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}


augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:client‑layer‑adaptation/tet:switching‑capability/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE bandwidth";
  }
  description
    "Augment client WSON bandwidth of tunnel termination point
     (TTP)";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/tet:path‑constraints/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE bandwidth";
  }
  description
    "Augment WSON bandwidth path constraints of
     local‑link‑connectivities";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/tet:path‑constraints/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE bandwidth";
  }
  description
    "Augment WSON bandwidth path constraints of
     local‑link‑connectivity (LLC)";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;

  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:interface‑switching‑capability/tet:max‑lsp‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "WSON TE bandwidth";
  }
  description "Augment maximum LSP WSON bandwidth of TE link";
  case wson {
    uses layer0‑types:wson‑path‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:max‑link‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "WSON TE bandwidth";
  }
  description
    "Augment maximum WSON bandwidth of TE link";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:max‑resv‑link‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "WSON TE bandwidth";
  }
  description
    "Augment maximum reservable WSON bandwidth of
     TE link";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}


augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:unreserved‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "WSON TE bandwidth";
  }
  description
    "Augment unreserved WSON bandwidth of TE Link";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:interface‑switching‑capability/"
      + "tet:max‑lsp‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "WSON TE bandwidth";
  }
  description
    "Augment maximum LSP WSON bandwidth of TE link
     information‑source";
  case wson {
    uses layer0‑types:wson‑path‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:max‑link‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "WSON TE bandwidth";
  }
  description
    "Augment maximum WSON bandwidth of TE link
     information‑source";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }



  }



augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:max‑resv‑link‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "WSON TE bandwidth";
  }
  description
    "Augment maximum reservable WSON bandwidth of TE link
     information‑source";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:unreserved‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  when "../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "WSON TE bandwidth";
  }
  description
    "Augment unreserved WSON bandwidth of TE link
     information‑source";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/tet:te/tet:templates/"
      + "tet:link‑template/tet:te‑link‑attributes/"
      + "tet:interface‑switching‑capability/"
      + "tet:max‑lsp‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  description
    "Augment maximum WSON LSP bandwidth of TE link
     template";
  case wson {
    uses layer0‑types:wson‑path‑bandwidth;
  }
}

augment "/nw:networks/tet:te/tet:templates/"
      + "tet:link‑template/tet:te‑link‑attributes/"
      + "tet:max‑link‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  description
    "Augment maximum WSON bandwidth of TE link template";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/tet:te/tet:templates/"
      + "tet:link‑template/tet:te‑link‑attributes/"
      + "tet:max‑resv‑link‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  description
    "Augment maximum reservable WSON bandwidth of TE link
     template";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

augment "/nw:networks/tet:te/tet:templates/"
      + "tet:link‑template/tet:te‑link‑attributes/"
      + "tet:unreserved‑bandwidth/"
      + "tet:te‑bandwidth/tet:technology" {
  description
    "Augment unreserved WSON bandwidth of TE link template";
  case wson {
    uses layer0‑types:wson‑link‑bandwidth;
  }
}

/*
 * Augment TE label.
 */

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions of connectivity‑matrices";

  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions start of
     connectivity‑matrices";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:label‑restrictions/"
      + "tet:label‑restriction/tet:label‑end/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions end of
     connectivity‑matrices";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/"
      + "tet:type/tet:label/tet:label‑hop/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";

  }
  description
    "Augment WSON label hop of underlay primary path of
     connectivity‑matrices";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/"
      + "tet:type/tet:label/tet:label‑hop/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay backup path of
     connectivity‑matrices";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/"
      + "tet:type/tet:label/tet:label‑hop/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑exclude of
     connectivity‑matrices";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}


augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/"
      + "tet:type/tet:label/tet:label‑hop/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑include of
     connectivity‑matrices";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/tet:label/tet:label‑hop/"
      + "tet:te‑label/tet:technology"{
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of path‑route of
     connectivity‑matrices";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:from/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {

    description "Augment WSON TE label";
  }
  description
    "Augment ingress WSON label restrictions of
     connectivity‑matrix";
  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:from/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment ingress WSON label restrictions start of
     connectivity‑matrix ";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:from/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment ingress WSON label restrictions end of
     connectivity‑matrix";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}



  augment "/nw:networks/nw:network/nw:node/tet:te/"



      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:to/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment egress WSON label restrictions of
     connectivity‑matrix";
  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:to/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment egress WSON label restrictions start of
     connectivity‑matrix";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:to/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment egress WSON label restrictions end of
     connectivity‑matrix";

  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/"
      + "tet:type/tet:label/tet:label‑hop/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay primary path of
     connectivity‑matrix";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/"
      + "tet:type/tet:label/tet:label‑hop/"
      + "tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay backup path of
     connectivity‑matrix";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:optimizations/"
      + "tet:algorithm/tet:metric/tet:optimization‑metric/"

      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑exclude of
     connectivity‑matrix";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/tet:optimizations/"
      + "tet:algorithm/tet:metric/tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑include of
     connectivity‑matrix";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:te‑node‑attributes/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }

  description
    "Augment WSON label hop of path‑route of
     connectivity‑matrix";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:connectivity‑matrices/tet:label‑restrictions/"
      + "tet:label‑restriction" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions of connectivity‑matrices
     information‑source";
  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:connectivity‑matrices/tet:label‑restrictions/"
      + "tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions start of
     connectivity‑matrices information‑source";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:connectivity‑matrices/tet:label‑restrictions/"
      + "tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"

     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions end of
     connectivity‑matrices information‑source";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay primary path of
     connectivity‑matrices information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment label hop of underlay backup path of
     connectivity‑matrices information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}



  augment "/nw:networks/nw:network/nw:node/tet:te/"

        + "tet:information-source-entry/tet:connectivity-matrices/"



      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑exclude of
     connectivity‑matrices information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑include of
     connectivity‑matrices information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";

  }
  description
    "Augment WSON label hop of path‑route of connectivity‑matrices
     information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:from/tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment ingress WSON label restrictions of
     connectivity‑matrix information‑source";
  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:from/tet:label‑restrictions/"
      + "tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment ingress WSON label restrictions start of
     connectivity‑matrix information‑source";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:from/tet:label‑restrictions/"

      + "tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment ingress WSON label restrictions end of
     connectivity‑matrix information‑source";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:to/tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment egress WSON label restrictions of connectivity‑matrix
     information‑source";
  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:to/tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment egress WSON label restrictions start of
     connectivity‑matrix information‑source";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}


augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:to/tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment egress WSON label restrictions end of
     connectivity‑matrix information‑source";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay primary path of
     connectivity‑matrix information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }

  description
    "Augment WSON label hop of underlay backup path of
     connectivity‑matrix information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment label hop of route‑exclude of connectivity‑matrix
     information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑include of
     connectivity‑matrix information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;

  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:information‑source‑entry/tet:connectivity‑matrices/"
      + "tet:connectivity‑matrix/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of path‑route of connectivity‑matrix
     information‑source";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions of
     local‑link‑connectivities";
  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
    + "tet:tunnel‑termination‑point/"
    + "tet:local‑link‑connectivities/"
    + "tet:label‑restrictions/tet:label‑restriction/"
    + "tet:label‑start/"
    + "tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }

  description
    "Augment WSON label restrictions start of
     local‑link‑connectivities";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/"
      + "tet:te‑label/tet:technology"{
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions end of
     local‑link‑connectivities";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay primary path of
     local‑link‑connectivities";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}



  augment "/nw:networks/nw:network/nw:node/tet:te/"

        + "tet:tunnel-termination-point/"



      + "tet:local‑link‑connectivities/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay backup path of
     local‑link‑connectivities";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑exclude of
     local‑link‑connectivities";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"

     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment label hop of route‑include of
     local‑link‑connectivities";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of path‑route of
     local‑link‑connectivities";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions of
     local‑link‑connectivity (LLC)";
  uses layer0‑types:layer0‑label‑restriction;
}



  augment "/nw:networks/nw:network/nw:node/tet:te/"

        + "tet:tunnel-termination-point/"



      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions start of
     local‑link‑connectivity (LLC)";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions end of
     local‑link‑connectivity (LLC)";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }

  description
    "Augment WSON label hop of underlay primary path of
     local‑link‑connectivity (LLC)";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay backup path of
     local‑link‑connectivity (LLC)";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑exclude‑objects/"
      + "tet:route‑object‑exclude‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑exclude of
     local‑link‑connectivity (LLC)";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }



  }



augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:optimizations/tet:algorithm/tet:metric/"
      + "tet:optimization‑metric/"
      + "tet:explicit‑route‑include‑objects/"
      + "tet:route‑object‑include‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of route‑include of
     local‑link‑connectivity (LLC)";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nw:node/tet:te/"
      + "tet:tunnel‑termination‑point/"
      + "tet:local‑link‑connectivities/"
      + "tet:local‑link‑connectivity/"
      + "tet:path‑properties/tet:path‑route‑objects/"
      + "tet:path‑route‑object/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of path‑route of
     local‑link‑connectivity (LLC)";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"

      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay primary path of TE link";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  when "../../../../../../../../"
     + "nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label hop of underlay backup path of TE link";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions of TE link";
  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {

    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions start of TE link";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:te‑link‑attributes/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions end of TE link";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:label‑restrictions/tet:label‑restriction" {
  when "../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions of TE link
     information‑source";
  uses layer0‑types:layer0‑label‑restriction;
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑start/tet:te‑label/tet:technology" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions start of TE link

     information‑source";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/nw:network/nt:link/tet:te/"
      + "tet:information‑source‑entry/"
      + "tet:label‑restrictions/tet:label‑restriction/"
      + "tet:label‑end/tet:te‑label/tet:technology" {
  when "../../../../../../../nw:network‑types/tet:te‑topology/"
     + "wson:wson‑topology" {
    description "Augment WSON TE label";
  }
  description
    "Augment WSON label restrictions end of TE link
     information‑source";
  case wson {
    uses layer0‑types:wson‑link‑label;
  }
}

augment "/nw:networks/tet:te/tet:templates/"
      + "tet:link‑template/tet:te‑link‑attributes/"
      + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  description
    "Augment WSON label hop of underlay primary path of TE link
     template";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}

augment "/nw:networks/tet:te/tet:templates/"
      + "tet:link‑template/tet:te‑link‑attributes/"
      + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
      + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
  description
    "Augment WSON label hop of underlay backup path of TE link
     template";
  case wson {
    uses layer0‑types:wson‑path‑label;
  }
}



  augment "/nw:networks/tet:te/tet:templates/"



        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction" {
    description
      "Augment WSON label restrictions of TE link template";
    uses layer0‑types:layer0‑label‑restriction;
  }

  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑start/tet:te‑label/tet:technology" {
    description
      "Augment WSON label restrictions start of TE link template";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }

  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:label‑restrictions/tet:label‑restriction/"
        + "tet:label‑end/tet:te‑label/tet:technology" {
    description
      "Augment WSON label restrictions end of TE link template";
    case wson {
      uses layer0‑types:wson‑link‑label;
    }
  }
}
<CODE ENDS>





4. IETF-Layer0-Types YANG Model

<CODE BEGINS> file "ietf-layer0-types@2018-11-19.yang"



module ietf‑layer0‑types {
  namespace "urn:ietf:params:xml:ns:yang:ietf‑layer0‑types";
  prefix "layer0‑types";

  organization
    "IETF CCAMP Working Group";
  contact
    "WG Web: <http://tools.ietf.org/wg/ccamp/>
     WG List: <mailto:ccamp@ietf.org>



     Editor: Aihua Guo



       <mailto:aihuaguo@huawei.com>



     Editor: Young Lee

       <mailto:leeyoung@huawei.com>";



description
  "This module defines Optical Layer 0 types. This module
   provides groupings that can be applicable to Layer 0
   Fixed Optical Networks (e.g., CWDM (Coarse Wavelength
   Division Multiplexing) and DWDM (Dense Wavelength Division
   Multiplexing)) and Flexi‑grid Optical Networks.

   Copyright (c) 2018 IETF Trust and the persons identified
   as authors of the code.  All rights reserved.

   Redistribution and use in source and binary forms, with
   or without modification, is permitted pursuant to, and
   subject to the license terms contained in, the Simplified
   BSD License set forth in Section 4.c of the IETF Trust's
   Legal Provisions Relating to IETF Documents
   (http://trustee.ietf.org/license‑info).";

revision "2018‑11‑26" {
  description
    "Initial Version";
  reference
    "RFC XXXX: A YANG Data Model for WSON (Wavelenghth Switched
     Optical Networks)";
}

typedef operational‑mode {
  type string;
  description
    "Vendor‑specific mode that guarantees interoperability.
     It must be an string with the following format:
     B‑DScW‑ytz(v) where all these attributes are conformant
     to the ITU‑T recomendation";
  reference "ITU‑T G.698.2 (11/2009) Section 5.3";
}

typedef vendor‑identifier {
  type string;
  description
    "vendor identifier that uses vendor‑specific mode";
  reference "TBD";
}



  typedef frequency-thz {

    type decimal64 {



    fraction‑digits 5;
  }
  units THz;
  description
    "The DWDM frequency in THz, e.g., 193.12500";
  reference
    "RFC6205";
}

typedef frequency‑ghz {
  type decimal64 {
    fraction‑digits 5;
  }
  units GHz;
  description
    "The DWDM frequency in GHz, e.g., 193125.00";
  reference
    "RFC6205";
}


identity layer0‑node‑type {
  description
    "layer0 node type.";
  reference
    "RFC6163";
}

identity flex‑grid‑node {
  base layer0‑node‑type;
  description
    "Flex Grid node";
}

identity wson‑node‑foadm {
  base layer0‑node‑type;
  description
    "Fixed OADM (Optical Add‑Drop Multiplexer) node";
}

identity wson‑node‑roadm {
  base layer0‑node‑type;
  description
    "ROADM (Reconfigurable Optical Add‑Drop Multiplexer)
     or OXC (Optical Cross Connect) node";
}



  identity wson-node-ila {

    base layer0-node-type;



  description
    "ILA (In‑Line Amplifier) node";
}

identity wavelength‑assignment {
  description
    "Wavelength selection base";
}

identity unspecified‑wavelength‑assignment {
  base wavelength‑assignment;
  description
    "No method specified";
}

identity first‑fit‑wavelength‑asignment {
  base wavelength‑assignment;
  description
    "All the available wavelengths are numbered,
     and this WA (Wavelength Assignment) method chooses
     the available wavelength with the lowest index";
}

identity random‑wavelength‑asignment {
  base wavelength‑assignment;
  description
    "This WA method chooses an available
     wavelength randomly";
}

identity least‑loaded‑wavelength‑asignment {
  base wavelength‑assignment;
  description
    "This WA method selects the wavelength that
     has the largest residual capacity on the most loaded
     link along the route (in multi‑fiber networks)";
}

identity layer0‑grid‑type {
  description
    "Layer0 grid type.";
}

identity flex‑grid‑dwdm {
  base layer0‑grid‑type;
  description
    "Flex grid";
}

identity wson‑grid‑dwdm {
  base layer0‑grid‑type;
  description
    "DWDM grid";
}

identity wson‑grid‑cwdm {
  base layer0‑grid‑type;
  description
    "CWDM grid";
}

identity term‑type {
  description
    "Termination type.";
}

identity term‑phys {
  base term‑type;
  description
    "Physical Layer Termination";
}

identity term‑otu {
  base term‑type;
  description
    "OTU (Optical Transport Unit) Termination";
}

identity term‑odu {
  base term‑type;
  description
    "ODU (Optical Data Unit) Termination";
}

identity term‑opu {
  base term‑type;
  description
    "OPU (Optical Payload Unit) Termination";
}

identity term‑section {
  base term‑type;
  description
    "Section Layer Termination";
}



  identity layer0-bandwidth-type {

    description



    "Bandwidth type carried by a single wavelength channel";
}

identity bw‑otu1 {
  base layer0‑bandwidth‑type;
  description
    "OTU1 (2.66G)";
}

identity bw‑otu1e {
  base layer0‑bandwidth‑type;
  description
    "OTU1e (11.04G)";
}

identity bw‑otu1f {
  base layer0‑bandwidth‑type;
  description
    "OTU1f (11.27G)";
}

identity bw‑otu2 {
  base layer0‑bandwidth‑type;
  description
    "OTU2 (10.70G)";
}

identity bw‑otu2e {
  base layer0‑bandwidth‑type;
  description
    "OTU2e (11.09G)";
}

identity bw‑otu2f {
  base layer0‑bandwidth‑type;
  description
    "OTU2f (11.31G)";
}

identity bw‑otu3 {
  base layer0‑bandwidth‑type;
  description
    "OTU3 (43.01G)";
}

identity bw‑otu3e1 {
  base layer0‑bandwidth‑type;
  description
    "OTU3e1 (44.57G)";



  }



identity bw‑otu3e2 {
  base layer0‑bandwidth‑type;
  description
    "OTU3e2 (44.58G)";
}

identity bw‑otu4 {
  base layer0‑bandwidth‑type;
  description
    "OTU4 (111.80G)";
}

identity bw‑otucn {
  base layer0‑bandwidth‑type;
  description
    "OTUCn (beyond 100G)";
}

identity dwdm‑ch‑spc‑type {
  description
    "DWDM channel spacing type";
}

identity dwdm‑100ghz {
  base dwdm‑ch‑spc‑type;
  description
    "100GHz channel spacing";
}

identity dwdm‑50ghz {
  base dwdm‑ch‑spc‑type;
  description
    "50GHz channel spacing";
}

identity dwdm‑25ghz {
  base dwdm‑ch‑spc‑type;
  description
    "25GHz channel spacing";
}

identity dwdm‑12p5ghz {
  base dwdm‑ch‑spc‑type;
  description
    "12.5GHz channel spacing";
}

identity dwdm‑6p25ghz {
  base dwdm‑ch‑spc‑type;
  description
    "6.25GHz channel spacing";
}

identity cwdm‑ch‑spc‑type {
  description
    "CWDM channel spacing type.";
}

identity cwdm‑20nm {
  base cwdm‑ch‑spc‑type;
  description
    "20nm channel spacing";
}

identity fec‑type {
  description
    "FEC (Forward Error Correction) type";
}

identity g‑fec {
  base fec‑type;
  description
    "G‑FEC (Generic‑FEC)";
}
identity e‑fec {
  base fec‑type;
  description
    "E‑FEC (Enhanced‑FEC)";
}
identity no‑fec {
  base fec‑type;
  description
    "No FEC";
}

/* Groupings. */
grouping wson‑path‑bandwidth {
  description "WSON (Wavelength Switched Optical Network)
               path bandwidth attributes";
  leaf bandwidth‑type {
    type identityref {
      base layer0‑bandwidth‑type;
    }
    description "WSON bandwidth type";
  }
}


grouping wson‑link‑bandwidth {
  description "WSON link bandwidth attributes";
  leaf‑list supported‑bandwidth‑list {
    type identityref {
      base layer0‑bandwidth‑type;
    }
    description "WSON bandwidth type";
  }
}

grouping wson‑link‑label {
  description
    "Generic label for WSON links";
  choice grid‑type {
    description
      "Label for DWDM or CWDM grid";
    case dwdm {
      leaf channel‑freq {
        type frequency‑thz;
        description
          "The DWDM fixed‑grid channel frequency in THz,
          e.g., 193.12500";
        reference
          "RFC6205";
      }
    }
    case cwdm {
      leaf channel‑wavelength {
        type uint32;
        units nm;
        description
          "The CWDM wavelength in nanometer, e.g., 1511";
        reference
          "RFC6205";
      }
    }
  }
}

grouping wson‑path‑label {
  description
    "Generic label for WSON paths";
  choice grid‑type {
    description
      "Label for DWDM or CWDM grid";
    case dwdm {
      choice single‑or‑super‑channel {
        description "single or super channel";

        case single {
          leaf channel‑freq {
            type frequency‑thz;
           description
             "The DWDM fixed‑grid channel frequency in THz,
             e.g., 193.12500";
            }
       }
        case super {
         leaf‑list subcarrier‑channels {
            type frequency‑thz;
            description
              "List of subcarrier channels for super channel";
          }
       }
      }

    }
    case cwdm {
      leaf channel‑wavelength {
        type uint32;
        units nm;
        description
          "The CWDM wavelength in nanometer, e.g., 1511";
        reference
          "RFC6205";
      }
    }
  }
}

grouping layer0‑label‑restriction {
  description
    "layer0 label restriction.";

  leaf grid‑type {
    type identityref {
      base layer0‑grid‑type;
    }
    description "Grid type";
  }
  leaf priority {
    type uint8;
    description "priority";
  }
}



  grouping wson-label-step {

    description "Label step information for WSON";



  choice layer0‑grid‑type {
    description
      "WSON grid‑type: DWDM, CWDM, etc.";
    case dwdm {
      leaf wson‑dwdm {
        type identityref {
          base dwdm‑ch‑spc‑type;
        }
        description
          "Label‑step is the channel‑spacing (GHz), e.g.,
           100, 50, 25, or 12.5 GHz for DWDM";
        reference
          "RFC6205";
      }
    }
    case cwdm {
      leaf wson‑cwdm {
        type identityref {
          base cwdm‑ch‑spc‑type;
        }
        description
          "label‑step is the channel‑spacing (nm), i.e., 20 nm
           for CWDM, which is the only value defined for CWDM";
        reference
          "RFC6205";
      }
    }
  }
}



  grouping flex-grid-node-attributes {

    description "Flex-grid node attributes";



    container flex‑grid‑node {
      description "Flex‑grid node attrtibutes";
      leaf node‑type {
        type identityref {
          base layer0‑node‑type;
        }
        description "Flex‑grid node type";
      }
    }
  }

  grouping flex‑grid‑path‑bandwidth {
    description "Flex‑grid path bandwidth attributes";
    leaf bandwidth‑type {
      type identityref {
        base layer0‑bandwidth‑type;

      }
      description "Flex‑grid bandwidth type";
    }
  }

  grouping flex‑grid‑link‑bandwidth {
    description "flex‑grid link bandwidth attributes";
    leaf‑list supported‑bandwidth‑list {
      type identityref {
        base layer0‑bandwidth‑type;
      }
      description "Flex‑grid bandwidth type";
    }
  }

  grouping flex‑grid‑link‑label {
    description "Flex‑grid link label.";
    leaf central‑frequency {
      type frequency‑thz;
      description
        "The DWDM flex‑grid channel central frequency
         in THz, e.g., 193.12500";
      reference
        "RFC7698";
    }
  }

  grouping flex‑grid‑channel {
    description "Flex‑grid channel grouping.";
    leaf central‑frequency {
      type frequency‑thz;
      description
        "Flex‑grid central frequency in THz, e.g., 193.12500";
      reference
        "RFC7698";
    }

    leaf slot‑width {
      type frequency‑ghz;
      description
        "Flex‑grid The DWDM slot width in GHz, e.g., 50, 100, 150";
      reference
        "RFC7698";
    }
  }

  grouping flex‑grid‑path‑label {
    description "Flex‑grid path label.";
      choice single‑or‑super‑channel {

       description "single of super channel";
        case single {
          uses flex‑grid‑channel;
       }
        case super {
         list subcarrier‑channels {
         key central‑frequency;
         uses flex‑grid‑channel;
         description
            "List of subcarrier channels for flex‑grid
            super channel";
          }
        }
      }
  }

  grouping flex‑grid‑label‑restriction {
    description
      "Flex Grid‑specific label restriction";
    uses layer0‑label‑restriction;

    container flex‑grid {
      description "flex‑grid definition";
      leaf nominal‑central‑frequency‑granularity {
        type frequency‑ghz;
        default 6.25;
        description
          "It is the spacing between allowed nominal central
           frequencies and it is set to 6.25 GHz";
        reference
     "RFC7698";
      }

      leaf slot‑width‑granularity {
        type frequency‑ghz;
        default 12.5;
        description
     "Minimum space between slot widths";
        reference
     "RFC7698";
      }
    }
  }

  grouping flex‑grid‑label‑step {
    description "Label step information for flex grid";
    leaf flex {
      type identityref {
        base dwdm‑ch‑spc‑type;

      }
      description
        "Label‑step is the nominal central frequency
         granularity (GHz), e.g., 6.25 GHz";
      reference
        "RFC7698";
    }
  }
}
<CODE ENDS>






5. Security Considerations

   The YANG module specified in this document defines a schema for data
   that is designed to be accessed via network management protocols
   such as NETCONF [RFC6241] or RESTCONF [RFC8040]. The lowest NETCONF
   layer is the secure transport layer, and the mandatory-to-implement
   secure transport is Secure Shell (SSH) [RFC6242]. The lowest
   RESTCONF layer is HTTPS, and the mandatory-to-implement secure
   transport is TLS [RFC8446].



   The NETCONF access control model [RFC6536] provides the means to
   restrict access for particular NETCONF users to a preconfigured
   subset of all available NETCONF protocol operations and content. The
   NETCONF Protocol over Secure Shell (SSH) [RFC6242] describes a
   method for invoking and running NETCONF within a Secure Shell (SSH)
   session as an SSH subsystem. The Network Configuration Access
   Control Model (NACM) [RFC8341] provides the means to restrict access
   for particular NETCONF or RESTCONF users to a preconfigured subset
   of all available NETCONF or RESTCONF protocol operations and
   content.



   A number of configuration data nodes defined in this document are
   writable/deletable (i.e., "config true"). These data nodes may be
   considered sensitive or vulnerable in some network environments.



   There are a number of data nodes defined in this YANG module that
   are writable/creatable/deletable (i.e., config true, which is the
   default).  These data nodes may be considered sensitive or
   vulnerable in some network environments.  Write operations (e.g.,
   edit-config) to these data nodes without proper protection can have
   a negative effect on network operations.  These are the subtrees and
   data nodes and their sensitivity/vulnerability:



   /nw:networks/nw:network/nw:network-types/tet:te-topology




   /nw:networks/nw:network/nt:link/tet:te/tet:te-link-attributes



   /nw:networks/nw:network/nw:node/nt:termination-point/tet:te



   /nw:networks/nw:network/nw:node/tet:te/tet:te-node-attributes
   /te-connectivity-matrices/te-connectivity-matrix/tet:path-
   constraints/tet:te-bandwidth/tet:technology



   /nw:networks/nw:network/nw:node/tet:te
   /tet:tunnel-termination-point/tet:local-link-connectivities
   /tet:label-restrictions/tet:label-restriction






6. IANA Considerations

   This document registers the following namespace URIs in the IETF XML
   registry [RFC3688]:





‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   URI: urn:ietf:params:xml:ns:yang: ietf‑wson‑topology
   Registrant Contact: The IESG.
   XML: N/A, the requested URI is an XML namespace.
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   URI: urn:ietf:params:xml:ns:yang: ietf‑layer0‑types
   Registrant Contact: The IESG.
   XML: N/A, the requested URI is an XML namespace.
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑




   This document registers the following YANG modules in the YANG
   Module Names registry [RFC7950] & [RFC6020]:



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   name:         ietf‑wson‑topology
   namespace:    urn:ietf:params:xml:ns:yang:ietf‑wson‑topology
   reference:    RFC XXXX (TDB)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   name:         ietf‑layer0‑types
   namespace:    urn:ietf:params:xml:ns:yang: ietf‑layer0‑types
   reference:    RFC XXXX (TDB)

‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
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1. Introduction

   The Multiprotocol Label Switching (MPLS) architecture [RFC3031] has
   been defined to support the forwarding of data based on a label.  In
   this architecture, Label Switching Routers (LSRs) were assumed to
   have a forwarding plane that is capable of (a) recognizing either
   packet or cell boundaries, and (b) being able to process either
   packet headers (for LSRs capable of recognizing packet boundaries) or
   cell headers (for LSRs capable of recognizing cell boundaries).



   The original architecture has recently been extended to include LSRs
   whose forwarding plane recognizes neither packet, nor cell
   boundaries, and therefore, can't forward data based on the
   information carried in either packet or cell headers.  Specifically,
   such LSRs include devices where the forwarding decision is based on
   time slots, wavelengths, or physical ports.



   Given the above, LSRs, or more precisely interfaces on LSRs, can be
   subdivided into the following classes:



   1. Interfaces that recognize packet/cell boundaries and can forward
      data based on the content of the packet/cell header.  Examples
      include interfaces on routers that forward data based on the
      content of the "shim" header, interfaces on (Asynchronous Transfer
      Mode) ATM-LSRs that forward data based on the ATM VPI/VCI.  Such
      interfaces are referred to as Packet-Switch Capable (PSC).



   2. Interfaces that forward data based on the data's time slot in a
      repeating cycle.  An example of such an interface is an interface
      on a SONET/SDH Cross-Connect.  Such interfaces are referred to as
      Time-Division Multiplex Capable (TDM).



   3. Interfaces that forward data based on the wavelength on which the
      data is received.  An example of such an interface is an interface
      on an Optical Cross-Connect that can operate at the level of an
      individual wavelength.  Such interfaces are referred to as Lambda
      Switch Capable (LSC).



   4. Interfaces that forward data based on a position of the data in
      the real world physical spaces.  An example of such an interface
      is an interface on an Optical Cross-Connect that can operate at
      the level of a single (or multiple) fibers.  Such interfaces are
      referred to as Fiber-Switch Capable (FSC).



   Using the concept of nested Label Switched Paths (LSPs) allows the
   system to scale by building a forwarding hierarchy.  At the top of
   this hierarchy are FSC interfaces, followed by LSC interfaces,
   followed by TDM interfaces, followed by PSC interfaces.  This way, an
   LSP that starts and ends on a PSC interface can be nested (together
   with other LSPs) into an LSP that starts and ends on a TDM interface.
   This LSP, in turn, can be nested (together with other LSPs) into an
   LSP that starts and ends on an LSC interface, which in turn can be
   nested (together with other LSPs) into an LSP that starts and ends on
   a FSC interface.  See [MPLS-HIERARCHY] for more information on LSP
   hierarchies.



   The establishment of LSPs that span only the first class of
   interfaces is defined in [RFC3036, RFC3212, RFC3209].  This document
   presents a functional description of the extensions needed to
   generalize the MPLS control plane to support each of the four classes
   of interfaces.  Only signaling protocol independent formats and
   definitions are provided in this document.  Protocol specific formats
   are defined in [RFC3473] and [RFC3472].  Technology specific details
   are outside the scope of this document and will be specified in
   technology specific documents, such as [GMPLS-SONET].



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].




2. Overview

   Generalized MPLS differs from traditional MPLS in that it supports
   multiple types of switching, i.e., the addition of support for TDM,
   lambda, and fiber (port) switching.  The support for the additional
   types of switching has driven generalized MPLS to extend certain base
   functions of traditional MPLS and, in some cases, to add
   functionality.  These changes and additions impact basic LSP
   properties, how labels are requested and communicated, the
   unidirectional nature of LSPs, how errors are propagated, and
   information provided for synchronizing the ingress and egress.



   In traditional MPLS Traffic Engineering, links traversed by an LSP
   can include an intermix of links with heterogeneous label encodings.
   For example, an LSP may span links between routers, links between
   routers and ATM-LSRs, and links between ATM-LSRs.  Generalized MPLS
   extends this by including links where the label is encoded as a time
   slot, or a wavelength, or a position in the real world physical
   space.  Just like with traditional MPLS TE, where not all LSRs are
   capable of recognizing (IP) packet boundaries (e.g., an ATM-LSR) in
   their forwarding plane, generalized MPLS includes support for LSRs
   that can't recognize (IP) packet boundaries in their forwarding
   plane.  In traditional MPLS TE an LSP that carries IP has to start
   and end on a router.  Generalized MPLS extends this by requiring an
   LSP to start and end on similar type of LSRs.  Also, in generalized
   MPLS the type of a payload that can be carried by an LSP is extended
   to allow such payloads as SONET/SDH, or 1 or 10Gb Ethernet.  These
   changes from traditional MPLS are reflected in how labels are
   requested and communicated in generalized MPLS, see Sections 3.1 and
   3.2.  A special case of Lambda switching, called Waveband switching
   is also described in Section 3.3.



   Another basic difference between traditional and non-PSC types of
   generalized MPLS LSPs, is that bandwidth allocation for an LSP can be
   performed only in discrete units, see Section 3.1.3.  There are also
   likely to be (much) fewer labels on non-PSC links than on PSC links.
   Note that the use of Forwarding Adjacencies (FA), see [MPLS-
   HIERARCHY], provides a mechanism that may improve bandwidth
   utilization, when bandwidth allocation can be performed only in
   discrete units, as well as a mechanism to aggregate forwarding state,
   thus allowing the number of required labels to be reduced.



   Generalized MPLS allows for a label to be suggested by an upstream
   node, see Section 3.4.  This suggestion may be overridden by a
   downstream node but, in some cases, at the cost of higher LSP setup
   time.  The suggested label is valuable when establishing LSPs through
   certain kinds of optical equipment where there may be a lengthy (in
   electrical terms) delay in configuring the switching fabric.  For
   example micro mirrors may have to be elevated or moved, and this
   physical motion and subsequent damping takes time.  If the labels and
   hence switching fabric are configured in the reverse direction (the
   norm) the MAPPING/Resv message may need to be delayed by 10's of
   milliseconds per hop in order to establish a usable forwarding path.
   The suggested label is also valuable when recovering from nodal
   faults.



   Generalized MPLS extends on the notion of restricting the range of
   labels that may be selected by a downstream node, see Section 3.5.
   In generalized MPLS, an ingress or other upstream node may restrict
   the labels that may be used by an LSP along either a single hop or
   along the whole LSP path.  This feature is driven from the optical
   domain where there are cases where wavelengths used by the path must
   be restricted either to a small subset of possible wavelengths, or to
   one specific wavelength.  This requirement occurs because some
   equipment may only be able to generate a small set of the wavelengths
   that intermediate equipment may be able to switch, or because
   intermediate equipment may not be able to switch a wavelength at all,
   being only able to redirect it to a different fiber.



   While traditional traffic engineered MPLS (and even LDP) are
   unidirectional, generalized MPLS supports the establishment of
   bidirectional LSPs, see Section 4.  The need for bidirectional LSPs
   comes from non-PSC applications.  There are multiple reasons why such
   LSPs are needed, particularly possible resource contention when
   allocating reciprocal LSPs via separate signaling sessions, and
   simplifying failure restoration procedures in the non-PSC case.
   Bidirectional LSPs also have the benefit of lower setup latency and
   lower number of messages required during setup.



   Generalized MPLS supports the communication of a specific label to
   use on a specific interface, see Section 6.  [RFC3473] also supports
   an RSVP specific mechanism for rapid failure notification.



   Generalized MPLS formalizes possible separation of control and data
   channels, see Section 9.  Such support is particularly important to
   support technologies where control traffic cannot be sent in-band
   with the data traffic.



   Generalized MPLS also allows for the inclusion of technology specific
   parameters in signaling.  The intent is for all technology specific
   parameters to be carried, when using RSVP, in the SENDER_TSPEC and
   other related objects, and when using CR-LDP, in the Traffic
   Parameters TLV.  Technology specific formats will be defined on an as
   needed basis.  For an example definition, see [GMPLS-SONET].




3. Label Related Formats

   To deal with the widening scope of MPLS into the optical and time
   domain, several new forms of "label" are required.  These new forms
   of label are collectively referred to as a "generalized label".  A
   generalized label contains enough information to allow the receiving
   node to program its cross connect, regardless of the type of this
   cross connect, such that the ingress segments of the path are
   properly joined.  This section defines a generalized label request, a
   generalized label, support for waveband switching, suggested label
   and label sets.



   Note that since the nodes sending and receiving the new form of label
   know what kinds of link they are using, the generalized label does
   not contain a type field, instead the nodes are expected to know from
   context what type of label to expect.




3.1. Generalized Label Request

   The Generalized Label Request supports communication of
   characteristics required to support the LSP being requested.  These
   characteristics include LSP encoding and LSP payload.  Note that
   these characteristics may be used by transit nodes, e.g., to support
   penultimate hop popping.



   The Generalized Label Request carries an LSP encoding parameter,
   called LSP Encoding Type.  This parameter indicates the encoding
   type, e.g., SONET/SDH/GigE etc., that will be used with the data
   associated with the LSP.  The LSP Encoding Type represents the nature
   of the LSP, and not the nature of the links that the LSP traverses.
   A link may support a set of encoding formats, where support means
   that a link is able to carry and switch a signal of one or more of
   these encoding formats depending on the resource availability and
   capacity of the link.  For example, consider an LSP signaled with
   "lambda" encoding.   It is expected that such an LSP would be
   supported with no electrical conversion and no knowledge of the
   modulation and speed by the transit nodes.  Other formats normally
   require framing knowledge, and field parameters are broken into the
   framing type and speed as shown below.



   The Generalized Label Request also indicates the type of switching
   that is being requested on a link.  This field normally is consistent
   across all links of an LSP.




3.1.1. Required Information

   The information carried in a Generalized Label Request is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| LSP Enc. Type |Switching Type |             G‑PID             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      LSP Encoding Type: 8 bits



         Indicates the encoding of the LSP being requested.  The
         following shows permitted values and their meaning:



Value       Type
‑‑‑‑‑       ‑‑‑‑
  1         Packet
  2         Ethernet
  3         ANSI/ETSI PDH
  4         Reserved
  5         SDH ITU‑T G.707 / SONET ANSI T1.105
  6         Reserved
  7         Digital Wrapper
  8         Lambda (photonic)
  9         Fiber
 10         Reserved
 11         FiberChannel



         The ANSI PDH and ETSI PDH types designate these respective
         networking technologies.  DS1 and DS3 are examples of ANSI PDH
         LSPs.  An E1 LSP would be ETSI PDH.  The Lambda encoding type
         refers to an LSP that encompasses a whole wavelengths.  The
         Fiber encoding type refers to an LSP that encompasses a whole
         fiber port.



      Switching Type: 8 bits



         Indicates the type of switching that should be performed on a
         particular link.  This field is needed for links that advertise
         more than one type of switching capability.  This field should
         map to one of the values advertised for the corresponding link
         in the routing Switching Capability Descriptor, see [GMPLS-
         RTG].



         The following are currently defined values:



Value       Type
‑‑‑‑‑       ‑‑‑‑
  1         Packet‑Switch Capable‑1 (PSC‑1)
  2         Packet‑Switch Capable‑2 (PSC‑2)
  3         Packet‑Switch Capable‑3 (PSC‑3)
  4         Packet‑Switch Capable‑4 (PSC‑4)
  51        Layer‑2 Switch Capable  (L2SC)
  100       Time‑Division‑Multiplex Capable (TDM)
  150       Lambda‑Switch Capable   (LSC)
  200       Fiber‑Switch Capable    (FSC)



      Generalized PID (G-PID): 16 bits



         An identifier of the payload carried by an LSP, i.e., an
         identifier of the client layer of that LSP.  This is used by
         the nodes at the endpoints of the LSP, and in some cases by the
         penultimate hop.  Standard Ethertype values are used for packet
         and Ethernet LSPs; other values are:



Value   Type                                   Technology
‑‑‑‑‑   ‑‑‑‑                                   ‑‑‑‑‑‑‑‑‑‑
  0     Unknown                                All
  1     Reserved
  2     Reserved
  3     Reserved
  4     Reserved
  5     Asynchronous mapping of E4             SDH
  6     Asynchronous mapping of DS3/T3         SDH
  7     Asynchronous mapping of E3             SDH
  8     Bit synchronous mapping of E3          SDH
  9     Byte synchronous mapping of E3         SDH
 10     Asynchronous mapping of DS2/T2         SDH
 11     Bit synchronous mapping of DS2/T2      SDH
 12     Reserved
 13     Asynchronous mapping of E1             SDH
 14     Byte synchronous mapping of E1         SDH
 15     Byte synchronous mapping of 31 * DS0   SDH
 16     Asynchronous mapping of DS1/T1         SDH
 17     Bit synchronous mapping of DS1/T1      SDH
 18     Byte synchronous mapping of DS1/T1     SDH
 19     VC‑11 in VC‑12                         SDH
 20     Reserved
 21     Reserved
 22     DS1 SF Asynchronous                    SONET
 23     DS1 ESF Asynchronous                   SONET
 24     DS3 M23 Asynchronous                   SONET
 25     DS3 C‑Bit Parity Asynchronous          SONET
 26     VT/LOVC                                SDH
 27     STS SPE/HOVC                           SDH
 28     POS ‑ No Scrambling, 16 bit CRC        SDH
 29     POS ‑ No Scrambling, 32 bit CRC        SDH
 30     POS ‑ Scrambling, 16 bit CRC           SDH
 31     POS ‑ Scrambling, 32 bit CRC           SDH
 32     ATM mapping                            SDH
 33     Ethernet                               SDH, Lambda, Fiber
 34     SONET/SDH                              Lambda, Fiber
 35     Reserved (SONET deprecated)            Lambda, Fiber
 36     Digital Wrapper                        Lambda, Fiber
 37     Lambda                                 Fiber

 38     ANSI/ETSI PDH                          SDH
 39     Reserved                               SDH
 40     Link Access Protocol SDH               SDH
        (LAPS ‑ X.85 and X.86)
 41     FDDI                                   SDH, Lambda, Fiber
 42     DQDB (ETSI ETS 300 216)                SDH
 43     FiberChannel‑3 (Services)              FiberChannel
 44     HDLC                                   SDH
 45     Ethernet V2/DIX (only)                 SDH, Lambda, Fiber
 46     Ethernet 802.3 (only)                  SDH, Lambda, Fiber




3.1.2. Bandwidth Encoding

   Bandwidth encodings are carried in 32 bit number in IEEE floating
   point format (the unit is bytes per second).  For non-packet LSPs, it
   is useful to define discrete values to identify the bandwidth of the
   LSP.  Some typical values for the requested bandwidth are enumerated
   below.  (These values are guidelines.)  Additional values will be
   defined as needed.  Bandwidth encoding values are carried in a per
   protocol specific manner, see [RFC3473] and [RFC3472].



  Signal Type   (Bit‑rate)              Value (Bytes/Sec)
                                      (IEEE Floating point)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑  ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑       ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
           DS0  (0.064 Mbps)              0x45FA0000
           DS1  (1.544 Mbps)              0x483C7A00
            E1  (2.048 Mbps)              0x487A0000
           DS2  (6.312 Mbps)              0x4940A080
            E2  (8.448 Mbps)              0x4980E800
      Ethernet  (10.00 Mbps)              0x49989680
            E3  (34.368 Mbps)             0x4A831A80
           DS3  (44.736 Mbps)             0x4AAAA780
         STS‑1  (51.84 Mbps)              0x4AC5C100
 Fast Ethernet  (100.00 Mbps)             0x4B3EBC20
            E4  (139.264 Mbps)            0x4B84D000
     FC‑0 133M                            0x4B7DAD68
    OC‑3/STM‑1  (155.52 Mbps)             0x4B9450C0
     FC‑0 266M                            0x4BFDAD68
     FC‑0 531M                            0x4C7D3356
   OC‑12/STM‑4  (622.08 Mbps)             0x4C9450C0
          GigE  (1000.00 Mbps)            0x4CEE6B28
    FC‑0 1062M                            0x4CFD3356
  OC‑48/STM‑16  (2488.32 Mbps)            0x4D9450C0
 OC‑192/STM‑64  (9953.28 Mbps)            0x4E9450C0
    10GigE‑LAN  (10000.00 Mbps)           0x4E9502F9
OC‑768/STM‑256  (39813.12 Mbps)           0x4F9450C0




3.2. Generalized Label

   The Generalized Label extends the traditional label by allowing the
   representation of not only labels which travel in-band with
   associated data packets, but also labels which identify time-slots,
   wavelengths, or space division multiplexed positions.  For example,
   the Generalized Label may carry a label that represents (a) a single
   fiber in a bundle, (b) a single waveband within fiber, (c) a single
   wavelength within a waveband (or fiber), or (d) a set of time-slots
   within a wavelength (or fiber).  It may also carry a label that
   represents a generic MPLS label, a Frame Relay label, or an ATM label
   (VCI/VPI).



   A Generalized Label does not identify the "class" to which the label
   belongs.  This is implicit in the multiplexing capabilities of the
   link on which the label is used.



   A Generalized Label only carries a single level of label, i.e., it is
   non-hierarchical.  When multiple levels of label (LSPs within LSPs)
   are required, each LSP must be established separately, see [MPLS-
   HIERARCHY].



   Each Generalized Label object/TLV carries a variable length label
   parameter.




3.2.1. Required Information

   The information carried in a Generalized Label is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                             Label                             |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Label: Variable Length



         Carries label information.  The interpretation of this field
         depends on the type of the link over which the label is used.




3.2.1.1. Port and Wavelength Labels

   Some configurations of fiber switching (FSC) and lambda switching
   (LSC) use multiple data channels/links controlled by a single control
   channel.  In such cases the label indicates the data channel/link to
   be used for the LSP.  Note that this case is not the same as when
   [MPLS-BUNDLE] is being used.



   The information carried in a Port and Wavelength label is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                             Label                             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Label: 32 bits



      Indicates port/fiber or lambda to be used, from the perspective of
      the sender of the object/TLV.  Values used in this field only have
      significance between two neighbors, and the receiver may need to
      convert the received value into a value that has local
      significance.  Values may be configured or dynamically determined
      using a protocol such as [LMP].




3.2.1.2. Other Labels

   Generic MPLS labels and Frame Relay labels are encoded right
   justified aligned in 32 bits (4 octets).  ATM labels are encoded with
   the VPI right justified in bits 0-15 and the VCI right justified in
   bits 16-31.




3.3. Waveband Switching

   A special case of lambda switching is waveband switching.  A waveband
   represents a set of contiguous wavelengths which can be switched
   together to a new waveband.  For optimization reasons it may be
   desirable for an optical cross connect to optically switch multiple
   wavelengths as a unit.  This may reduce the distortion on the
   individual wavelengths and may allow tighter separation of the
   individual wavelengths.  The Waveband Label is defined to support
   this special case.



   Waveband switching naturally introduces another level of label
   hierarchy and as such the waveband is treated the same way all other
   upper layer labels are treated.



   As far as the MPLS protocols are concerned there is little difference
   between a waveband label and a wavelength label except that
   semantically the waveband can be subdivided into wavelengths whereas
   the wavelength can only be subdivided into time or statistically
   multiplexed labels.




3.3.1. Required information

   Waveband switching uses the same format as the generalized label, see
   section 3.2.1.



   In the context of waveband switching, the generalized label has the
   following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Waveband Id                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Start Label                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           End Label                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Waveband Id: 32 bits



         A waveband identifier.  The value is selected by the sender and
         reused in all subsequent related messages.



      Start Label: 32 bits



         Indicates the channel identifier of the lowest value wavelength
         making up the waveband, from the object/TLV sender's
         perspective.



      End Label: 32 bits



         Indicates the channel identifier of the highest value
         wavelength making up the waveband, from the object/TLV sender's
         perspective.



   Channel identifiers are established either by configuration or by
   means of a protocol such as LMP [LMP].  They are normally used in the
   label parameter of the Generalized Label one PSC and LSC.




3.4. Suggested Label

   The Suggested Label is used to provide a downstream node with the
   upstream node's label preference.  This permits the upstream node to
   start configuring its hardware with the proposed label before the
   label is communicated by the downstream node.  Such early
   configuration is valuable to systems that take non-trivial time to
   establish a label in hardware.  Such early configuration can reduce
   setup latency, and may be important for restoration purposes where
   alternate LSPs may need to be rapidly established as a result of
   network failures.



   The use of Suggested Label is only an optimization.  If a downstream
   node passes a different label upstream, an upstream LSR reconfigures
   itself so that it uses the label specified by the downstream node,
   thereby maintaining the downstream control of a label.  Note, the
   transmission of a suggested label does not imply that the suggested
   label is available for use.  In particular, an ingress node should
   not transmit data traffic on a suggested label until the downstream
   node passes a label upstream.



   The information carried in a suggested label is identical to a
   generalized label.  Note, values used in the label field of a
   suggested label are from the object/TLV sender's perspective.




3.5. Label Set

   The Label Set is used to limit the label choices of a downstream node
   to a set of acceptable labels.  This limitation applies on a per hop
   basis.



   We describe four cases where a Label Set is useful in the optical
   domain.  The first case is where the end equipment is only capable of
   transmitting on a small specific set of wavelengths/bands.  The
   second case is where there is a sequence of interfaces which cannot
   support wavelength conversion (CI-incapable) and require the same
   wavelength be used end-to-end over a sequence of hops, or even an
   entire path.  The third case is where it is desirable to limit the
   amount of wavelength conversion being performed to reduce the
   distortion on the optical signals.  The last case is where two ends
   of a link support different sets of wavelengths.



   Label Set is used to restrict label ranges that may be used for a
   particular LSP between two peers.  The receiver of a Label Set must
   restrict its choice of labels to one which is in the Label Set.  Much
   like a label, a Label Set may be present across multiple hops.  In
   this case each node generates its own outgoing Label Set, possibly
   based on the incoming Label Set and the node's hardware capabilities.
   This case is expected to be the norm for nodes with conversion
   incapable (CI-incapable) interfaces.



   The use of Label Set is optional, if not present, all labels from the
   valid label range may be used.  Conceptually the absence of a Label
   Set implies a Label Set whose value is {U}, the set of all valid
   labels.




3.5.1. Required Information

   A label set is composed of one or more Label_Set objects/TLVs.  Each
   object/TLV contains one or more elements of the Label Set.  Each
   element is referred to as a subchannel identifier and has the same
   format as a generalized label.



   The information carried in a Label_Set is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Action     |      Reserved     |        Label Type         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Subchannel 1                         |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
:                               :                               :
:                               :                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Subchannel N                         |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Action: 8 bits



      0 - Inclusive List



         Indicates that the object/TLV contains one or more subchannel
         elements that are included in the Label Set.



      1 - Exclusive List



         Indicates that the object/TLV contains one or more subchannel
         elements that are excluded from the Label Set.



      2 - Inclusive Range



         Indicates that the object/TLV contains a range of labels.  The
         object/TLV contains two subchannel elements.  The first element
         indicates the start of the range.  The second element indicates
         the end of the range.  A value of zero indicates that there is
         no bound on the corresponding portion of the range.



      3 - Exclusive Range



         Indicates that the object/TLV contains a range of labels that
         are excluded from the Label Set.  The object/TLV contains two
         subchannel elements.  The first element indicates the start of
         the range.  The second element indicates the end of the range.
         A value of zero indicates that there is no bound on the
         corresponding portion of the range.



   Reserved: 10 bits



      This field is reserved. It MUST be set to zero on transmission and
      MUST be ignored on receipt.



   Label Type: 14 bits



      Indicates the type and format of the labels carried in the
      object/TLV.  Values are signaling protocol specific.



   Subchannel:



      The subchannel represents the label (wavelength, fiber ... ) which
      is eligible for allocation.  This field has the same format as
      described for labels under section 3.2.



      Note that subchannel to local channel identifiers (e.g.,
      wavelength) mappings are a local matter.




4. Bidirectional LSPs

   This section defines direct support of bidirectional LSPs.  Support
   is defined for LSPs that have the same traffic engineering
   requirements including fate sharing, protection and restoration,
   LSRs, and resource requirements (e.g., latency and jitter) in each
   direction.  In the remainder of this section, the term "initiator" is
   used to refer to a node that starts the establishment of an LSP and
   the term "terminator" is used to refer to the node that is the target
   of the LSP.  Note that for bidirectional LSPs, there is only one
   "initiator" and one "terminator".



   Normally to establish a bidirectional LSP when using [RFC3209] or
   [RFC3212] two unidirectional paths must be independently established.
   This approach has the following disadvantages:



   *  The latency to establish the bidirectional LSP is equal to one
      round trip signaling time plus one initiator-terminator signaling
      transit delay.  This not only extends the setup latency for
      successful LSP establishment, but it extends the worst-case



      latency for discovering an unsuccessful LSP to as much as two
      times the initiator-terminator transit delay.  These delays are
      particularly significant for LSPs that are established for
      restoration purposes.



   *  The control overhead is twice that of a unidirectional LSP.  This
      is because separate control messages (e.g., Path and Resv) must be
      generated for both segments of the bidirectional LSP.



   *  Because the resources are established in separate segments, route
      selection is complicated.  There is also additional potential race
      for conditions in assignment of resources, which decreases the
      overall probability of successfully establishing the bidirectional
      connection.



   *  It is more difficult to provide a clean interface for SONET/SDH
      equipment that may rely on bidirectional hop-by-hop paths for
      protection switching.



   *  Bidirectional optical LSPs (or lightpaths) are seen as a
      requirement for many optical networking service providers.



   With bidirectional LSPs both the downstream and upstream data paths,
   i.e., from initiator to terminator and terminator to initiator, they
   are established using a single set of signaling messages.  This
   reduces the setup latency to essentially one initiator-terminator
   round trip time plus processing time, and limits the control overhead
   to the same number of messages as a unidirectional LSP.




4.1. Required Information

   For bidirectional LSPs, two labels must be allocated.  Bidirectional
   LSP setup is indicated by the presence of an Upstream Label
   object/TLV in the appropriate signaling message.  An Upstream Label
   has the same format as the generalized label, see Section 3.2.




4.2. Contention Resolution

   Contention for labels may occur between two bidirectional LSP setup
   requests traveling in opposite directions.  This contention occurs
   when both sides allocate the same resources (labels) at effectively
   the same time.  If there is no restriction on the labels that can be
   used for bidirectional LSPs and if there are alternate resources,
   then both nodes will pass different labels upstream and there is no
   contention.  However, if there is a restriction on the labels that
   can be used for the bidirectional LSPs (for example, if they must be
   physically coupled on a single I/O card), or if there are no more
   resources available, then the contention must be resolved by other
   means.  To resolve contention, the node with the higher node ID will
   win the contention and it MUST issue a PathErr/NOTIFICATION message
   with a "Routing problem/Label allocation failure" indication.  Upon
   receipt of such an error, the node SHOULD try to allocate a different
   Upstream label (and a different Suggested Label if used) to the
   bidirectional path.  However, if no other resources are available,
   the node must proceed with standard error handling.



   To reduce the probability of contention, one may impose a policy that
   the node with the lower ID never suggests a label in the downstream
   direction and always accepts a Suggested Label from an upstream node
   with a higher ID.  Furthermore, since the labels may be exchanged
   using LMP, an alternative local policy could further be imposed such
   that (with respect to the higher numbered node's label set) the
   higher numbered node could allocate labels from the high end of the
   label range while the lower numbered node allocates labels from the
   low end of the label range.  This mechanism would augment any close
   packing algorithms that may be used for bandwidth (or wavelength)
   optimization.  One special case that should be noted when using RSVP
   and supporting this approach is that the neighbor's node ID might not
   be known when sending an initial Path message.  When this case
   occurs, a node should suggest a label chosen at random from the
   available label space.



   An example of contention between two nodes (PXC 1 and PXC 2) is shown
   in Figure 1.  In this example PXC 1 assigns an Upstream Label for the
   channel corresponding to local BCId=2 (local BCId=7 on PXC 2) and
   sends a Suggested Label for the channel corresponding to local BCId=1
   (local BCId=6 on PXC 2).  Simultaneously, PXC 2 assigns an Upstream
   Label for the channel corresponding to its local BCId=6 (local BCId=1
   on PXC 1) and sends a Suggested Label for the channel corresponding
   to its local BCId=7 (local BCId=2 on PXC 1).  If there is no
   restriction on the labels that can be used for bidirectional LSPs and
   if there are alternate resources available, then both PXC 1 and PXC 2
   will pass different labels upstream and the contention is resolved
   naturally (see Fig. 2).  However, if there is a restriction on the
   labels that can be used for bidirectional LSPs (for example, if they
   must be physically coupled on a single I/O card), then the contention
   must be resolved using the node ID (see Fig. 3).



+‑‑‑‑‑‑‑‑‑‑‑‑+                         +‑‑‑‑‑‑‑‑‑‑‑‑+
+   PXC 1    +                         +   PXC 2    +
+            +                 SL1,UL2 +            +
+          1 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>+ 6          +
+            + UL1, SL2                +            +
+          2 +<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ 7          +
+            +                         +            +
+            +                         +            +
+          3 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>+ 8          +
+            +                         +            +
+          4 +<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ 9          +
+‑‑‑‑‑‑‑‑‑‑‑‑+                         +‑‑‑‑‑‑‑‑‑‑‑‑+
                   Figure 1.  Label Contention



   In this example, PXC 1 assigns an Upstream Label using BCId=2 (BCId=7
   on PXC 2) and a Suggested Label using BCId=1 (BCId=6 on PXC 2).
   Simultaneously, PXC 2 assigns an Upstream Label using BCId=6 (BCId=1
   on PXC 1) and a Suggested Label using BCId=7 (BCId=2 on PXC 1).



+‑‑‑‑‑‑‑‑‑‑‑‑+                         +‑‑‑‑‑‑‑‑‑‑‑‑+
+   PXC 1    +                         +   PXC 2    +
+            +                     UL2 +            +
+          1 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>+ 6          +
+            + UL1                     +            +
+          2 +<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ 7          +
+            +                         +            +
+            +                      L1 +            +
+          3 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>+ 8          +
+            + L2                      +            +
+          4 +<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ 9          +
+‑‑‑‑‑‑‑‑‑‑‑‑+                         +‑‑‑‑‑‑‑‑‑‑‑‑+



    Figure 2. Label Contention Resolution without resource restrictions



   In this example, there is no restriction on the labels that can be
   used by the bidirectional connection and there is no contention.



+‑‑‑‑‑‑‑‑‑‑‑‑+                         +‑‑‑‑‑‑‑‑‑‑‑‑+
+   PXC 1    +                         +   PXC 2    +
+            +                     UL2 +            +
+          1 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>+ 6          +
+            + L2                      +            +
+          2 +<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ 7          +
+            +                         +            +
+            +                      L1 +            +
+          3 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>+ 8          +
+            +  UL1                    +            +
+          4 +<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ 9          +
+‑‑‑‑‑‑‑‑‑‑‑‑+                         +‑‑‑‑‑‑‑‑‑‑‑‑+



     Figure 3. Label Contention Resolution with resource restrictions



   In this example, labels 1,2 and 3,4 on PXC 1 (labels 6,7 and 8,9 on
   PXC 2, respectively) must be used by the same bidirectional
   connection.  Since PXC 2 has a higher node ID, it wins the contention
   and PXC 1 must use a different set of labels.




5. Notification on Label Error

   There are cases in traditional MPLS and in GMPLS that result in an
   error message containing an "Unacceptable label value" indication,
   see [RFC3209], [RFC3472] and [RFC3473].  When these cases occur, it
   can be useful for the node generating the error message to indicate
   which labels would be acceptable.  To cover this case, GMPLS
   introduces the ability to convey such information via the "Acceptable
   Label Set".  An Acceptable Label Set is carried in appropriate
   protocol specific error messages, see [RFC3472] and [RFC3473].



   The format of an Acceptable Label Set is identical to a Label Set,
   see section 3.5.1.




6. Explicit Label Control

   In traditional MPLS, the interfaces used by an LSP may be controlled
   via an explicit route, i.e., ERO or ER-Hop.  This enables the
   inclusion of a particular node/interface, and the termination of an
   LSP on a particular outgoing interface of the egress LSR.  Where the
   interface may be numbered or unnumbered, see [MPLS-UNNUM].



   There are cases where the existing explicit route semantics do not
   provide enough information to control the LSP to the degree desired.
   This occurs in the case when the LSP initiator wishes to select a
   label used on a link.  Specifically, the problem is that ERO and ER-
   Hop do not support explicit label sub-objects.  An example case where
   such a mechanism is desirable is where there are two LSPs to be
   "spliced" together, i.e., where the tail of the first LSP would be
   "spliced" into the head of the second LSP.  This last case is more
   likely to be used in the non-PSC classes of links.



   To cover this case, the Label ERO subobject / ER Hop is introduced.




6.1. Required Information

   The Label Explicit and Record Routes contains:



      L: 1 bit



         This bit must be set to 0.



      U: 1 bit



         This bit indicates the direction of the label.  It is 0 for the
         downstream label.  It is set to 1 for the upstream label and is
         only used on bidirectional LSPs.



      Label: Variable



         This field identifies the label to be used.  The format of this
         field is identical to the one used by the Label field in
         Generalized Label, see Section 3.2.1.



   Placement and ordering of these parameters are signaling protocol
   specific.




7. Protection Information

   Protection Information is carried in a new object/TLV.  It is used to
   indicate link related protection attributes of a requested LSP.  The
   use of Protection Information for a particular LSP is optional.
   Protection Information currently indicates the link protection type
   desired for the LSP.  If a particular protection type, i.e., 1+1, or
   1:N, is requested, then a connection request is processed only if the
   desired protection type can be honored.  Note that the protection
   capabilities of a link may be advertised in routing, see [GMPLS-RTG].
   Path computation algorithms may take this information into account
   when computing paths for setting up LSPs.



   Protection Information also indicates if the LSP is a primary or
   secondary LSP.  A secondary LSP is a backup to a primary LSP.  The
   resources of a secondary LSP are not used until the primary LSP
   fails.  The resources allocated for a secondary LSP MAY be used by
   other LSPs until the primary LSP fails over to the secondary LSP.  At
   that point, any LSP that is using the resources for the secondary LSP
   MUST be preempted.




7.1. Required Information

   The following information is carried in Protection Information:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|S|                  Reserved                       | Link Flags|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Secondary (S): 1 bit



         When set, indicates that the requested LSP is a secondary LSP.



      Reserved: 25 bits



         This field is reserved. It MUST be set to zero on transmission
         and MUST be ignored on receipt.  These bits SHOULD be pass
         through unmodified by transit nodes.



      Link Flags: 6 bits



         Indicates desired link protection type.  As previously
         mentioned, protection capabilities of a link may be advertised
         in routing.  A value of 0 implies that any, including no, link
         protection may be used.  More than one bit may be set to
         indicate when multiple protection types are acceptable.  When
         multiple bits are set and multiple protection types are
         available, the choice of protection type is a local (policy)
         decision.



         The following flags are defined:



0x20  Enhanced



      Indicates that a protection scheme that is more reliable than
      Dedicated 1+1 should be used, e.g., 4 fiber BLSR/MS-SPRING.



0x10  Dedicated 1+1



            Indicates that a dedicated link layer protection scheme,
            i.e., 1+1 protection, should be used to support the LSP.



0x08  Dedicated 1:1



            Indicates that a dedicated link layer protection scheme,
            i.e., 1:1 protection, should be used to support the LSP.



0x04  Shared



            Indicates that a shared link layer protection scheme, such
            as 1:N protection, should be used to support the LSP.



0x02  Unprotected



            Indicates that the LSP should not use any link layer
            protection.



0x01  Extra Traffic



            Indicates that the LSP should use links that are protecting
            other (primary) traffic.  Such LSPs may be preempted when
            the links carrying the (primary) traffic being protected
            fail.




8. Administrative Status Information

   Administrative Status Information is carried in a new object/TLV.
   Administrative Status Information is currently used in two ways.  In
   the first, the information indicates administrative state with
   respect to a particular LSP.  In this usage, Administrative Status
   Information indicates the state of the LSP.  State indications
   include "up" or "down", if it is in a "testing" mode, and if deletion
   is in progress.  The actions taken by a node based on a state local
   decision.  An example action that may be taken is to inhibit alarm
   reporting when an LSP is in "down" or "testing" states, or to report
   alarms associated with the connection at a priority equal to or less
   than "Non service affecting".



   In the second usage of Administrative Status Information, the
   information indicates a request to set an LSP's administrative state.
   This information is always relayed to the ingress node which acts on
   the request.



   The different usages are distinguished in a protocol specific
   fashion.  See [RFC3473] and [RFC3472] for details.  The use of
   Administrative Status Information for a particular LSP is optional.




8.1. Required Information

   The following information is carried in Administrative Status
   Information:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|R|                        Reserved                       |T|A|D|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Reflect (R): 1 bit



         When set, indicates that the edge node SHOULD reflect the
         object/TLV back in the appropriate message.  This bit MUST NOT
         be set in state change request, i.e., Notify, messages.



      Reserved: 28 bits



         This field is reserved.  It MUST be set to zero on transmission
         and MUST be ignored on receipt.  These bits SHOULD be pass
         through unmodified by transit nodes.



      Testing (T): 1 bit



         When set, indicates that the local actions related to the
         "testing" mode should be taken.



      Administratively down (A): 1 bit



         When set, indicates that the local actions related to the
         "administratively down" state should be taken.



      Deletion in progress (D): 1 bit



         When set, indicates that that the local actions related to LSP
         teardown should be taken.  Edge nodes may use this flag to
         control connection teardown.




9. Control Channel Separation

   The concept of a control channel being different than a data channel
   being signaled was introduced to MPLS in connection with link
   bundling, see [MPLS-BUNDLE].  In GMPLS, the separation of control and
   data channel may be due to any number of factors.  (Including
   bundling and other cases such as data channels that cannot carry in-
   band control information.)  This section will cover the two critical
   related issues: the identification of data channels in signaling and
   handling of control channel failures that don't impact data channels.




9.1. Interface Identification

   In traditional MPLS there is an implicit one-to-one association of a
   control channel to a data channel.  When such an association is
   present, no additional or special information is required to
   associate a particular LSP setup transaction with a particular data
   channel.  (It is implicit in the control channel over which the
   signaling messages are sent.)



   In cases where there is not an explicit one-to-one association of
   control channels to data channels it is necessary to convey
   additional information in signaling to identify the particular data
   channel being controlled.  GMPLS supports explicit data channel
   identification by providing interface identification information.
   GMPLS allows the use of a number of interface identification schemes
   including IPv4 or IPv6 addresses, interface indexes (see [MPLS-
   UNNUM]) and component interfaces (established via configuration or a
   protocol such as [LMP]).  In all cases the choice of the data
   interface is indicated by the upstream node using addresses and
   identifiers used by the upstream node.




9.1.1. Required Information

   The following information is carried in Interface_ID:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                              TLVs                             ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Where each TLV has the following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              Type             |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                             Value                             ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Length: 16 bits



         Indicates the total length of the TLV, i.e., 4 + the length of
         the value field in octets.  A value field whose length is not a
         multiple of four MUST be zero-padded so that the TLV is four-
         octet aligned.



      Type: 16 bits



         Indicates type of interface being identified.  Defined values
         are:



Type Length Format     Description
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 1      8   IPv4 Addr. IPv4
 2     20   IPv6 Addr. IPv6
 3     12   See below  IF_INDEX                (Interface Index)
 4     12   See below  COMPONENT_IF_DOWNSTREAM (Component interface)
 5     12   See below  COMPONENT_IF_UPSTREAM   (Component interface)



   For types 3, 4 and 5 the Value field has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                            IP Address                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           Interface ID                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      IP Address: 32 bits



         The IP address field may carry either an IP address of a link
         or an IP address associated with the router, where associated
         address is the value carried in a router address TLV of
         routing.



      Interface ID: 32 bits



         For type 3 usage, the Interface ID carries an interface
         identifier.



         For types 4 and 5, the Interface ID indicates a bundled
         component link.  The special value 0xFFFFFFFF can be used to
         indicate the same label is to be valid across all component
         links.




9.2. Fault Handling

   There are two new faults that must be handled when the control
   channel is independent of the data channel.  In the first, there is a
   link or other type of failure that limits the ability of neighboring
   nodes to pass control messages.  In this situation, neighboring nodes
   are unable to exchange control messages for a period of time.  Once
   communication is restored the underlying signaling protocol must
   indicate that the nodes have maintained their state through the
   failure.  The signaling protocol must also ensure that any state
   changes that were instantiated during the failure are synchronized
   between the nodes.



   In the second, a node's control plane fails and then restarts and
   losses most of its state information.  In this case, both upstream
   and downstream nodes must synchronize their state information with
   the restarted node.  In order for any resynchronization to occur the
   node undergoing the restart will need to preserve some information,
   such as its mappings of incoming to outgoing labels.



   Both cases are addressed in protocol specific fashions, see [RFC3473]
   and [RFC3472].



   Note that these cases only apply when there are mechanisms to detect
   data channel failures independent of control channel failures.
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11. Security Considerations

   This document introduce no new security considerations to either
   [RFC3212] or [RFC3209].  The security considerations mentioned in
   [RFC3212] or [RFC3209] apply to the respective protocol specific
   forms of GMPLS, see [RFC3473] and [RFC3472].




12. IANA Considerations

   The IANA will administer assignment of new values for namespaces
   defined in this document.  This section uses the terminology of BCP
   26 "Guidelines for Writing an IANA Considerations Section in RFCs"
   [BCP26].



   This document defines the following namespaces:



o LSP Encoding Type: 8 bits
o Switching Type: 8 bits
o Generalized PID (G‑PID): 16 bits
o Action: 8 bits
o Interface_ID Type: 16 bits



   All future assignments should be allocated through IETF Consensus
   action or documented in a Specification.



   LSP Encoding Type - valid value range is 1-255.  This document
   defines values 1-11.



   Switching Type - valid value range is 1-255.  This document defines
   values 1-4, 100, 150 and 200.



   Generalized PID (G-PID) - valid value range is 0-1500.  This document
   defines values 0-46.



   Action - valid value range is 0-255.  This document defines values
   0-3.



   Interface_ID Type - valid value range is 1-65535.  This document
   defines values 1-5.




13. Intellectual Property Considerations

   This section is taken from Section 10.4 of [RFC2026].



   The IETF takes no position regarding the validity or scope of any
   intellectual property or other rights that might be claimed to
   pertain to the implementation or use of the technology described in
   this document or the extent to which any license under such rights
   might or might not be available; neither does it represent that it
   has made any effort to identify any such rights.  Information on the
   IETF's procedures with respect to rights in standards-track and
   standards-related documentation can be found in BCP-11.  Copies of
   claims of rights made available for publication and any assurances of
   licenses to be made available, or the result of an attempt made to
   obtain a general license or permission for the use of such
   proprietary rights by implementors or users of this specification can
   be obtained from the IETF Secretariat.



   The IETF invites any interested party to bring to its attention any
   copyrights, patents or patent applications, or other proprietary
   rights which may cover technology that may be required to practice
   this standard.  Please address the information to the IETF Executive
   Director.
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Abstract
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1. Introduction

   Generalized MPLS extends MPLS from supporting packet (PSC) interfaces
   and switching to include support of three new classes of interfaces
   and switching: Time-Division Multiplex (TDM), Lambda Switch (LSC) and
   Fiber-Switch (FSC).  A functional description of the extensions to
   MPLS signaling needed to support the new classes of interfaces and
   switching is provided in [RFC3471].  This document presents CR-LDP
   specific formats and mechanisms needed to support all four classes of
   interfaces.  RSVP-TE extensions can be found in [RFC3473].



   [RFC3471] should be viewed as a companion document to this document.
   The format of this document parallels [RFC3471].  It should be noted
   that the RSVP-TE specific version of Generalized MPLS includes RSVP
   specific support for rapid failure notification, see Section 4
   [RFC3473].  For CR-LDP there is not currently a similar mechanism.
   When a failure is detected it will be propagated with
   RELEASE/WITHDRAW messages radially outward from the point of failure.
   Resources are to be released in this phase and actual resource
   information may be fed back to the source using a feedback
   mechanisms.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].




2. Label Related Formats

   This section defines formats for a generalized label request, a
   generalized label, support for waveband switching, suggested label
   and label sets.




2.1. Generalized Label Request

   A REQUEST message SHOULD contain as specific an LSP (Label Switched
   Path) Encoding Type as possible to allow the maximum flexibility in
   switching by transit LSRs.  A Generalized Label Request Type, Length,
   and Value (TLV) is set by the ingress node, transparently passed by
   transit nodes, and used by the egress node.  The Switching Type field
   may also be updated hop-by-hop.



   The format of a Generalized Label Request is:



 0                   1                   2                     3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x0824)         |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| LSP Enc. Type |Switching Type |             G‑PID             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.




2.1.1. Procedures

   A node processing a REQUEST message containing a Generalized Label
   Request must verify that the requested parameters can be satisfied by
   the incoming interface, the node and by the outgoing interface.  The
   node may either directly support the LSP or it may use a tunnel (FA),
   i.e., another class of switching.  In either case, each parameter
   must be checked.



   Note that local node policy dictates when tunnels may be used and
   when they may be created.  Local policy may allow for tunnels to be
   dynamically established or may be solely administratively controlled.
   For more information on tunnels and processing of ER (Explicit Route)
   hops when using tunnels see [MPLS-HIERARCHY].



   Transit and egress nodes MUST verify that the node itself and, where
   appropriate, that the outgoing interface or tunnel can support the
   requested LSP Encoding Type.  If encoding cannot be supported, the
   node MUST generate a NOTIFICATION message, with a "Routing
   problem/Unsupported Encoding" indication.



   Nodes MUST verify that the type indicated in the Switching Type
   parameter is supported on the corresponding incoming interface.  If
   the type cannot be supported, the node MUST generate a NOTIFICATION
   message with a "Routing problem/Switching Type" indication.



   The G-PID parameter is normally only examined at the egress.  If the
   indicated G-PID cannot be supported then the egress MUST generate a
   NOTIFICATION message, with a "Routing problem/Unsupported G-PID"
   indication.  In the case of PSC and when penultimate hop popping
   (PHP) is requested, the penultimate hop also examines the (stored)
   G-PID during the processing of the MAPPING message.  In this case if
   the G-PID is not supported, then the penultimate hop MUST generate a
   NOTIFICATION message with a "Routing problem/Unacceptable label
   value" indication.  The generated NOTIFICATION message MAY include an
   Acceptable Label Set, see Section 4.



   When an error message is not generated, normal processing occurs.  In
   the transit case this will typically result in a REQUEST message
   being propagated.  In the egress case and PHP special case this will
   typically result in a MAPPING message being generated.




2.1.2. Bandwidth Encoding

   Bandwidth encodings are carried in the CR-LDP Traffic Parameters TLV.
   See [RFC3471] for a definition of values to be used for specific
   signal types.  These values are set in the Peak and Committed Data
   Rate fields of the Traffic Parameters TLV.  Other bandwidth/service
   related parameters in the TLV are ignored and carried transparently.




2.2. Generalized Label

   The format of a Generalized Label is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x0825)         |      Length                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                             Label                             |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters and encoding of labels.




2.2.1. Procedures

   The Generalized Label travels in the upstream direction in MAPPING
   messages.



   The presence of both a generalized and normal label TLV in a MAPPING
   message is a protocol error and should treated as a malformed message
   by the recipient.



   The recipient of a MAPPING message containing a Generalized Label
   verifies that the values passed are acceptable.  If the label is
   unacceptable then the recipient MUST generate a NOTIFICATION message
   with a "Routing problem/MPLS label allocation failure" indication.
   The generated NOTIFICATION message MAY include an Acceptable Label
   Set, see Section 4.




2.3. Waveband Switching

   Waveband switching uses the same format as the generalized label, see
   section 2.2.  The type 0x0828 is assigned for the Waveband Label.



   In the context of waveband switching, the generalized label has the
   following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x0828)         |      Length                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Waveband Id                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Start Label                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           End Label                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.




2.3.1. Procedures

   The procedures defined in Section 2.2.1 apply to waveband switching.
   This includes generating a NOTIFICATION message with a "Routing
   problem/MPLS label allocation failure" indication if any of the label
   fields are unrecognized or unacceptable.



   Additionally, when a waveband is switched to another waveband, it is
   possible that the wavelengths within the waveband will be mirrored
   about a center frequency.  When this type of switching is employed,
   the start and end label in the waveband label TLV MUST be swapped
   before forwarding the label TLV with the new waveband Id.  In this
   manner an egress/ingress LSR that receives a waveband label which has
   these values inverted, knows that it must also invert its egress
   association to pick up the proper wavelengths.  Without this
   mechanism and with an odd number of mirrored switching operations,
   the egress LSRs will not know that an input wavelength of say L1 will
   emerge from the waveband tunnel as L100.



   This operation MUST be performed in both directions when a
   bidirectional waveband tunnel is being established.




2.4. Suggested Label

   The format of a suggested label is identical to a generalized label.
   It is used in REQUEST messages.  Suggested Label uses type = 0x904.



   Errors in received Suggested Labels MUST be ignored.  This includes
   any received inconsistent or unacceptable values.



   Per [RFC3471], if a downstream node passes a label value that differs
   from the suggested label upstream, the upstream LSR MUST either
   reconfigure itself so that it uses the label specified by the
   downstream node or generate a NOTIFICATION message with a "Routing
   problem/Unacceptable label value" indication.  Furthermore, an
   ingress node SHOULD NOT transmit data traffic using a suggested label
   until the downstream node passes corresponding a label upstream.




2.5. Label Set

   The format of a Label Set is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|  Type (0x0827)            |      Length                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Action     |      Reserved     |        Label Type         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Subchannel 1                         |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
:                               :                               :
:                               :                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Subchannel N                         |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Label Type: 14 bits



      Indicates the type and format of the labels carried in the TLV.
      Values match the TLV type of the appropriate Label TLV.



   See [RFC3471] for a description of other parameters.




2.5.1. Procedures

   A Label Set is defined via one or more Label Set TLVs.  Specific
   labels/subchannels can be added to or excluded from a Label Set via
   Action zero (0) and one (1) TLVs respectively.  Ranges of
   labels/subchannels can be added to or excluded from a Label Set via
   Action two (2) and three (3) TLVs respectively.  When the Label Set
   TLVs only list labels/subchannels to exclude, this implies that all
   other labels are acceptable.



   The absence of any Label Set TLVs implies that all labels are
   acceptable.  A Label Set is included when a node wishes to restrict
   the label(s) that may be used downstream.



   On reception of a REQUEST message, the receiving node will restrict
   its choice of labels to one, which is in the Label Set.  Nodes
   capable of performing label conversion may also remove the Label Set
   prior to forwarding the REQUEST message.  If the node is unable to
   pick a label from the Label Set or if there is a problem parsing the
   Label Set TLVs, then the request is terminated and a NOTIFICATION
   message with a "Routing problem/Label Set" indication MUST be
   generated.  It is a local matter if the Label Set is stored for later
   selection on the MAPPING message or if the selection is made
   immediately for propagation in the MAPPING message.



   On reception of a REQUEST message, the Label Set represented in the
   message is compared against the set of available labels at the
   downstream interface and the resulting intersecting Label Set is
   forwarded in a REQUEST message.  When the resulting Label Set is
   empty, the REQUEST must be terminated, and a NOTIFICATION message,
   and a "Routing problem/Label Set" indication MUST be generated.  Note
   that intersection is based on the physical labels (actual
   wavelength/band values) which may have different logical values on
   different links, as a result it is the responsibility of the node to
   map these values so that they have a consistent physical meaning, or
   to drop the particular values from the set if no suitable logical
   label value exists.



   When processing a MAPPING message at an intermediate node, the label
   propagated upstream MUST fall within the Label Set.



   Note, on reception of a MAPPING message a node that is incapable of
   performing label conversion has no other choice than to use the same
   physical label (wavelength/band) as received in the MAPPING message.
   In this case, the use and propagation of a Label Set will
   significantly reduce the chances that this allocation will fail.




3. Bidirectional LSPs

   Bidirectional LSP setup is indicated by the presence of an Upstream
   Label in the REQUEST message.  An Upstream Label has the same format
   as the generalized label, see Section 2.2.  Upstream Label uses type
   = 0x0826.




3.1. Procedures

   The process of establishing a bidirectional LSP follows the
   establishment of a unidirectional LSP with some additions.  To
   support bidirectional LSPs an Upstream Label is added to the REQUEST
   message.  The Upstream Label MUST indicate a label that is valid for
   forwarding at the time the REQUEST message is sent.



   When a REQUEST message containing an Upstream Label is received, the
   receiver first verifies that the upstream label is acceptable.  If
   the label is not acceptable, the receiver MUST issue a NOTIFICATION
   message with a "Routing problem/Unacceptable label value" indication.
   The generated NOTIFICATION message MAY include an Acceptable Label
   Set, see Section 4.



   An intermediate node must also allocate a label on the outgoing
   interface and establish internal data paths before filling in an
   outgoing Upstream Label and propagating the REQUEST message.  If an
   intermediate node is unable to allocate a label or internal
   resources, then it MUST issue a NOTIFICATION message with a "Routing
   problem/Label allocation failure" indication.



   Terminator nodes process REQUEST messages as usual, with the
   exception that the upstream label can immediately be used to
   transport data traffic associated with the LSP upstream towards the
   initiator.



   When a bidirectional LSP is removed, both upstream and downstream
   labels are invalidated and it is no longer valid to send data using
   the associated labels.




4. Notification on Label Error

   This section defines the Acceptable Label Set TLV to support
   Notification on Label Error per [RFC3471].  An Acceptable Label Set
   TLV uses a type value of 0x082a.  The remaining contents of the TLV
   have the identical format as the Label Set TLV, see Section 2.5.



   Acceptable Label Set TLVs may be carried in NOTIFICATION messages.
   The procedures for defining an Acceptable Label Set follow the
   procedures for defining a Label Set, see Section 2.5.1.
   Specifically, an Acceptable Label Set is defined via one or more
   Acceptable Label Set TLVs.  Specific labels/subchannels can be added
   to or excluded from an Acceptable Label Set via Action zero (0) and
   one (1) TLVs respectively.  Ranges of labels/subchannels can be added
   to or excluded from an Acceptable Label Set via Action two (2) and
   three (3) TLVs respectively.  When the Acceptable Label Set TLVs only
   list labels/subchannels to exclude, this implies that all other
   labels are acceptable.



   The inclusion of Acceptable Label Set TLVs is optional.  If included,
   the NOTIFICATION message SHOULD contain a "Routing
   problem/Unacceptable label value" indication.  The absence of
   Acceptable Label Set TLVs does not have any specific meaning.




5. Explicit Label Control

   The Label ER-Hop TLV is defined as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|0|0|     Type (0x0829)         |      Length                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|U|      Reserved             |   Label                       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Label (continued)                       |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of L, U and Label parameters.




5.1. Procedures

   The Label ER-Hop follows a ER-Hop containing the IP address, or the
   interface identifier [MPLS-UNNUM], associated with the link on which
   it is to be used.  Up to two label ER-Hops may be present, one for
   the downstream label and one for the upstream label.  The following
   SHOULD result in "Bad EXPLICIT_ROUTE" errors:



o   If the first label ER‑Hop is not preceded by a ER‑Hop containing
    an IP address, or a interface identifier [MPLS‑UNNUM], associated
    with an output link.
o   For a label ER‑Hop to follow a ER‑Hop that has the L‑bit set.
o   On unidirectional LSP setup, for there to be a label ER‑Hop with
    the U‑bit set.
o   For there to be two label ER‑Hops with the same U‑bit values.



   To support the label ER-Hop, a node must check to see if the ER-Hop
   following its associate address/interface is a label ER-Hop.  If it
   is, one ER-Hop is examined for unidirectional LSPs and two ER-Hops
   for bidirectional LSPs.  If the U-bit of the ER-Hop being examined is
   clear (0), then value of the label is copied into a new Label Set
   TLV.  This Label Set TLV MUST be included on the corresponding
   outgoing REQUEST message.



   If the U-bit of the ER-Hop being examined is set (1), then value of
   the label is label to be used for upstream traffic associated with
   the bidirectional LSP.  If this label is not acceptable, a "Bad
   EXPLICIT_ROUTE" error SHOULD be generated.  If the label is
   acceptable, the label is copied into a new Upstream Label TLV.  This
   Upstream Label TLV MUST be included on the corresponding outgoing
   REQUEST message.



   After processing, the label ER-Hops are removed from the ER.



   Note an implication of the above procedures is that the label ER-Hop
   should never be the first ER-Hop in a newly received message.  If the
   label ER-Hop is the first ER-Hop an a received ER, then it SHOULD be
   treated as a "Bad strict node" error.



   Procedures by which an LSR at the head-end of an LSP obtains the
   information needed to construct the Label ER-Hop are outside the
   scope of this document.




6. Protection TLV

   The use of the Protection TLV is optional.  The TLV is included to
   indicate specific protection attributes of an LSP.



   The format of Protection Information TLV is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x0835)         |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|S|                  Reserved                       | Link Flags|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.




6.1. Procedures

   Transit nodes processing a REQUEST message containing a Protection
   TLV MUST verify that the requested protection can be satisfied by the
   outgoing interface or tunnel (FA).  If it cannot, the node MUST
   generate a NOTIFICATION message, with a "Routing problem/Unsupported
   Link Protection" indication.




7. Administrative Status Information

   Administrative Status Information is carried in the Admin Status TLV.
   The TLV provides information related to the administrative state of a
   particular LSP.  The information is used in two ways.  In the first,
   the TLV is carried in REQUEST and MAPPING messages to indicate the
   administrative state of an LSP.  In the second, the TLV is carried in
   Notification message to request a change to the administrative state
   of an LSP.




7.1. Admin Status TLV

   The use of the Admin Status TLV is optional.  It uses Type = 0x082b.
   The format of the TLV is:



   The format of Admin Status TLV in REQUEST, MAPPING and Notification
   Messages is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x082b)         |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|R|                          Reserved                     |T|A|D|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.




7.2. REQUEST and MAPPING Message Procedures

   The Admin Status TLV is used to notify each node along the path of
   the status of the LSP.  Each node processes status information based
   on local policy and then propagated in the corresponding outgoing
   messages.  The TLV is inserted in REQUEST messages at the discretion
   of the ingress node.  The absence of the TLV is the equivalent to
   receiving a TLV containing values all set to zero.



   Transit nodes receiving a REQUEST message containing an Admin Status
   TLV, update their local state, take any appropriate local action
   based on the indicated status and then propagate the received Admin
   Status TLV in the outgoing REQUEST message.



   Edge nodes receiving a REQUEST message containing an Admin Status
   TLV, also update their local state and take any appropriate local
   action based on the indicated status.  When the ADMIN Status TLV is
   received with the R bit set, the receiving edge node should reflect
   the received values in a corresponding MAPPING message.
   Specifically, if an egress node receives a Request message with the R
   bit of the Admin_Status TLV set and the node the node SHOULD send a
   Mapping message containing an Admin_Status TLV with the same values
   set, with the exception of the R bit, as received in the
   corresponding Request message.




7.2.1. Deletion procedure

   In some circumstances, particularly optical networks, it is useful to
   set the administrative status of an LSP before tearing it down.



   In such circumstances the procedure SHOULD be followed when deleting
   an LSP from the ingress:



   o   The ingress node precedes an LSP deletion by inserting an Admin
       Status TLV in a Notification Message setting the Reflect (R) and
       Delete (D) bits.



   o   Transit nodes process the Admin Status TLV by passing the
       Notification message.  The egress node May respond with a
       Notification message with the Admin Status TLV.



   o   Upon receiving the Admin Status TLV with the Delete (D) bit set
       in the Notification message, the egress SHOULD respond with a
       LABEL WITHDRAW message and normal CR-LDP processing takes place.



   In such circumstances the procedure SHOULD be followed when deleting
   an LSP from the egress:



   o   The egress node indicates its desire for deletion by inserting an
       Admin Status TLV in a Notification message and setting Delete (D)
       bit.



   o   Transit nodes process the Admin Status TLV as described above.



   o   Upon receiving the Admin Status TLV with the Delete (D) bit set
       in the Notification message, the ingress node sends a LABEL
       RELEASE message downstream to remove the LSP and normal CR-LDP
       processing takes place.




7.3. Notification Message Procedures

   Subsequent messaging Admin Status messaging may be performed by
   Notification Messages.  The ingress may begin the propagation of a
   Notification Message with an Admin Status TLV.  Each subsequent node
   propagates the Notification with the Admin Status TLV from the
   ingress to the egress and then the egress node returns the
   Notification messages back Upstream carrying the Admin Status TLV.



   Intermediate and egress nodes may trigger the setting of
   administrative status via the use of Notification messages.  To
   accomplish this, an intermediate or egress node generates a
   Notification message with the corresponding upstream notify session
   information.  The Admin Status TLV MUST be included in the session
   information, with the appropriate bit or bits set.  The Reflect (R)
   bit MUST NOT be set.



   An ingress or egress node receiving a Notification message containing
   an Admin Status TLV with the Delete (D) bit set, SHOULD initiate the
   deletion procedure described in the previous section.




7.3.1. Compatibility and Error Procedures

   Some special processing is required in order to cover the case of
   nodes that do not support the Admin Status TLV and other error
   conditions.  Specifically, a node that sends a Notification message
   containing an Admin Status TLV with the Down (D) bit set MUST verify
   that it receives a corresponding LABEL RELEASE message within a
   configurable period of time.  By default this period of time SHOULD
   be 30 seconds.  If the node does not receive such a LABEL RELEASE
   message, it SHOULD send a Label Release message downstream and a
   LABEL WITHDRAW message upstream.




8. Control Channel Separation

   This section provides the protocol specific formats and procedures to
   required support a control channel not being in-band with a data
   channel.




8.1. Interface Identification

   The choice of the data interface to use is always made by the sender
   of the REQUEST message.  The choice of the data interface is
   indicated by the sender of the REQUEST message by including the data
   channel's interface identifier in the message using a new Interface
   TLV type.  For bidirectional LSPs, the sender chooses the data
   interface in each direction.  In all cases but bundling, the upstream
   interface is implied by the downstream interface.  For bundling, the
   REQUEST sender explicitly identifies the component interface used in
   each direction.




8.1.1. Interface ID TLV

The format of IPV4 Interface ID  in REQUEST, MAPPING Messages is:

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x082d)         |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                 IPv4 Next/Previous Hop Address                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Logical Interface ID                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              Interface ID TLVS see [RFC3471]                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The format of IPV6 Interface ID TLV in REQUEST, MAPPING Messages is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x082e)         |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                 IPv6 Next/Previous Hop Address                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Logical Interface ID                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              Interface ID TLVS see [RFC3471]                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.



   See [RFC3212] for a description of signaling address.  See [RFC3471]
   for a description of parameters and encoding of TLVs.




8.1.2. Procedures

   An IF_ID TLV is used on links where there is not a one-to-one
   association of a control channel to a data channel, see [RFC3471].



   The LDP session uses the IF_ID TLV to identify the data channel(s)
   associated with the LSP.  For a unidirectional LSP, a downstream data
   channel MUST be indicated.  For bidirectional LSPs, a common
   downstream and upstream data channel is normally indicated.  In the
   special case where a bidirectional LSP that traverses a bundled link,
   it is possible to specify a downstream data channel that differs from
   the upstream data channel.  Data channels are specified from the
   viewpoint of the sender of a REQUEST message.  The IF_ID TLV SHOULD
   NOT be used when no TLVs are needed.



   A node receiving one or more IF_ID TLVs in a REQUEST message saves
   their values and returns them in the subsequent MAPPING message sent
   to the node that originated the TLVs.



   Note, the node originating an IF_ID TLV MUST ensure that the selected
   outgoing interface, as specified in the IF_ID TLV, is consistent with
   an ERO.  A node that receives an IF_ID TLV SHOULD check whether the
   information carried in this TLV is consistent with the information
   carried in a received ERO, and if not it MUST send a LABEL ABORT
   Message with the error code "Routing Error" and error value of "Bad
   Explicit Routing TLV Error" toward the sender.  This check CANNOT be
   performed when the initial ERO subobject is not the incoming
   interface.




8.2. Errored Interface Identification

   There are cases where it is useful to indicate a specific interface
   associated with an error.  To support these cases the IF_ID Status
   TLV are defined.




8.2.1. IF_ID Status TLVs

   The format of the IPv4 IF_ID Status TLV is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x082f)         |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                 IPv4 Next/Previous Hop Address                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Status Code                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                              TLVs                             ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The format of the IPv6 IF_ID Status TLV is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|     Type (0x0830)         |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
|                     IPv6 Error Node Address                   |
|                                                               |
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Status Code                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                              TLVs                             ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3036] for a description of status code value fields.  See
   [RFC3471] for a description of parameters and encoding of TLVs.




8.2.2. Procedures

   Nodes wishing to indicate that an error is related to a specific
   interface SHOULD use the appropriate IF_ID Status TLV in the
   corresponding LABEL WITHDRAW or LABEL RELEASE message.  IF_ID Status
   TLV SHOULD be generated and processed as any other Status TLV, see
   [RFC3036].




9. Fault Handling

   In optical transport networks, failures in the out-of-fiber signaling
   communication or optical control plane should not have service impact
   on the existing optical connections.  Under such circumstances, a
   mechanism MUST exist to detect a signaling communication failure and
   a recovery procedure SHALL guarantee connection integrity at both
   ends of the signaling channel.



   The LDP Fault tolerant document [LDP-FT] specifies the procedures for
   recovering LDP and CR-LDP sessions under failure.  Please refer to
   his document for procedures on recovering optical connections.
   Currently the Fault tolerant document covers many of the common
   failure modes for a separated control and data plane.
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o Generalized Label Request (TLV 0x0824)
o Generalized Label (TLV 0x0825)
o Upstream Label (TLV 0x0826)
o Label Set (TLV 0x0827)
o Waveband Label (TLV 0x0828)
o ER‑Hop (TLV 0x0829)
o Acceptable Label Set (TLV 0x082a)
o Admin Status (TLV 0x082b)
o Interface ID (TLV 0x082c)
o IPV4 Interface ID (TLV 0x082d)
o IPV6 Interface ID (TLV 0x082e)
o IPv4 IF_ID Status (TLV 0x082f)
o IPv6 IF_ID Status (TLV 0x0830)
o Protection (TLV 0x0835)




13. Intellectual Property Considerations

   This section is taken from Section 10.4 of [RFC2026].



   The IETF takes no position regarding the validity or scope of any
   intellectual property or other rights that might be claimed to
   pertain to the implementation or use of the technology described in
   this document or the extent to which any license under such rights
   might or might not be available; neither does it represent that it
   has made any effort to identify any such rights.  Information on the
   IETF's procedures with respect to rights in standards-track and
   standards-related documentation can be found in BCP-11.  Copies of
   claims of rights made available for publication and any assurances of
   licenses to be made available, or the result of an attempt made to
   obtain a general license or permission for the use of such
   proprietary rights by implementors or users of this specification can
   be obtained from the IETF Secretariat.



   The IETF invites any interested party to bring to its attention any
   copyrights, patents or patent applications, or other proprietary
   rights which may cover technology that may be required to practice
   this standard.  Please address the information to the IETF Executive
   Director.
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Abstract

   This document describes extensions to Multi-Protocol Label Switching
   (MPLS) Resource ReserVation Protocol - Traffic Engineering (RSVP-TE)
   signaling required to support Generalized MPLS.  Generalized MPLS
   extends the MPLS control plane to encompass time-division (e.g.,
   Synchronous Optical Network and Synchronous Digital Hierarchy,
   SONET/SDH), wavelength (optical lambdas) and spatial switching (e.g.,
   incoming port or fiber to outgoing port or fiber).  This document
   presents a RSVP-TE specific description of the extensions.  A generic
   functional description can be found in separate documents.
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1. Introduction

   Generalized MPLS extends MPLS from supporting packet (PSC) interfaces
   and switching to include support of three new classes of interfaces
   and switching: Time-Division Multiplex (TDM), Lambda Switch (LSC) and
   Fiber-Switch (FSC).  A functional description of the extensions to
   MPLS signaling needed to support the new classes of interfaces and
   switching is provided in [RFC3471].  This document presents RSVP-TE
   specific formats and mechanisms needed to support all four classes of
   interfaces.



   [RFC3471] should be viewed as a companion document to this document.
   The format of this document parallels [RFC3471].  In addition to the
   other features of Generalized MPLS, this document also defines RSVP-
   TE specific features to support rapid failure notification, see
   Sections 4.2 and 4.3.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].




2. Label Related Formats

   This section defines formats for a generalized label request, a
   generalized label, support for waveband switching, suggested label
   and label sets.




2.1. Generalized Label Request Object

   A Path message SHOULD contain as specific an LSP (Label Switched
   Path) Encoding Type as possible to allow the maximum flexibility in
   switching by transit LSRs.  A Generalized Label Request object is set
   by the ingress node, transparently passed by transit nodes, and used
   by the egress node.  The Switching Type field may also be updated
   hop-by-hop.



   The format of a Generalized Label Request object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (19)|  C‑Type (4)   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| LSP Enc. Type |Switching Type |             G‑PID             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.




2.1.1. Procedures

   A node processing a Path message containing a Generalized Label
   Request must verify that the requested parameters can be satisfied by
   the interface on which the incoming label is to be allocated, the
   node itself, and by the interface on which the traffic will be
   transmitted.  The node may either directly support the LSP or it may
   use a tunnel (FA), i.e., another class of switching.  In either case,
   each parameter must be checked.



   Note that local node policy dictates when tunnels may be used and
   when they may be created.  Local policy may allow for tunnels to be
   dynamically established or may be solely administratively controlled.
   For more information on tunnels and processing of ER hops when using
   tunnels see [MPLS-HIERARCHY].



   Transit and egress nodes MUST verify that the node itself and, where
   appropriate, that the interface or tunnel on which the traffic will
   be transmitted can support the requested LSP Encoding Type.  If
   encoding cannot be supported, the node MUST generate a PathErr
   message, with a "Routing problem/Unsupported Encoding" indication.



   Nodes MUST verify that the type indicated in the Switching Type
   parameter is supported on the corresponding incoming interface.  If
   the type cannot be supported, the node MUST generate a PathErr
   message with a "Routing problem/Switching Type" indication.



   The G-PID parameter is normally only examined at the egress.  If the
   indicated G-PID cannot be supported then the egress MUST generate a
   PathErr message, with a "Routing problem/Unsupported L3PID"
   indication.  In the case of PSC and when penultimate hop popping
   (PHP) is requested, the penultimate hop also examines the (stored)
   G-PID during the processing of the Resv message.  In this case if the
   G-PID is not supported, then the penultimate hop MUST generate a
   ResvErr message with a "Routing problem/Unacceptable label value"
   indication.  The generated ResvErr message MAY include an Acceptable
   Label Set, see Section 4.1.



   When an error message is not generated, normal processing occurs.  In
   the transit case this will typically result in a Path message being
   propagated.  In the egress case and PHP special case this will
   typically result in a Resv message being generated.




2.2. Bandwidth Encoding

   Bandwidth encodings are carried in the SENDER_TSPEC and FLOWSPEC
   objects.  See [RFC3471] for a definition of values to be used for
   specific signal types.  These values are set in the Peak Data Rate
   field of Int-Serv objects, see [RFC2210].  Other bandwidth/service
   related parameters in the object are ignored and carried
   transparently.




2.3. Generalized Label Object

   The format of a Generalized Label object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (16)|   C‑Type (2)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                             Label                             |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters and encoding of labels.




2.3.1. Procedures

   The Generalized Label travels in the upstream direction in Resv
   messages.



   The presence of both a generalized and normal label object in a Resv
   message is a protocol error and should treated as a malformed message
   by the recipient.




   The recipient of a Resv message containing a Generalized Label
   verifies that the values passed are acceptable.  If the label is
   unacceptable then the recipient MUST generate a ResvErr message with
   a "Routing problem/MPLS label allocation failure" indication.




2.4. Waveband Switching Object

   Waveband switching uses the same format as the generalized label, see
   section 2.2.  Waveband Label uses C-Type (3),



   In the context of waveband switching, the generalized label has the
   following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (16)|   C‑Type (3)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Waveband Id                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Start Label                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           End Label                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.




2.4.1. Procedures

   The procedures defined in Section 2.3.1 apply to waveband switching.
   This includes generating a ResvErr message with a "Routing
   problem/MPLS label allocation failure" indication if any of the label
   fields are unrecognized or unacceptable.



   Additionally, when a waveband is switched to another waveband, it is
   possible that the wavelengths within the waveband will be mirrored
   about a center frequency.  When this type of switching is employed,
   the start and end label in the waveband label object MUST be flipped
   before forwarding the label object with the new waveband Id.  In this
   manner an egress/ingress LSR which receives a waveband label which
   has these values inverted, knows that it must also invert its egress
   association to pick up the proper wavelengths.



   This operation MUST be performed in both directions when a
   bidirectional waveband tunnel is being established.




2.5. Suggested Label Object

   The format of a Suggested_Label object is identical to a generalized
   label.  It is used in Path messages.  A Suggested_Label object uses
   Class-Number 129 (of form 10bbbbbb) and the C-Type of the label being
   suggested.



   Errors in received Suggested_Label objects MUST be ignored.  This
   includes any received inconsistent or unacceptable values.



   Per [RFC3471], if a downstream node passes a label value that differs
   from the suggested label upstream, the upstream LSR MUST either
   reconfigure itself so that it uses the label specified by the
   downstream node or generate a ResvErr message with a "Routing
   problem/Unacceptable label value" indication.  Furthermore, an
   ingress node SHOULD NOT transmit data traffic using a suggested label
   until the downstream node passes a corresponding label upstream.




2.6. Label Set Object

   The Label_Set object uses Class-Number 36 (of form 0bbbbbbb) and the
   C-Type of 1.  It is used in Path messages.



   The format of a Label_Set is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (36)|   C‑Type (1)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Action     |      Reserved     |        Label Type         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Subchannel 1                         |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
:                               :                               :
:                               :                               :
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Subchannel N                         |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Label Type: 14 bits



      Indicates the type and format of the labels carried in the object.
      Values match the C-Type of the appropriate RSVP_LABEL object.
      Only the low order 8 bits are used in this field.



   See [RFC3471] for a description of other parameters.




2.6.1. Procedures

   A Label Set is defined via one or more Label_Set objects.  Specific
   labels/subchannels can be added to or excluded from a Label Set via
   Action zero (0) and one (1) objects respectively.  Ranges of
   labels/subchannels can be added to or excluded from a Label Set via
   Action two (2) and three (3) objects respectively.  When the
   Label_Set objects only list labels/subchannels to exclude, this
   implies that all other labels are acceptable.



   The absence of any Label_Set objects implies that all labels are
   acceptable.  A Label Set is included when a node wishes to restrict
   the label(s) that may be used downstream.



   On reception of a Path message, the receiving node will restrict its
   choice of labels to one which is in the Label Set.  Nodes capable of
   performing label conversion may also remove the Label Set prior to
   forwarding the Path message.  If the node is unable to pick a label
   from the Label Set or if there is a problem parsing the Label_Set
   objects, then the request is terminated and a PathErr message with a
   "Routing problem/Label Set" indication MUST be generated.  It is a
   local matter if the Label Set is stored for later selection on the
   Resv or if the selection is made immediately for propagation in the
   Resv.



   On reception of a Path message, the Label Set represented in the
   message is compared against the set of available labels at the
   downstream interface and the resulting intersecting Label Set is
   forwarded in a Path message.  When the resulting Label Set is empty,
   the Path must be terminated, and a PathErr message, and a "Routing
   problem/Label Set" indication MUST be generated.  Note that
   intersection is based on the physical labels (actual wavelength/band
   values) which may have different logical values on different links,
   as a result it is the responsibility of the node to map these values
   so that they have a consistent physical meaning, or to drop the
   particular values from the set if no suitable logical label value
   exists.



   When processing a Resv message at an intermediate node, the label
   propagated upstream MUST fall within the Label Set.



   Note, on reception of a Resv message a node that is incapable of
   performing label conversion has no other choice than to use the same
   physical label (wavelength/band) as received in the Resv message.  In
   this case, the use and propagation of a Label Set will significantly
   reduce the chances that this allocation will fail.




3. Bidirectional LSPs

   Bidirectional LSP setup is indicated by the presence of an Upstream
   Label in the Path message.  An Upstream_Label object has the same
   format as the generalized label, see Section 2.3.  The Upstream_Label
   object uses Class-Number 35 (of form 0bbbbbbb) and the C-Type of the
   label being used.




3.1. Procedures

   The process of establishing a bidirectional LSP follows the
   establishment of a unidirectional LSP with some additions.  To
   support bidirectional LSPs an Upstream_Label object is added to the
   Path message.  The Upstream_Label object MUST indicate a label that
   is valid for forwarding at the time the Path message is sent.



   When a Path message containing an Upstream_Label object is received,
   the receiver first verifies that the upstream label is acceptable.
   If the label is not acceptable, the receiver MUST issue a PathErr
   message with a "Routing problem/Unacceptable label value" indication.
   The generated PathErr message MAY include an Acceptable Label Set,
   see Section 4.1.



   An intermediate node must also allocate a label on the outgoing
   interface and establish internal data paths before filling in an
   outgoing upstream label and propagating the Path message.  If an
   intermediate node is unable to allocate a label or internal
   resources, then it MUST issue a PathErr message with a "Routing
   problem/MPLS label allocation failure" indication.



   Terminator nodes process Path messages as usual, with the exception
   that the upstream label can immediately be used to transport data
   traffic associated with the LSP upstream towards the initiator.



   When a bidirectional LSP is removed, both upstream and downstream
   labels are invalidated and it is no longer valid to send data using
   the associated labels.




3.2. Contention Resolution

   There are two additional contention resolution related considerations
   when controlling bidirectional LSP setup via RSVP-TE.  The first is
   that for the purposes of RSVP contention resolution, the node ID is
   the IP address used in the RSVP_HOP object.  The second is that a
   neighbor's node ID might not be known when sending an initial Path
   message.  When this case occurs, a node should suggest a label chosen
   at random from the available label space.




4. Notification

   This section covers several notification related extensions.  The
   first extension defines the Acceptable Label Set object to support
   Notification on Label Error, per [RFC3471].  The second and third
   extensions enable expedited notification of failures and other events
   to nodes responsible for restoring failed LSPs.  (The second
   extension, the Notify Request object, identifies where event
   notifications are to be sent.  The third extension, the Notify
   message, provides for general event notification.)  The final
   notification related extension allows for the removal of Path state
   on handling of PathErr messages.




4.1. Acceptable Label Set Object

   Acceptable_Label_Set objects use a Class-Number 130 (of form
   10bbbbbb).  The remaining contents of the object, including C-Type,
   have the identical format as the Label_Set object, see Section 2.6.



Acceptable_Label_Set objects may be carried in PathErr and ResvErr
messages.  The procedures for defining an Acceptable Label Set follow
the procedures for defining a Label Set, see Section 2.6.1.
Specifically, an Acceptable Label Set is defined via one or more
Acceptable_Label_Set objects.  Specific labels/subchannels can be
added to or excluded from an Acceptable Label Set via  Action zero
(0) and one (1) objects respectively.  Ranges of labels/subchannels
can be added to or excluded from an Acceptable Label Set via Action
two (2) and three (3) objects respectively.  When the
Acceptable_Label_Set objects only list labels/subchannels to exclude,
this implies that all other labels are acceptable.



   The inclusion of Acceptable_Label_Set objects is optional.  If
   included, the PathErr or ResvErr message SHOULD contain a "Routing
   problem/Unacceptable label value" indication.  The absence of
   Acceptable_Label_Set objects does not have any specific meaning.




4.2. Notify Request Objects

   Notifications may be sent via the Notify message defined below.  The
   Notify Request object is used to request the generation of
   notifications.  Notifications, i.e., the sending of a Notify message,
   may be requested in both the upstream and downstream directions.




4.2.1. Required Information

   The Notify Request Object may be carried in Path or Resv Messages,
   see Section 7.  The Notify_Request Class-Number is 195 (of form
   11bbbbbb).  The format of a Notify Request is:



      o  IPv4 Notify Request Object



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (1) |  C‑Type (1)   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                    IPv4 Notify Node Address                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   IPv4 Notify Node Address: 32 bits



      The IP address of the node that should be notified when generating
      an error message.



      o  IPv6 Notify Request Object



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (2) |  C‑Type (2)   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
|                    IPv6 Notify Node Address                   |
|                                                               |
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   IPv6 Notify Node Address: 16 bytes



      The IP address of the node that should be notified when generating
      an error message.



   If a message contains multiple Notify_Request objects, only the first
   object is meaningful.  Subsequent Notify_Request objects MAY be
   ignored and SHOULD NOT be propagated.




4.2.2. Procedures

   A Notify Request object may be inserted in Path or Resv messages to
   indicate the address of a node that should be notified of an LSP
   failure.  As previously mentioned, notifications may be requested in
   both the upstream and downstream directions.  Upstream notification
   is indicated via the inclusion of a Notify Request Object in the
   corresponding Path message.  Downstream notification is indicated via
   the inclusion of a Notify Request Object in the corresponding Resv
   message.



   A node receiving a message containing a Notify Request object SHOULD
   store the Notify Node Address in the corresponding state block.  If
   the node is a transit node, it SHOULD also included a Notify Request
   object in the outgoing Path or Resv message.  The outgoing Notify
   Node Address MAY be updated based on local policy.



   Note that the inclusion of a Notify Request object does not guarantee
   that a Notify message will be generated.




4.3. Notify Message

   The Notify message provides a mechanism to inform non-adjacent nodes
   of LSP related events.  Notify messages are normally generated only
   after a Notify Request object has been received.  The Notify message
   differs from the currently defined error messages (i.e., PathErr and
   ResvErr messages) in that it can be "targeted" to a node other than
   the immediate upstream or downstream neighbor and that it is a
   generalized notification mechanism.  The Notify message does not
   replace existing error messages.  The Notify message may be sent
   either (a) normally, where non-target nodes just forward the Notify
   message to the target node, similar to ResvConf processing in
   [RFC2205]; or (b) encapsulated in a new IP header whose destination
   is equal to the target IP address.  Regardless of the transmission
   mechanism, nodes receiving a Notify message not destined to the node
   forward the message, unmodified, towards the target.



   To support reliable delivery of the Notify message, an Ack Message
   [RFC2961] is used to acknowledge the receipt of a Notify Message.
   See [RFC2961] for details on reliable RSVP message delivery.




4.3.1. Required Information

   The Notify message is a generalized notification message.  The IP
   destination address is set to the IP address of the intended
   receiver.  The Notify message is sent without the router alert
   option.  A single Notify message may contain notifications being
   sent, with respect to each listed session, both upstream and
   downstream.



   The Notify message has a Message Type of 21.  The Notify message
   format is as follows:



<Notify message>            ::= <Common Header> [<INTEGRITY>]
                     [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                                [ <MESSAGE_ID> ]
                                <ERROR_SPEC> <notify session list>

<notify session list>       ::= [ <notify session list> ]
                                <upstream notify session> |
                                <downstream notify session>

<upstream notify session>   ::= <SESSION> [ <ADMIN_STATUS> ]
                                [<POLICY_DATA>...]
                                <sender descriptor>



   <downstream notify session> ::= <SESSION> [<POLICY_DATA>...]

                                   <flow descriptor list>



   The ERROR_SPEC object specifies the error and includes the IP address
   of either the node that detected the error or the link that has
   failed.  See ERROR_SPEC definition in [RFC2205].  The MESSAGE_ID and
   related objects are defined in [RFC2961] and are used when [RFC2961]
   is supported.




4.3.2. Procedures

   Notify messages are most commonly generated at nodes that detect an
   error that will trigger the generation of a PathErr or ResvErr
   message.  If a PathErr message is to be generated and a Notify
   Request object has been received in the corresponding Path message,
   then a Notify message destined to the recorded node SHOULD be
   generated.  If a ResvErr message is to be generated and a Notify
   Request object has been received in the corresponding Resv message,
   then a Notify message destined to the recorded node SHOULD be
   generated.  As previously mentioned, a single error may generate a
   Notify message in both the upstream and downstream directions.  Note
   that a Notify message MUST NOT be generated unless an appropriate
   Notify Request object has been received.



   When generating Notify messages, a node SHOULD attempt to combine
   notifications being sent to the same Notify Node and that share the
   same ERROR_SPEC into a single Notify message.  The means by which a
   node determines which information may be combined is implementation
   dependent.  Implementations may use event, timer based or other
   approaches.  If using a timer based approach, the implementation
   SHOULD allow the user to configure the interval over which
   notifications are combined.  When using a timer based approach, a
   default "notification interval" of 1 ms SHOULD be used.  Notify
   messages SHOULD be delivered using the reliable message delivery
   mechanisms defined in [RFC2961].



   Upon receiving a Notify message, the Notify Node SHOULD send a
   corresponding Ack message.




4.4. Removing State with a PathErr message

   The PathErr message as defined in [RFC2205] is sent hop-by-hop to the
   source of the associated Path message.  Intermediate nodes may
   inspect this message, but take no action upon it.  In an environment
   where Path messages are routed according to an IGP and that route may
   change dynamically, this behavior is a fine design choice.



   However, when RSVP is used with explicit routes, it is often the case
   that errors can only be corrected at the source node or some other
   node further upstream.  In order to clean up resources, the source
   must receive the PathErr and then either send a PathTear (or wait for
   the messages to timeout).  This causes idle resources to be held
   longer than necessary and increases control message load.  In a
   situation where the control plane is attempting to recover from a
   serious outage, both the message load and the delay in freeing
   resources hamper the ability to rapidly reconverge.



   The situation can be greatly improved by allowing state to be removed
   by intermediate nodes on certain error conditions.  To facilitate
   this a new flag is defined in the ERROR_SPEC object.  The two
   currently defined ERROR_SPEC objects (IPv4 and IPv6 error spec
   objects) each contain a one byte flag field.  Within that field two
   flags are defined.  This specification defines a third flag, 0x04,
   Path_State_Removed.



   The semantics of the Path_State_Removed flag are simply that the node
   forwarding the error message has removed the Path state associated
   with the PathErr.  By default, the Path_State_Removed flag is always
   set to zero when generating or forwarding a PathErr message.  A node
   which encounters an error MAY set this flag if the error results in
   the associated Path state being discarded.  If the node setting the
   flag is not the session endpoint, the node SHOULD generate a
   corresponding PathTear.  A node receiving a PathErr message
   containing an ERROR_SPEC object with the Path_State_Removed flag set
   MAY also remove the associated Path state.  If the Path state is
   removed the Path_State_Removed flag SHOULD be set in the outgoing
   PathErr message.  A node which does not remove the associated Path
   state MUST NOT set the Path_State_Removed flag.  A node that receives
   an error with the Path_State_Removed flag set to zero MUST NOT set
   this flag unless it also generates a corresponding PathTear message.



   Note that the use of this flag does not result in any
   interoperability incompatibilities.




5. Explicit Label Control

   The Label ERO (Explicit Route Object) and RRO (Record Route Object)
   subobjects are defined to support Explicit Label Control.  Note that
   the Label RRO subobject was defined in [RFC3209] and is being
   extended to support bidirectional LSPs.




5.1. Label ERO subobject

   The Label ERO subobject is defined as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    |U|   Reserved  |   C‑Type      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                             Label                             |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of L, U and Label parameters.



   Type



3  Label



   Length



      The Length contains the total length of the subobject in bytes,
      including the Type and Length fields.  The Length is always
      divisible by 4.



   C-Type



      The C-Type of the included Label Object.  Copied from the Label
      Object.




5.1.1. Procedures

   The Label subobject follows a subobject containing the IP address, or
   the interface identifier [RFC3477], associated with the link on which
   it is to be used.  Up to two label subobjects may be present, one for
   the downstream label and one for the upstream label.  The following
   SHOULD result in "Bad EXPLICIT_ROUTE object" errors:



   o If the first label subobject is not preceded by a subobject
     containing an IP address, or an interface identifier [RFC3477],
     associated with an output link.



   o For a label subobject to follow a subobject that has the L-bit set



   o On unidirectional LSP setup, for there to be a label subobject with
     the U-bit set



   o For there to be two label subobjects with the same U-bit values



   To support the label subobject, a node must check to see if the
   subobject following its associate address/interface is a label
   subobject.  If it is, one subobject is examined for unidirectional
   LSPs and two subobjects for bidirectional LSPs.  If the U-bit of the
   subobject being examined is clear (0), then value of the label is
   copied into a new Label_Set object.  This Label_Set object MUST be
   included on the corresponding outgoing Path message.



   If the U-bit of the subobject being examined is set (1), then value
   of the label is label to be used for upstream traffic associated with
   the bidirectional LSP.  If this label is not acceptable, a "Bad
   EXPLICIT_ROUTE object" error SHOULD be generated.  If the label is
   acceptable, the label is copied into a new Upstream_Label object.
   This Upstream_Label object MUST be included on the corresponding
   outgoing Path message.



   After processing, the label subobjects are removed from the ERO.



   Note an implication of the above procedures is that the label
   subobject should never be the first subobject in a newly received
   message.  If the label subobject is the the first subobject an a
   received ERO, then it SHOULD be treated as a "Bad strict node" error.



   Procedures by which an LSR at the head-end of an LSP obtains the
   information needed to construct the Label subobject are outside the
   scope of this document.




5.2. Label RRO subobject

   The Label RRO subobject is defined as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|      Type     |     Length    |U|   Flags     |   C‑Type      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                             Label                             |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of U and Label parameters.



   Type



3  Label



   Length



      See [RFC3209].



   Flags



      See [RFC3209].



   C-Type



      The C-Type of the included Label Object.  Copied from the Label
      Object.




5.2.1. Procedures

   Label RRO subobjects are included in RROs as described in [RFC3209].
   The only modification to usage and processing from [RFC3209] is that
   when labels are recorded for bidirectional LSPs, label ERO subobjects
   for both downstream and upstream labels MUST be included.




6. Protection Object

   The use of the Protection Object is optional.  The object is included
   to indicate specific protection attributes of an LSP.  The Protection
   Object uses Class-Number 37 (of form 0bbbbbbb).



   The format of the Protection Object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (37)|   C‑Type (1)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|S|                  Reserved                       | Link Flags|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.




6.1. Procedures

   Transit nodes processing a Path message containing a Protection
   Object MUST verify that the requested protection can be satisfied by
   the outgoing interface or tunnel (FA).  If it cannot, the node MUST
   generate a PathErr message, with a "Routing problem/Unsupported Link
   Protection" indication.




7. Administrative Status Information

   Administrative Status Information is carried in the Admin_Status
   object.  The object provides information related to the
   administrative state of a particular LSP.  The information is used in
   two ways.  In the first, the object is carried in Path and Resv
   messages to indicate the administrative state of an LSP.  In the
   second, the object is carried in a Notification message to request
   that the ingress node change the administrative state of an LSP.




7.1. Admin Status Object

   The use of the Admin_Status Object is optional.  It uses Class-Number
   196 (of form 11bbbbbb).



   The format of the Admin_Status Object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num(196)|   C‑Type (1)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|R|                        Reserved                       |T|A|D|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC3471] for a description of parameters.




7.2. Path and Resv Message Procedures

   The Admin_Status object is used to notify each node along the path of
   the status of the LSP.  Status information is processed by each node
   based on local policy and then propagated in the corresponding
   outgoing messages.  The object may be inserted in either Path or Resv
   messages at the discretion of the ingress (for Path messages) or
   egress (for Resv messages) nodes.  The absence of the object is
   equivalent to receiving an object containing values all set to zero
   (0).



   Transit nodes receiving a non-refresh Path or Resv message containing
   an Admin_Status object, update their local state, take any
   appropriate local action based on the indicated status and then
   propagate the received Admin_Status object in the corresponding
   outgoing Path or Resv message.  If the values of an Admin_Status
   object received in a Resv message differs from the values received in
   a Path message then, with one exception, no local action should be
   taken but the values should still be propagated.  The one case where
   values received in the Resv message should result in local action is
   when both the received R and D bits are set, i.e., are one (1).



   Edge nodes receiving a non-refresh Path or Resv message containing an
   Admin_Status object, also update their local state and take any
   appropriate local action based on the indicated status.  When an
   Admin Status object is received with the R bit set, the receiving
   edge node should reflect the received values in a corresponding
   outgoing message.  Specifically, if an egress node receives a Path
   message with the R bit of the Admin_Status object set and the node
   has previously issued a Resv message corresponding to the Path
   message, the node SHOULD send an updated Resv message containing an
   Admin_Status object with the same values set, with the exception of
   the R bit, as received in the corresponding Path message.
   Furthermore, the egress node SHOULD also ensure that subsequent Resv
   messages sent by the node contain the same Admin Status Object.



   Additionally, if an ingress node receives a Resv message with the R
   bit of the Admin_Status object set, the node SHOULD send an updated
   Path message containing an Admin_Status object with the same values
   set, with the exception of the R bit, as received in the
   corresponding Resv message.  Furthermore, the ingress node SHOULD
   also ensure that subsequent Path messages sent by the node contain
   the same Admin Status Object.




7.2.1. Deletion procedure

   In some circumstances, particularly optical networks, it is useful to
   set the administrative status of an LSP before tearing it down.  In
   such circumstances the procedure SHOULD be followed when deleting an
   LSP from the ingress:



   1. The ingress node precedes an LSP deletion by inserting an Admin
      Status Object in a Path message and setting the Reflect (R) and
      Delete (D) bits.



   2. Transit and egress nodes process the Admin Status Object as
      described above.  (Alternatively, the egress MAY respond with a
      PathErr message with the Path_State_Removed flag set, see section
      4.4.)



   3. Upon receiving the Admin Status Object with the Delete (D) bit set
      in the Resv message, the ingress node sends a PathTear message
      downstream to remove the LSP and normal RSVP processing takes
      place.



   In such circumstances the procedure SHOULD be followed when deleting
   an LSP from the egress:



   1. The egress node indicates its desire for deletion by inserting an
      Admin Status Object in a Resv message and setting the Reflect (R)
      and Delete (D) bits.



   2. Transit nodes process the Admin Status Object as described above.



   3. Upon receiving the Admin Status Object with the Delete (D) bit set
      in the Resv message, the ingress node sends a PathTear message
      downstream to remove the LSP and normal RSVP processing takes
      place.




7.2.2. Compatibility and Error Procedures

   It is possible that some nodes along an LSP will not support the
   Admin Status Object.  In the case of a non-supporting transit node,
   the object will pass through the node unmodified and normal
   processing can continue.  In the case of a non-supporting egress
   node, the Admin Status Object will not be reflected back in the Resv
   Message.  To support the case of a non-supporting egress node, the
   ingress SHOULD only wait a configurable period of time for the
   updated Admin Status Object in a Resv message.  Once the period of
   time has elapsed, the ingress node sends a PathTear message.  By
   default this period of time SHOULD be 30 seconds.




7.3. Notify Message Procedures

   Intermediate and egress nodes may trigger the setting of
   administrative status via the use of Notify messages.  To accomplish
   this, an intermediate or egress node generates a Notify message with
   the corresponding upstream notify session information.  The Admin
   Status Object MUST be included in the session information, with the
   appropriate bit or bits set.  The Reflect (R) bit MUST NOT be set.
   The Notify message may be, but is not required to be, encapsulated,
   see Section 4.3.



   An ingress node receiving a Notify message containing an Admin Status
   Object with the Delete (D) bit set, SHOULD initiate the deletion
   procedure described in the previous section.  Other bits SHOULD be
   propagated in an outgoing Path message as normal.




7.3.1. Compatibility and Error Procedures

   Some special processing is required in order to cover the case of
   nodes that do not support the Admin Status Object and other error
   conditions.  Specifically, a node that sends a Notify message
   containing an Admin Status Object with the Down (D) bit set MUST
   verify that it receives a corresponding Path message with the Down
   (D) bit set within a configurable period of time.  By default this
   period of time SHOULD be 30 seconds.  If the node does not receive
   such a Path message, it SHOULD send a PathTear message downstream and
   either a ResvTear message or a PathErr message with the
   Path_State_Removed flag set upstream.




8. Control Channel Separation

   This section provides the protocol specific formats and procedures to
   required support a control channel not being in-band with a data
   channel.




8.1. Interface Identification

   The choice of the data interface to use is always made by the sender
   of the Path message. The choice of the data interface is indicated by
   the sender of the Path message by including the data channel's
   interface identifier in the message using a new RSVP_HOP object sub-
   type.  For bidirectional LSPs, the sender chooses the data interface
   in each direction.  In all cases but bundling, the upstream interface
   is implied by the downstream interface.  For bundling, the path
   sender explicitly identifies the component interface used in each
   direction.  The new RSVP_HOP object is used in Resv message to
   indicate the downstream node's usage of the indicated interface(s).




8.1.1. IF_ID RSVP_HOP Objects

   The format of the IPv4 IF_ID RSVP_HOP Object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (3) | C‑Type (3)    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                 IPv4 Next/Previous Hop Address                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Logical Interface Handle                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                              TLVs                             ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The format of the IPv6 IF_ID RSVP_HOP Object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (3) | C‑Type (4)    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
|                 IPv6 Next/Previous Hop Address                |
|                                                               |
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Logical Interface Handle                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                              TLVs                             ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+


See [RFC2205] for a description of hop address and handle fields.
See [RFC3471] for a description of parameters and encoding of
TLVs.




8.1.2. Procedures

   An IF_ID RSVP_HOP object is used in place of previously defined
   RSVP_HOP objects.  It is used on links where there is not a one-to-
   one association of a control channel to a data channel, see
   [RFC3471].  The Hop Address and Logical Interface Handle fields are
   used per standard RSVP [RFC2205].



   TLVs are used to identify the data channel(s) associated with an LSP.
   For a unidirectional LSP, a downstream data channel MUST be
   indicated.  For bidirectional LSPs, a common downstream and upstream
   data channel is normally indicated.  In the special case where a
   bidirectional LSP that traverses a bundled link, it is possible to
   specify a downstream data channel that differs from the upstream data
   channel.  Data channels are specified from the viewpoint of the
   sender of the Path message.  The IF_ID RSVP_HOP object SHOULD NOT be
   used when no TLVs are needed.



   A node receiving one or more TLVs in a Path message saves their
   values and returns them in the HOP objects of subsequent Resv
   messages sent to the node that originated the TLVs.



   Note, the node originating an IF_ID object MUST ensure that the
   selected outgoing interface, as specified in the IF_ID object, is
   consistent with an ERO.  A node that receives an IF_ID object SHOULD
   check whether the information carried in this object is consistent
   with the information carried in a received ERO, and if not it MUST
   send a PathErr Message with the error code "Routing Error" and error
   value of "Bad Explicit Route Object" toward the sender.  This check
   CANNOT be performed when the initial ERO subobject is not the
   incoming interface.




8.2. Errored Interface Identification

   There are cases where it is useful to indicate a specific interface
   associated with an error.  To support these cases the IF_ID
   ERROR_SPEC Objects are defined.




8.2.1. IF_ID ERROR_SPEC Objects

   The format of the IPv4 IF_ID ERROR_SPEC Object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (6) | C‑Type (3)    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     IPv4 Error Node Address                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|     Flags     |   Error Code  |          Error Value          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                              TLVs                             ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The format of the IPv6 IF_ID ERROR_SPEC Object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num (6) | C‑Type (4)    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
|                     IPv6 Error Node Address                   |
|                                                               |
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|     Flags     |   Error Code  |          Error Value          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                              TLVs                             ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   See [RFC2205] for a description of address, flags, error code and
   error value fields.  See [RFC3471] for a description of parameters
   and encoding of TLVs.




8.2.2. Procedures

   Nodes wishing to indicate that an error is related to a specific
   interface SHOULD use the appropriate IF_ID ERROR_SPEC Object in the
   corresponding PathErr or ResvErr message.  IF_ID ERROR_SPEC Objects
   SHOULD be generated and processed as any other ERROR_SPEC Object, see
   [RFC2205].




9. Fault Handling

   The handling of two types of control communication faults is
   described in this section.  The first, referred to as nodal faults,
   relates to the case where a node losses its control state (e.g.,
   after a restart) but does not loose its data forwarding state.  In
   the second, referred to as control channel faults, relates to the
   case where control communication is lost between two nodes.  The
   handling of both faults is supported by the Restart_Cap object
   defined below and require the use of Hello messages.



   Note, the Restart_Cap object MUST NOT be sent when there is no
   mechanism to detect data channel failures independent of control
   channel failures.



   Please note this section is derived from [PAN-RESTART].




9.1. Restart_Cap Object

   The Restart_Cap Object is carried in Hello messages.



   The format of the Restart_Cap Object is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num(131)|  C‑Type  (1)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         Restart Time                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Recovery Time                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Restart Time: 32 bits



      Restart Time is measured in milliseconds.  Restart Time SHOULD be
      set to the sum of the time it takes the sender of the object to
      restart its RSVP-TE component (to the point where it can exchange
      RSVP Hello with its neighbors) and the communication channel that
      is used for RSVP communication.  A value of 0xffffffff indicates
      that the restart of the sender's control plane may occur over an
      indeterminate interval and that the operation of its data plane is
      unaffected by control plane failures.  The method used to ensure
      continued data plane operation is outside the scope of this
      document.



   Recovery Time: 32 bits



      The period of time, in milliseconds, that the sender desires for
      the recipient to re-synchronize RSVP and MPLS forwarding state
      with the sender after the re-establishment of Hello
      synchronization.  A value of zero (0) indicates that MPLS
      forwarding state was not preserved across a particular reboot.




9.2. Processing of Restart_Cap Object

   Nodes supporting state recovery advertise this capability by carrying
   the Restart_Cap object in Hello messages.  Such nodes MUST include
   the Restart_Cap object in all Hello messages. (Note that this
   includes Hello messages containing ACK objects.)  Usage of the
   special case Recovery Time values is described in greater detail
   below.



   When a node receives a Hello message with the Restart_Cap object, it
   SHOULD record the values of the parameters received.




9.3. Modification to Hello Processing to Support State Recovery

   When a node determines that RSVP communication with a neighbor has
   been lost, and the node previously learned that the neighbor supports
   state recovery, the node SHOULD wait at least the amount of time
   indicated by the Restart Time indicated by the neighbor before
   invoking procedures related to communication loss.  A node MAY wait a
   different amount of time based on local policy or configuration
   information.



   During this waiting period, all Hello messages MUST be sent with a
   Dst_Instance value set to zero (0), and Src_Instance should be
   unchanged.  While waiting, the node SHOULD also preserve the RSVP and
   MPLS forwarding state for (already) established LSPs that traverse
   the link(s) between the node and the neighbor.  In a sense with
   respect to established LSPs the node behaves as if it continues to
   receive periodic RSVP refresh messages from the neighbor.  The node
   MAY clear RSVP and forwarding state for the LSPs that are in the
   process of being established when their refresh timers expire.
   Refreshing of Resv and Path state SHOULD be suppressed during this
   waiting period.



   During this waiting period, the node MAY inform upstream nodes of the
   communication loss via a PathErr and/or upstream Notify message with
   "Control Channel Degraded State" indication.  If such notification
   has been sent, then upon restoration of the control channel the node
   MUST inform other nodes of the restoration via a PathErr and/or
   upstream Notify message with "Control Channel Active State"
   indication.  (Specific error codes have been assigned by IANA.)



   When a new Hello message is received from the neighbor, the node must
   determine if the fault was limited to the control channel or was a
   nodal fault.  This determination is based on the Src_Instance
   received from the neighbor.  If the value is different than the value
   that was received from the neighbor prior to the fault, then the
   neighbor should be treated as if it has restarted.  Otherwise, the
   the fault was limited control channel.  Procedures for handling each
   case are described below.




9.4. Control Channel Faults

   In the case of control channel faults, the node SHOULD refresh all
   state shared with the neighbor.  Summary Refreshes [RFC2961] with the
   ACK_Desired flag set SHOULD be used, if supported.  Note that if a
   large number of messages are need, some pacing should be applied.
   All state SHOULD be refreshed within the Recovery time advertised by
   the neighbor.




9.5. Nodal Faults

   Recovering from nodal faults uses one new object and other existing
   protocol messages and objects.




9.5.1. Recovery Label

   The Recovery_Label object is used during the nodal fault recovery
   process.  The format of a Recovery_Label object is identical to a
   generalized label.  A Recovery_Label object uses Class-Number 34 (of
   form 0bbbbbbb) and the C-Type of the label being suggested.




9.5.2. Procedures for the Restarting node

   After a node restarts its control plane, a node that supports state
   recovery SHOULD check whether it was able to preserve its MPLS
   forwarding state.  If no forwarding state from prior to the restart
   was preserved, then the node MUST set the Recovery Time to 0 in the
   Hello message the node sends to its neighbors.



   If the forwarding state was preserved, then the node initiates the
   state recovery process.  The period during which a node is prepared
   to support the recovery process is referred to as the Recovery
   Period.  The total duration of the Recovery Period is advertised by
   the recovering node in the Recovery Time parameter of the Restart_Cap
   object.  The Recovery Time MUST be set to the duration of the
   Recovery Period in all Hello messages sent during the Recovery
   Period.  State that is not resynchronized during the Recovery Period
   SHOULD be removed at the end of the Period.



   Note that if during Hello synchronization the restarting node
   determines that a neighbor does not support state recovery, and the
   restarting node maintains its MPLS forwarding state on a per neighbor
   basis, the restarting node should immediately consider the Recovery
   Period with that neighbor completed.  Forwarding state may be
   considered to be maintained on a per neighbor basis when per
   interface labels are used on point-to-point interfaces.



   When a node receives a Path message during the Recovery Period, the
   node first checks if it has an RSVP state associated with the
   message.  If the state is found, then the node handles this message
   according to previously defined procedures.



   If the RSVP state is not found, and the message does not carry a
   Recovery_Label object, the node treats this as a setup for a new LSP,
   and handles it according to previously defined procedures.



   If the RSVP state is not found, and the message carries a
   Recovery_Label object, the node searches its MPLS forwarding table
   (the one that was preserved across the restart) for an entry whose
   incoming interface matches the Path message and whose incoming label
   is equal to the label carried in the Recovery_Label object.



   If the MPLS forwarding table entry is not found, the node treats this
   as a setup for a new LSP, and handles it according to previously
   defined procedures.



   If the MPLS forwarding table entry is found, the appropriate RSVP
   state is created, the entry is bound to the LSP associated with the
   message, and related forwarding state should be considered as valid
   and refreshed.  Normal Path message processing should also be
   conducted.  When sending the corresponding outgoing Path message the
   node SHOULD include a Suggested_Label object with a label value
   matching the outgoing label from the now restored forwarding entry.
   The outgoing interface SHOULD also be selected based on the
   forwarding entry.  In the special case where a restarting node also
   has a restating downstream neighbor, a Recovery_Label object should
   be used instead of a Suggested_Label object.



   Additionally, for bidirectional LSPs, the node extracts the label
   from the UPSTREAM_LABEL object carried in the received Path message,
   and searches its MPLS forwarding table for an entry whose outgoing
   label is equal to the label carried in the object (in the case of
   link bundling, this may also involved first identifying the
   appropriate incoming component link).



   If the MPLS forwarding table entry is not found, the node treats this
   as a setup for a new LSP, and handles it according to previously
   defined procedures.



   If the MPLS forwarding table entry is found, the entry is bound to
   the LSP associated with the Path message, and the entry should be
   considered to be re-synchronized.  In addition, if the node is not
   the tail-end of the LSP, the corresponding outgoing Path messages is
   sent with the incoming label from that entry carried in the
   UPSTREAM_LABEL object.



   During the Recovery Period, Resv messages are processed normally with
   two exceptions.  In the case that a forwarding entry is recovered, no
   new label or resource allocation is required while processing the
   Resv message.  The second exception is that ResvErr messages SHOULD
   NOT be generated when a Resv message with no matching Path state is
   received.  In this case the Resv message SHOULD just be silently
   discarded.




9.5.3. Procedures for the Neighbor of a Restarting node

   The following specifies the procedures that apply when the node
   reestablishes communication with the neighbor's control plane within
   the Restart Time, the node determines (using the procedures defined
   in Section 5 of [RFC3209]) that the neighbor's control plane has
   restarted, and the neighbor was able to preserve its forwarding state
   across the restart (as was indicated by a non-zero Recovery Time
   carried in the Restart_Cap object of the RSVP Hello messages received
   from the neighbor).  Note, a Restart Time value of 0xffffffff
   indicates an infinite Restart Time interval.



   Upon detecting a restart with a neighbor that supports state
   recovery, a node SHOULD refresh all Path state shared with that
   neighbor.  The outgoing Path messages MUST include a Recovery_Label
   object containing a label value corresponding to the label value
   received in the most recently received corresponding Resv message.
   All Path state SHOULD be refreshed within approximately 1/2 of the
   Recovery time advertised by the restarted neighbor.  If there are
   many LSP's going through the restarting node, the neighbor node
   should avoid sending Path messages in a short time interval, as to
   avoid unnecessary stressing the restarting node's CPU.  Instead, it
   should spread the messages across 1/2 the Recovery Time interval.
   After detecting a restart of a neighbor that supports state recovery,
   all Resv state shared with the restarting node MUST NOT be refreshed
   until a corresponding Path message is received.  This requires
   suppression of normal Resv and Summary Refresh processing to the
   neighbor during the Recovery Time advertised by the restarted
   neighbor.  As soon as a corresponding Path message is received a Resv
   message SHOULD be generated and normal state processing SHOULD be
   re-enabled.




10. RSVP Message Formats and Handling

   This message summarizes RSVP message formats and handling as modified
   by GMPLS.




10.1. RSVP Message Formats

   This section presents the RSVP message related formats as modified by
   this document.  Where they differ, formats for unidirectional LSPs
   are presented separately from bidirectional LSPs.  Unmodified formats
   are not listed.  Again, MESSAGE_ID and related objects are defined in
   [RFC2961].



   The format of a Path message is as follows:



<Path Message> ::=       <Common Header> [ <INTEGRITY> ]
                         [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                         [ <MESSAGE_ID> ]
                         <SESSION> <RSVP_HOP>
                         <TIME_VALUES>
                         [ <EXPLICIT_ROUTE> ]
                         <LABEL_REQUEST>
                         [ <PROTECTION> ]
                         [ <LABEL_SET> ... ]
                         [ <SESSION_ATTRIBUTE> ]
                         [ <NOTIFY_REQUEST> ]
                         [ <ADMIN_STATUS> ]
                         [ <POLICY_DATA> ... ]
                         <sender descriptor>



   The format of the sender description for unidirectional LSPs is:



<sender descriptor> ::=  <SENDER_TEMPLATE> <SENDER_TSPEC>
                         [ <ADSPEC> ]
                         [ <RECORD_ROUTE> ]
                         [ <SUGGESTED_LABEL> ]
                         [ <RECOVERY_LABEL> ]



   The format of the sender description for bidirectional LSPs is:



<sender descriptor> ::=  <SENDER_TEMPLATE> <SENDER_TSPEC>
                         [ <ADSPEC> ]
                         [ <RECORD_ROUTE> ]
                         [ <SUGGESTED_LABEL> ]
                         [ <RECOVERY_LABEL> ]
                         <UPSTREAM_LABEL>



   The format of a PathErr message is as follows:



<PathErr Message> ::=    <Common Header> [ <INTEGRITY> ]
                         [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                         [ <MESSAGE_ID> ]
                         <SESSION> <ERROR_SPEC>
                         [ <ACCEPTABLE_LABEL_SET> ... ]
                         [ <POLICY_DATA> ... ]
                         <sender descriptor>



   The format of a Resv message is as follows:



<Resv Message> ::=       <Common Header> [ <INTEGRITY> ]
                         [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                         [ <MESSAGE_ID> ]
                         <SESSION> <RSVP_HOP>
                         <TIME_VALUES>
                         [ <RESV_CONFIRM> ]  [ <SCOPE> ]
                         [ <NOTIFY_REQUEST> ]
                         [ <ADMIN_STATUS> ]
                         [ <POLICY_DATA> ... ]
                         <STYLE> <flow descriptor list>



   <flow descriptor list> is not modified by this document.



   The format of a ResvErr message is as follows:



<ResvErr Message> ::=    <Common Header> [ <INTEGRITY> ]
                         [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                         [ <MESSAGE_ID> ]
                         <SESSION> <RSVP_HOP>
                         <ERROR_SPEC> [ <SCOPE> ]
                         [ <ACCEPTABLE_LABEL_SET> ... ]
                         [ <POLICY_DATA> ... ]
                         <STYLE> <error flow descriptor>



   The modified Hello message format is:



<Hello Message> ::= <Common Header> [ <INTEGRITY> ] <HELLO>
                    [ <RESTART_CAP> ]




10.2. Addressing Path, PathTear and ResvConf Messages

   RSVP was designed to handle dynamic (non-explicit) path changes and
   non RSVP hops along the path.  To this end, the Path, PathTear and
   ResvConf messages carry the destination address of the session in the
   IP header.  In generalized signaling, routes are usually explicitly
   signaled.  Further, hops that cannot allocate labels cannot exist in
   the path of an LSP.  A further difference with traditional RSVP is
   that at times, an RSVP message may travel out of band with respect to
   an LSP's data channel.



   When a node is sending a Path, PathTear or ResvConf message to a node
   that it knows to be adjacent at the data plane (i.e., along the path
   of the LSP), it SHOULD address the message directly to an address
   associated with the adjacent node's control plane.  In this case the
   router-alert option SHOULD not be included.
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12. Security Considerations

   RSVP message security is described in [RFC2747] and provides message
   integrity and node authentication.  For hop-by-hop messages, this
   document introduces no other new security considerations.



   This document introduces the ability to send a Notify message in a
   non-hop-by-hop fashion.  This precludes RSVP's hop-by-hop integrity
   and authentication model.  In the case where RSVP is generating end-
   to-end messages and the same level of security provided by [RFC2747]
   is desired, the standard IPSEC based integrity and authentication can
   be used.  Alternatively, the sending of no-hop-by-hop Notify messages
   can be disabled.



   When using IPSEC to provide message authentication, the following
   apply:



      Selectors

         The selector is identified by RSVP messages exchanged between a
         pair of non-adjacent nodes.  The nodes are identified by the
         source and destination IP address of the inner IP header used
         on Notify messages.



      Mode

         In this application, transport mode is the proper choice.  The
         information being communicated is generally not confidential,
         so encryption need not be used.  Either AH [RFC2402] or ESP
         [RFC2406] MAY be used; if ESP is used, the sender's IP address
         MUST be checked against the IP address asserted in the key
         management exchange.



      Key Management

         To permit replay detection, an automated key management system
         SHOULD be used, most likely IKE [RFC2409].  Configured keys MAY
         be used.



      Security Policy

         Messages MUST NOT be accepted except from nodes that are not
         known to the recipient to be authorized to make such requests.



      Identification

         Shared keys mechanisms should be adequate for initial
         deployments and smaller networks.  For larger-scale
         deployments, certificate-based IKE should be supported.
         Whatever scheme is used, it must tie back to a source IP
         address in some fashion.



      Availability

         Many routers and switches already support IPSEC.  For cases
         where IPSEC is unavailable and security is required, Notify
         messages MUST be sent hop-by-hop.




13. IANA Considerations

   IANA assigns values to RSVP protocol parameters.  Within the current
   document multiple objects are defined.  Each of these objects contain
   C-Types.  This section defines the rules for the assignment of the
   related C-Type values.  This section uses the terminology of BCP 26
   "Guidelines for Writing an IANA Considerations Section in RFCs"
   [BCP26].



   As per [RFC2205], C-Type is an 8-bit number that identifies the
   function of an object.  All possible values except zero are available
   for assignment.



   The assignment of C-Type values of the objects defined in this
   document fall into three categories.  The first category inherit C-
   Types from the Label object, i.e., object class number 16 [RFC3209].
   IANA is requested to institute a policy whereby all C-Type values
   assign for the Label object are also assigned for the following
   objects:



o Suggested_Label    (Class‑Num 129)
o Upstream_Label     (Class‑Num 35)
o Recovery_Label     (Class‑Num 34)



   The second category of objects follow independent policies.
   Specifically, following the policies outlined in [BCP26], C-Type
   values in the range 0x00 - 0x3F are allocated through an IETF
   Consensus action, values in the range 00x40 - 0x5F are allocated as
   First Come First Served, and values in the range 0x60 - 0x7F are
   reserved for Private Use.  This policy applies to the following
   objects.



o Label_Set          (Class‑Num 36)
o Notify_Request     (Class‑Num 195)
o Protection         (Class‑Num 37)
o Admin Status       (Class‑Num 196)
o Restart_Cap        (Class‑Num 131)



   The assignment of C-Type values for the remaining object, the
   Acceptable_Label_Set object, follows the assignment of C-Type values
   of the Label_Set object.  IANA will institute a policy whereby all
   C-Type values assigned for the Label_Set object are also assigned for
   the Acceptable_Label_Set object.




13.1. IANA Assignments

   This section summarizes values used in this document that have been
   assigned by IANA.



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
Message Types



   o Notify message (Message type = 21)



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
Class Types

o RSVP_HOP (C‑Num 3)
  ‑ IPv4 IF_ID RSVP_HOP (C‑type = 3)
  ‑ IPv6 IF_ID RSVP_HOP (C‑type = 4)

o ERROR_SPEC (C‑Num 6)
  ‑ IPv4 IF_ID ERROR_SPEC (C‑type = 3)
  ‑ IPv6 IF_ID ERROR_SPEC (C‑type = 4)



   o LABEL_REQUEST (Class-Num 19)

     - Generalized_Label_Request (C-Type = 4)



o RSVP_LABEL (Class‑Num = 16)
  ‑ Generalized_Label (C‑Type = 2)
  ‑ Waveband_Switching_Label C‑Type (C‑Type = 3)

‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
New Class‑Nums, C‑Types inherited from Label object (same as CNum16)

o RECOVERY_LABEL     Class‑Num of form 0bbbbbbb (= 34)
o SUGGESTED_LABEL    Class‑Num of form 10bbbbbb (= 129)
o UPSTREAM_LABEL     Class‑Num of form 0bbbbbbb (= 35)


‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
New Class‑Nums

o LABEL_SET                 Class‑Num of form 0bbbbbbb (= 36)
  ‑ Type 1               (C‑Type = 1)
o ACCEPTABLE_LABEL_SET      Class‑Num of form 10bbbbbb (= 130)
  ‑ Type 1 Acceptable_Label_Set (C‑type from label_set cnum)
o NOTIFY_REQUEST            Class‑Num of form 11bbbbbb (= 195)
  ‑ IPv4 Notify Request  (C‑Type = 1)
  ‑ IPv6 Notify Request  (C‑Type = 2)
o PROTECTION                Class‑Num of form 0bbbbbbb (= 37)
  ‑ Type 1               (C‑Type = 1)

o ADMIN STATUS              Class‑Num of form 11bbbbbb (= 196)
  ‑ Type 1               (C‑Type = 1)
o RESTART_CAP               Class‑Num of form 10bbbbbb (= 131)
  ‑ Type 1               (C‑Type = 1)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
ERO/RRO subobject types



   o Label ERO subobject

     Type 3 - Label



o Label RRO subobject
  Type 3 ‑ Label
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
Error codes

o "Routing problem/Label Set"                   (value = 11)
o "Routing problem/Switching Type"              (value = 12)
                                     (duplicate code 13 dropped)
o "Routing problem/Unsupported Encoding"        (value = 14)
o "Routing problem/Unsupported Link Protection" (value = 15)
o "Notify Error/Control Channel Active State"   (value = 4)
o "Notify Error/Control Channel Degraded State" (value = 5)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑




14. Intellectual Property Considerations

   This section is taken from Section 10.4 of [RFC2026].



   The IETF takes no position regarding the validity or scope of any
   intellectual property or other rights that might be claimed to
   pertain to the implementation or use of the technology described in
   this document or the extent to which any license under such rights
   might or might not be available; neither does it represent that it
   has made any effort to identify any such rights.  Information on the
   IETF's procedures with respect to rights in standards-track and
   standards-related documentation can be found in BCP-11.  Copies of
   claims of rights made available for publication and any assurances of
   licenses to be made available, or the result of an attempt made to
   obtain a general license or permission for the use of such
   proprietary rights by implementors or users of this specification can
   be obtained from the IETF Secretariat.



   The IETF invites any interested party to bring to its attention any
   copyrights, patents or patent applications, or other proprietary
   rights which may cover technology that may be required to practice
   this standard.  Please address the information to the IETF Executive
   Director.
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Abstract

   This document specifies requirements for a generic route-tracing
   application.  It also specifies requirements for a protocol that will
   support that application.  Network operators will use the generic
   route-tracing application to verify proper operation of the IP
   forwarding plane.  They will also use the application to discover
   details regarding tunnels that support IP forwarding.



   The generic route-tracing application, specified herein, supports a
   superset of the functionality that "traceroute" currently offers.
   Like traceroute, the generic route-tracing application can discover
   the forwarding path between two interfaces that are contained by an
   IP network.  Unlike traceroute, this application can reveal details
   regarding tunnels that support the IP forwarding path.




1. Introduction

   IP networks utilize several tunneling technologies.  Although these
   tunneling technologies provide operators with many useful features,
   they also present management challenges.  Network operators require a
   generic route-tracing application that they can use to verify the
   correct operation of the IP forwarding plane.  The generic
   route-tracing application must be capable of detecting tunnels and
   revealing tunnel details.  The application also must be useful in
   diagnosing tunnel faults.



   Implementors also require a new protocol that will support the
   generic-route tracing application.  This document specifies
   requirements for that protocol.  It specifies requirements,
   primarily, by detailing the desired capabilities of the generic
   route-tracing application.  A particular version of generic
   route-tracing application may implement some subset of the desired
   capabilities.  It may also implement a superset of those
   capabilities.  However, protocol designers are not required to
   consider the additional capabilities when designing the new protocol.



   This document also specifies a few protocol requirements, stated as
   such.  These requirements are driven by desired characteristics of
   the generic route-tracing application.  Whenever a protocol
   requirement is stated, it is mapped to the desired characteristic of
   the route-tracing application.




2. Review of Existing Functionality

   Currently, network operators use "traceroute" to trace through the
   forwarding path of an IP network.  Section 3.4 of [RFC-2151] provides
   a thorough description of traceroute.  Although traceroute is very
   reliable and very widely deployed, it is deficient with regard to
   tunnel tracing.



   Depending upon tunnel type, traceroute may display an entire tunnel
   as a single IP hop, or it may display the tunnel as a collection of
   IP hops, without indicating that they are part of a tunnel.



   For example, assume that engineers deploy an IP tunnel in an IP
   network.  Assume also that they configure the tunnel so that the
   ingress router does not copy the TTL value from the inner IP header
   to outer IP header.  Instead, the ingress router always sets the
   outer TTL value to its maximum permitted value.  When engineers trace
   through the network, traceroute will always display the tunnel as a
   single IP hop, hiding all components except the egress interface.



   Now assume that engineers deploy an MPLS LSP in an IP network.
   Assume also that engineers configure the MPLS LSP so that the ingress
   router propagates the TTL value from the IP header to the MPLS
   header.  When engineers trace through the network, traceroute will
   display the LSP as a series of IP hops, without indicating that they
   are part of a tunnel.




3. Application Requirements

   Network operators require a new route-tracing application.  The new
   application must support all functionality that traceroute currently
   offers.  It also must provide enhanced tunnel tracing capabilities.



   The following list provides specific requirements for the new
   route-tracing application:



      1) Support the notion of a security token as part of the tunnel
      trace request.  The security token identifies the tracer's
      privileges in tracing tunnels.  Network elements will use this
      security token to determine whether or not to return the requested
      information to the tracer.  In particular, appropriate privileges
      are required for items (2), (3), (6), (8), (10), (13), and (14).



      Justification: Operators may need to discover network forwarding
      details, while concealing those details from unauthorized parties.



      2) Support in-line traces.  An in-line trace reveals the path
      between the host upon which the route-tracing application executes
      and any interface in an IP network.



      Justification: Operators need to discover how the network would
      forward a datagram between any two IP interfaces.



      3) Support third-party traces.  A third-party trace reveals the
      path between any two points in an IP network.  The application
      that initiates a third-party trace need not execute upon a host or
      router that is part of the traced path.  Unlike existing solutions
      [RFC-2151] [RFC-2925], the application will not rely upon IP
      options or require access to the SNMP agent in order to support
      third-party traces.



      Justification: Operators need to discover how the network would
      forward a datagram between any two IP interfaces.



      4) Support partial traces through broken paths or tunnels.



      Justification: Operators need to identify the root cause of
      forwarding plane failures.



      5) When tracing through a tunnel, either as part of an in-line
      trace or a third-party trace, display the tunnel either as a
      single IP hop or in detail.  The user's request determines how the
      application displays tunnels, subject to the user having
      permission to do this.



      Justification: As they discover IP forwarding details, operators
      may need to reveal or mask tunneling details.



      6) When displaying a tunnel in detail, include the tunnel type
      (e.g., GRE, MPLS), the tunnel name (if applicable), the tunnel
      identifier (if applicable) and tunnel endpoint addresses.  Also,
      include tunnel components and round trip delay across each
      component.



      Justification: As they discover IP forwarding details, operators
      may need to reveal tunneling details.



      7) Support the following tunneling technologies: GRE, MPLS, IPSEC,
      GMPLS, IP-in-IP, L2TP.  Be easily extensible to support new tunnel
      technologies.



      Justification: Operators will use the generic route-tracing
      application to discover how an IP network forwards datagrams.  As
      many tunnel types may support the IP network, the generic
      route-tracing application must detect and reveal details
      concerning multiple tunnel types.



      8) Trace through nested, heterogeneous tunnels (e.g., IP-in-IP
      over MPLS).



      Justification: Operators will use the generic route-tracing
      application to discover how an IP network forwards datagrams.  As
      nested, heterogeneous tunnels may support the IP network, the
      generic route-tracing application must detect and reveal details
      concerning nested, heterogeneous tunnels.



      9) At the users request, trace through the forwarding plane, the
      control plane or both.



      Justification: Operators need to identify the root cause of
      forwarding plane failures.  Control plane information is sometimes
      useful in determining the cause of forwarding plane failure.



      10) Support control plane tracing for all tunnel types.  When
      tracing through the control plane, the hop ingress device reports
      hop details.  The hop ingress device is the device that originates
      the hop.



      Justification: Control plane information is available regarding
      all tunnel types.



      11) Support tracing through forwarding plane for all tunnel types
      that implement TTL decrement (or some similar mechanism).  When
      tracing through the forwarding plane, the hop egress device
      reports hop details.  The hop egress device is the device that
      terminates the hop.



      Justification: Forwarding plane information may not be available
      for tunnels that do not support TTL decrement.



      12) Support tracing through the forwarding plane for all tunnel
      types that implement TTL decrement, regardless of whether the
      tunnel engages in TTL propagation.  (That is, support tunnel
      tracing regardless of whether the TTL value is copied from an
      inner header to an outer header at tunnel ingress.)



      Justification: Forwarding plane information is always available,
      regardless of whether the tunnel engages in TTL propagation.



      13) When tracing through the control plane, display the MTU
      associated with each interface that forwards datagrams through the
      traced path.



      Justification: MTU information is sometimes useful in identifying
      the root cause of forwarding and control plane failures.



      14) When tracing through the forwarding plane, display the MTU
      associated with each interface that receives datagrams along the
      traced path.



      Justification: MTU information is sometimes useful in identifying
      the root cause of forwarding and control plane failures.



      15) Support partial traces through paths containing devices that
      do not provide protocol support for generic route tracing.  When
      the application encounters such a device, it should inform the
      user and attempt to discover details regarding the next interface
      downstream.



      Justification: The application must provide useful information
      even if the supporting protocol is not universally deployed.




4. Protocol Requirements

   Implementors require a new protocol that supports the generic
   route-tracing application.  This protocol reveals the path between
   two points in an IP network.  When access policy permits, the
   protocol also reveals tunnel details.




4.1. Information Requirements

   The protocol consists of probes and probe responses.  Each probe
   elicits exactly one response.  Each response represents a hop that
   contributes to the path between two interfaces.  A hop can be either
   a top-level IP hop or lower-level hop that is contained by a tunnel.



   Justification: Because the generic route-tracing application must
   trace through broken paths, the required protocol must use a separate
   response message to deliver details regarding each hop.  The protocol
   must use a separate probe to elicit each response because the
   alternative approach, using the single probe with the IP Router Alert
   Option, is unacceptable.  Many networks forward datagrams that
   specify IP options differently than they would forward datagrams that
   do not specify IP options.  Therefore, the introduction of IP options
   would cause the application to trace a forwarding path other than the
   path that its user intended to trace.




4.2. Transport Layer Requirements

   UDP should carry all protocol messages to their destinations.  Other
   transport mechanisms may be considered when protocol details are
   specified.



   Justification: Because the probe/response scheme described above is
   stateless, a stateless transport is required.  Candidate transports
   included UDP over IP, IP and ICMP.  ICMP was disqualified because
   carrying MPLS information in an ICMP datagram would constitute a
   layer violation.  IP was disqualified in order to conserve protocol
   identifiers.




4.3. Stateless Protocol

   The protocol must be stateless.  That is, nodes should not have to
   maintain state between successive traceroute messages.



   Justification: Statelessness is required to support scaling and to
   prevent denial of service attacks.




4.4. Routing Requirements

   The device that hosts the route-tracing application must maintain an
   IP route to the ingress of the traced path.  It must also maintain an
   IP route to the ingress of each tunnel for which it is requesting
   tunnel details.  The device that hosts the tunnel tracing application
   need not maintain a route to any other device that supports the
   traced path.



   All of the devices to which the route-tracing application must
   maintain a route must maintain a route back to the route-tracing
   application.



   In order for the protocol to provide tunnel details, all devices
   contained by a tunnel must maintain an IP route to the tunnel
   ingress.



   Justification: The protocol must be sufficiently robust to operate
   when tunnel interior devices do not maintain a route back to the
   device that hosts the route tracing application.




5. Security Considerations

   A configurable access control policy determines the degree to which
   features described herein are delivered.  The access control policy
   requires user identification and authorization.



   The new protocol must not introduce security holes nor consume
   excessive resources (e.g., CPU, bandwidth).  It also must not be
   exploitable by those launching DoS attacks or replaying messages.
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Abstract

   Future data and transmission networks will consist of elements such
   as routers, switches, Dense Wavelength Division Multiplexing (DWDM)
   systems, Add-Drop Multiplexors (ADMs), photonic cross-connects
   (PXCs), optical cross-connects (OXCs), etc. that will use Generalized
   Multi-Protocol Label Switching (GMPLS) to dynamically provision
   resources and to provide network survivability using protection and
   restoration techniques.



   This document describes the architecture of GMPLS.  GMPLS extends
   MPLS to encompass time-division (e.g., SONET/SDH, PDH, G.709),
   wavelength (lambdas), and spatial switching (e.g., incoming port or
   fiber to outgoing port or fiber).  The focus of GMPLS is on the
   control plane of these various layers since each of them can use
   physically diverse data or forwarding planes.  The intention is to
   cover both the signaling and the routing part of that control plane.
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1. Introduction

   The architecture described in this document covers the main building
   blocks needed to build a consistent control plane for multiple
   switching layers.  It does not restrict the way that these layers
   work together.  Different models can be applied, e.g., overlay,
   augmented or integrated.  Moreover, each pair of contiguous layers
   may collaborate in different ways, resulting in a number of possible
   combinations, at the discretion of manufacturers and operators.



   This architecture clearly separates the control plane and the
   forwarding plane.  In addition, it also clearly separates the control
   plane in two parts, the signaling plane containing the signaling
   protocols and the routing plane containing the routing protocols.



   This document is a generalization of the Multi-Protocol Label
   Switching (MPLS) architecture [RFC3031], and in some cases may differ
   slightly from that architecture since non packet-based forwarding
   planes are now considered.  It is not the intention of this document
   to describe concepts already described in the current MPLS
   architecture.  The goal is to describe specific concepts of
   Generalized MPLS (GMPLS).



   However, some of the concepts explained hereafter are not part of the
   current MPLS architecture and are applicable to both MPLS and GMPLS
   (i.e., link bundling, unnumbered links, and LSP hierarchy). Since
   these concepts were introduced together with GMPLS and since they are
   of paramount importance for an operational GMPLS network, they will
   be discussed here.



   The organization of the remainder of this document is as follows.  We
   begin with an introduction of GMPLS.  We then present the specific
   GMPLS building blocks and explain how they can be combined together
   to build an operational GMPLS network.  Specific details of the
   separate building blocks can be found in the corresponding documents.




1.1. Acronyms & Abbreviations

AS           Autonomous System
BGP          Border Gateway Protocol
CR‑LDP       Constraint‑based Routing LDP
CSPF         Constraint‑based Shortest Path First
DWDM         Dense Wavelength Division Multiplexing
FA           Forwarding Adjacency
GMPLS        Generalized Multi‑Protocol Label Switching
IGP          Interior Gateway Protocol
LDP          Label Distribution Protocol
LMP          Link Management Protocol

LSA          Link State Advertisement
LSR          Label Switching Router
LSP          Label Switched Path
MIB          Management Information Base
MPLS         Multi‑Protocol Label Switching
NMS          Network Management System
OXC          Optical Cross‑Connect
PXC          Photonic Cross‑Connect
RSVP         ReSource reserVation Protocol
SDH          Synchronous Digital Hierarchy
SONET        Synchronous Optical Networks
STM(‑N)      Synchronous Transport Module (‑N)
STS(‑N)      Synchronous Transport Signal‑Level N (SONET)
TDM          Time Division Multiplexing
TE           Traffic Engineering




1.2. Multiple Types of Switching and Forwarding Hierarchies

   Generalized MPLS (GMPLS) differs from traditional MPLS in that it
   supports multiple types of switching, i.e., the addition of support
   for TDM, lambda, and fiber (port) switching.  The support for the
   additional types of switching has driven GMPLS to extend certain base
   functions of traditional MPLS and, in some cases, to add
   functionality.  These changes and additions impact basic LSP
   properties: how labels are requested and communicated, the
   unidirectional nature of LSPs, how errors are propagated, and
   information provided for synchronizing the ingress and egress LSRs.



   The MPLS architecture [RFC3031] was defined to support the forwarding
   of data based on a label.  In this architecture, Label Switching
   Routers (LSRs) were assumed to have a forwarding plane that is
   capable of (a) recognizing either packet or cell boundaries, and (b)
   being able to process either packet headers (for LSRs capable of
   recognizing packet boundaries) or cell headers (for LSRs capable of
   recognizing cell boundaries).



   The original MPLS architecture is here being extended to include LSRs
   whose forwarding plane recognizes neither packet, nor cell
   boundaries, and therefore, cannot forward data based on the
   information carried in either packet or cell headers.  Specifically,
   such LSRs include devices where the switching decision is based on
   time slots, wavelengths, or physical ports.  So, the new set of LSRs,
   or more precisely interfaces on these LSRs, can be subdivided into
   the following classes:



   1. Packet Switch Capable (PSC) interfaces:



      Interfaces that recognize packet boundaries and can forward data
      based on the content of the packet header.  Examples include
      interfaces on routers that forward data based on the content of
      the IP header and interfaces on routers that switch data based on
      the content of the MPLS "shim" header.



   2. Layer-2 Switch Capable (L2SC) interfaces:



      Interfaces that recognize frame/cell boundaries and can switch
      data based on the content of the frame/cell header.  Examples
      include interfaces on Ethernet bridges that switch data based on
      the content of the MAC header and interfaces on ATM-LSRs that
      forward data based on the ATM VPI/VCI.



   3. Time-Division Multiplex Capable (TDM) interfaces:



      Interfaces that switch data based on the data's time slot in a
      repeating cycle.  An example of such an interface is that of a
      SONET/SDH Cross-Connect (XC), Terminal Multiplexer (TM), or Add-
      Drop Multiplexer (ADM).  Other examples include interfaces
      providing G.709 TDM capabilities (the "digital wrapper") and PDH
      interfaces.



   4. Lambda Switch Capable (LSC) interfaces:



      Interfaces that switch data based on the wavelength on which the
      data is received.  An example of such an interface is that of a
      Photonic Cross-Connect (PXC) or Optical Cross-Connect (OXC) that
      can operate at the level of an individual wavelength.  Additional
      examples include PXC interfaces that can operate at the level of a
      group of wavelengths, i.e., a waveband and G.709 interfaces
      providing optical capabilities.



   5. Fiber-Switch Capable (FSC) interfaces:



      Interfaces that switch data based on a position of the data in the
      (real world) physical spaces.  An example of such an interface is
      that of a PXC or OXC that can operate at the level of a single or
      multiple fibers.



   A circuit can be established only between, or through, interfaces of
   the same type.  Depending on the particular technology being used for
   each interface, different circuit names can be used, e.g., SDH
   circuit, optical trail, light-path, etc.  In the context of GMPLS,
   all these circuits are referenced by a common name: Label Switched
   Path (LSP).



   The concept of nested LSP (LSP within LSP), already available in the
   traditional MPLS, facilitates building a forwarding hierarchy, i.e.,
   a hierarchy of LSPs.  This hierarchy of LSPs can occur on the same
   interface, or between different interfaces.



   For example, a hierarchy can be built if an interface is capable of
   multiplexing several LSPs from the same technology (layer), e.g., a
   lower order SONET/SDH LSP (e.g., VT2/VC-12) nested in a higher order
   SONET/SDH LSP (e.g., STS-3c/VC-4).  Several levels of signal (LSP)
   nesting are defined in the SONET/SDH multiplexing hierarchy.



   The nesting can also occur between interface types.  At the top of
   the hierarchy are FSC interfaces, followed by LSC interfaces,
   followed by TDM interfaces, followed by L2SC, and followed by PSC
   interfaces.  This way, an LSP that starts and ends on a PSC interface
   can be nested (together with other LSPs) into an LSP that starts and
   ends on a L2SC interface.  This LSP, in turn, can be nested (together
   with other LSPs) into an LSP that starts and ends on a TDM interface.
   In turn, this LSP can be nested (together with other LSPs) into an
   LSP that starts and ends on a LSC interface, which in turn can be
   nested (together with other LSPs) into an LSP that starts and ends on
   a FSC interface.




1.3. Extension of the MPLS Control Plane

   The establishment of LSPs that span only Packet Switch Capable (PSC)
   or Layer-2 Switch Capable (L2SC) interfaces is defined for the
   original MPLS and/or MPLS-TE control planes.  GMPLS extends these
   control planes to support each of the five classes of interfaces
   (i.e., layers) defined in the previous section.



   Note that the GMPLS control plane supports an overlay model, an
   augmented model, and a peer (integrated) model.  In the near term,
   GMPLS appears to be very suitable for controlling each layer
   independently.  This elegant approach will facilitate the future
   deployment of other models.



   The GMPLS control plane is made of several building blocks as
   described in more details in the following sections.  These building
   blocks are based on well-known signaling and routing protocols that
   have been extended and/or modified to support GMPLS.  They use IPv4
   and/or IPv6 addresses.  Only one new specialized protocol is required
   to support the operations of GMPLS, a signaling protocol for link
   management [LMP].



   GMPLS is indeed based on the Traffic Engineering (TE) extensions to
   MPLS, a.k.a. MPLS-TE [RFC2702].  This, because most of the
   technologies that can be used below the PSC level requires some
   traffic engineering. The placement of LSPs at these levels needs in
   general to consider several constraints (such as framing, bandwidth,
   protection capability, etc) and to bypass the legacy Shortest-Path
   First (SPF) algorithm.  Note, however, that this is not mandatory and
   that in some cases SPF routing can be applied.



   In order to facilitate constrained-based SPF routing of LSPs, nodes
   that perform LSP establishment need more information about the links
   in the network than standard intra-domain routing protocols provide.
   These TE attributes are distributed using the transport mechanisms
   already available in IGPs (e.g., flooding) and taken into
   consideration by the LSP routing algorithm.  Optimization of the LSP
   routes may also require some external simulations using heuristics
   that serve as input for the actual path calculation and LSP
   establishment process.



   By definition, a TE link is a representation in the IS-IS/OSPF Link
   State advertisements and in the link state database of certain
   physical resources, and their properties, between two GMPLS nodes.
   TE Links are used by the GMPLS control plane (routing and signaling)
   for establishing LSPs.



   Extensions to traditional routing protocols and algorithms are needed
   to uniformly encode and carry TE link information, and explicit
   routes (e.g., source routes) are required in the signaling. In
   addition, the signaling must now be capable of transporting the
   required circuit (LSP) parameters such as the bandwidth, the type of
   signal, the desired protection and/or restoration, the position in a
   particular multiplex, etc.  Most of these extensions have already
   been defined for PSC and L2SC traffic engineering with MPLS.  GMPLS
   primarily defines additional extensions for TDM, LSC, and FSC traffic
   engineering.  A very few elements are technology specific.



   Thus, GMPLS extends the two signaling protocols defined for MPLS-TE
   signaling, i.e., RSVP-TE [RFC3209] and CR-LDP [RFC3212].  However,
   GMPLS does not specify which one of these two signaling protocols
   must be used.  It is the role of manufacturers and operators to
   evaluate the two possible solutions for their own interest.



   Since GMPLS signaling is based on RSVP-TE and CR-LDP, it mandates a
   downstream-on-demand label allocation and distribution, with ingress
   initiated ordered control.  Liberal label retention is normally used,
   but conservative label retention mode could also be used.
   Furthermore, there is no restriction on the label allocation
   strategy, it can be request/signaling driven (obvious for circuit
   switching technologies), traffic/data driven, or even topology
   driven.  There is also no restriction on the route selection;
   explicit routing is normally used (strict or loose) but hop-by-hop
   routing could be used as well.



   GMPLS also extends two traditional intra-domain link-state routing
   protocols already extended for TE purposes, i.e., OSPF-TE [OSPF-TE]
   and IS-IS-TE [ISIS-TE].  However, if explicit (source) routing is
   used, the routing algorithms used by these protocols no longer need
   to be standardized.  Extensions for inter-domain routing (e.g., BGP)
   are for further study.



   The use of technologies like DWDM (Dense Wavelength Division
   Multiplexing) implies that we can now have a very large number of
   parallel links between two directly adjacent nodes (hundreds of
   wavelengths, or even thousands of wavelengths if multiple fibers are
   used).  Such a large number of links was not originally considered
   for an IP or MPLS control plane, although it could be done.  Some
   slight adaptations of that control plane are thus required if we want
   to better reuse it in the GMPLS context.



   For instance, the traditional IP routing model assumes the
   establishment of a routing adjacency over each link connecting two
   adjacent nodes.  Having such a large number of adjacencies does not
   scale well.  Each node needs to maintain each of its adjacencies one
   by one, and link state routing information must be flooded throughout
   the network.



   To solve this issue the concept of link bundling was introduced.
   Moreover, the manual configuration and control of these links, even
   if they are unnumbered, becomes impractical.  The Link Management
   Protocol (LMP) was specified to solve these issues.



   LMP runs between data plane adjacent nodes and is used to manage TE
   links.  Specifically, LMP provides mechanisms to maintain control
   channel connectivity (IP Control Channel Maintenance), verify the
   physical connectivity of the data-bearing links (Link Verification),
   correlate the link property information (Link Property Correlation),
   and manage link failures (Fault Localization and Fault Notification).
   A unique feature of LMP is that it is able to localize faults in both
   opaque and transparent networks (i.e., independent of the encoding
   scheme and bit rate used for the data).



   LMP is defined in the context of GMPLS, but is specified
   independently of the GMPLS signaling specification since it is a
   local protocol running between data-plane adjacent nodes.
   Consequently, LMP can be used in other contexts with non-GMPLS
   signaling protocols.



   MPLS signaling and routing protocols require at least one bi-
   directional control channel to communicate even if two adjacent nodes
   are connected by unidirectional links.  Several control channels can
   be used.  LMP can be used to establish, maintain and manage these
   control channels.



   GMPLS does not specify how these control channels must be
   implemented, but GMPLS requires IP to transport the signaling and
   routing protocols over them.  Control channels can be either in-band
   or out-of-band, and several solutions can be used to carry IP.  Note
   also that one type of LMP message (the Test message) is used in-band
   in the data plane and may not be transported over IP, but this is a
   particular case, needed to verify connectivity in the data plane.




1.4. GMPLS Key Extensions to MPLS-TE

   Some key extensions brought by GMPLS to MPLS-TE are highlighted in
   the following.  Some of them are key advantages of GMPLS to control
   TDM, LSC and FSC layers.



   -  In MPLS-TE, links traversed by an LSP can include an intermix of
      links with heterogeneous label encoding (e.g., links between
      routers, links between routers and ATM-LSRs, and links between
      ATM-LSRs. GMPLS extends this by including links where the label is
      encoded as a time slot, or a wavelength, or a position in the
      (real world) physical space.



   -  In MPLS-TE, an LSP that carries IP has to start and end on a
      router.  GMPLS extends this by requiring an LSP to start and end
      on similar type of interfaces.



   -  The type of a payload that can be carried in GMPLS by an LSP is
      extended to allow such payloads as SONET/SDH, G.709, 1Gb or 10Gb
      Ethernet, etc.



   -  The use of Forwarding Adjacencies (FA) provides a mechanism that
      can improve bandwidth utilization, when bandwidth allocation can
      be performed only in discrete units.  It offers also a mechanism
      to aggregate forwarding state, thus allowing the number of
      required labels to be reduced.



   -  GMPLS allows suggesting a label by an upstream node to reduce the
      setup latency.  This suggestion may be overridden by a downstream
      node but in some cases, at the cost of higher LSP setup time.



   -  GMPLS extends on the notion of restricting the range of labels
      that may be selected by a downstream node.  In GMPLS, an upstream
      node may restrict the labels for an LSP along either a single hop
      or the entire LSP path.  This feature is useful in photonic
      networks where wavelength conversion may not be available.



   -  While traditional TE-based (and even LDP-based) LSPs are
      unidirectional, GMPLS supports the establishment of bi-directional
      LSPs.



   -  GMPLS supports the termination of an LSP on a specific egress
      port, i.e., the port selection at the destination side.



   -  GMPLS with RSVP-TE supports an RSVP specific mechanism for rapid
      failure notification.



   Note also some other key differences between MPLS-TE and GMPLS:



   -  For TDM, LSC and FSC interfaces, bandwidth allocation for an LSP
      can be performed only in discrete units.



   -  It is expected to have (much) fewer labels on TDM, LSC or FSC
      links than on PSC or L2SC links, because the former are physical
      labels instead of logical labels.




2. Routing and Addressing Model

   GMPLS is based on the IP routing and addressing models.  This assumes
   that IPv4 and/or IPv6 addresses are used to identify interfaces but
   also that traditional (distributed) IP routing protocols are reused.
   Indeed, the discovery of the topology and the resource state of all
   links in a routing domain is achieved via these routing protocols.



   Since control and data planes are de-coupled in GMPLS, control-plane
   neighbors (i.e., IGP-learnt neighbors) may not be data-plane
   neighbors.  Hence, mechanisms like LMP are needed to associate TE
   links with neighboring nodes.



   IP addresses are not used only to identify interfaces of IP hosts and
   routers, but more generally to identify any PSC and non-PSC
   interfaces.  Similarly, IP routing protocols are used to find routes
   for IP datagrams with a SPF algorithm; they are also used to find
   routes for non-PSC circuits by using a CSPF algorithm.



   However, some additional mechanisms are needed to increase the
   scalability of these models and to deal with specific traffic
   engineering requirements of non-PSC layers.  These mechanisms will be
   introduced in the following.



   Re-using existing IP routing protocols allows for non-PSC layers
   taking advantage of all the valuable developments that took place
   since years for IP routing, in particular, in the context of intra-
   domain routing (link-state routing) and inter-domain routing (policy
   routing).



   In an overlay model, each particular non-PSC layer can be seen as a
   set of Autonomous Systems (ASs) interconnected in an arbitrary way.
   Similarly to the traditional IP routing, each AS is managed by a
   single administrative authority.  For instance, an AS can be an
   SONET/SDH network operated by a given carrier.  The set of
   interconnected ASs can be viewed as SONET/SDH internetworks.



   Exchange of routing information between ASs can be done via an
   inter-domain routing protocol like BGP-4.  There is obviously a huge
   value of re-using well-known policy routing facilities provided by
   BGP in a non-PSC context.  Extensions for BGP traffic engineering
   (BGP-TE) in the context of non-PSC layers are left for further study.



   Each AS can be sub-divided in different routing domains, and each can
   run a different intra-domain routing protocol.  In turn, each
   routing-domain can be divided in areas.



   A routing domain is made of GMPLS enabled nodes (i.e., a network
   device including a GMPLS entity).  These nodes can be either edge
   nodes (i.e., hosts, ingress LSRs or egress LSRs), or internal LSRs.
   An example of non-PSC host is an SONET/SDH Terminal Multiplexer (TM).
   Another example is an SONET/SDH interface card within an IP router or
   ATM switch.



   Note that traffic engineering in the intra-domain requires the use of
   link-state routing protocols like OSPF or IS-IS.



   GMPLS defines extensions to these protocols.  These extensions are
   needed to disseminate specific TDM, LSC and FSC static and dynamic
   characteristics related to nodes and links.  The current focus is on
   intra-area traffic engineering.  However, inter-area traffic
   engineering is also under investigation.




2.1. Addressing of PSC and non-PSC Layers

   The fact that IPv4 and/or IPv6 addresses are used does not imply at
   all that they should be allocated in the same addressing space than
   public IPv4 and/or IPv6 addresses used for the Internet.  Private IP
   addresses can be used if they do not require to be exchanged with any
   other operator; public IP addresses are otherwise required.  Of
   course, if an integrated model is used, two layers could share the
   same addressing space.  Finally, TE links may be "unnumbered" i.e.,
   not have any IP addresses, in case IP addresses are not available, or
   the overhead of managing them is considered too high.



   Note that there is a benefit of using public IPv4 and/or IPv6
   Internet addresses for non-PSC layers if an integrated model with the
   IP layer is foreseen.



   If we consider the scalability enhancements proposed in the next
   section, the IPv4 (32 bits) and the IPv6 (128 bits) addressing spaces
   are both more than sufficient to accommodate any non-PSC layer.  We
   can reasonably expect to have much less non-PSC devices (e.g.,
   SONET/SDH nodes) than we have today IP hosts and routers.




2.2. GMPLS Scalability Enhancements

   TDM, LSC and FSC layers introduce new constraints on the IP
   addressing and routing models since several hundreds of parallel
   physical links (e.g., wavelengths) can now connect two nodes.  Most
   of the carriers already have today several tens of wavelengths per
   fiber between two nodes.  New generation of DWDM systems will allow
   several hundreds of wavelengths per fiber.



   It becomes rather impractical to associate an IP address with each
   end of each physical link, to represent each link as a separate
   routing adjacency, and to advertise and to maintain link states for
   each of these links.  For that purpose, GMPLS enhances the MPLS
   routing and addressing models to increase their scalability.



   Two optional mechanisms can be used to increase the scalability of
   the addressing and the routing: unnumbered links and link bundling.
   These two mechanisms can also be combined.  They require extensions
   to signaling (RSVP-TE and CR-LDP) and routing (OSPF-TE and IS-IS-TE)
   protocols.




2.3. TE Extensions to IP Routing Protocols

   Traditionally, a TE link is advertised as an adjunct to a "regular"
   OSPF or IS-IS link, i.e., an adjacency is brought up on the link.
   When the link is up, both the regular IGP properties of the link
   (basically, the SPF metric) and the TE properties of the link are
   then advertised.



   However, GMPLS challenges this notion in three ways:



   -  First, links that are non-PSC may yet have TE properties; however,
      an OSPF adjacency could not be brought up directly on such links.



   -  Second, an LSP can be advertised as a point-to-point TE link in
      the routing protocol, i.e., as a Forwarding Adjacency (FA); thus,
      an advertised TE link need no longer be between two OSPF direct
      neighbors.  Forwarding Adjacencies (FA) are further described in
      Section 8.



   -  Third, a number of links may be advertised as a single TE link
      (e.g., for improved scalability), so again, there is no longer a
      one-to-one association of a regular adjacency and a TE link.



   Thus, we have a more general notion of a TE link.  A TE link is a
   logical link that has TE properties.  Some of these properties may be
   configured on the advertising LSR, others may be obtained from other
   LSRs by means of some protocol, and yet others may be deduced from
   the component(s) of the TE link.



   An important TE property of a TE link is related to the bandwidth
   accounting for that link.  GMPLS will define different accounting
   rules for different non-PSC layers.  Generic bandwidth attributes are
   however defined by the TE routing extensions and by GMPLS, such as
   the unreserved bandwidth, the maximum reservable bandwidth and the
   maximum LSP bandwidth.



   It is expected in a dynamic environment to have frequent changes of
   bandwidth accounting information.  A flexible policy for triggering
   link state updates based on bandwidth thresholds and link-dampening
   mechanism can be implemented.



   TE properties associated with a link should also capture protection
   and restoration related characteristics.  For instance, shared
   protection can be elegantly combined with bundling.  Protection and
   restoration are mainly generic mechanisms also applicable to MPLS. It
   is expected that they will first be developed for MPLS and later on
   generalized to GMPLS.



   A TE link between a pair of LSRs does not imply the existence of an
   IGP adjacency between these LSRs.  A TE link must also have some
   means by which the advertising LSR can know of its liveness (e.g., by
   using LMP hellos).  When an LSR knows that a TE link is up, and can
   determine the TE link's TE properties, the LSR may then advertise
   that link to its GMPLS enhanced OSPF or IS-IS neighbors using the TE
   objects/TLVs.  We call the interfaces over which GMPLS enhanced OSPF
   or IS-IS adjacencies are established "control channels".




3. Unnumbered Links

   Unnumbered links (or interfaces) are links (or interfaces) that do
   not have IP addresses.  Using such links involves two capabilities:
   the ability to specify unnumbered links in MPLS TE signaling, and the
   ability to carry (TE) information about unnumbered links in IGP TE
   extensions of IS-IS-TE and OSPF-TE.



   A. The ability to specify unnumbered links in MPLS TE signaling

      requires extensions to RSVP-TE [RFC3477] and CR-LDP [RFC3480].
      The MPLS-TE signaling does not provide support for unnumbered
      links, because it does not provide a way to indicate an unnumbered
      link in its Explicit Route Object/TLV and in its Record Route
      Object (there is no such TLV for CR-LDP).  GMPLS defines simple
      extensions to indicate an unnumbered link in these two
      Objects/TLVs, using a new Unnumbered Interface ID sub-object/sub-
      TLV.



      Since unnumbered links are not identified by an IP address, then
      for the purpose of MPLS TE each end need some other identifier,
      local to the LSR to which the link belongs.  LSRs at the two end-
      points of an unnumbered link exchange with each other the
      identifiers they assign to the link.  Exchanging the identifiers
      may be accomplished by configuration, by means of a protocol such
      as LMP ([LMP]), by means of RSVP-TE/CR-LDP (especially in the case
      where a link is a Forwarding Adjacency, see below), or by means of
      IS-IS or OSPF extensions ([ISIS-TE-GMPLS], [OSPF-TE-GMPLS]).



      Consider an (unnumbered) link between LSRs A and B.  LSR A chooses
      an identifier for that link.  So does LSR B.  From A's perspective
      we refer to the identifier that A assigned to the link as the
      "link local identifier" (or just "local identifier"), and to the
      identifier that B assigned to the link as the "link remote
      identifier" (or just "remote identifier").  Likewise, from B's
      perspective the identifier that B assigned to the link is the
      local identifier, and the identifier that A assigned to the link
      is the remote identifier.



      The new Unnumbered Interface ID sub-object/sub-TLV for the ER
      Object/TLV contains the Router ID of the LSR at the upstream end
      of the unnumbered link and the link local identifier with respect
      to that upstream LSR.



      The new Unnumbered Interface ID sub-object for the RR Object
      contains the link local identifier with respect to the LSR that
      adds it in the RR Object.



   B. The ability to carry (TE) information about unnumbered links in

      IGP TE extensions requires new sub-TLVs for the extended IS
      reachability TLV defined in IS-IS-TE and for the TE LSA (which is
      an opaque LSA) defined in OSPF-TE.  A Link Local Identifier sub-
      TLV and a Link Remote Identifier sub-TLV are defined.




3.1. Unnumbered Forwarding Adjacencies

   If an LSR that originates an LSP advertises this LSP as an unnumbered
   FA in IS-IS or OSPF, or the LSR uses this FA as an unnumbered
   component link of a bundled link, the LSR must allocate an Interface
   ID to that FA.  If the LSP is bi-directional, the tail end does the
   same and allocates an Interface ID to the reverse FA.



   Signaling has been enhanced to carry the Interface ID of a FA in the
   new LSP Tunnel Interface ID object/TLV.  This object/TLV contains the
   Router ID (of the LSR that generates it) and the Interface ID.  It is
   called the Forward Interface ID when it appears in a Path/REQUEST
   message, and it is called the Reverse Interface ID when it appears in
   the Resv/MAPPING message.




4. Link Bundling

   The concept of link bundling is essential in certain networks
   employing the GMPLS control plane as is defined in [BUNDLE].  A
   typical example is an optical meshed network where adjacent optical
   cross-connects (LSRs) are connected by several hundreds of parallel
   wavelengths.  In this network, consider the application of link state
   routing protocols, like OSPF or IS-IS, with suitable extensions for
   resource discovery and dynamic route computation.  Each wavelength
   must be advertised separately to be used, except if link bundling is
   used.



   When a pair of LSRs is connected by multiple links, it is possible to
   advertise several (or all) of these links as a single link into OSPF
   and/or IS-IS.  This process is called link bundling, or just
   bundling.  The resulting logical link is called a bundled link as its
   physical links are called component links (and are identified by
   interface indexes).



   The result is that a combination of three identifiers ((bundled) link
   identifier, component link identifier, label) is sufficient to
   unambiguously identify the appropriate resources used by an LSP.



   The purpose of link bundling is to improve routing scalability by
   reducing the amount of information that has to be handled by OSPF
   and/or IS-IS.  This reduction is accomplished by performing
   information aggregation/abstraction.  As with any other information
   aggregation/abstraction, this results in losing some of the
   information.  To limit the amount of losses one need to restrict the
   type of the information that can be aggregated/abstracted.




4.1. Restrictions on Bundling

   The following restrictions are required for bundling links.  All
   component links in a bundle must begin and end on the same pair of
   LSRs; and share some common characteristics or properties defined in
   [OSPF-TE] and [ISIS-TE], i.e., they must have the same:



‑ Link Type (i.e., point‑to‑point or multi‑access),
‑ TE Metric (i.e., an administrative cost),
‑ Set of Resource Classes at each end of the links (i.e., colors).



   Note that a FA may also be a component link.  In fact, a bundle can
   consist of a mix of point-to-point links and FAs, but all sharing
   some common properties.




4.2. Routing Considerations for Bundling

   A bundled link is just another kind of TE link such as those defined
   by [GMPLS-ROUTING].  The liveness of the bundled link is determined
   by the liveness of each its component links.  A bundled link is alive
   when at least one of its component links is alive.  The liveness of a
   component link can be determined by any of several means: IS-IS or
   OSPF hellos over the component link, or RSVP Hello (hop local), or
   LMP hellos (link local), or from layer 1 or layer 2 indications.



   Note that (according to the RSVP-TE specification [RFC3209]) the RSVP
   Hello mechanism is intended to be used when notification of link
   layer failures is not available and unnumbered links are not used, or
   when the failure detection mechanisms provided by the link layer are
   not sufficient for timely node failure detection.



   Once a bundled link is determined to be alive, it can be advertised
   as a TE link and the TE information can be flooded.  If IS-IS/OSPF
   hellos are run over the component links, IS-IS/OSPF flooding can be
   restricted to just one of the component links.



   Note that advertising a (bundled) TE link between a pair of LSRs does
   not imply that there is an IGP adjacency between these LSRs that is
   associated with just that link.  In fact, in certain cases a TE link
   between a pair of LSRs could be advertised even if there is no IGP
   adjacency at all between the LSR (e.g., when the TE link is an FA).



   Forming a bundled link consist in aggregating the identical TE
   parameters of each individual component link to produce aggregated TE
   parameters.  A TE link as defined by [GMPLS-ROUTING] has many
   parameters; adequate aggregation rules must be defined for each one.



   Some parameters can be sums of component characteristics such as the
   unreserved bandwidth and the maximum reservable bandwidth.  Bandwidth
   information is an important part of a bundle advertisement and it
   must be clearly defined since an abstraction is done.



   A GMPLS node with bundled links must apply admission control on a
   per-component link basis.




4.3. Signaling Considerations

   Typically, an LSP's explicit route (e.g., contained in an explicit
   route Object/TLV) will choose the bundled link to be used for the
   LSP, but not the component link(s).  This because information about
   the bundled link is flooded but information about the component links
   is not.



   The choice of the component link to use is always made by an upstream
   node.  If the LSP is bi-directional, the upstream node chooses a
   component link in each direction.



   Three mechanisms for indicating this choice to the downstream node
   are possible.




4.3.1. Mechanism 1: Implicit Indication

   This mechanism requires that each component link has a dedicated
   signaling channel (e.g., the link is a Sonet/SDH link using the DCC
   for in-band signaling).  The upstream node tells the receiver which
   component link to use by sending the message over the chosen
   component link's dedicated signaling channel.  Note that this
   signaling channel can be in-band or out-of-band.  In this last case,
   the association between the signaling channel and that component link
   need to be explicitly configured.




4.3.2. Mechanism 2: Explicit Indication by Numbered Interface ID

   This mechanism requires that the component link has a unique remote
   IP address.  The upstream node indicates the choice of the component
   link by including a new IF_ID RSVP_HOP object/IF_ID TLV carrying
   either an IPv4 or an IPv6 address in the Path/Label Request message
   (see [RFC3473]/[RFC3472], respectively).  For a bi-directional LSP, a
   component link is provided for each direction by the upstream node.



   This mechanism does not require each component link to have its own
   control channel.  In fact, it does not even require the whole
   (bundled) link to have its own control channel.




4.3.3. Mechanism 3: Explicit Indication by Unnumbered Interface ID

   With this mechanism, each component link that is unnumbered is
   assigned a unique Interface Identifier (32 bits value).  The upstream
   node indicates the choice of the component link by including a new
   IF_ID RSVP_HOP object/IF_ID TLV in the Path/Label Request message
   (see [RFC3473]/[RFC3472], respectively).



   This object/TLV carries the component interface ID in the downstream
   direction for a unidirectional LSP, and in addition, the component
   interface ID in the upstream direction for a bi-directional LSP.



   The two LSRs at each end of the bundled link exchange these
   identifiers.  Exchanging the identifiers may be accomplished by
   configuration, by means of a protocol such as LMP (preferred
   solution), by means of RSVP-TE/CR-LDP (especially in the case where a
   component link is a Forwarding Adjacency), or by means of IS-IS or
   OSPF extensions.



   This mechanism does not require each component link to have its own
   control channel.  In fact, it does not even require the whole
   (bundled) link to have its own control channel.




4.4. Unnumbered Bundled Link

   A bundled link may itself be numbered or unnumbered independent of
   whether the component links are numbered or not.  This affects how
   the bundled link is advertised in IS-IS/OSPF and the format of LSP
   EROs that traverse the bundled link.  Furthermore, unnumbered
   Interface Identifiers for all unnumbered outgoing links of a given
   LSR (whether component links, Forwarding Adjacencies or bundled
   links) must be unique in the context of that LSR.




4.5. Forming Bundled Links

   The generic rule for bundling component links is to place those links
   that are correlated in some manner in the same bundle.  If links may
   be correlated based on multiple properties then the bundling may be
   applied sequentially based on these properties.  For instance, links
   may be first grouped based on the first property. Each of these
   groups may be then divided into smaller groups based on the second
   property and so on.  The main principle followed in this process is
   that the properties of the resulting bundles should be concisely
   summarizable.  Link bundling may be done automatically or by
   configuration.  Automatic link bundling can apply bundling rules
   sequentially to produce bundles.



   For instance, the first property on which component links may be
   correlated could be the Interface Switching Capability
   [GMPLS-ROUTING], the second property could be the Encoding
   [GMPLS-ROUTING], the third property could be the Administrative
   Weight (cost), the fourth property could be the Resource Classes and
   finally links may be correlated based on other metrics such as SRLG
   (Shared Risk Link Groups).



   When routing an alternate path for protection purposes, the general
   principle followed is that the alternate path is not routed over any
   link belonging to an SRLG that belongs to some link of the primary
   path.  Thus, the rule to be followed is to group links belonging to
   exactly the same set of SRLGs.



   This type of sequential sub-division may result in a number of
   bundles between two adjacent nodes.  In practice, however, the link
   properties may not be very heterogeneous among component links
   between two adjacent nodes.  Thus, the number of bundles in practice
   may not be large.




5. Relationship with the UNI

   The interface between an edge GMPLS node and a GMPLS LSR on the
   network side may be referred to as a User to Network Interface (UNI),
   while the interface between two-network side LSRs may be referred to
   as a Network to Network Interface (NNI).



   GMPLS does not specify separately a UNI and an NNI.  Edge nodes are
   connected to LSRs on the network side, and these LSRs are in turn
   connected between them.  Of course, the behavior of an edge node is
   not exactly the same as the behavior of an LSR on the network side.
   Note also, that an edge node may run a routing protocol, however it
   is expected that in most of the cases it will not (see also section
   5.2 and the section about signaling with an explicit route).
   Conceptually, a difference between UNI and NNI make sense either if
   both interface uses completely different protocols, or if they use
   the same protocols but with some outstanding differences.  In the
   first case, separate protocols are often defined successively, with
   more or less success.



   The GMPLS approach consisted in building a consistent model from day
   one, considering both the UNI and NNI interfaces at the same time
   [GMPLS-OVERLAY].  For that purpose, a very few specific UNI
   particularities have been ignored in a first time.  GMPLS has been
   enhanced to support such particularities at the UNI by some other
   standardization bodies (see hereafter).




5.1. Relationship with the OIF UNI

   This section is only given for reference to the OIF work related to
   GMPLS.  The current OIF UNI specification [OIF-UNI] defines an
   interface between a client SONET/SDH equipment and an SONET/SDH
   network, each belonging to a distinct administrative authority.  It
   is designed for an overlay model.  The OIF UNI defines additional
   mechanisms on the top of GMPLS for the UNI.



   For instance, the OIF service discovery procedure is a precursor to
   obtaining UNI services.  Service discovery allows a client to
   determine the static parameters of the interconnection with the
   network, including the UNI signaling protocol, the type of
   concatenation, the transparency level as well as the type of
   diversity (node, link, SRLG) supported by the network.



   Since the current OIF UNI interface does not cover photonic networks,
   G.709 Digital Wrapper, etc, it is from that perspective a subset of
   the GMPLS Architecture at the UNI.




5.2. Reachability across the UNI

   This section discusses the selection of an explicit route by an edge
   node.  The selection of the first LSR by an edge node connected to
   multiple LSRs is part of that problem.



   An edge node (host or LSR) can participate more or less deeply in the
   GMPLS routing.  Four different routing models can be supported at the
   UNI: configuration based, partial peering, silent listening and full
   peering.



   -  Configuration based: this routing model requires the manual or
      automatic configuration of an edge node with a list of neighbor
      LSRs sorted by preference order.  Automatic configuration can be
      achieved using DHCP for instance.  No routing information is



      exchanged at the UNI, except maybe the ordered list of LSRs.  The
      only routing information used by the edge node is that list.  The
      edge node sends by default an LSP request to the preferred LSR.
      ICMP redirects could be send by this LSR to redirect some LSP
      requests to another LSR connected to the edge node.  GMPLS does
      not preclude that model.



   -  Partial peering: limited routing information (mainly reachability)
      can be exchanged across the UNI using some extensions in the
      signaling plane.  The reachability information exchanged at the
      UNI may be used to initiate edge node specific routing decision
      over the network.  GMPLS does not have any capability to support
      this model today.



   -  Silent listening: the edge node can silently listen to routing
      protocols and take routing decisions based on the information
      obtained.  An edge node receives the full routing information,
      including traffic engineering extensions.  One LSR should forward
      transparently all routing PDUs to the edge node.  An edge node can
      now compute a complete explicit route taking into consideration
      all the end-to-end routing information.  GMPLS does not preclude
      this model.



   -  Full peering: in addition to silent listening, the edge node
      participates within the routing, establish adjacencies with its
      neighbors and advertises LSAs.  This is useful only if there are
      benefits for edge nodes to advertise themselves traffic
      engineering information.  GMPLS does not preclude this model.




6. Link Management

   In the context of GMPLS, a pair of nodes (e.g., a photonic switch)
   may be connected by tens of fibers, and each fiber may be used to
   transmit hundreds of wavelengths if DWDM is used.  Multiple fibers
   and/or multiple wavelengths may also be combined into one or more
   bundled links for routing purposes.  Furthermore, to enable
   communication between nodes for routing, signaling, and link
   management, control channels must be established between a node pair.



   Link management is a collection of useful procedures between adjacent
   nodes that provide local services such as control channel management,
   link connectivity verification, link property correlation, and fault
   management.  The Link Management Protocol (LMP) [LMP] has been
   defined to fulfill these operations.  LMP has been initiated in the
   context of GMPLS but is a generic toolbox that can be also used in
   other contexts.



   In GMPLS, the control channels between two adjacent nodes are no
   longer required to use the same physical medium as the data links
   between those nodes.  Moreover, the control channels that are used to
   exchange the GMPLS control-plane information exist independently of
   the links they manage.  Hence, LMP was designed to manage the data
   links, independently of the termination capabilities of those data
   links.



   Control channel management and link property correlation procedures
   are mandatory per LMP.  Link connectivity verification and fault
   management procedures are optional.




6.1. Control Channel and Control Channel Management

   LMP control channel management is used to establish and maintain
   control channels between nodes.  Control channels exist independently
   of TE links, and can be used to exchange MPLS control-plane
   information such as signaling, routing, and link management
   information.



   An "LMP adjacency" is formed between two nodes that support the same
   LMP capabilities.  Multiple control channels may be active
   simultaneously for each adjacency.  A control channel can be either
   explicitly configured or automatically selected, however, LMP
   currently assume that control channels are explicitly configured
   while the configuration of the control channel capabilities can be
   dynamically negotiated.



   For the purposes of LMP, the exact implementation of the control
   channel is left unspecified.  The control channel(s) between two
   adjacent nodes is no longer required to use the same physical medium
   as the data-bearing links between those nodes.  For example, a
   control channel could use a separate wavelength or fiber, an Ethernet
   link, or an IP tunnel through a separate management network.



   A consequence of allowing the control channel(s) between two nodes to
   be physically diverse from the associated data-bearing links is that
   the health of a control channel does not necessarily correlate to the
   health of the data-bearing links, and vice-versa.  Therefore, new
   mechanisms have been developed in LMP to manage links, both in terms
   of link provisioning and fault isolation.



   LMP does not specify the signaling transport mechanism used in the
   control channel, however it states that messages transported over a
   control channel must be IP encoded.  Furthermore, since the messages
   are IP encoded, the link level encoding is not part of LMP.  A 32-bit
   non-zero integer Control Channel Identifier (CCId) is assigned to
   each direction of a control channel.



   Each control channel individually negotiates its control channel
   parameters and maintains connectivity using a fast Hello protocol.
   The latter is required if lower-level mechanisms are not available to
   detect link failures.



   The Hello protocol of LMP is intended to be a lightweight keep-alive
   mechanism that will react to control channel failures rapidly so that
   IGP Hellos are not lost and the associated link-state adjacencies are
   not removed uselessly.



   The Hello protocol consists of two phases: a negotiation phase and a
   keep-alive phase.  The negotiation phase allows negotiation of some
   basic Hello protocol parameters, like the Hello frequency.  The
   keep-alive phase consists of a fast lightweight bi-directional Hello
   message exchange.



   If a group of control channels share a common node pair and support
   the same LMP capabilities, then LMP control channel messages (except
   Configuration messages, and Hello's) may be transmitted over any of
   the active control channels without coordination between the local
   and remote nodes.



   For LMP, it is essential that at least one control channel is always
   available.  In case of control channel failure, it may be possible to
   use an alternate active control channel without coordination.




6.2. Link Property Correlation

   As part of LMP, a link property correlation exchange is defined. The
   exchange is used to aggregate multiple data-bearing links (i.e.,
   component links) into a bundled link and exchange, correlate, or
   change TE link parameters.  The link property correlation exchange
   may be done at any time a link is up and not in the Verification
   process (see next section).



   It allows, for instance, the addition of component links to a link
   bundle, change of a link's minimum/maximum reservable bandwidth,
   change of port identifiers, or change of component identifiers in a
   bundle.  This mechanism is supported by an exchange of link summary
   messages.




6.3. Link Connectivity Verification

   Link connectivity verification is an optional procedure that may be
   used to verify the physical connectivity of data-bearing links as
   well as to exchange the link identifiers that are used in the GMPLS
   signaling.



   This procedure should be performed initially when a data-bearing link
   is first established, and subsequently, on a periodic basis for all
   unallocated (free) data-bearing links.



   The verification procedure consists of sending Test messages in-band
   over the data-bearing links.  This requires that the unallocated
   links must be opaque; however, multiple degrees of opaqueness (e.g.,
   examining overhead bytes, terminating the payload, etc.), and hence
   different mechanisms to transport the Test messages, are specified.
   Note that the Test message is the only LMP message that is
   transmitted over the data-bearing link, and that Hello messages
   continue to be exchanged over the control channel during the link
   verification process.  Data-bearing links are tested in the transmit
   direction as they are unidirectional.  As such, it is possible for
   LMP neighboring nodes to exchange the Test messages simultaneously in
   both directions.



   To initiate the link verification procedure, a node must first notify
   the adjacent node that it will begin sending Test messages over a
   particular data-bearing link, or over the component links of a
   particular bundled link.  The node must also indicate the number of
   data-bearing links that are to be verified; the interval at which the
   test messages will be sent; the encoding scheme, the transport
   mechanisms that are supported, the data rate for Test messages; and,
   in the case where the data-bearing links correspond to fibers, the
   wavelength over which the Test messages will be transmitted.
   Furthermore, the local and remote bundled link identifiers are
   transmitted at this time to perform the component link association
   with the bundled link identifiers.




6.4. Fault Management

   Fault management is an important requirement from the operational
   point of view.  Fault management includes usually: fault detection,
   fault localization and fault notification.  When a failure occurs and
   is detected (fault detection), an operator needs to know exactly
   where it happened (fault localization) and a source node may need to
   be notified in order to take some actions (fault notification).



   Note that fault localization can also be used to support some
   specific (local) protection/restoration mechanisms.



   In new technologies such as transparent photonic switching currently
   no method is defined to locate a fault, and the mechanism by which
   the fault information is propagated must be sent "out of band" (via
   the control plane).



   LMP provides a fault localization procedure that can be used to
   rapidly localize link failures, by notifying a fault up to the node
   upstream of that fault (i.e., through a fault notification
   procedure).



   A downstream LMP neighbor that detects data link failures will send
   an LMP message to its upstream neighbor notifying it of the failure.
   When an upstream node receives a failure notification, it can
   correlate the failure with the corresponding input ports to determine
   if the failure is between the two nodes.  Once the failure has been
   localized, the signaling protocols can be used to initiate link or
   path protection/restoration procedures.




6.5. LMP for DWDM Optical Line Systems (OLSs)

   In an all-optical environment, LMP focuses on peer communications
   (e.g., OXC-to-OXC).  A great deal of information about a link between
   two OXCs is known by the OLS (Optical Line System or WDM Terminal
   multiplexer).  Exposing this information to the control plane can
   improve network usability by further reducing required manual
   configuration, and by greatly enhancing fault detection and recovery.



   LMP-WDM [LMP-WDM] defines extensions to LMP for use between an OXC
   and an OLS.  These extensions are intended to satisfy the Optical
   Link Interface Requirements described in [OLI-REQ].



   Fault detection is particularly an issue when the network is using
   all-optical photonic switches (PXC).  Once a connection is
   established, PXCs have only limited visibility into the health of the
   connection.  Although the PXC is all-optical, long-haul OLSs
   typically terminate channels electrically and regenerate them
   optically.  This provides an opportunity to monitor the health of a
   channel between PXCs.  LMP-WDM can then be used by the OLS to provide
   this information to the PXC.



   In addition to the link information known to the OLS that is
   exchanged through LMP-WDM, some information known to the OXC may also
   be exchanged with the OLS through LMP-WDM.  This information is
   useful for alarm management and link monitoring (e.g., trace
   monitoring).  Alarm management is important because the
   administrative state of a connection, known to the OXC (e.g., this
   information may be learned through the Admin Status object of GMPLS
   signaling [RFC3471]), can be used to suppress spurious alarms.  For
   example, the OXC may know that a connection is "up", "down", in a
   "testing" mode, or being deleted ("deletion-in-progress").  The OXC
   can use this information to inhibit alarm reporting from the OLS when
   a connection is "down", "testing", or being deleted.



   It is important to note that an OXC may peer with one or more OLSs
   and an OLS may peer with one or more OXCs.  Although there are many
   similarities between an OXC-OXC LMP session and an OXC-OLS LMP
   session, particularly for control management and link verification,
   there are some differences as well.  These differences can primarily
   be attributed to the nature of an OXC-OLS link, and the purpose of
   OXC-OLS LMP sessions.  The OXC-OXC links can be used to provide the
   basis for GMPLS signaling and routing at the optical layer.  The
   information exchanged over LMP-WDM sessions is used to augment
   knowledge about the links between OXCs.



   In order for the information exchanged over the OXC-OLS LMP sessions
   to be used by the OXC-OXC session, the information must be
   coordinated by the OXC.  However, the OXC-OXC and OXC-OLS LMP
   sessions are run independently and must be maintained separately. One
   critical requirement when running an OXC-OLS LMP session is the
   ability of the OLS to make a data link transparent when not doing the
   verification procedure.  This is because the same data link may be
   verified between OXC-OLS and between OXC-OXC.  The verification
   procedure of LMP is used to coordinate the Test procedure (and hence
   the transparency/opaqueness of the data links).  To maintain
   independence between the sessions, it must be possible for the LMP
   sessions to come up in any order.  In particular, it must be possible
   for an OXC-OXC LMP session to come up without an OXC-OLS LMP session
   being brought up, and vice-versa.




7. Generalized Signaling

   The GMPLS signaling extends certain base functions of the RSVP-TE and
   CR-LDP signaling and, in some cases, adds functionality.  These
   changes and additions impact basic LSP properties: how labels are
   requested and communicated, the unidirectional nature of LSPs, how
   errors are propagated, and information provided for synchronizing the
   ingress and egress.



   The core GMPLS signaling specification is available in three parts:



1. A signaling functional description [RFC3471].
2. RSVP‑TE extensions [RFC3473].
3. CR‑LDP extensions [RFC3472].



   In addition, independent parts are available per technology:



1. GMPLS extensions for SONET and SDH control [RFC3946].
2. GMPLS extensions for G.709 control [GMPLS‑G709].



   The following MPLS profile expressed in terms of MPLS features
   [RFC3031] applies to GMPLS:



   -  Downstream-on-demand label allocation and distribution.



   -  Ingress initiated ordered control.



   -  Liberal (typical), or conservative (could) label retention mode.



   -  Request, traffic/data, or topology driven label allocation
      strategy.



   -  Explicit routing (typical), or hop-by-hop routing.



   The GMPLS signaling defines the following new building blocks on the
   top of MPLS-TE:



1.  A new generic label request format.
2.  Labels for TDM, LSC and FSC interfaces, generically known as
    Generalized Label.
3.  Waveband switching support.
4.  Label suggestion by the upstream for optimization purposes (e.g.,
    latency).
5.  Label restriction by the upstream to support some optical
    constraints.
6.  Bi‑directional LSP establishment with contention resolution.
7.  Rapid failure notification extensions.
8.  Protection information currently focusing on link protection,
    plus primary and secondary LSP indication.
9.  Explicit routing with explicit label control for a fine degree of
    control.
10. Specific traffic parameters per technology.
11. LSP administrative status handling.
12. Control channel separation.



   These building blocks will be described in more details in the
   following.  A complete specification can be found in the
   corresponding documents.



   Note that GMPLS is highly generic and has many options.  Only
   building blocks 1, 2 and 10 are mandatory, and only within the
   specific format that is needed.  Typically, building blocks 6 and 9
   should be implemented.  Building blocks 3, 4, 5, 7, 8, 11 and 12 are
   optional.



   A typical SONET/SDH switching network would implement building
   blocks: 1, 2 (the SONET/SDH label), 6, 9, 10 and 11.  Building blocks
   7 and 8 are optional since the protection can be achieved using
   SONET/SDH overhead bytes.



   A typical wavelength switching network would implement building
   blocks: 1, 2 (the generic format), 4, 5, 6, 7, 8, 9 and 11.  Building
   block 3 is only needed in the particular case of waveband switching.



   A typical fiber switching network would implement building blocks:
   1, 2 (the generic format), 6, 7, 8, 9 and 11.



   A typical MPLS-IP network would not implement any of these building
   blocks, since the absence of building block 1 would indicate regular
   MPLS-IP.  Note however that building block 1 and 8 can be used to
   signal MPLS-IP as well.  In that case, the MPLS-IP network can
   benefit from the link protection type (not available in CR-LDP, some
   very basic form being available in RSVP-TE).  Building block 2 is
   here a regular MPLS label and no new label format is required.



   GMPLS does not specify any profile for RSVP-TE and CR-LDP
   implementations that have to support GMPLS - except for what is
   directly related to GMPLS procedures.  It is to the manufacturer to
   decide which are the optional elements and procedures of RSVP-TE and
   CR-LDP that need to be implemented.  Some optional MPLS-TE elements
   can be useful for TDM, LSC and FSC layers, for instance the setup and
   holding priorities that are inherited from MPLS-TE.




7.1. Overview: How to Request an LSP

   A TDM, LSC or FSC LSP is established by sending a PATH/Label Request
   message downstream to the destination.  This message contains a
   Generalized Label Request with the type of LSP (i.e., the layer
   concerned), and its payload type.  An Explicit Route Object (ERO) is
   also normally added to the message, but this can be added and/or
   completed by the first/default LSR.



   The requested bandwidth is encoded in the RSVP-TE SENDER_TSPEC
   object, or in the CR-LDP Traffic Parameters TLV.  Specific parameters
   for a given technology are given in these traffic parameters, such as
   the type of signal, concatenation and/or transparency for a SONET/SDH
   LSP.  For some other technology there be could just one bandwidth
   parameter indicating the bandwidth as a floating-point value.



   The requested local protection per link may be requested using the
   Protection Information Object/TLV.  The end-to-end LSP protection is
   for further study and is introduced LSP protection/restoration
   section (see after).



   If the LSP is a bi-directional LSP, an Upstream Label is also
   specified in the Path/Label Request message.  This label will be the
   one to use in the upstream direction.



   Additionally, a Suggested Label, a Label Set and a Waveband Label can
   also be included in the message.  Other operations are defined in
   MPLS-TE.



   The downstream node will send back a Resv/Label Mapping message
   including one Generalized Label object/TLV that can contain several
   Generalized Labels.  For instance, if a concatenated SONET/SDH signal
   is requested, several labels can be returned.



   In case of SONET/SDH virtual concatenation, a list of labels is
   returned.  Each label identifying one element of the virtual
   concatenated signal.  This limits virtual concatenation to remain
   within a single (component) link.



   In case of any type of SONET/SDH contiguous concatenation, only one
   label is returned.  That label is the lowest signal of the contiguous
   concatenated signal (given an order specified in [RFC3946]).



   In case of SONET/SDH "multiplication", i.e., co-routing of circuits
   of the same type but without concatenation but all belonging to the
   same LSP, the explicit ordered list of all signals that take part in
   the LSP is returned.




7.2. Generalized Label Request

   The Generalized Label Request is a new object/TLV to be added in an
   RSVP-TE Path message instead of the regular Label Request, or in a
   CR-LDP Request message in addition to the already existing TLVs. Only
   one label request can be used per message, so a single LSP can be
   requested at a time per signaling message.



   The Generalized Label Request gives three major characteristics
   (parameters) required to support the LSP being requested: the LSP
   Encoding Type, the Switching Type that must be used and the LSP
   payload type called Generalized PID (G-PID).



   The LSP Encoding Type indicates the encoding type that will be used
   with the data associated with the LSP, i.e., the type of technology
   being considered.  For instance, it can be SDH, SONET, Ethernet, ANSI
   PDH, etc.  It represents the nature of the LSP, and not the nature of
   the links that the LSP traverses.  This is used hop-by-hop by each
   node.



   A link may support a set of encoding formats, where support means
   that a link is able to carry and switch a signal of one or more of
   these encoding formats.  The Switching Type indicates then the type
   of switching that should be performed on a particular link for that
   LSP.  This information is needed for links that advertise more than
   one type of switching capability.



   Nodes must verify that the type indicated in the Switching Type is
   supported on the corresponding incoming interface; otherwise, the
   node must generate a notification message with a "Routing
   problem/Switching Type" indication.



   The LSP payload type (G-PID) identifies the payload carried by the
   LSP, i.e., an identifier of the client layer of that LSP.  For some
   technologies, it also indicates the mapping used by the client layer,
   e.g., byte synchronous mapping of E1.  This must be interpreted
   according to the LSP encoding type and is used by the nodes at the
   endpoints of the LSP to know to which client layer a request is
   destined, and in some cases by the penultimate hop.



   Other technology specific parameters are not transported in the
   Generalized Label Request but in technology specific traffic
   parameters as explained hereafter.  Currently, two set of traffic
   parameters are defined, one for SONET/SDH and one for G.709.



   Note that it is expected than specific traffic parameters will be
   defined in the future for photonic (all optical) switching.




7.3. SONET/SDH Traffic Parameters

   The GMPLS SONET/SDH traffic parameters [RFC3946] specify a powerful
   set of capabilities for SONET [ANSI-T1.105] and SDH [ITUT-G.707].



   The first traffic parameter specifies the type of the elementary
   SONET/SDH signal that comprises the requested LSP, e.g., VC-11, VT6,
   VC-4, STS-3c, etc.  Several transforms can then be applied
   successively on the elementary Signal to build the final signal being
   actually requested for the LSP.



   These transforms are the contiguous concatenation, the virtual
   concatenation, the transparency and the multiplication.  Each one is
   optional.  They must be applied strictly in the following order:



   -  First, contiguous concatenation can be optionally applied on the
      Elementary Signal, resulting in a contiguously concatenated
      signal.



   -  Second, virtual concatenation can be optionally applied either
      directly on the elementary Signal, or on the contiguously
      concatenated signal obtained from the previous phase.



   -  Third, some transparency can be optionally specified when
      requesting a frame as signal rather than a container.  Several
      transparency packages are defined.



   -  Fourth, a multiplication can be optionally applied either directly
      on the elementary Signal, or on the contiguously concatenated
      signal obtained from the first phase, or on the virtually
      concatenated signal obtained from the second phase, or on these
      signals combined with some transparency.



   For RSVP-TE, the SONET/SDH traffic parameters are carried in a new
   SENDER_TSPEC and FLOWSPEC.  The same format is used for both.  There
   is no Adspec associated with the SENDER_TSPEC, it is omitted or a
   default value is used.  The content of the FLOWSPEC object received
   in a Resv message should be identical to the content of the
   SENDER_TSPEC of the corresponding Path message.  In other words, the
   receiver is normally not allowed to change the values of the traffic
   parameters.  However, some level of negotiation may be achieved as
   explained in [RFC3946].



   For CR-LDP, the SONET/SDH traffic parameters are simply carried in a
   new TLV.



   Note that a general discussion on SONET/SDH and GMPLS can be found in
   [SONET-SDH-GMPLS-FRM].




7.4. G.709 Traffic Parameters

   Simply said, an [ITUT-G.709] based network is decomposed in two major
   layers: an optical layer (i.e., made of wavelengths) and a digital
   layer.  These two layers are divided into sub-layers and switching
   occurs at two specific sub-layers: at the OCh (Optical Channel)
   optical layer and at the ODU (Optical channel Data Unit) electrical
   layer.  The ODUk notation is used to denote ODUs at different
   bandwidths.



   The GMPLS G.709 traffic parameters [GMPLS-G709] specify a powerful
   set of capabilities for ITU-T G.709 networks.



   The first traffic parameter specifies the type of the elementary
   G.709 signal that comprises the requested LSP, e.g., ODU1, OCh at 40
   Gbps, etc.  Several transforms can then be applied successively on
   the elementary Signal to build the final signal being actually
   requested for the LSP.



   These transforms are the virtual concatenation and the
   multiplication.  Each one of these transforms is optional.  They must
   be applied strictly in the following order:



   -  First, virtual concatenation can be optionally applied directly on
      the elementary Signal,



   -  Second, a multiplication can be optionally applied, either
      directly on the elementary Signal, or on the virtually
      concatenated signal obtained from the first phase.



   Additional ODUk Multiplexing traffic parameters allow indicating an
   ODUk mapping (ODUj into ODUk) for an ODUk multiplexing LSP request.
   G.709 supports the following multiplexing capabilities: ODUj into
   ODUk (k > j) and ODU1 with ODU2 multiplexing into ODU3.



   For RSVP-TE, the G.709 traffic parameters are carried in a new
   SENDER-TSPEC and FLOWSPEC.  The same format is used for both.  There
   is no Adspec associated with the SENDER_TSPEC, it is omitted or a
   default value is used.  The content of the FLOWSPEC object received
   in a Resv message should be identical to the content of the
   SENDER_TSPEC of the corresponding Path message.



   For CR-LDP, the G.709 traffic parameters are simply carried in a new
   TLV.




7.5. Bandwidth Encoding

   Some technologies that do not have (yet) specific traffic parameters
   just require a bandwidth encoding transported in a generic form.
   Bandwidth is carried in 32-bit number in IEEE floating-point format
   (the unit is bytes per second).  Values are carried in a per protocol
   specific manner.  For non-packet LSPs, it is useful to define
   discrete values to identify the bandwidth of the LSP.



   It should be noted that this bandwidth encoding do not apply to
   SONET/SDH and G.709, for which the traffic parameters fully define
   the requested SONET/SDH or G.709 signal.



   The bandwidth is coded in the Peak Data Rate field of Int-Serv
   objects for RSVP-TE in the SENDER_TSPEC and FLOWSPEC objects and in
   the Peak and Committed Data Rate fields of the CR-LDP Traffic
   Parameters TLV.




7.6. Generalized Label

   The Generalized Label extends the traditional MPLS label by allowing
   the representation of not only labels that travel in-band with
   associated data packets, but also (virtual) labels that identify
   time-slots, wavelengths, or space division multiplexed positions.



   For example, the Generalized Label may identify (a) a single fiber in
   a bundle, (b) a single waveband within fiber, (c) a single wavelength
   within a waveband (or fiber), or (d) a set of time-slots within a
   wavelength (or fiber).  It may also be a generic MPLS label, a Frame
   Relay label, or an ATM label (VCI/VPI).  The format of a label can be
   as simple as an integer value such as a wavelength label or can be
   more elaborated such as an SONET/SDH or a G.709 label.



   SDH and SONET define each a multiplexing structure.  These
   multiplexing structures will be used as naming trees to create unique
   labels.  Such a label will identify the exact position (times-lot(s))
   of a signal in a multiplexing structure.  Since the SONET
   multiplexing structure may be seen as a subset of the SDH
   multiplexing structure, the same format of label is used for SDH and
   SONET.  A similar concept is applied to build a label at the G.709
   ODU layer.



   Since the nodes sending and receiving the Generalized Label know what
   kinds of link they are using, the Generalized Label does not identify
   its type.  Instead, the nodes are expected to know from the context
   what type of label to expect.



   A Generalized Label only carries a single level of label i.e., it is
   non-hierarchical.  When multiple levels of labels (LSPs within LSPs)
   are required, each LSP must be established separately.




7.7. Waveband Switching

   A special case of wavelength switching is waveband switching.  A
   waveband represents a set of contiguous wavelengths, which can be
   switched together to a new waveband.  For optimization reasons, it
   may be desirable for a photonic cross-connect to optically switch
   multiple wavelengths as a unit.  This may reduce the distortion on
   the individual wavelengths and may allow tighter separation of the
   individual wavelengths.  A Waveband label is defined to support this
   special case.



   Waveband switching naturally introduces another level of label
   hierarchy and as such the waveband is treated the same way, all other
   upper layer labels are treated.  As far as the MPLS protocols are
   concerned, there is little difference between a waveband label and a
   wavelength label.  Exception is that semantically the waveband can be
   subdivided into wavelengths whereas the wavelength can only be
   subdivided into time or statistically multiplexed labels.



   In the context of waveband switching, the generalized label used to
   indicate a waveband contains three fields, a waveband ID, a Start
   Label and an End Label.  The Start and End Labels are channel
   identifiers from the sender perspective that identify respectively,
   the lowest value wavelength and the highest value wavelength making
   up the waveband.




7.8. Label Suggestion by the Upstream

   GMPLS allows for a label to be optionally suggested by an upstream
   node.  This suggestion may be overridden by a downstream node but in
   some cases, at the cost of higher LSP setup time.  The suggested
   label is valuable when establishing LSPs through certain kinds of
   optical equipment where there may be a lengthy (in electrical terms)
   delay in configuring the switching fabric.  For example, micro
   mirrors may have to be elevated or moved, and this physical motion
   and subsequent damping takes time.  If the labels and hence switching
   fabric are configured in the reverse direction (the norm), the
   Resv/MAPPING message may need to be delayed by 10's of milliseconds
   per hop in order to establish a usable forwarding path.  It can be
   important for restoration purposes where alternate LSPs may need to
   be rapidly established as a result of network failures.




7.9. Label Restriction by the Upstream

   An upstream node can optionally restrict (limit) the choice of label
   of a downstream node to a set of acceptable labels.  Giving lists
   and/or ranges of inclusive (acceptable) or exclusive (unacceptable)
   labels in a Label Set provides this restriction.  If not applied, all
   labels from the valid label range may be used.  There are at least
   four cases where a label restriction is useful in the "optical"
   domain.



   Case 1: the end equipment is only capable of transmitting and

      receiving on a small specific set of wavelengths/wavebands.



   Case 2: there is a sequence of interfaces, which cannot support

      wavelength conversion and require the same wavelength be used
      end-to-end over a sequence of hops, or even an entire path.



   Case 3: it is desirable to limit the amount of wavelength conversion

      being performed to reduce the distortion on the optical signals.



   Case 4: two ends of a link support different sets of wavelengths.



   The receiver of a Label Set must restrict its choice of labels to one
   that is in the Label Set.  A Label Set may be present across multiple
   hops.  In this case, each node generates its own outgoing Label Set,
   possibly based on the incoming Label Set and the node's hardware
   capabilities.  This case is expected to be the norm for nodes with
   conversion incapable interfaces.




7.10. Bi-directional LSP

   GMPLS allows establishment of bi-directional symmetric LSPs (not of
   asymmetric LSPs).  A symmetric bi-directional LSP has the same
   traffic engineering requirements including fate sharing, protection
   and restoration, LSRs, and resource requirements (e.g., latency and
   jitter) in each direction.



   In the remainder of this section, the term "initiator" is used to
   refer to a node that starts the establishment of an LSP; the term
   "terminator" is used to refer to the node that is the target of the
   LSP.  For a bi-directional LSPs, there is only one initiator and one
   terminator.



   Normally to establish a bi-directional LSP when using RSVP-TE
   [RFC3209] or CR-LDP [RFC3212] two unidirectional paths must be
   independently established. This approach has the following
   disadvantages:



   1. The latency to establish the bi-directional LSP is equal to one
      round trip signaling time plus one initiator-terminator signaling
      transit delay.  This not only extends the setup latency for
      successful LSP establishment, but it extends the worst-case
      latency for discovering an unsuccessful LSP to as much as two
      times the initiator-terminator transit delay.  These delays are
      particularly significant for LSPs that are established for
      restoration purposes.



   2. The control overhead is twice that of a unidirectional LSP.  This
      is because separate control messages (e.g., Path and Resv) must be
      generated for both segments of the bi-directional LSP.



   3. Because the resources are established in separate segments, route
      selection is complicated.  There is also additional potential race
      for conditions in assignment of resources, which decreases the
      overall probability of successfully establishing the bi-
      directional connection.



   4. It is more difficult to provide a clean interface for SONET/SDH
      equipment that may rely on bi-directional hop-by-hop paths for
      protection switching.  Note that existing SONET/SDH equipment
      transmits the control information in-band with the data.



   5. Bi-directional optical LSPs (or lightpaths) are seen as a
      requirement for many optical networking service providers.



   With bi-directional LSPs both the downstream and upstream data paths,
   i.e., from initiator to terminator and terminator to initiator, are
   established using a single set of signaling messages.  This reduces
   the setup latency to essentially one initiator-terminator round trip
   time plus processing time, and limits the control overhead to the
   same number of messages as a unidirectional LSP.



   For bi-directional LSPs, two labels must be allocated.  Bi-
   directional LSP setup is indicated by the presence of an Upstream
   Label in the appropriate signaling message.




7.11. Bi-directional LSP Contention Resolution

   Contention for labels may occur between two bi-directional LSP setup
   requests traveling in opposite directions.  This contention occurs
   when both sides allocate the same resources (ports) at effectively
   the same time.  GMPLS signaling defines a procedure to resolve that
   contention: the node with the higher node ID will win the contention.
   To reduce the probability of contention, some mechanisms are also
   suggested.




7.12. Rapid Notification of Failure

   GMPLS defines several signaling extensions that enable expedited
   notification of failures and other events to nodes responsible for
   restoring failed LSPs, and error handling.



   1. Acceptable Label Set for notification on Label Error:



      There are cases in traditional MPLS and in GMPLS that result in an
      error message containing an "Unacceptable label value" indication.
      When these cases occur, it can useful for the node generating the
      error message to indicate which labels would be acceptable.  To
      cover this case, GMPLS introduces the ability to convey such
      information via the "Acceptable Label Set".  An Acceptable Label
      Set is carried in appropriate protocol specific error messages.
      The format of an Acceptable Label Set is identical to a Label Set.



   2. Expedited notification:



      Extensions to RSVP-TE enable expedited notification of failures
      and other events to determined nodes.  For CR-LDP, there is not
      currently a similar mechanism.  The first extension identifies
      where event notifications are to be sent.  The second provides for
      general expedited event notification with a Notify message.  Such
      extensions can be used by fast restoration mechanisms.
      Notifications may be requested in both the upstream and downstream
      directions.



      The Notify message is a generalized notification mechanism that
      differs from the currently defined error messages in that it can
      be "targeted" to a node other than the immediate upstream or
      downstream neighbor.  The Notify message does not replace existing
      error messages.  The Notify message may be sent either (a)
      normally, where non-target nodes just forward the Notify message
      to the target node, similar to ResvConf processing in [RFC2205];
      or (b) encapsulated in a new IP header whose destination is equal
      to the target IP address.



   3. Faster removal of intermediate states:



      A specific RSVP optimization allowing in some cases the faster
      removal of intermediate states.  This extension is used to deal
      with specific RSVP mechanisms.




7.13. Link Protection

   Protection information is carried in the new optional Protection
   Information Object/TLV.  It currently indicates the desired link
   protection for each link of an LSP.  If a particular protection type,
   i.e., 1+1, or 1:N, is requested, then a connection request is
   processed only if the desired protection type can be honored.  Note
   that GMPLS advertises the protection capabilities of a link in the
   routing protocols.  Path computation algorithms may consider this
   information when computing paths for setting up LSPs.



   Protection information also indicates if the LSP is a primary or
   secondary LSP.  A secondary LSP is a backup to a primary LSP.  The
   resources of a secondary LSP are normally not used until the primary
   LSP fails, but they may be used by other LSPs until the primary LSP
   fails over the secondary LSP.  At that point, any LSP that is using
   the resources for the secondary LSP must be preempted.



   Six link protection types are currently defined as individual flags
   and can be combined: enhanced, dedicated 1+1, dedicated 1:1, shared,
   unprotected, extra traffic.  See [RFC3471] section 7.1 for a precise
   definition of each.




7.14. Explicit Routing and Explicit Label Control

   By using an explicit route, the path taken by an LSP can be
   controlled more or less precisely.  Typically, the node at the head-
   end of an LSP finds an explicit route and builds an Explicit Route
   Object (ERO)/ Explicit Route (ER) TLV that contains that route.
   Possibly, the edge node does not build any explicit route, and just
   transmit a signaling request to a default neighbor LSR (as IP/MPLS
   hosts would).  For instance, an explicit route could be added to a
   signaling message by the first switching node, on behalf of the edge
   node.  Note also that an explicit route is altered by intermediate
   LSRs during its progression towards the destination.



   The explicit route is originally defined by MPLS-TE as a list of
   abstract nodes (i.e., groups of nodes) along the explicit route.
   Each abstract node can be an IPv4 address prefix, an IPv6 address
   prefix, or an AS number.  This capability allows the generator of the
   explicit route to have incomplete information about the details of
   the path.  In the simplest case, an abstract node can be a full IP
   address (32 bits) that identifies a specific node (called a simple
   abstract node).



   MPLS-TE allows strict and loose abstract nodes.  The path between a
   strict node and its preceding node must include only network nodes
   from the strict node and its preceding abstract node.  The path
   between a loose node and its preceding abstract node may include
   other network nodes that are not part of the loose node or its
   preceding abstract node.



   This explicit route was extended to include interface numbers as
   abstract nodes to support unnumbered interfaces; and further extended
   by GMPLS to include labels as abstract nodes.  Having labels in an
   explicit route is an important feature that allows controlling the
   placement of an LSP with a very fine granularity.  This is more
   likely to be used for TDM, LSC and FSC links.



   In particular, the explicit label control in the explicit route
   allows terminating an LSP on a particular outgoing port of an egress
   node.  Indeed, a label sub-object/TLV must follow a sub-object/TLV
   containing the IP address, or the interface identifier (in case of
   unnumbered interface), associated with the link on which it is to be
   used.



   This can also be used when it is desirable to "splice" two LSPs
   together, i.e., where the tail of the first LSP would be "spliced"
   into the head of the second LSP.



   When used together with an optimization algorithm, it can provide
   very detailed explicit routes, including the label (timeslot) to use
   on a link, in order to minimize the fragmentation of the SONET/SDH
   multiplex on the corresponding interface.




7.15. Route Recording

   In order to improve the reliability and the manageability of the LSP
   being established, the concept of the route recording was introduced
   in RSVP-TE to function as:



   -  First, a loop detection mechanism to discover L3 routing loops, or
      loops inherent in the explicit route (this mechanism is strictly
      exclusive with the use of explicit routing objects).



   -  Second, a route recording mechanism collects up-to-date detailed
      path information on a hop-by-hop basis during the LSP setup
      process. This mechanism provides valuable information to the
      source and destination nodes.  Any intermediate routing change at
      setup time, in case of loose explicit routing, will be reported.



   -  Third, a recorded route can be used as input for an explicit
      route.  This is useful if a source node receives the recorded
      route from a destination node and applies it as an explicit route
      in order to "pin down the path".



   Within the GMPLS architecture, only the second and third functions
   are mainly applicable for TDM, LSC and FSC layers.




7.16. LSP Modification and LSP Re-routing

   LSP modification and re-routing are two features already available in
   MPLS-TE.  GMPLS does not add anything new.  Elegant re-routing is
   possible with the concept of "make-before-break" whereby an old path
   is still used while a new path is set up by avoiding double
   reservation of resources.  Then, the node performing the re-routing
   can swap on the new path and close the old path.  This feature is
   supported with RSVP-TE (using shared explicit filters) and CR-LDP
   (using the action indicator flag).



   LSP modification consists in changing some LSP parameters, but
   normally without changing the route.  It is supported using the same
   mechanism as re-routing.  However, the semantic of LSP modification
   will differ from one technology to the other.  For instance, further
   studies are required to understand the impact of dynamically changing
   some SONET/SDH circuit characteristics such as the bandwidth, the
   protection type, the transparency, the concatenation, etc.




7.17. LSP Administrative Status Handling

   GMPLS provides the optional capability to indicate the administrative
   status of an LSP by using a new Admin Status object/TLV.
   Administrative Status information is currently used in two ways.



   In the first usage, the Admin Status object/TLV is carried in a
   Path/Label Request or Resv/Label Mapping message to indicate the
   administrative state of an LSP.  In this usage, Administrative Status
   information indicates the state of the LSP, which include "up" or
   "down", if it in a "testing" mode, and if deletion is in progress.



   Based on that administrative status, a node can take local decisions,
   like inhibit alarm reporting when an LSP is in "down" or "testing"
   states, or report alarms associated with the connection at a priority
   equal to or less than "Non service affecting".



   It is possible that some nodes along an LSP will not support the
   Admin Status Object/TLV.  In the case of a non-supporting transit
   node, the object will pass through the node unmodified and normal
   processing can continue.



   In some circumstances, particularly optical networks, it is useful to
   set the administrative status of an LSP to "being deleted" before
   tearing it down in order to avoid non-useful generation of alarms.
   The ingress LSR precedes an LSP deletion by inserting an appropriate
   Admin Status Object/TLV in a Path/Label Request (with the
   modification action indicator flag set to modify) message.  Transit
   LSRs process the Admin Status Object/TLV and forward it.  The egress
   LSR answers in a Resv/Label Mapping (with the modification action
   indicator flag set to modify) message with the Admin Status object.
   Upon receiving this message and object, the ingress node sends a
   PathTear/Release message downstream to remove the LSP and normal
   RSVP-TE/CR-LDP processing takes place.



   In the second usage, the Admin Status object/TLV is carried in a
   Notification/Label Mapping (with the modification action indicator
   flag set to modify) message to request that the ingress node change
   the administrative state of an LSP.  This allows intermediate and
   egress nodes triggering the setting of administrative status.  In
   particular, this allows intermediate or egress LSRs requesting a
   release of an LSP initiated by the ingress node.




7.18. Control Channel Separation

   In GMPLS, a control channel be separated from the data channel.
   Indeed, the control channel can be implemented completely out-of-
   band for various reason, e.g., when the data channel cannot carry
   in-band control information.  This issue was even originally
   introduced to MPLS in the context of link bundling.



   In traditional MPLS, there is an implicit one-to-one association of a
   control channel to a data channel.  When such an association is
   present, no additional or special information is required to
   associate a particular LSP setup transaction with a particular data
   channel.



   Otherwise, it is necessary to convey additional information in
   signaling to identify the particular data channel being controlled.
   GMPLS supports explicit data channel identification by providing
   interface identification information.  GMPLS allows the use of a
   number of interface identification schemes including IPv4 or IPv6
   addresses, interface indexes (for unnumbered interfaces) and
   component interfaces (for bundled interfaces), unnumbered bundled
   interfaces are also supported.



   The choice of the data interface to use is always made by the sender
   of the Path/Label Request message, and indicated by including the
   data channel's interface identifier in the message using a new
   RSVP_HOP object sub-type/Interface TLV.



   For bi-directional LSPs, the sender chooses the data interface in
   each direction.  In all cases but bundling, the upstream interface is
   implied by the downstream interface.  For bundling, the Path/Label
   Request sender explicitly identifies the component interface used in
   each direction.  The new object/TLV is used in Resv/Label Mapping
   message to indicate the downstream node's usage of the indicated
   interface(s).



   The new object/TLV can contain a list of embedded TLVs, each embedded
   TLV can be an IPv4 address, and IPv6 address, an interface index, a
   downstream component interface ID or an upstream component interface
   ID.  In the last three cases, the embedded TLV contains itself an IP
   address plus an Interface ID, the IP address being used to identify
   the interface ID (it can be the router ID for instance).



   There are cases where it is useful to indicate a specific interface
   associated with an error.  To support these cases the IF_ID
   ERROR_SPEC RSVP Objects are defined.




8. Forwarding Adjacencies (FA)

   To improve scalability of MPLS TE (and thus GMPLS) it may be useful
   to aggregate multiple TE LSPs inside a bigger TE LSP.  Intermediate
   nodes see the external LSP only.  They do not have to maintain
   forwarding states for each internal LSP, less signaling messages need
   to be exchanged and the external LSP can be somehow protected instead
   (or in addition) to the internal LSPs.  This can considerably
   increase the scalability of the signaling.



   The aggregation is accomplished by (a) an LSR creating a TE LSP, (b)
   the LSR forming a forwarding adjacency out of that LSP (advertising
   this LSP as a Traffic Engineering (TE) link into IS-IS/OSPF), (c)
   allowing other LSRs to use forwarding adjacencies for their path
   computation, and (d) nesting of LSPs originated by other LSRs into
   that LSP (e.g., by using the label stack construct in the case of
   IP).



   ISIS/OSPF floods the information about "Forwarding Adjacencies" FAs
   just as it floods the information about any other links. Consequently
   to this flooding, an LSR has in its TE link state database the
   information about not just conventional links, but FAs as well.



   An LSR, when performing path computation, uses not just conventional
   links, but FAs as well.  Once a path is computed, the LSR uses RSVP-
   TE/CR-LDP for establishing label binding along the path.  FAs need
   simple extensions to signaling and routing protocols.




8.1. Routing and Forwarding Adjacencies

   Forwarding adjacencies may be represented as either unnumbered or
   numbered links.  A FA can also be a bundle of LSPs between two nodes.



   FAs are advertised as GMPLS TE links such as defined in [HIERARCHY].
   GMPLS TE links are advertised in OSPF and IS-IS such as defined in
   [OSPF-TE-GMPLS] and [ISIS-TE-GMPLS].  These last two specifications
   enhance [OSPF-TE] and [ISIS-TE] that defines a base TE link.



   When a FA is created dynamically, its TE attributes are inherited
   from the FA-LSP that induced its creation.  [HIERARCHY] specifies how
   each TE parameter of the FA is inherited from the FA-LSP.  Note that
   the bandwidth of the FA must be at least as big as the FA-LSP that
   induced it, but may be bigger if only discrete bandwidths are
   available for the FA-LSP.  In general, for dynamically provisioned
   forwarding adjacencies, a policy-based mechanism may be needed to
   associate attributes to forwarding adjacencies.



   A FA advertisement could contain the information about the path taken
   by the FA-LSP associated with that FA.  Other LSRs may use this
   information for path computation.  This information is carried in a
   new OSPF and IS-IS TLV called the Path TLV.



   It is possible that the underlying path information might change over
   time, via configuration updates, or dynamic route modifications,
   resulting in the change of that TLV.



   If forwarding adjacencies are bundled (via link bundling), and if the
   resulting bundled link carries a Path TLV, the underlying path
   followed by each of the FA-LSPs that form the component links must be
   the same.



   It is expected that forwarding adjacencies will not be used for
   establishing IS-IS/OSPF peering relation between the routers at the
   ends of the adjacency.



   LSP hierarchy could exist both with the peer and with the overlay
   models.  With the peer model, the LSP hierarchy is realized via FAs
   and an LSP is both created and used as a TE link by exactly the same
   instance of the control plane.  Creating LSP hierarchies with
   overlays does not involve the concept of FA.  With the overlay model
   an LSP created (and maintained) by one instance of the GMPLS control
   plane is used as a TE link by another instance of the GMPLS control
   plane.  Moreover, the nodes using a TE link are expected to have a
   routing and signaling adjacency.




8.2. Signaling Aspects

   For the purpose of processing the explicit route in a Path/Request
   message of an LSP that is to be tunneled over a forwarding adjacency,
   an LSR at the head-end of the FA-LSP views the LSR at the tail of
   that FA-LSP as adjacent (one IP hop away).




8.3. Cascading of Forwarding Adjacencies

   With an integrated model, several layers are controlled using the
   same routing and signaling protocols.  A network may then have links
   with different multiplexing/demultiplexing capabilities.  For
   example, a node may be able to multiplex/demultiplex individual
   packets on a given link, and may be able to multiplex/demultiplex
   channels within a SONET payload on other links.



   A new OSPF and IS-IS sub-TLV has been defined to advertise the
   multiplexing capability of each interface: PSC, L2SC, TDM, LSC or
   FSC.  This sub-TLV is called the Interface Switching Capability
   Descriptor sub-TLV, which complements the sub-TLVs defined in
   [OSPF-TE-GMPLS] and [ISIS-TE-GMPLS].  The information carried in this
   sub-TLV is used to construct LSP regions, and determine region's
   boundaries.



   Path computation may take into account region boundaries when
   computing a path for an LSP.  For example, path computation may
   restrict the path taken by an LSP to only the links whose
   multiplexing/demultiplexing capability is PSC.  When an LSP need to
   cross a region boundary, it can trigger the establishment of an FA at
   the underlying layer (i.e., the L2SC layer).  This can trigger a
   cascading of FAs between layers with the following obvious order:
   L2SC, then TDM, then LSC, and then finally FSC.




9. Routing and Signaling Adjacencies

   By definition, two nodes have a routing (IS-IS/OSPF) adjacency if
   they are neighbors in the IS-IS/OSPF sense.



   By definition, two nodes have a signaling (RSVP-TE/CR-LDP) adjacency
   if they are neighbors in the RSVP-TE/CR-LDP sense.  Nodes A and B are
   RSVP-TE neighbors if they directly exchange RSVP-TE messages
   (Path/Resv) (e.g., as described in sections 7.1.1 and 7.1.2 of
   [HIERARCHY]).  The neighbor relationship includes exchanging RSVP-TE
   Hellos.



   By definition, a Forwarding Adjacency (FA) is a TE Link between two
   GMPLS nodes whose path transits one or more other (G)MPLS nodes in
   the same instance of the (G)MPLS control plane.  If two nodes have
   one or more non-FA TE Links between them, these two nodes are
   expected (although not required) to have a routing adjacency.  If two
   nodes do not have any non-FA TE Links between them, it is expected
   (although not required) that these two nodes would not have a routing
   adjacency.  To state the obvious, if the TE links between two nodes
   are to be used for establishing LSPs, the two nodes must have a
   signaling adjacency.



   If one wants to establish routing and/or signaling adjacency between
   two nodes, there must be an IP path between them.  This IP path can
   be, for example, a TE Link with an interface switching capability of
   PSC, anything that looks likes an IP link (e.g., GRE tunnel, or a
   (bi-directional) LSP that with an interface switching capability of
   PSC).



   A TE link may not be capable of being used directly for maintaining
   routing and/or signaling adjacencies.  This is because GMPLS routing
   and signaling adjacencies requires exchanging data on a per frame/
   packet basis, and a TE link (e.g., a link between OXCs) may not be
   capable of exchanging data on a per packet basis.  In this case, the
   routing and signaling adjacencies are maintained via a set of one or
   more control channels (see [LMP]).



   Two nodes may have a TE link between them even if they do not have a
   routing adjacency.  Naturally, each node must run OSPF/IS-IS with
   GMPLS extensions in order for that TE link to be advertised.  More
   precisely, the node needs to run GMPLS extensions for TE Links with
   an interface switching capability (see [GMPLS-ROUTING]) other than
   PSC.  Moreover, this node needs to run either GMPLS or MPLS
   extensions for TE links with an interface switching capability of
   PSC.



   The mechanisms for Control Channel Separation [RFC3471] should be
   used (even if the IP path between two nodes is a TE link).  I.e.,
   RSVP-TE/CR-LDP signaling should use the Interface_ID (IF_ID) object
   to specify a particular TE link when establishing an LSP.



   The IP path could consist of multiple IP hops.  In this case, the
   mechanisms of sections 7.1.1 and 7.1.2 of [HIERARCHY] should be used
   (in addition to Control Channel Separation).




10. Control Plane Fault Handling

   Two major types of faults can impact a control plane.  The first,
   referred to as control channel fault, relates to the case where
   control communication is lost between two neighboring nodes.  If the
   control channel is embedded with the data channel, data channel
   recovery procedure should solve the problem.  If the control channel
   is independent of the data channel, additional procedures are
   required to recover from that problem.



   The second, referred to as nodal faults, relates to the case where
   node loses its control state (e.g., after a restart) but does not
   loose its data forwarding state.



   In transport networks, such types of control plane faults should not
   have service impact on the existing connections.  Under such
   circumstances, a mechanism must exist to detect a control
   communication failure and a recovery procedure must guarantee
   connection integrity at both ends of the control channel.



   For a control channel fault, once communication is restored routing
   protocols are naturally able to recover but the underlying signaling
   protocols must indicate that the nodes have maintained their state
   through the failure.  The signaling protocol must also ensure that
   any state changes that were instantiated during the failure are
   synchronized between the nodes.



   For a nodal fault, a node's control plane restarts and loses most of
   its state information.  In this case, both upstream and downstream
   nodes must synchronize their state information with the restarted
   node.  In order for any resynchronization to occur the node
   undergoing the restart will need to preserve some information, such
   as it's mappings of incoming to outgoing labels.



   These issues are addressed in protocol specific fashions, see
   [RFC3473], [RFC3472], [OSPF-TE-GMPLS] and [ISIS-TE-GMPLS].  Note that
   these cases only apply when there are mechanisms to detect data
   channel failures independent of control channel failures.



   The LDP Fault tolerance (see [RFC3479]) specifies the procedures to
   recover from a control channel failure.  [RFC3473] specifies how to
   recover from both a control channel failure and a node failure.




11. LSP Protection and Restoration

   This section discusses Protection and Restoration (P&R) issues for
   GMPLS LSPs.  It is driven by the requirements outlined in [RFC3386]
   and some of the principles outlined in [RFC3469].  It will be
   enhanced, as more GMPLS P&R mechanisms are defined.  The scope of
   this section is clarified hereafter:



   -  This section is only applicable when a fault impacting LSP(s)
      happens in the data/transport plane.  Section 10 deals with
      control plane fault handling for nodal and control channel faults.



   -  This section focuses on P&R at the TDM, LSC and FSC layers.  There
      are specific P&R requirements at these layers not present at the
      PSC layer.



   -  This section focuses on intra-area P&R as opposed to inter-area
      P&R and even inter-domain P&R.  Note that P&R can even be more
      restricted, e.g., to a collection of like customer equipment, or a
      collection of equipment of like capabilities, in one single
      routing area.



   -  This section focuses on intra-layer P&R (horizontal hierarchy as
      defined in [RFC3386]) as opposed to the inter-layer P&R (vertical
      hierarchy).



   -  P&R mechanisms are in general designed to handle single failures,
      which makes SRLG diversity a necessity.  Recovery from multiple
      failures requires further study.



   -  Both mesh and ring-like topologies are supported.



   In the following, we assume that:



   -  TDM, LSC and FSC devices are more generally committing recovery
      resources in a non-best effort way.  Recovery resources are either
      allocated (thus used) or at least logically reserved (whether used
      or not by preemptable extra traffic but unavailable anyway for
      regular working traffic).



   -  Shared P&R mechanisms are valuable to operators in order to
      maximize their network utilization.



   -  Sending preemptable excess traffic on recovery resources is a
      valuable feature for operators.




11.1. Protection Escalation across Domains and Layers

   To describe the P&R architecture, one must consider two dimensions of
   hierarchy [RFC3386]:



   -  A horizontal hierarchy consisting of multiple P&R domains, which
      is important in an LSP based protection scheme.  The scope of P&R
      may extend over a link (or span), an administrative domain or
      sub-network, an entire LSP.



      An administrative domain may consist of a single P&R domain or as
      a concatenation of several smaller P&R domains.  The operator can
      configure P&R domains, based on customers' requirements, and on
      network topology and traffic engineering constraints.



   -  A vertical hierarchy consisting of multiple layers of P&R with
      varying granularities (packet flows, STS trails, lightpaths,
      fibers, etc).



      In the absence of adequate P&R coordination, a fault may propagate
      from one level to the next within a P&R hierarchy.  It can lead to
      "collisions" and simultaneous recovery actions may lead to race
      conditions, reduced resource utilization, or instabilities
      [MANCHESTER].  Thus, a consistent escalation strategy is needed to
      coordinate recovery across domains and layers.  The fact that
      GMPLS can be used at different layers could simplify this
      coordination.



      There are two types of escalation strategies: bottom-up and top-
      down.  The bottom-up approach assumes that "lower-level" recovery
      schemes are more expedient.  Therefore we can inhibit or hold off
      higher-level P&R.  The Top-down approach attempts service P&R at
      the higher levels before invoking "lower level" P&R.  Higher-layer
      P&R is service selective, and permits "per-CoS" or "per-LSP" re-
      routing.



   Service Level Agreements (SLAs) between network operators and their
   clients are needed to determine the necessary time scales for P&R at
   each layer and at each domain.




11.2. Mapping of Services to P&R Resources

   The choice of a P&R scheme is a tradeoff between network utilization
   (cost) and service interruption time.  In light of this tradeoff,
   network service providers are expected to support a range of
   different service offerings or service levels.



   One can classify LSPs into one of a small set of service levels.
   Among other things, these service levels define the reliability
   characteristics of the LSP.  The service level associated with a
   given LSP is mapped to one or more P&R schemes during LSP
   establishment.  An advantage that mapping is that an LSP may use
   different P&E schemes in different segments of a network (e.g., some
   links may be span protected, whilst other segments of the LSP may
   utilize ring protection).  These details are likely to be service
   provider specific.



   An alternative to using service levels is for an application to
   specify the set of specific P&R mechanisms to be used when
   establishing the LSP.  This allows greater flexibility in using
   different mechanisms to meet the application requirements.



   A differentiator between these service levels is service interruption
   time in case of network failures, which is defined as the length of
   time between when a failure occurs and when connectivity is re-
   established.  The choice of service level (or P&R scheme) should be
   dictated by the service requirements of different applications.




11.3. Classification of P&R Mechanism Characteristics

   The following figure provides a classification of the possible
   provisioning types of recovery LSPs, and of the levels of overbooking
   that is possible for them.



              +‑Computed on  +‑Established     +‑Resources pre‑
              | demand       | on demand       | allocated
              |              |                 |
Recovery LSP  |              |                 |
Provisioning ‑+‑Pre computed +‑Pre established +‑Resources allocated
                                                 on demand

               +‑‑‑ Dedicated (1:1, 1+1)
               |
               |
               +‑‑‑ Shared (1:N, Ring, Shared mesh)
               |
Level of       |
Overbooking ‑‑‑+‑‑‑ Best effort




11.4. Different Stages in P&R

   Recovery from a network fault or impairment takes place in several
   stages as discussed in [RFC3469], including fault detection, fault
   localization, notification, recovery (i.e., the P&R itself) and
   reversion of traffic (i.e., returning the traffic to the original
   working LSP or to a new one).



   -  Fault detection is technology and implementation dependent.  In
      general, failures are detected by lower layer mechanisms (e.g.,
      SONET/SDH, Loss-of-Light (LOL)).  When a node detects a failure,
      an alarm may be passed up to a GMPLS entity, which will take
      appropriate actions, or the alarm may be propagated at the lower
      layer (e.g., SONET/SDH AIS).



   -  Fault localization can be done with the help of GMPLS, e.g., using
      LMP for fault localization (see section 6.4).



   -  Fault notification can also be achieved through GMPLS, e.g., using
      GMPLS RSVP-TE/CR-LDP notification (see section 7.12).



   -  This section focuses on the different mechanisms available for
      recovery and reversion of traffic once fault detection,
      localization and notification have taken place.




11.5. Recovery Strategies

   Network P&R techniques can be divided into Protection and
   Restoration.  In protection, resources between the protection
   endpoints are established before failure, and connectivity after
   failure is achieved simply by switching performed at the protection
   end-points.  In contrast, restoration uses signaling after failure to
   allocate resources along the recovery path.



   -  Protection aims at extremely fast reaction times and may rely on
      the use of overhead control fields for achieving end-point
      coordination.  Protection for SONET/SDH networks is described in
      [ITUT-G.841] and [ANSI-T1.105].  Protection mechanisms can be
      further classified by the level of redundancy and sharing.



   -  Restoration mechanisms rely on signaling protocols to coordinate
      switching actions during recovery, and may involve simple re-
      provisioning, i.e., signaling only at the time of recovery; or
      pre-signaling, i.e., signaling prior to recovery.



   In addition, P&R can be applied on a local or end-to-end basis.  In
   the local approach, P&R is focused on the local proximity of the
   fault in order to reduce delay in restoring service.  In the end-to-
   end approach, the LSP originating and terminating nodes control
   recovery.



   Using these strategies, the following recovery mechanisms can be
   defined.




11.6. Recovery mechanisms: Protection schemes

   Note that protection schemes are usually defined in technology
   specific ways, but this does not preclude other solutions.



   -  1+1 Link Protection: Two pre-provisioned resources are used in
      parallel.  For example, data is transmitted simultaneously on two
      parallel links and a selector is used at the receiving node to
      choose the best source (see also [GMPLS-FUNCT]).



   -  1:N Link Protection: Working and protecting resources (N working,
      1 backup) are pre-provisioned.  If a working resource fails, the
      data is switched to the protecting resource, using a coordination
      mechanism (e.g., in overhead bytes).  More generally, N working
      and M protecting resources can be assigned for M:N link protection
      (see also [GMPLS-FUNCT]).



   -  Enhanced Protection: Various mechanisms such as protection rings
      can be used to enhance the level of protection beyond single link
      failures to include the ability to switch around a node failure or
      multiple link failures within a span, based on a pre-established
      topology of protection resources (note: no reference available at
      publication time).



   -  1+1 LSP Protection: Simultaneous data transmission on working and
      protecting LSPs and tail-end selection can be applied (see also
      [GMPLS-FUNCT]).




11.7. Recovery mechanisms: Restoration schemes

   Thanks to the use of a distributed control plane like GMPLS,
   restoration is possible in multiple of tenths of milliseconds.  It is
   much harder to achieve when only an NMS is used and can only be done
   in that case in a multiple of seconds.



   -  End-to-end LSP restoration with re-provisioning: an end-to-end
      restoration path is established after failure.  The restoration
      path may be dynamically calculated after failure, or pre-
      calculated before failure (often during LSP establishment).
      Importantly, no signaling is used along the restoration path
      before failure, and no restoration bandwidth is reserved.
      Consequently, there is no guarantee that a given restoration path
      is available when a failure occurs.  Thus, one may have to
      crankback to search for an available path.



   -  End-to-end LSP restoration with pre-signaled recovery bandwidth
      reservation and no label pre-selection: an end-to-end restoration
      path is pre-calculated before failure and a signaling message is
      sent along this pre-selected path to reserve bandwidth, but labels
      are not selected (see also [GMPLS-FUNCT]).



      The resources reserved on each link of a restoration path may be
      shared across different working LSPs that are not expected to fail
      simultaneously.  Local node policies can be applied to define the
      degree to which capacity is shared across independent failures.
      Upon failure detection, LSP signaling is initiated along the
      restoration path to select labels, and to initiate the appropriate
      cross-connections.



   -  End-to-end LSP restoration with pre-signaled recovery bandwidth
      reservation and label pre-selection: An end-to-end restoration
      path is pre-calculated before failure and a signaling procedure is
      initiated along this pre-selected path on which bandwidth is
      reserved and labels are selected (see also [GMPLS-FUNCT]).



      The resources reserved on each link may be shared across different
      working LSPs that are not expected to fail simultaneously.  In
      networks based on TDM, LSC and FSC technology, LSP signaling is
      used after failure detection to establish cross-connections at the
      intermediate switches on the restoration path using the pre-
      selected labels.



   -  Local LSP restoration: the above approaches can be applied on a
      local basis rather than end-to-end, in order to reduce recovery
      time (note: no reference available at publication time).




11.8. Schema Selection Criteria

   This section discusses criteria that could be used by the operator in
   order to make a choice among the various P&R mechanisms.



   -  Robustness: In general, the less pre-planning of the restoration
      path, the more robust the restoration scheme is to a variety of
      failures, provided that adequate resources are available.
      Restoration schemes with pre-planned paths will not be able to
      recover from network failures that simultaneously affect both the
      working and restoration paths.  Thus, these paths should ideally
      be chosen to be as disjoint as possible (i.e., SRLG and node
      disjoint), so that any single failure event will not affect both
      paths.  The risk of simultaneous failure of the two paths can be
      reduced by recalculating the restoration path whenever a failure
      occurs along it.



      The pre-selection of a label gives less flexibility for multiple
      failure scenarios than no label pre-selection.  If failures occur
      that affect two LSPs that are sharing a label at a common node
      along their restoration routes, then only one of these LSPs can be
      recovered, unless the label assignment is changed.



      The robustness of a restoration scheme is also determined by the
      amount of reserved restoration bandwidth - as the amount of
      restoration bandwidth sharing increases (reserved bandwidth
      decreases), the restoration scheme becomes less robust to
      failures.  Restoration schemes with pre-signaled bandwidth
      reservation (with or without label pre-selection) can reserve
      adequate bandwidth to ensure recovery from any specific set of
      failure events, such as any single SRLG failure, any two SRLG
      failures etc.  Clearly, more restoration capacity is allocated if
      a greater degree of failure recovery is required.  Thus, the
      degree to which the network is protected is determined by the
      policy that defines the amount of reserved restoration bandwidth.



   -  Recovery time: In general, the more pre-planning of the
      restoration route, the more rapid the P&R scheme.  Protection
      schemes generally recover faster than restoration schemes.
      Restoration with pre-signaled bandwidth reservation are likely to
      be (significantly) faster than path restoration with re-
      provisioning, especially because of the elimination of any
      crankback.  Local restoration will generally be faster than end-
      to-end schemes.



      Recovery time objectives for SONET/SDH protection switching (not
      including time to detect failure) are specified in [ITUT-G.841] at
      50 ms, taking into account constraints on distance, number of
      connections involved, and in the case of ring enhanced protection,
      number of nodes in the ring.



      Recovery time objectives for restoration mechanisms are being
      defined through a separate effort [RFC3386].



   -  Resource Sharing: 1+1 and 1:N link and LSP protection require
      dedicated recovery paths with limited ability to share resources:
      1+1 allows no sharing, 1:N allows some sharing of protection
      resources and support of extra (pre-emptable) traffic.
      Flexibility is limited because of topology restrictions, e.g.,
      fixed ring topology for traditional enhanced protection schemes.



      The degree to which restoration schemes allow sharing amongst
      multiple independent failures is directly dictated by the size of
      the restoration pool.  In restoration schemes with re-
      provisioning, a pool of restoration capacity can be defined from
      which all restoration routes are selected after failure.  Thus,
      the degree of sharing is defined by the amount of available
      restoration capacity.  In restoration with pre-signaled bandwidth
      reservation, the amount of reserved restoration capacity is
      determined by the local bandwidth reservation policies.  In all
      restoration schemes, pre-emptable resources can use spare
      restoration capacity when that capacity is not being used for
      failure recovery.




12. Network Management

   Service Providers (SPs) use network management extensively to
   configure, monitor or provision various devices in their network.  It
   is important to note that a SP's equipment may be distributed across
   geographically separate sites thus making distributed management even
   more important.  The service provider should utilize an NMS system
   and standard management protocols such as SNMP (see [RFC3410],
   [RFC3411] and [RFC3416]) and the relevant MIB modules as standard
   interfaces to configure, monitor and provision devices at various
   locations.  The service provider may also wish to use the command
   line interface (CLI) provided by vendors with their devices. However,
   this is not a standard or recommended solution because there is no
   standard CLI language or interface, which results in N different CLIs
   in a network with devices from N different vendors. In the context of
   GMPLS, it is extremely important for standard interfaces to the SP's
   devices (e.g., SNMP) to exist due to the nature of the technology
   itself.  Since GMPLS comprises many different layers of control-plane
   and data-plane technology, it is important for management interfaces
   in this area to be flexible enough to allow the manager to manage
   GMPLS easily, and in a standard way.




12.1. Network Management Systems (NMS)

   The NMS system should maintain the collective information about each
   device within the system.  Note that the NMS system may actually be
   comprised of several distributed applications (i.e., alarm
   aggregators, configuration consoles, polling applications, etc.)
   that collectively comprises the SP's NMS.  In this way, it can make
   provisioning and maintenance decisions with the full knowledge of the
   entire SP's network.  Configuration or provisioning information
   (i.e., requests for new services) could be entered into the NMS and
   subsequently distributed via SNMP to the remote devices.  Thus,
   making the SP's task of managing the network much more compact and
   effortless rather than having to manage each device individually
   (i.e., via CLI).



   Security and access control can be achieved using the SNMPv3 User-
   based Security Model (USM) [RFC3414] and the View-based Access
   Control Model (VACM) [RFC3415].  This approach can be very
   effectively used within a SP's network, since the SP has access to
   and control over all devices within its domain.  Standardized MIBs
   will need to be developed before this approach can be used
   ubiquitously to provision, configure and monitor devices in non-
   heterogeneous networks or across SP's network boundaries.




12.2. Management Information Base (MIB)

   In the context of GMPLS, it is extremely important for standard
   interfaces to devices to exist due to the nature of the technology
   itself.  Since GMPLS comprises many different layers of control-plane
   technology, it is important for SNMP MIB modules in this area to be
   flexible enough to allow the manager to manage the entire control
   plane.  This should be done using MIB modules that may cooperate
   (i.e., coordinated row-creation on the agent) or through more
   generalized MIB modules that aggregate some of the desired actions to
   be taken and push those details down to the devices.  It is important
   to note that in certain circumstances, it may be necessary to
   duplicate some small subset of manageable objects in new MIB modules
   for management convenience.  Control of some parts of GMPLS may also
   be achieved using existing MIB interfaces (i.e., existing SONET MIB)
   or using separate ones, which are yet to be defined.  MIB modules may
   have been previously defined in the IETF or ITU.  Current MIB modules
   may need to be extended to facilitate some of the new functionality
   desired by GMPLS.  In these cases, the working group should work on
   new versions of these MIB modules so that these extensions can be
   added.




12.3. Tools

   As in traditional networks, standard tools such as traceroute
   [RFC1393] and ping [RFC2151] are needed for debugging and performance
   monitoring of GMPLS networks, and mainly for the control plane
   topology, that will mimic the data plane topology. Furthermore, such
   tools provide network reachability information. The GMPLS control
   protocols will need to expose certain pieces of information in order
   for these tools to function properly and to provide information
   germane to GMPLS.  These tools should be made available via the CLI.
   These tools should also be made available for remote invocation via
   the SNMP interface [RFC2925].




12.4. Fault Correlation between Multiple Layers

   Due to the nature of GMPLS, and that potential layers may be involved
   in the control and transmission of GMPLS data and control
   information, it is required that a fault in one layer be passed to
   the adjacent higher and lower layers to notify them of the fault.
   However, due to nature of these many layers, it is possible and even
   probable, that hundreds or even thousands of notifications may need
   to transpire between layers.  This is undesirable for several
   reasons.  First, these notifications will overwhelm the device.
   Second, if the device(s) are programmed to emit SNMP Notifications
   [RFC3417] then the large number of notifications the device may
   attempt to emit may overwhelm the network with a storm of
   notifications.  Furthermore, even if the device emits the
   notifications, the NMS that must process these notifications either
   will be overwhelmed or will be processing redundant information. That
   is, if 1000 interfaces at layer B are stacked above a single
   interface below it at layer A, and the interface at A goes down, the
   interfaces at layer B should not emit notifications.  Instead, the
   interface at layer A should emit a single notification.  The NMS
   receiving this notification should be able to correlate the fact that
   this interface has many others stacked above it and take appropriate
   action, if necessary.



   Devices that support GMPLS should provide mechanisms for aggregating,
   summarizing, enabling and disabling of inter-layer notifications for
   the reasons described above.  In the context of SNMP MIB modules, all
   MIB modules that are used by GMPLS must provide enable/disable
   objects for all notification objects. Furthermore, these MIBs must
   also provide notification summarization objects or functionality (as
   described above) as well.  NMS systems and standard tools which
   process notifications or keep track of the many layers on any given
   devices must be capable of processing the vast amount of information
   which may potentially be emitted by network devices running GMPLS at
   any point in time.




13. Security Considerations

   GMPLS defines a control plane architecture for multiple technologies
   and types of network elements.  In general, since LSPs established
   using GMPLS may carry high volumes of data and consume significant
   network resources, security mechanisms are required to safeguard the
   underlying network against attacks on the control plane and/or
   unauthorized usage of data transport resources.  The GMPLS control
   plane should therefore include mechanisms that prevent or minimize
   the risk of attackers being able to inject and/or snoop on control
   traffic.  These risks depend on the level of trust between nodes that
   exchange GMPLS control messages, as well as the realization and
   physical characteristics of the control channel.  For example, an in-
   band, in-fiber control channel over SONET/SDH overhead bytes is, in
   general, considered less vulnerable than a control channel realized
   over an out-of-band IP network.



   Security mechanisms can provide authentication and confidentiality.
   Authentication can provide origin verification, message integrity and
   replay protection, while confidentiality ensures that a third party
   cannot decipher the contents of a message.  In situations where GMPLS
   deployment requires primarily authentication, the respective
   authentication mechanisms of the GMPLS component protocols may be
   used (see [RFC2747], [RFC3036], [RFC2385] and [LMP]).  Additionally,
   the IPsec suite of protocols (see [RFC2402], [RFC2406] and [RFC2409])
   may be used to provide authentication, confidentiality or both, for a
   GMPLS control channel.  IPsec thus offers the benefits of combined
   protection for all GMPLS component protocols as well as key
   management.



   A related issue is that of the authorization of requests for
   resources by GMPLS-capable nodes.  Authorization determines whether a
   given party, presumable already authenticated, has a right to access
   the requested resources.  This determination is typically a matter of
   local policy control [RFC2753], for example by setting limits on the
   total bandwidth available to some party in the presence of resource
   contention.  Such policies may become quite complex as the number of
   users, types of resources and sophistication of authorization rules
   increases.



   After authenticating requests, control elements should match them
   against the local authorization policy.  These control elements must
   be capable of making decisions based on the identity of the
   requester, as verified cryptographically and/or topologically.  For
   example, decisions may depend on whether the interface through which
   the request is made is an inter- or intra-domain one.  The use of
   appropriate local authorization policies may help in limiting the
   impact of security breaches in remote parts of a network.



   Finally, it should be noted that GMPLS itself introduces no new
   security considerations to the current MPLS-TE signaling (RSVP-TE,
   CR-LDP), routing protocols (OSPF-TE, IS-IS-TE) or network management
   protocols (SNMP).
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1. Introduction

   As described in [RFC3945], Generalized MPLS (GMPLS) extends MPLS from
   supporting packet (Packet Switching Capable - PSC) interfaces and
   switching to include support of four new classes of interfaces and
   switching: Layer-2 Switch Capable (L2SC), Time-Division Multiplex
   (TDM), Lambda Switch Capable (LSC) and Fiber-Switch Capable (FSC).  A
   functional description of the extensions to MPLS signaling needed to
   support the new classes of interfaces and switching is provided in
   [RFC3471].  [RFC3473] describes RSVP-TE specific formats and
   mechanisms needed to support all five classes of interfaces, and CR-
   LDP extensions can be found in [RFC3472].  This document presents
   details that are specific to Synchronous Optical Network
   (SONET)/Synchronous Digital Hierarchy (SDH).  Per [RFC3471],
   SONET/SDH specific parameters are carried in the signaling protocol
   in traffic parameter specific objects.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   Moreover, the reader is assumed to be familiar with the terminology
   in ANSI [T1.105], ITU-T [G.707] as well as [RFC3471], [RFC3472], and
   [RFC3473].  The following abbreviations are used in this document:



DCC: Data Communications Channel.
LOVC: Lower Order Virtual Container
HOVC: Higher Order Virtual Container
MS: Multiplex Section.
MSOH: Multiplex Section overhead.
POH: Path overhead.
RS: Regenerator Section.
RSOH: Regenerator section overhead.
SDH: Synchronous digital hierarchy.
SOH: Section overhead.
SONET: Synchronous Optical Network.
SPE: Synchronous Payload Envelope.
STM(‑N): Synchronous Transport Module (‑N) (SDH).
STS(‑N): Synchronous Transport Signal‑Level N (SONET).
VC‑n: Virtual Container‑n (SDH).
VTn: Virtual Tributary‑n (SONET).




2. SONET and SDH Traffic Parameters

   This section defines the GMPLS traffic parameters for SONET/SDH.  The
   protocol specific formats, for the SONET/SDH-specific RSVP-TE objects
   and CR-LDP TLVs are described in sections 2.2 and 2.3 respectively.
   These traffic parameters specify indeed a base set of capabilities
   for SONET ANSI [T1.105] and SDH ITU-T [G.707] such as concatenation
   and transparency.  Other documents may further enhance this set of
   capabilities in the future.  For instance, signaling for SDH over PDH
   ITU-T G.832 or sub-STM-0 ITU-T G.708 interfaces could be defined.



   The traffic parameters defined hereafter (see Section 2.1) MUST be
   used when the label is encoded as SUKLM as defined in this memo (see
   Section 3).  They MUST also be used when requesting one of Section/RS
   or Line/MS overhead transparent STS-1/STM-0, STS-3*N/STM-N (N=1, 4,
   16, 64, 256) signals.



   The traffic parameters and label encoding defined in [RFC3471],
   Section 3.2, MUST be used for fully transparent STS-1/STM-0,
   STS-3*N/STM-N (N=1, 4, 16, 64, 256) signal requests.  A fully
   transparent signal is one for which all overhead is left unmodified
   by intermediate nodes, i.e., when all defined Transparency (T) bits
   would be set if the traffic parameters defined in section 2.1 were
   used.




2.1. SONET/SDH Traffic Parameters

   The traffic parameters for SONET/SDH are organized as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|  Signal Type  |      RCC      |              NCC              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              NVC              |        Multiplier (MT)        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Transparency (T)                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           Profile (P)                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Annex 1 lists examples of SONET and SDH signal coding.



   Signal Type (ST): 8 bits



   This field indicates the type of Elementary Signal that comprises the
   requested LSP.  Several transforms can be applied successively on the
   Elementary Signal to build the Final Signal being actually requested
   for the LSP.



   Each transform application is optional and must be ignored if zero,
   except the Multiplier (MT) that cannot be zero and is ignored if
   equal to one.



   Transforms must be applied strictly in the following order:



   -  First, contiguous concatenation (by using the RCC and NCC fields)
      can be optionally applied on the Elementary Signal, resulting in a
      contiguously concatenated signal.



   -  Second, virtual concatenation (by using the NVC field) can be
      optionally applied on the Elementary Signal resulting in a
      virtually concatenated signal.



   -  Third, some transparency (by using the Transparency field) can be
      optionally specified when requesting a frame as signal rather than
      an SPE or VC based signal.



   -  Fourth, a multiplication (by using the Multiplier field) can be
      optionally applied either directly on the Elementary Signal, or on
      the contiguously concatenated signal obtained from the first
      phase, or on the virtually concatenated signal obtained from the
      second phase, or on these signals combined with some transparency.



   Permitted Signal Type values for SONET/SDH are:



Value  Type (Elementary Signal)
‑‑‑‑‑  ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 1     VT1.5  SPE / VC‑11
 2     VT2    SPE / VC‑12
 3     VT3    SPE
 4     VT6    SPE / VC‑2
 5     STS‑1  SPE / VC‑3
 6     STS‑3c SPE / VC‑4
 7     STS‑1      / STM‑0   (only when requesting transparency)
 8     STS‑3      / STM‑1   (only when requesting transparency)
 9     STS‑12     / STM‑4   (only when requesting transparency)
 10    STS‑48     / STM‑16  (only when requesting transparency)
 11    STS‑192    / STM‑64  (only when requesting transparency)
 12    STS‑768    / STM‑256 (only when requesting transparency)



   A dedicated signal type is assigned to a SONET STS-3c SPE instead of
   coding it as a contiguous concatenation of three STS-1 SPEs.  This is
   done in order to provide easy interworking between SONET and SDH
   signaling.



   Appendix 1 adds one signal type (optional) to the above values.



   Requested Contiguous Concatenation (RCC): 8 bits



   This field is used to request the optional SONET/SDH contiguous
   concatenation of the Elementary Signal.



   This field is a vector of flags.  Each flag indicates the support of
   a particular type of contiguous concatenation.  Several flags can be
   set at the same time to indicate a choice.



   These flags allow an upstream node to indicate to a downstream node
   the different types of contiguous concatenation that it supports.
   However, the downstream node decides which one to use according to
   its own rules.



   A downstream node receiving simultaneously more than one flag chooses
   a particular type of contiguous concatenation, if any supported, and
   based on criteria that are out of this document scope.  A downstream
   node that doesn't support any of the concatenation types indicated by
   the field must refuse the LSP request.  In particular, it must refuse
   the LSP request if it doesn't support contiguous concatenation at
   all.



   When several flags have been set, the upstream node retrieves the
   (single) type of contiguous concatenation the downstream node has
   selected by looking at the position indicated by the first label and
   the number of label(s) as returned by the downstream node (see also
   Section 3).



   The entire field is set to zero to indicate that no contiguous
   concatenation is requested at all (default value).  A non-zero field
   indicates that some contiguous concatenation is requested.



   The following flag is defined:



      Flag 1 (bit 1): Standard contiguous concatenation.



   Flag 1 indicates that the standard SONET/SDH contiguous concatenation
   as defined in [T1.105]/[G.707] is supported.  Note that bit 1 is the
   low order bit.  Other flags are reserved for extensions, if not used
   they must be set to zero when sent, and should be ignored when
   received.



   See note 1 hereafter in the section on the NCC about the SONET
   contiguous concatenation of STS-1 SPEs when the number of components
   is a multiple of three.



      Number of Contiguous Components (NCC): 16 bits



   This field indicates the number of identical SONET SPEs/SDH VCs
   (i.e., Elementary Signal) that are requested to be concatenated, as
   specified in the RCC field.



   Note 1: when requesting a SONET STS-Nc SPE with N=3*X, the

      Elementary Signal to use must always be an STS-3c_SPE signal type
      and the value of NCC must always be equal to X.  This allows also
      facilitating the interworking between SONET and SDH.  In
      particular, it means that the contiguous concatenation of three
      STS-1 SPEs can not be requested because according to this
      specification, this type of signal must be coded using the STS-3c
      SPE signal type.



   Note 2: when requesting a transparent STS-N/STM-N signal

      limited to a single contiguously concatenated STS-Nc_SPE/VC-4-Nc,
      the signal type must be STS-N/STM-N, RCC with flag 1 and NCC set
      to 1.



   The NCC value must be consistent with the type of contiguous
   concatenation being requested in the RCC field.  In particular, this
   field is irrelevant if no contiguous concatenation is requested (RCC
   = 0), in that case it must be set to zero when sent, and should be
   ignored when received.  A RCC value different from 0 must imply a
   number of contiguous components greater than 1.



      Number of Virtual Components (NVC): 16 bits



   This field indicates the number of signals that are requested to be
   virtually concatenated.  These signals are all of the same type by
   definition.  They are Elementary Signal SPEs/VCs for which signal
   types are defined in this document, i.e., VT1.5_SPE/VC-11,
   VT2_SPE/VC-12, VT3_SPE, VT6_SPE/VC-2, STS-1_SPE/VC-3 or
   STS-3c_SPE/VC-4.



   This field is set to 0 (default value) to indicate that no virtual
   concatenation is requested.



      Multiplier (MT): 16 bits



   This field indicates the number of identical signals that are
   requested for the LSP, i.e., that form the Final Signal.  These
   signals can be either identical Elementary Signals, or identical
   contiguously concatenated signals, or identical virtually
   concatenated signals.  Note that all these signals belong thus to the
   same LSP.



   The distinction between the components of multiple virtually
   concatenated signals is done via the order of the labels that are
   specified in the signaling.  The first set of labels must describe
   the first component (set of individual signals belonging to the first
   virtual concatenated signal), the second set must describe the second
   component (set of individual signals belonging to the second virtual
   concatenated signal) and so on.



   This field is set to one (default value) to indicate that exactly one
   instance of a signal is being requested.  Intermediate and egress
   nodes MUST verify that the node itself and the interfaces on which
   the LSP will be established can support the requested multiplier
   value.  If the requested values can not be supported, the receiver
   node MUST generate a PathErr/NOTIFICATION message (see Section
   2.2/2.3, respectively).



   Zero is an invalid value.  If received, the node MUST generate a
   PathErr/NOTIFICATION message (see Section 2.2/2.3, respectively).



   Note 1: when requesting a transparent STS-N/STM-N signal limited to a
   single contiguously concatenated STS-Nc-SPE/VC-4-Nc, the multiplier
   field MUST be equal to 1 (only valid value).



      Transparency (T): 32 bits



   This field is a vector of flags that indicates the type of
   transparency being requested.  Several flags can be combined to
   provide different types of transparency.  Not all combinations are
   necessarily valid.  The default value for this field is zero, i.e.,
   no transparency requested.



   Transparency, as defined from the point of view of this signaling
   specification, is only applicable to the fields in the SONET/SDH
   frame overheads.  In the SONET case, these are the fields in the
   Section Overhead (SOH), and the Line Overhead (LOH).  In the SDH
   case, these are the fields in the Regenerator Section Overhead
   (RSOH), the Multiplex Section overhead (MSOH), and the pointer fields
   between the two.  With SONET, the pointer fields are part of the LOH.



   Note as well that transparency is only applicable when using the
   following Signal Types: STS-1/STM-0, STS-3/STM-1, STS-12/STM-4,
   STS-48/STM-16, STS-192/STM-64 and STS-768/STM-256.  At least one
   transparency type must be specified when requesting such a signal
   type.



   Transparency indicates precisely which fields in these overheads must
   be delivered unmodified at the other end of the LSP.  An ingress LSR
   requesting transparency will pass these overhead fields that must be
   delivered to the egress LSR without any change.  From the ingress and
   egress LSRs point of views, these fields must be seen as unmodified.
   Transparency is not applied at the interfaces with the initiating and
   terminating LSRs, but is only applied between intermediate LSRs.



   The transparency field is used to request an LSP that supports the
   requested transparency type; it may also be used to setup the
   transparency process to be applied at each intermediate LSR.



   The different transparency flags are the following:



Flag 1 (bit 1): Section/Regenerator Section layer.
Flag 2 (bit 2): Line/Multiplex Section layer.



   Where bit 1 is the low order bit.  Other flags are reserved, they
   should be set to zero when sent, and should be ignored when received.
   A flag is set to one to indicate that the corresponding transparency
   is requested.



   Intermediate and egress nodes MUST verify that the node itself and
   the interfaces on which the LSP will be established can support the
   requested transparency.  If the requested flags can not be supported,
   the receiver node MUST generate a PathErr/NOTIFICATION message (see
   Section 2.2/2.3, respectively).



   Section/Regenerator Section layer transparency means that the entire
   frames must be delivered unmodified.  This implies that pointers
   cannot be adjusted.  When using Section/Regenerator Section layer
   transparency all other flags MUST be ignored.



   Line/Multiplex Section layer transparency means that the LOH/MSOH
   must be delivered unmodified.  This implies that pointers cannot be
   adjusted.



   Profile (P): 32 bits



   This field is intended to indicate particular capabilities that must
   be supported for the LSP, for example monitoring capabilities.



   No standard profile is currently defined and this field SHOULD be set
   to zero when transmitted and SHOULD be ignored when received.



   In the future TLV based extensions may be created.




2.2. RSVP-TE Details

   For RSVP-TE, the SONET/SDH traffic parameters are carried in the
   SONET/SDH SENDER_TSPEC and FLOWSPEC objects.  The same format is used
   both for SENDER_TSPEC object and FLOWSPEC objects.  The content of
   the objects is defined above in Section 2.1.  The objects have the
   following class and type:



   For SONET ANSI T1.105 and SDH ITU-T G.707:



SONET/SDH SENDER_TSPEC object: Class = 12, C‑Type = 4
SONET/SDH FLOWSPEC object: Class = 9, C‑Type = 4



   There is no Adspec associated with the SONET/SDH SENDER_TSPEC.
   Either the Adspec is omitted or an int-serv Adspec with the Default
   General Characterization Parameters and Guaranteed Service fragment
   is used, see [RFC2210].



   For a particular sender in a session the contents of the FLOWSPEC
   object received in a Resv message SHOULD be identical to the contents
   of the SENDER_TSPEC object received in the corresponding Path
   message.  If the objects do not match, a ResvErr message with a
   "Traffic Control Error/Bad Flowspec value" error SHOULD be generated.



   Intermediate and egress nodes MUST verify that the node itself and
   the interfaces on which the LSP will be established can support the
   requested Signal Type, RCC, NCC, NVC and Multiplier (as defined in
   Section 2.1).  If the requested value(s) can not be supported, the
   receiver node MUST generate a PathErr message with a "Traffic Control
   Error/ Service unsupported" indication (see [RFC2205]).



   In addition, if the MT field is received with a zero value, the node
   MUST generate a PathErr message with a "Traffic Control Error/Bad
   Tspec value" indication (see [RFC2205]).



   Intermediate nodes MUST also verify that the node itself and the
   interfaces on which the LSP will be established can support the
   requested Transparency (as defined in Section 2.1).  If the requested
   value(s) can not be supported, the receiver node MUST generate a
   PathErr message with a "Traffic Control Error/Service unsupported"
   indication (see [RFC2205]).




2.3. CR-LDP Details

   For CR-LDP, the SONET/SDH traffic parameters are carried in the
   SONET/SDH Traffic Parameters TLV.  The content of the TLV is defined
   above in Section 2.1.  The header of the TLV has the following
   format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|          Type             |      Length                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The type field for the SONET/SDH Traffic Parameters TLV is: 0x0838.



   Intermediate and egress nodes MUST verify that the node itself and
   the interfaces on which the LSP will be established can support the
   requested Signal Type, RCC, NCC, NVC and Multiplier (as defined in
   Section 2.1).  If the requested value(s) can not be supported, the
   receiver node MUST generate a NOTIFICATION message with a "Resource
   Unavailable" status code (see [RFC3212]).



   In addition, if the MT field is received with a zero value, the node
   MUST generate a NOTIFICATION message with a "Resource Unavailable"
   status code (see [RFC3212]).



   Intermediate nodes MUST also verify that the node itself and the
   interfaces on which the LSP will be established can support the
   requested Transparency (as defined in Section 2.1).  If the requested
   value(s) can not be supported, the receiver node MUST generate a
   NOTIFICATION message with a "Resource Unavailable" status code (see
   [RFC3212]).




3. SONET and SDH Labels

   SONET and SDH each define a multiplexing structure.  Both structures
   are trees whose roots are respectively an STS-N or an STM-N; and
   whose leaves are the signals that can be transported via the time-
   slots and switched between time-slots within an ingress port and
   time-slots within an egress port, i.e., a VTx SPE, an STS-x SPE or a
   VC-x.  A SONET/SDH label will identify the exact position (i.e.,
   first time-slot) of a particular VTx SPE, STS-x SPE or VC-x signal in
   a multiplexing structure.  SONET and SDH labels are carried in the
   Generalized Label per [RFC3473] and [RFC3472].



   Note that by time-slots we mean the time-slots as they appear
   logically and sequentially in the multiplex, not as they appear after
   any possible interleaving.



   These multiplexing structures will be used as naming trees to create
   unique multiplex entry names or labels.  The same format of label is
   used for SONET and SDH.  As explained in [RFC3471], a label does not
   identify the "class" to which the label belongs.  This is implicitly
   determined by the link on which the label is used.



   In case of signal concatenation or multiplication, a list of labels
   can appear in the Label field of a Generalized Label.



   In case of contiguous concatenation, only one label appears in the
   Label field.  This label identifies the lowest time-slot occupied by
   the contiguously concatenated signal.  By lowest time-slot we mean
   the one having the lowest label (value) when compared as integer
   values, i.e., the time-slot occupied by the first component signal of
   the concatenated signal encountered when descending the tree.



   In case of virtual concatenation, the explicit ordered list of all
   labels in the concatenation is given.  Each label indicates the first
   time-slot occupied by a component of the virtually concatenated
   signal.  The order of the labels must reflect the order of the
   payloads to concatenate (not the physical order of time-slots).  The
   above representation limits virtual concatenation to remain within a
   single (component) link; it imposes as such a restriction compared to
   the ANSI [T1.105]/ITU-T [G.707] recommendations.



   The standard definition for virtual concatenation allows each virtual
   concatenation components to travel over diverse paths.  Within GMPLS,
   virtual concatenation components must travel over the same
   (component) link if they are part of the same LSP.  This is due to
   the way that labels are bound to a (component) link.  Note however,
   that the routing of components on different paths is indeed
   equivalent to establishing different LSPs, each one having its own
   route.  Several LSPs can be initiated and terminated between the same
   nodes and their corresponding components can then be associated
   together (i.e., virtually concatenated).



   In case of multiplication (i.e., using the multiplier transform), the
   explicit ordered list of all labels that take part in the Final
   Signal is given.  In case of multiplication of virtually concatenated
   signals, the first set of labels indicates the time-slots occupied by
   the first virtually concatenated signal, the second set of labels
   indicates the time-slots occupied by the second virtually
   concatenated signal, and so on.  The above representation limits
   multiplication to remain within a single (component) link.



   The format of the label for SONET and/or SDH TDM-LSR link is:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|               S               |   U   |   K   |   L   |   M   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   This is an extension of the numbering scheme defined in [G.707]
   sections 7.3.7 to 7.3.13, i.e., the (K, L, M) numbering.  Note that
   the higher order numbering scheme defined in [G.707] sections 7.3.1
   to 7.3.6 is not used here.



   Each letter indicates a possible branch number starting at the parent
   node in the multiplex structure.  Branches are considered as numbered
   in increasing order, starting from the top of the multiplexing
   structure.  The numbering starts at 1, zero is used to indicate a
   non-significant or ignored field.



   When a field is not significant or ignored in a particular context it
   MUST be set to zero when transmitted, and MUST be ignored when
   received.



   When a hierarchy of SONET/SDH LSPs is used, a higher order LSP with a
   given bandwidth can be used to carry lower order LSPs.  Remember here
   that a higher order LSP is established through a SONET/SDH higher
   order path layer network and a lower order LSP, through a SONET/SDH
   lower order path layer network (see also ITU-T G.803, Section 3 for
   the corresponding definitions).  In this context, the higher order
   SONET/SDH LSP behaves as a "virtual link" with a given bandwidth
   (e.g., VC-3), it may also be used as a Forwarding Adjacency.  A lower
   order SONET/SDH LSP can be established through that higher order LSP.
   Since a label is local to a (virtual) link, the highest part of that
   label (i.e., the S, U and K fields) is non-significant and is set to
   zero, i.e., the label is "0,0,0,L,M".  Similarly, if the structure of
   the lower order LSP is unknown or not relevant, the lowest part of
   that label (i.e., the L and M fields) is non-significant and is set
   to zero, i.e., the label is "S,U,K,0,0".



   For instance, a VC-3 LSP can be used to carry lower order LSPs.  In
   that case the labels allocated between the two ends of the VC-3 LSP
   for the lower order LSPs will have S, U and K set to zero, i.e.,
   non-significant, while L and M will be used to indicate the signal
   allocated in that VC-3.



   In case of tunneling such as VC-4 containing VC-3 containing
   VC-12/VC-11 where the SUKLM structure is not adequate to represent
   the full signal structure, a hierarchical approach must be used,
   i.e., per layer network signaling.



   The possible values of S, U, K, L and M are defined as follows:



   1. S=1->N is the index of a particular STS-3/AUG-1 inside an
      STS-N/STM-N multiplex.  S is only significant for SONET STS-N
      (N>1) and SDH STM-N (N>0).  S must be 0 and ignored for STS-1 and
      STM-0.



   2. U=1->3 is the index of a particular STS-1_SPE/VC-3 within an
      STS-3/AUG-1.  U is only significant for SONET STS-N (N>1) and SDH
      STM-N (N>0).  U must be 0 and ignored for STS-1 and STM-0.



   3. K=1->3 is the index of a particular TUG-3 within a VC-4.  K is
      only significant for an SDH VC-4 structured in TUG-3s.  K must be
      0 and ignored in all other cases.



   4. L=1->7 is the index of a particular VT_Group/TUG-2 within an
      STS-1_SPE/TUG-3 or VC-3.  L must be 0 and ignored in all other
      cases.



   5. M is the index of a particular VT1.5_SPE/VC-11, VT2_SPE/VC-12 or
      VT3_SPE within a VT_Group/TUG-2.  M=1->2 indicates a specific VT3
      SPE inside the corresponding VT Group, these values MUST NOT be
      used for SDH since there is no equivalent of VT3 with SDH.  M=3->5
      indicates a specific VT2_SPE/VC-12 inside the corresponding
      VT_Group/TUG-2.  M=6->9 indicates a specific VT1.5_SPE/VC-11
      inside the corresponding VT_Group/TUG-2.



   Note that a label always has to be interpreted according the
   SONET/SDH traffic parameters, i.e., a label by itself does not allow
   knowing which signal is being requested (a label is context
   sensitive).



   The label format defined in this section, referred to as SUKLM, MUST
   be used for any SONET/SDH signal requests that are not transparent
   i.e., when all Transparency (T) bits defined in section 2.1 are set
   to zero.  Any transparent STS-1/STM-0/STS-3*N/STM-N (N=1, 4, 16, 64,
   256) signal request MUST use a label format as defined in [RFC3471].



   The S encoding is summarized in the following table:



 S    SDH                     SONET
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other                   other
 1    1st AUG‑1               1st STS‑3
 2    2nd AUG‑1               2nd STS‑3
 3    3rd AUG‑1               3rd STS‑3
 4    4rd AUG‑1               4rd STS‑3
 :    :                       :
 N    Nth AUG‑1               Nth STS‑3



   The U encoding is summarized in the following table:



 U    SDH AUG‑1               SONET STS‑3
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other                   other
 1    1st VC‑3                1st STS‑1 SPE
 2    2nd VC‑3                2nd STS‑1 SPE
 3    3rd VC‑3                3rd STS‑1 SPE



   The K encoding is summarized in the following table:



 K    SDH VC‑4
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other
 1    1st TUG‑3
 2    2nd TUG‑3
 3    3rd TUG‑3



   The L encoding is summarized in the following table:



 L    SDH TUG‑3    SDH VC‑3    SONET STS‑1 SPE
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other        other       other
 1    1st TUG‑2    1st TUG‑2   1st VTG
 2    2nd TUG‑2    2nd TUG‑2   2nd VTG
 3    3rd TUG‑2    3rd TUG‑2   3rd VTG
 4    4th TUG‑2    4th TUG‑2   4th VTG
 5    5th TUG‑2    5th TUG‑2   5th VTG
 6    6th TUG‑2    6th TUG‑2   6th VTG
 7    7th TUG‑2    7th TUG‑2   7th VTG



   The M encoding is summarized in the following table:



 M    SDH TUG‑2                 SONET VTG
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other                     other
 1    ‑                         1st VT3 SPE
 2    ‑                         2nd VT3 SPE
 3    1st VC‑12                 1st VT2 SPE
 4    2nd VC‑12                 2nd VT2 SPE
 5    3rd VC‑12                 3rd VT2 SPE
 6    1st VC‑11                 1st VT1.5 SPE
 7    2nd VC‑11                 2nd VT1.5 SPE
 8    3rd VC‑11                 3rd VT1.5 SPE
 9    4th VC‑11                 4th VT1.5 SPE



   Examples of labels:



   Example 1: the label for the STS-3c_SPE/VC-4 in the Sth STS-3/AUG-1

      is: S>0, U=0, K=0, L=0, M=0.



   Example 2: the label for the VC-3 within the Kth-1 TUG-3 within

      the VC-4 in the Sth AUG-1 is: S>0, U=0, K>0, L=0, M=0.



   Example 3: the label for the Uth-1 STS-1_SPE/VC-3 within the Sth

      STS-3/AUG-1 is: S>0, U>0, K=0, L=0, M=0.



   Example 4: the label for the VT6/VC-2 in the Lth-1 VT Group/TUG-2

      in the Uth-1 STS-1_SPE/VC-3 within the Sth STS-3/AUG-1 is: S>0,
      U>0, K=0, L>0, M=0.



   Example 5: the label for the 3rd VT1.5_SPE/VC-11 in the Lth-1 VT

      Group/TUG-2 within the Uth-1 STS-1_SPE/VC-3 within the Sth STS-
      3/AUG-1 is: S>0, U>0, K=0, L>0, M=8.



   Example 6: the label for the STS-12c/VC-4-4c which uses the 9th

      STS-3/AUG-1 as its first timeslot is: S=9, U=0, K=0, L=0, M=0.



   In case of contiguous concatenation, the label that is used is the
   lowest label (value) of the contiguously concatenated signal as
   explained before.  The higher part of the label indicates where the
   signal starts and the lowest part is not significant.



   In case of STM-0/STS-1, the values of S, U and K must be equal to
   zero according to the field coding rules.  For instance, when
   requesting a VC-3 in an STM-0 the label is S=0, U=0, K=0, L=0, M=0.
   When requesting a VC-11 in a VC-3 in an STM-0 the label is S=0, U=0,
   K=0, L>0, M=6..9.



   Note: when a Section/RS or Line/MS transparent STS-1/STM-0/STS-
   3*N/STM-N (N=1, 4, 16, 64, 256) signal is requested, the SUKLM label
   format and encoding is not applicable and the label encoding MUST
   follow the rules defined in [RFC3471] Section 3.2.
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5. Security Considerations

   This document introduces no new security considerations to either
   [RFC3473] or [RFC3472].  GMPLS security is described in section 11 of
   [RFC3471] and refers to [RFC3209] for RSVP-TE and to [RFC3212] for
   CR-LDP.




6. IANA Considerations

   Three values have been defined by IANA for this document:



   Two RSVP C-Types in registry:

      http://www.iana.org/assignments/rsvp-parameters



   -  A SONET/SDH SENDER_TSPEC object: Class = 12, C-Type = 4 (see
      section 2.2).



   -  A SONET/SDH FLOWSPEC object: Class = 9, C-Type = 4 (see section
      2.2).



   One LDP TLV Type in registry:

      http://www.iana.org/assignments/ldp-namespaces



   -  A type field for the SONET/SDH Traffic Parameters TLV (see section
      2.3).
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Appendix 1 - Signal Type Values Extension for VC-3

   This appendix defines the following optional additional Signal Type
   value for the Signal Type field of section 2.1:



Value         Type
‑‑‑‑‑  ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 20     "VC‑3 via AU‑3 at the end"



   According to the ITU-T [G.707] recommendation a VC-3 in the TU-
   3/TUG-3/VC-4/AU-4 branch of the SDH multiplex cannot be structured in
   TUG-2s, however a VC-3 in the AU-3 branch can be. In addition, a VC-3
   could be switched between the two branches if required.



   A VC-3 circuit could be terminated on an ingress interface of an LSR
   (e.g., forming a VC-3 forwarding adjacency). This LSR could then want
   to demultiplex this VC-3 and switch internal low order LSPs. For
   implementation reasons, this could be only possible if the LSR
   receives the VC-3 in the AU-3 branch.  E.g., for an LSR not able to
   switch internally from a TU-3 branch to an AU-3 branch on its
   incoming interface before demultiplexing and then switching the
   content with its switch fabric.



   In that case it is useful to indicate that the VC-3 LSP must be
   terminated at the end in the AU-3 branch instead of the TU-3 branch.



   This is achieved by using the "VC-3 via AU-3 at the end" signal type.
   This information can be used, for instance, by the penultimate LSR to
   switch an incoming VC-3 received in any branch to the AU-3 branch on
   the outgoing interface to the destination LSR.



   The "VC-3 via AU-3 at the end" signal type does not imply that the
   VC-3 must be switched via the AU-3 branch at some other places in the
   network. The VC-3 signal type just indicates that a VC-3 in any
   branch is suitable.



Annex 1 - Examples



   This annex defines examples of SONET and SDH signal coding. Their
   objective is to help the reader to understand how works the traffic
   parameter coding and not to give examples of typical SONET or SDH
   signals.



   As stated above, signal types are Elementary Signals to which
   successive concatenation, multiplication and transparency transforms
   can be applied to obtain Final Signals.



   1.   A VC-4 signal is formed by the application of RCC with value 0,
        NCC with value 0, NVC with value 0, MT with value 1 and T with
        value 0 to a VC-4 Elementary Signal.



   2.   A VC-4-7v signal is formed by the application of RCC with value
        0, NCC with value 0, NVC with value 7 (virtual concatenation of
        7 components), MT with value 1 and T with value 0 to a VC-4
        Elementary Signal.



   3.   A VC-4-16c signal is formed by the application of RCC with flag
        1 (standard contiguous concatenation), NCC with value 16, NVC
        with value 0, MT with value 1 and T with value 0 to a VC-4
        Elementary Signal.



   4.   An STM-16 signal with Multiplex Section layer transparency is
        formed by the application of RCC with value 0, NCC with value 0,
        NVC with value 0, MT with value 1 and T with flag 2 to an STM-16
        Elementary Signal.



   5.   An STM-4 signal with Multiplex Section layer transparency is
        formed by the application of RCC with flag 0, NCC with value 0,
        NVC with value 0, MT with value 1 and T with flag 2 applied to
        an STM-4 Elementary Signal.



   6.   An STM-256 signal with Multiplex Section layer transparency is
        formed by the application of RCC with flag 0, NCC with value 0,
        NVC with value 0, MT with value 1 and T with flag 2 applied to
        an STM-256 Elementary Signal.



   7.   An STS-1 SPE signal is formed by the application of RCC with
        value 0, NCC with value 0, NVC with value 0, MT with value 1 and
        T with value 0 to an STS-1 SPE Elementary Signal.



   8.   An STS-3c SPE signal is formed by the application of RCC with
        value 1 (standard contiguous concatenation), NCC with value 1,
        NVC with value 0, MT with value 1 and T with value 0 to an STS-
        3c SPE Elementary Signal.



   9.   An STS-48c SPE signal is formed by the application of RCC with
        flag 1 (standard contiguous concatenation), NCC with value 16,
        NVC with value 0, MT with value 1 and T with value 0 to an STS-
        3c SPE Elementary Signal.



   10.  An STS-1-3v SPE signal is formed by the application of RCC with
        value 0, NVC with value 3 (virtual concatenation of 3
        components), MT with value 1 and T with value 0 to an STS-1 SPE
        Elementary Signal.



   11.  An STS-3c-9v SPE signal is formed by the application of RCC with
        value 1, NCC with value 1, NVC with value 9 (virtual
        concatenation of 9 STS-3c), MT with value 1 and T with value 0
        to an STS-3c SPE Elementary Signal.



   12.  An STS-12 signal with Section layer (full) transparency is
        formed by the application of RCC with value 0, NVC with value 0,
        MT with value 1 and T with flag 1 to an STS-12 Elementary
        Signal.



   13.  3 x STS-768c SPE signal is formed by the application of RCC with
        flag 1, NCC with value 256, NVC with value 0, MT with value 3,
        and T with value 0 to an STS-3c SPE Elementary Signal.



   14.  5 x VC-4-13v composed signal is formed by the application of RCC
        with value 0, NVC with value 13, MT with value 5 and T with
        value 0 to a VC-4 Elementary Signal.



   The encoding of these examples is summarized in the following table:



Signal                     ST   RCC   NCC   NVC   MT   T
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
VC‑4                        6     0     0     0    1   0
VC‑4‑7v                     6     0     0     7    1   0
VC‑4‑16c                    6     1    16     0    1   0
STM‑16 MS transparent      10     0     0     0    1   2
STM‑4 MS transparent        9     0     0     0    1   2
STM‑256 MS transparent     12     0     0     0    1   2
STS‑1 SPE                   5     0     0     0    1   0
STS‑3c SPE                  6     1     1     0    1   0
STS‑48c SPE                 6     1    16     0    1   0
STS‑1‑3v SPE                5     0     0     3    1   0
STS‑3c‑9v SPE               6     1     1     9    1   0
STS‑12 Section transparent  9     0     0     0    1   1
3 x STS‑768c SPE            6     1   256     0    3   0
5 x VC‑4‑13v                6     0     0    13    5   0
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Abstract

   This document clarifies the procedures for the control of the label
   used on an output/downstream interface of the egress node of a Label
   Switched Path (LSP).  This control is also known as "Egress Control".
   Support for Egress Control is implicit in Generalized Multi-Protocol
   Label Switching (GMPLS) Signaling.  This document clarifies the
   specification of GMPLS Signaling and does not modify GMPLS signaling
   mechanisms and procedures.




1. Background

   The ability to control the label used on the output/downstream
   interface of an egress node was one of the early requirements for
   GMPLS.  In the initial GMPLS documents, this was called "Egress
   Control".  As the GMPLS documents progressed, the ability to control
   a label on an egress interface was generalized to support control of
   a label on any interface.  This generalization is seen in Section 6
   of [RFC3471] and Section 5.1 of [RFC3473].  When this functionality
   was generalized, the procedures to support control of a label at the
   egress were also generalized.  Although the result was intended to
   cover egress control, this intention is not clear to all.  This note
   reiterates the procedures to cover control of a label used on an
   egress output/downstream interface.



   For context, the following is the text from the GMPLS signalling
   document dated June 2000 about how ERO (Explicit Route Object) for
   egress control:



      6. Egress Control



      The LSR at the head-end of an LSP can control the termination of
      the LSP by using the ERO.  To terminate an LSP on a particular
      outgoing interface of the egress LSR, the head-end may specify the
      IP address of that interface as the last element in the ERO,
      provided that interface has an associated IP address.



      There are cases where the use of IP address doesn't provide enough
      information to uniquely identify the egress termination.  One case
      is when the outgoing interface on the egress LSR is a component
      link of a link bundle.  Another case is when it is desirable to
      "splice" two LSPs together, i.e., where the tail of the first LSP
      would be "spliced" into the head of the second LSP.  This last
      case is more likely to be used in the non-PSC classes of links.



      6.2. Procedures



      The Egress Label subobject may appear only as the last subobject
      in the ERO/ER.  Appearance of this subobject anywhere else in the
      ERO/ER is treated as a "Bad strict node" error.



      During an LSP setup, when a node processing the ERO/RR performs
      Next Hop selection finds that the second subobject is an Egress
      Label Subobject, the node uses the information carried in this
      subobject to determine the handling of the data received over that
      LSP.  Specifically, if the Link ID field of the subobject is non
      zero, then this field identifies a specific (outgoing) link of the
      node that should be used for sending all the data received over
      the LSP.  If the Label field of the subobject is not Implicit NULL
      label, this field specifies the label that should be used as an
      outgoing label on the data received over the LSP.



      Procedures by which an LSR at the head-end of an LSP obtains the
      information needed to construct the Egress Label subobject are
      outside the scope of this document.




2. Egress Control Procedures

   This section is intended to complement Sections 5.1.1 and 5.2.1 of
   [RFC3473].  The procedures described in those sections are not
   modified.  This section clarifies procedures related to the label
   used on an egress output/downstream interface.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].




2.1. ERO Procedures

   Egress Control occurs when the node processing an ERO is the egress
   and the ERO contains one or more subobjects related to the
   output/downstream interface.  In this case, the outgoing/downstream
   interface is indicated in the ERO as the last listed local interface.
   Note that an interface may be numbered or unnumbered.



   To support Egress Control, an egress checks to see whether the
   received ERO contains an outgoing/downstream interface.  If it does,
   the type of the subobject or subobjects following the interface is
   examined.  If the associated LSP is unidirectional, one subobject is
   examined.  Two subobjects are examined for bidirectional LSPs.  If
   the U-bit of the subobject being examined is clear (0), then the
   value of the label MUST be used for transmitting traffic associated
   with the LSP on the indicated outgoing/downstream interface.



   If the U-bit of the subobject being examined is set (1), then the
   value of the label is used for upstream traffic associated with the
   bidirectional LSP.  Specifically, the label value will be used for
   the traffic associated with the LSP that will be received on the
   indicated outgoing/downstream interface.



   Per [RFC3473], any errors encountered while processing the ERO,
   including if the listed label(s) are not acceptable or cannot be
   supported in forwarding, SHOULD result in the generation of a PathErr
   message with the error code "Routing Error" and error value of "Bad
   Explicit Route Object".




2.2. RRO Procedures

   If an ERO is used to specify outgoing interface information at the
   egress and label recording is indicated for the LSP, the egress
   should include the specified interface information and the specified
   label or labels in the corresponding RRO (Route Record Object).




3. Security Considerations

   This document clarifies procedures defined in [RFC3473] but does not
   define any new procedures.  As such, no new security considerations
   are introduced.
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Abstract

   The Generalized Multi-Protocol Label Switching (GMPLS) suite of
   protocols has been defined to control different switching
   technologies and different applications.  These include support for
   requesting Time Division Multiplexing (TDM) connections, including
   Synchronous Optical Network (SONET)/Synchronous Digital Hierarchy
   (SDH) and Optical Transport Networks (OTNs).



   This document concentrates on the signaling aspects of the GMPLS
   suite of protocols.  It identifies the features to be covered by the
   GMPLS signaling protocol to support the capabilities of an
   Automatically Switched Optical Network (ASON).  This document
   provides a problem statement and additional requirements for the
   GMPLS signaling protocol to support the ASON functionality.




1. Introduction

   The Generalized Multi-Protocol Label Switching (GMPLS) suite of
   protocol specifications provides support for controlling different
   switching technologies and different applications.  These include
   support for requesting Time Division Multiplexing (TDM) connections,
   including Synchronous Optical Network (SONET)/Synchronous Digital
   Hierarchy (SDH) (see [ANSI-T1.105] and [ITU-T-G.707], respectively),
   and Optical Transport Networks (see [ITU-T-G.709]).  In addition,
   there are certain capabilities needed to support Automatically
   Switched Optical Networks control planes (their architecture is
   defined in [ITU-T-G.8080]).  These include generic capabilities such
   as call and connection separation, along with more specific
   capabilities such as support of soft permanent connections.



   This document concentrates on requirements related to the signaling
   aspects of the GMPLS suite of protocols.  It discusses the functional
   requirements required to support Automatically Switched Optical
   Networks that may lead to additional extensions to GMPLS signaling
   (see [RFC3471] and [RFC3473]) to support these capabilities.  In
   addition to ASON signaling requirements, this document includes GMPLS
   signaling requirements that pertain to backward compatibility
   (Section 5).  A terminology section is provided in the Appendix.




2. Conventions Used in This Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   While [RFC2119] describes interpretations of these key words in terms
   of protocol specifications and implementations, they are used in this
   document to describe design requirements for protocol extensions.




3. Problem Statement

   The Automatically Switched Optical Network (ASON) architecture
   describes the application of an automated control plane for
   supporting both call and connection management services (for a
   detailed description see [ITU-T-G.8080]).  The ASON architecture
   describes a reference architecture, (i.e., it describes functional
   components, abstract interfaces, and interactions).



   The ASON model distinguishes reference points (representing points of
   information exchange) defined (1) between a user (service requester)
   and a service provider control domain, a.k.a. user-network interface
   (UNI), (2) between control domains, a.k.a. external network-network
   interface (E-NNI), and, (3) within a control domain, a.k.a. internal
   network-network interface (I-NNI).  The I-NNI and E-NNI interfaces
   are between protocol controllers, and may or may not use transport
   plane (physical) links.  It must not be assumed that there is a one-
   to-one relationship between control plane interfaces and transport
   plane (physical) links, control plane entities and transport plane
   entities, or control plane identifiers for transport plane resources.



   This document describes requirements related to the use of GMPLS
   signaling (in particular, [RFC3471] and [RFC3473]) to provide call
   and connection management (see [ITU-T-G.7713]).  The functionality to
   be supported includes:



(a) soft permanent connection capability
(b) call and connection separation
(c) call segments
(d) extended restart capabilities during control plane failures
(e) extended label association
(f) crankback capability
(g) additional error cases




4. Requirements for Extending Applicability of GMPLS to ASON

   The following sections detail the signaling protocol requirements for
   GMPLS to support the ASON functions listed in Section 3.  ASON
   defines a reference model and functions (information elements) to
   enable end-to-end call and connection support by a protocol across
   the respective interfaces, regardless of the particular choice of
   protocol(s) used in a network.  ASON does not restrict the use of
   other protocols or the protocol-specific messages used to support the
   ASON functions.  Therefore, the support of these ASON functions by a
   protocol shall not be restricted by (i.e., must be strictly
   independent of and agnostic to) any particular choice of UNI, I-NNI,
   or E-NNI used elsewhere in the network.  To allow for interworking
   between different protocol implementations, [ITU-T-G.7713] recognizes
   that an interworking function may be needed.



   In support of the G.8080 end-to-end call model across different
   control domains, end-to-end signaling should be facilitated
   regardless of the administrative boundaries, protocols within the
   network, or the method of realization of connections within any part
   of the network.  This implies the need for a clear mapping of ASON
   signaling requests between GMPLS control domains and non-GMPLS
   control domains.  This document provides signaling requirements for
   G.8080 distributed call and connection management based on GMPLS,
   within a GMPLS based control domain (I-NNI), and between GMPLS based
   control domains (E-NNI).  It does not restrict use of other (non
   GMPLS) protocols to be used within a control domain or as an E-NNI or
   UNI.  Interworking aspects related to the use of non-GMPLS protocols,
   such as UNI, E-NNI, or I-NNI -- including mapping of non-GMPLS
   protocol signaling requests to corresponding ASON signaling
   functionality and support of non-GMPLS address formats -- is not
   within the scope of the GMPLS signaling protocol.  Interworking
   aspects are implementation-specific and strictly under the
   responsibility of the interworking function and, thus, outside the
   scope of this document.



   By definition, any User-Network Interface (UNI) that is compliant
   with [RFC3473] (e.g., [GMPLS-OVERLAY] and [GMPLS-VPN]) is considered
   to be included within the GMPLS suite of protocols and MUST be
   supported by the ASON GMPLS signaling functionality.



   Compatibility aspects of non-GMPLS systems (nodes) within a GMPLS
   control domain (i.e., the support of GMPLS systems and other systems
   that utilize other signaling protocols or some that may not support
   any signaling protocols) is described.  For example, Section 4.5,
   'Support for Extended Label Association', covers the requirements for
   when a non-GMPLS capable sub-network is introduced or when nodes do
   not support any signaling protocols.




4.1. Support for Soft Permanent Connection (SPC) Capability

   A Soft Permanent Connection (SPC) is a combination of a permanent
   connection at the source user-to-network side, a permanent connection
   at the destination user-to-network side, and a switched connection
   within the network.  An Element Management System (EMS) or a Network
   Management System (NMS) typically initiates the establishment of the
   switched connection by communicating with the node that initiates the
   switched connection (also known as the ingress node).  The latter
   then sets the connection using the distributed GMPLS signaling
   protocol.  For the SPC, the communication method between the EMS/NMS
   and the ingress node is beyond the scope of this document (as it is
   for any other function described in this document).



   The end-to-end connection is thus created by associating the incoming
   interface of the ingress node with the switched connection within the
   network, along with the outgoing interface of the switched connection
   terminating network node (also referred to as egress node).  An SPC
   connection is illustrated in the following figure.  This shows the
   user's node A connected to a provider's node B via link #1, the
   user's node Z connected to a provider's node Y via link #3, and an
   abstract link #2 connecting the provider's node B and node Y.  Nodes
   B and Y are referred to as the ingress and egress (respectively) of
   the network switched connection.



 ‑‑‑       ‑‑‑                 ‑‑‑       ‑‑‑
| A |‑‑1‑‑| B |‑‑‑‑‑2‑//‑‑‑‑‑‑| Y |‑‑3‑‑| Z |
 ‑‑‑       ‑‑‑                 ‑‑‑       ‑‑‑



   In this instance, the connection on link #1 and link #3 are both
   provisioned (permanent connections that may be simple links).  In
   contrast, the connection over link #2 is set up using the distributed
   control plane.  Thus, the SPC is composed of the stitching of link
   #1, #2, and #3.



   Thus, to support the capability of requesting an SPC connection:



   -  The GMPLS signaling protocol MUST be capable of supporting the
      ability to indicate the outgoing link and label information used
      when setting up the destination provisioned connection.



   -  In addition, due to the inter-domain applicability of ASON
      networks, the GMPLS signaling protocol SHOULD also support
      indication of the service level requested for the SPC.  In cases
      where an SPC spans multiple domains, indication of both source and
      destination endpoints controlling the SPC request MAY be needed.
      These MAY be done via the source and destination signaling
      controller addresses.



   Note that the association at the ingress node, between the permanent
   connection and the switched connection, is an implementation matter
   that may be under the control of the EMS/NMS and is not within the
   scope of the signaling protocol.  Therefore, it is outside the scope
   of this document.




4.2. Support for Call and Connection Separation

   A call may be simply described as "An association between endpoints
   that supports an instance of a service" [ITU-T-G.8080].  Thus, it can
   be considered a service provided between two end-points, wherein
   several calls may exist between them.  Multiple connections may be
   associated with each call.  The call concept provides an abstract
   relationship between two users.  This relationship describes (or
   verifies) the extent to which users are willing to offer (or accept)
   service to/from each other.  Therefore, a call does not provide the
   actual connectivity for transmitting user traffic; it only builds a
   relationship by which subsequent connections may be made.



   A call MAY be associated with zero, one, or multiple connections.
   For the same call, connections MAY be of different types and each
   connection MAY exist independently of other connections (i.e., each
   connection is setup and released with separate signaling messages).
   The concept of the call allows for a better flexibility in how end-
   points set up connections and how networks offer services to users.
   For example, a call allows:



   -  An upgrade strategy for control plane operations, where a call
      control component (service provisioning) may be separate from the
      actual nodes hosting the connections (where the connection control
      component may reside).



   -  Identification of the call initiator (with both network call
      controller, as well as destination user) prior to connection,
      which may result in decreasing contention during resource
      reservation.



   -  General treatment of multiple connections, which may be associated
      for several purposes; for example, a pair of working and recovery
      connections may belong to the same call.



   To support the introduction of the call concept, GMPLS signaling
   SHOULD include a call identification mechanism and SHOULD allow for
   end-to-end call capability exchange.



   For instance, a feasible structure for the call identifier (to
   guarantee global uniqueness) MAY concatenate a globally unique fixed
   ID (e.g., may be composed of country code or carrier code) with an
   operator specific ID (where the operator specific ID may be composed
   of a unique access point code - such as source node address - and a
   local identifier).  Other formats SHALL also be possible, depending
   on the call identification conventions between the parties involved
   in the call setup process.




4.3. Support for Call Segments

   As described in [ITU-T-G.8080], call segmentation MAY be applied when
   a call crosses several control domains.  As such, when the call
   traverses multiple control domains, an end-to-end call MAY consist of
   multiple call segments.  For a given end-to-end call, each call
   segment MAY have one or more associated connections, and the number
   of connections associated with each call segment MAY be different.



   The initiating caller interacts with the called party by means of one
   or more intermediate network call controllers, located at control
   domain boundaries (i.e., at inter-domain reference points, UNI or
   E-NNI).  Call segment capabilities are defined by the policies
   associated at these reference points.



   This capability allows for independent (policy based) choices of
   signaling, concatenation, data plane protection, and control plane
   driven recovery paradigms in different control domains.




4.4. Support for Extended Restart Capabilities

   Various types of failures may occur, affecting the ASON control
   plane.  Requirements placed on control plane failure recovery by
   [ITU-T-G.8080] include:



   -  Any control plane failure (i.e., single or multiple control
      channel and/or controller failure and any combination thereof)
      MUST NOT result in releasing established calls and connections
      (including the corresponding transport plane connections).



   -  Upon recovery from a control plane failure, the recovered control
      entity MUST have the ability to recover the status of the calls
      and the connections established before failure occurrence.



   -  Upon recovery from a control plane failure, the recovered control
      entity MUST have the ability to recover the connectivity
      information of its neighbors.



   -  Upon recovery from a control plane failure, the recovered control
      entity MUST have the ability to recover the association between
      the call and its associated connections.



   -  Upon recovery from a control plane failure, calls and connections
      in the process of being established (i.e., pending call/connection
      setup requests) SHOULD be released or continued (with setup).



   -  Upon recovery from a control plane failure, calls and connections
      in the process of being released MUST be released.




4.5. Support for Extended Label Association

   It is an ASON requirement to enable support for G.805 [ITU-T-G.805]
   serial compound links.  The text below provides an illustrative
   example of such a scenario, and the associated requirements.



   Labels are defined in GMPLS (see [RFC3471]) to provide information on
   the resources used on a link local basis for a particular connection.
   The labels may range from specifying a particular timeslot,
   indicating a particular wavelength, or to identifying a particular
   port/fiber.  In the ASON context, the value of a label may not be
   consistent across a link.  For example, the figure below illustrates
   the case where two GMPLS capable nodes (A and Z) are interconnected
   across two non-GMPLS capable nodes (B and C), where all of these
   nodes are SONET/SDH nodes, providing, for example, a VC-4 service.



 ‑‑‑‑‑                     ‑‑‑‑‑
|     |    ‑‑‑     ‑‑‑    |     |
|  A  |‑‑‑| B |‑‑‑| C |‑‑‑|  Z  |
|     |    ‑‑‑     ‑‑‑    |     |
 ‑‑‑‑‑                     ‑‑‑‑‑



   Labels have an associated implicit imposed structure based on
   [GMPLS-SONET] and [GMPLS-OTN].  Thus, once the local label is
   exchanged with its neighboring control plane node, the structure of
   the local label may not be significant to the neighbor node, as the
   association between the local and the remote label may not
   necessarily be the same.  This issue does not present a problem in
   simple point-to-point connections between two control plane-enabled
   nodes in which the timeslots are mapped 1:1 across the interface.
   However, if a non-GMPLS capable sub-network is introduced between
   these nodes (as in the above figure, where the sub-network provides
   re-arrangement capability for the timeslots), label scoping may
   become an issue.



   In this context, there is an implicit assumption that the data plane
   connections between the GMPLS capable edges already exist prior to
   any connection request.  For instance, node A's outgoing VC-4's
   timeslot #1 (with SUKLM label=[1,0,0,0,0]), as defined in
   [GMPLS-SONET]), may be mapped onto node B's outgoing VC-4's timeslot
   #6 (label=[6,0,0,0,0]), or may be mapped onto node C's outgoing VC-
   4's timeslot #4 (label=[4,0,0,0,0]).  Thus, by the time node Z
   receives the request from node A with label=[1,0,0,0,0], node Z's
   local label and timeslot no longer correspond to the received label
   and timeslot information.



   As such, to support this capability, a label association mechanism
   SHOULD be used by the control plane node to map the received (remote)
   label into a locally significant label.  The information necessary to
   allow mapping from a received label value to a locally significant
   label value can be derived in several ways including:



   -  Manual provisioning of the label association



   -  Discovery of the label association



   Either method MAY be used.  In case of dynamic association, the
   discovery mechanism operates at the timeslot/label level before the
   connection request is processed at the ingress node.  Note that in
   the case where two nodes are directly connected, no association is
   required.  In particular, for directly connected TDM interfaces, no
   mapping function (at all) is required due to the implicit label
   structure (see [GMPLS-SONET] and [GMPLS-OTN]).  In these instances,
   the label association function provides a one-to-one mapping of the
   received to local label values.




4.6. Support for Crankback

   Crankback has been identified as an important requirement for ASON
   networks.  Upon a setup failure, it allows a connection setup request
   to be retried on an alternate path that detours around a blocked link
   or node (e.g., because a link or a node along the selected path has
   insufficient resources).



   Crankback mechanisms MAY also be applied during connection recovery
   by indicating the location of the failed link or node.  This would
   significantly improve the successful recovery ratio for failed
   connections, especially in situations where a large number of setup
   requests are simultaneously triggered.



   The following mechanisms are assumed during crankback signaling:



   -  The blocking resource (link or node) MUST be identified and
      returned in the error response message to the repair node (that
      may or may not be the ingress node); it is also assumed that this
      process will occur within a limited period of time.



   -  The computation (from the repair node) of an alternate path around
      the blocking link or node that satisfies the initial connection
      constraints.



   -  The re-initiation of the connection setup request from the repair
      node (i.e., the node that has intercepted and processed the error
      response message).



   The following properties are expected for crankback signaling:



   -  Error information persistence: the entity that computes the
      alternate (re-routing) path SHOULD store the identifiers of the
      blocking resources, as indicated in the error message, until the
      connection is successfully established or until the node abandons
      rerouting attempts.  Since crankback may happen more than once
      while establishing a specific connection, the history of all
      experienced blockages for this connection SHOULD be maintained (at
      least until the routing protocol updates the state of this
      information) to perform an accurate path computation that will
      avoid all blockages.



   -  Rerouting attempts limitation: to prevent an endless repetition of
      connection setup attempts (using crankback information), the
      number of retries SHOULD be strictly limited.  The maximum number
      of crankback rerouting attempts allowed MAY be limited per
      connection or per node:



      -  When the number of retries at a particular node is exceeded,
         the node that is currently handling the failure reports the
         error message upstream to the next repair node, where further
         rerouting attempts MAY be performed.  It is important that the
         crankback information provided indicate that re-routing through
         this node will not succeed.



      -  When the maximum number of retries for a specific connection
         has been exceeded, the repair node that is handling the current
         failure SHOULD send an error message upstream to indicate the
         "Maximum number of re-routings exceeded".  This error message
         will be sent back to the ingress node with no further rerouting
         attempts.  Then, the ingress node MAY choose to retry the
         connection setup according to local policy, using its original
         path, or computing a path that avoids the blocking resources.



      Note: After several retries, a given repair point MAY be unable to
      compute a path to the destination node that avoids all of the
      blockages.  In this case, it MUST pass the error message upstream
      to the next repair point.




4.7. Support for Additional Error Cases

   To support the ASON network, the following additional category of
   error cases are defined:



   -  Errors associated with basic call and soft permanent connection
      support.  For example, these MAY include incorrect assignment of
      IDs for the Call or an invalid interface ID for the soft permanent
      connection.



   -  Errors associated with policy failure during processing of the new
      call and soft permanent connection capabilities.  These MAY
      include unauthorized requests for the particular capability.



   -  Errors associated with incorrect specification of the service
      level.




5. Backward Compatibility

   As noted above, in support of GMPLS protocol requirements, any
   extensions to the GMPLS signaling protocol, in support of the
   requirements described in this document, MUST be backward compatible.



   Backward compatibility means that in a network of nodes, where some
   support GMPLS signaling extensions to facilitate the functions
   described in this document, and some do not, it MUST be possible to
   set up conventional connections (as described by [RFC3473]) between
   any arbitrary pair of nodes and to traverse any arbitrary set of
   nodes.  Further, the use of any GMPLS signaling extensions to set up
   calls or connections that support the functions described in this
   document MUST not perturb existing conventional connections.



   Additionally, when transit nodes that do not need to participate in
   the new functions described in this document lie on the path of a
   call or connection, the GMPLS signaling extensions MUST be such that
   those transit nodes are able to participate in the establishment of a
   call or connection by passing the setup information onwards,
   unmodified.



   Lastly, when a transit or egress node is called upon to support a
   function described in this document, but does not support the
   function, the GMPLS signaling extensions MUST be such that they can
   be rejected by pre-existing GMPLS signaling mechanisms in a way that
   is not detrimental to the network as a whole.




6. Security Considerations

   Per [ITU-T-G.8080], it is not possible to establish a connection in
   advance of call setup completion.  Also, policy and authentication
   procedures are applied prior to the establishment of the call (and
   can then also be restricted to connection establishment in the
   context of this call).



   This document introduces no new security requirements to GMPLS
   signaling (see [RFC3471]).
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Appendix - Terminology



   This document makes use of the following terms:



   Administrative domain: See Recommendation G.805 [ITU-T-G.805].



   Call: Association between endpoints that supports an instance of a
   service.



   Connection: Concatenation of link connections and sub-network
   connections that allows the transport of user information between the
   ingress and egress points of a sub-network.



   Control Plane: Performs the call control and connection control
   functions.  The control plane sets up and releases connections
   through signaling, and may restore a connection in case of a failure.



   (Control) Domain: Represents a collection of entities that are
   grouped for a particular purpose.  G.8080 applies this G.805
   recommendation concept (that defines two particular forms: the
   administrative domain and the management domain) to the control plane
   in the form of a control domain.  Entities grouped in a control
   domain are components of the control plane.



   External NNI (E-NNI): Interfaces are located between protocol
   controllers that are situated between control domains.



   Internal NNI (I-NNI): Interfaces are located between protocol
   controllers within control domains.



   Link: See Recommendation G.805 [ITU-T-G.805].



   Management Plane: Performs management functions for the Transport
   Plane, the control plane, and the system as a whole.  It also
   provides coordination between all the planes.  The following
   management functional areas are performed in the management plane:
   performance, fault, configuration, accounting, and security
   management.



   Management Domain: See Recommendation G.805 [ITU-T-G.805].



   Transport Plane: Provides bi-directional or unidirectional transfer
   of user information, from one location to another.  It can also
   provide transfer of some control and network management information.
   The Transport Plane is layered and is equivalent to the Transport
   Network defined in G.805 [ITU-T-G.805].



   User Network Interface (UNI): Interfaces are located between protocol
   controllers, between a user and a control domain.
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1. Introduction

   This document specifies routing extensions in support of carrying
   link state information for Generalized Multi-Protocol Label Switching
   (GMPLS).  This document enhances the routing extensions [ISIS-TE],
   [OSPF-TE] required to support MPLS Traffic Engineering (TE).



   Traditionally, a TE link is advertised as an adjunct to a "regular"
   link, i.e., a routing adjacency is brought up on the link, and when
   the link is up, both the properties of the link are used for Shortest
   Path First (SPF) computations (basically, the SPF metric) and the TE
   properties of the link are then advertised.



   GMPLS challenges this notion in three ways.  First, links that are
   not capable of sending and receiving on a packet-by-packet basis may
   yet have TE properties; however, a routing adjacency cannot be
   brought up on such links.  Second, a Label Switched Path can be
   advertised as a point-to-point TE link (see [LSP-HIER]); thus, an
   advertised TE link may be between a pair of nodes that don't have a
   routing adjacency with each other.  Finally, a number of links may be
   advertised as a single TE link (perhaps for improved scalability), so
   again, there is no longer a one-to-one association of a regular
   routing adjacency and a TE link.



   Thus we have a more general notion of a TE link.  A TE link is a
   "logical" link that has TE properties.  The link is logical in a
   sense that it represents a way to group/map the information about
   certain physical resources (and their properties) into the
   information that is used by Constrained SPF for the purpose of path
   computation, and by GMPLS signaling.  This grouping/mapping must be
   done consistently at both ends of the link.  LMP [LMP] could be used
   to check/verify this consistency.



   Depending on the nature of resources that form a particular TE link,
   for the purpose of GMPLS signaling, in some cases the combination of
   <TE link identifier, label> is sufficient to unambiguously identify
   the appropriate resource used by an LSP.  In other cases, the
   combination of <TE link identifier, label> is not sufficient; such
   cases are handled by using the link bundling construct [LINK-BUNDLE]
   that allows to identify the resource by <TE link identifier,
   Component link identifier, label>.



   Some of the properties of a TE link may be configured on the
   advertising Label Switching Router (LSR), others which may be
   obtained from other LSRs by means of some protocol, and yet others
   which may be deduced from the component(s) of the TE link.



   A TE link between a pair of LSRs doesn't imply the existence of a
   routing adjacency (e.g., an IGP adjacency) between these LSRs.  As we
   mentioned above, in certain cases a TE link between a pair of LSRs
   could be advertised even if there is no routing adjacency at all
   between the LSRs (e.g., when the TE link is a Forwarding Adjacency
   (see [LSP-HIER])).



   A TE link must have some means by which the advertising LSR can know
   of its liveness (this means may be routing hellos, but is not limited
   to routing hellos).  When an LSR knows that a TE link is up, and can
   determine the TE link's TE properties, the LSR may then advertise
   that link to its (regular) neighbors.



   In this document, we call the interfaces over which regular routing
   adjacencies are established "control channels".



   [ISIS-TE] and [OSPF-TE] define the canonical TE properties, and say
   how to associate TE properties to regular (packet-switched) links.
   This document extends the set of TE properties, and also says how to
   associate TE properties with non-packet-switched links such as links
   between Optical Cross-Connects (OXCs).  [LSP-HIER] says how to
   associate TE properties with links formed by Label Switched Paths.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in BCP 14, RFC 2119
   [RFC2119].




1.1. Requirements for Layer-Specific TE Attributes

   In generalizing TE links to include traditional transport facilities,
   there are additional factors that influence what information is
   needed about the TE link.  These arise from existing transport layer
   architecture (e.g., ITU-T Recommendations G.805 and G.806) and
   associated layer services.  Some of these factors are:



   1. The need for LSPs at a specific adaptation, not just a particular
      bandwidth.  Clients of optical networks obtain connection services
      for specific adaptations, for example, a VC-3 circuit.  This not
      only implies a particular bandwidth, but how the payload is
      structured.  Thus the VC-3 client would not be satisfied with any
      LSP that offered other than 48.384 Mbit/s and with the expected
      structure.  The corollary is that path computation should be able
      to find a route that would give a connection at a specific
      adaptation.



   2. Distinguishing variable adaptation.  A resource between two OXCs
      (specifically a G.805 trail) can sometimes support different
      adaptations at the same time.  An example of this is described in
      section 2.4.8.  In this situation, the fact that two adaptations
      are supported on the same trail is important because the two
      layers are dependent, and it is important to be able to reflect
      this layer relationship in routing, especially in view of the
      relative lack of flexibility of transport layers compared to
      packet layers.



   3. Inheritable attributes.  When a whole multiplexing hierarchy is
      supported by a TE link, a lower layer attribute may be applicable
      to the upper layers.  Protection attributes are a good example of
      this.  If an OC-192 link is 1+1 protected (a duplicate OC-192
      exists for protection), then an STS-3c within that OC-192 (a
      higher layer) would inherit the same protection property.



   4. Extensibility of layers.  In addition to the existing defined
      transport layers, new layers and adaptation relationships could
      come into existence in the future.



   5. Heterogeneous networks whose OXCs do not all support the same set
      of layers.  In a GMPLS network, not all transport layer network
      elements are expected to support the same layers.  For example,
      there may be switches capable of only VC-11, VC-12, and VC-3, and
      there may be others that can only support VC-3 and VC-4.  Even
      though a network element cannot support a specific layer, it
      should be able to know if a network element elsewhere in the
      network can support an adaptation that would enable that
      unsupported layer to be used.  For example, a VC-11 switch could
      use a VC-3 capable switch if it knew that a VC-11 path could be
      constructed over a VC-3 link connection.



   From the factors presented above, development of layer specific GMPLS
   routing documents should use the following principles for TE-link
   attributes.



   1. Separation of attributes.  The attributes in a given layer are
      separated from attributes in another layer.



   2. Support of inter-layer attributes (e.g., adaptation
      relationships).  Between a client and server layer, a general
      mechanism for describing the layer relationship exists.  For
      example, "4 client links of type X can be supported by this server
      layer link".  Another example is being able to identify when two
      layers share a common server layer.



   3. Support for inheritable attributes.  Attributes which can be
      inherited should be identified.



   4. Layer extensibility.  Attributes should be represented in routing
      such that future layers can be accommodated.  This is much like
      the notion of the generalized label.



   5. Explicit attribute scope.  For example, it should be clear whether
      a given attribute applies to a set of links at the same layer.



   The present document captures general attributes that apply to a
   single layer network, but doesn't capture inter-layer relationships
   of attributes.  This work is left to a future document.




1.2. Excluding Data Traffic from Control Channels

   The control channels between nodes in a GMPLS network, such as OXCs,
   SDH cross-connects and/or routers, are generally meant for control
   and administrative traffic.  These control channels are advertised
   into routing as normal links as mentioned in the previous section;
   this allows the routing of (for example) RSVP messages and telnet
   sessions.  However, if routers on the edge of the optical domain
   attempt to forward data traffic over these channels, the channel
   capacity will quickly be exhausted.



   In order to keep these control channels from being advertised into
   the user data plane a variety of techniques can be used.



   If one assumes that data traffic is sent to BGP destinations, and
   control traffic to IGP destinations, then one can exclude data
   traffic from the control plane by restricting BGP nexthop resolution.
   (It is assumed that OXCs are not BGP speakers.)  Suppose that a
   router R is attempting to install a route to a BGP destination D.  R
   looks up the BGP nexthop for D in its IGP's routing table.  Say R
   finds that the path to the nexthop is over interface I.  R then
   checks if it has an entry in its Link State database associated with
   the interface I.  If it does, and the link is not packet-switch
   capable (see [LSP-HIER]), R installs a discard route for destination
   D.  Otherwise, R installs (as usual) a route for destination D with
   nexthop I.  Note that R need only do this check if it has packet-
   switch incapable links; if all of its links are packet-switch
   capable, then clearly this check is redundant.



   In other instances it may be desirable to keep the whole address
   space of a GMPLS routing plane disjoint from the endpoint addresses
   in another portion of the GMPLS network.  For example, the addresses
   of a carrier network where the carrier uses GMPLS but does not wish
   to expose the internals of the addressing or topology.  In such a
   network the control channels are never advertised into the end data
   network.  In this instance, independent mechanisms are used to
   advertise the data addresses over the carrier network.



   Other techniques for excluding data traffic from control channels may
   also be needed.




2. GMPLS Routing Enhancements

   In this section we define the enhancements to the TE properties of
   GMPLS TE links.  Encoding of this information in IS-IS is specified
   in [GMPLS-ISIS].  Encoding of this information in OSPF is specified
   in [GMPLS-OSPF].




2.1. Support for Unnumbered Links

   An unnumbered link has to be a point-to-point link.  An LSR at each
   end of an unnumbered link assigns an identifier to that link.  This
   identifier is a non-zero 32-bit number that is unique within the
   scope of the LSR that assigns it.



   Consider an (unnumbered) link between LSRs A and B.  LSR A chooses an
   idenfitier for that link.  So does LSR B.  From A's perspective we
   refer to the identifier that A assigned to the link as the "link
   local identifier" (or just "local identifier"), and to the identifier
   that B assigned to the link as the "link remote identifier" (or just
   "remote identifier").  Likewise, from B's perspective the identifier
   that B assigned to the link is the local identifier, and the
   identifier that A assigned to the link is the remote identifier.



   Support for unnumbered links in routing includes carrying information
   about the identifiers of that link.  Specifically, when an LSR
   advertises an unnumbered TE link, the advertisement carries both the
   local and the remote identifiers of the link.  If the LSR doesn't
   know the remote identifier of that link, the LSR should use a value
   of 0 as the remote identifier.




2.2. Link Protection Type

   The Link Protection Type represents the protection capability that
   exists for a link.  It is desirable to carry this information so that
   it may be used by the path computation algorithm to set up LSPs with
   appropriate protection characteristics.  This information is
   organized in a hierarchy where typically the minimum acceptable
   protection is specified at path instantiation and a path selection
   technique is used to find a path that satisfies at least the minimum
   acceptable protection.  Protection schemes are presented in order
   from lowest to highest protection.



   This document defines the following protection capabilities:



   Extra Traffic

      If the link is of type Extra Traffic, it means that the link is
      protecting another link or links.  The LSPs on a link of this type
      will be lost if any of the links it is protecting fail.



   Unprotected

      If the link is of type Unprotected, it means that there is no
      other link protecting this link.  The LSPs on a link of this type
      will be lost if the link fails.



   Shared

      If the link is of type Shared, it means that there are one or more
      disjoint links of type Extra Traffic that are protecting this
      link.  These Extra Traffic links are shared between one or more
      links of type Shared.



   Dedicated 1:1

      If the link is of type Dedicated 1:1, it means that there is one
      dedicated disjoint link of type Extra Traffic that is protecting
      this link.



   Dedicated 1+1

      If the link is of type Dedicated 1+1, it means that a dedicated
      disjoint link is protecting this link.  However, the protecting
      link is not advertised in the link state database and is therefore
      not available for the routing of LSPs.



   Enhanced

      If the link is of type Enhanced, it means that a protection scheme
      that is more reliable than Dedicated 1+1, e.g., 4 fiber
      BLSR/MS-SPRING, is being used to protect this link.



      The Link Protection Type is optional, and if a Link State
      Advertisement doesn't carry this information, then the Link
      Protection Type is unknown.




2.3. Shared Risk Link Group Information

   A set of links may constitute a 'shared risk link group' (SRLG) if
   they share a resource whose failure may affect all links in the set.
   For example, two fibers in the same conduit would be in the same
   SRLG.  A link may belong to multiple SRLGs.  Thus the SRLG
   Information describes a list of SRLGs that the link belongs to.  An
   SRLG is identified by a 32 bit number that is unique within an IGP
   domain.  The SRLG Information is an unordered list of SRLGs that the
   link belongs to.



   The SRLG of a LSP is the union of the SRLGs of the links in the LSP.
   The SRLG of a bundled link is the union of the SRLGs of all the
   component links.



   If an LSR is required to have multiple diversely routed LSPs to
   another LSR, the path computation should attempt to route the paths
   so that they do not have any links in common, and such that the path
   SRLGs are disjoint.



   The SRLG Information may start with a configured value, in which case
   it does not change over time, unless reconfigured.



   The SRLG Information is optional and if a Link State Advertisement
   doesn't carry the SRLG Information, then it means that SRLG of that
   link is unknown.




2.4. Interface Switching Capability Descriptor

   In the context of this document we say that a link is connected to a
   node by an interface.  In the context of GMPLS interfaces may have
   different switching capabilities.  For example an interface that
   connects a given link to a node may not be able to switch individual
   packets, but it may be able to switch channels within an SDH payload.
   Interfaces at each end of a link need not have the same switching
   capabilities.  Interfaces on the same node need not have the same
   switching capabilities.



   The Interface Switching Capability Descriptor describes switching
   capability of an interface.  For bi-directional links, the switching
   capabilities of an interface are defined to be the same in either
   direction.  I.e., for data entering the node through that interface
   and for data leaving the node through that interface.



   A Link State Advertisement of a link carries the Interface Switching
   Capability Descriptor(s) only of the near end (the end incumbent on
   the LSR originating the advertisement).



   An LSR performing path computation uses the Link State Database to
   determine whether a link is unidirectional or bidirectional.



   For a bidirectional link the LSR uses its Link State Database to
   determine the Interface Switching Capability Descriptor(s) of the
   far-end of the link, as bidirectional links with different Interface
   Switching Capabilities at its two ends are allowed.



   For a unidirectional link it is assumed that the Interface Switching
   Capability Descriptor at the far-end of the link is the same as at
   the near-end.  Thus, an unidirectional link is required to have the
   same interface switching capabilities at both ends.  This seems a
   reasonable assumption given that unidirectional links arise only with
   packet forwarding adjacencies and for these both ends belong to the
   same level of the PSC hierarchy.



   This document defines the following Interface Switching Capabilities:



Packet‑Switch Capable‑1         (PSC‑1)
Packet‑Switch Capable‑2         (PSC‑2)
Packet‑Switch Capable‑3         (PSC‑3)
Packet‑Switch Capable‑4         (PSC‑4)
Layer‑2 Switch Capable          (L2SC)
Time‑Division‑Multiplex Capable (TDM)
Lambda‑Switch Capable           (LSC)
Fiber‑Switch Capable            (FSC)



   If there is no Interface Switching Capability Descriptor for an
   interface, the interface is assumed to be packet-switch capable
   (PSC-1).



   Interface Switching Capability Descriptors present a new constraint
   for LSP path computation.



   Irrespective of a particular Interface Switching Capability, the
   Interface Switching Capability Descriptor always includes information
   about the encoding supported by an interface.  The defined encodings
   are the same as LSP Encoding as defined in [GMPLS-SIG].



   An interface may have more than one Interface Switching Capability
   Descriptor.  This is used to handle interfaces that support multiple
   switching capabilities, for interfaces that have Max LSP Bandwidth
   values that differ by priority level, and for interfaces that support
   discrete bandwidths.



   Depending on a particular Interface Switching Capability, the
   Interface Switching Capability Descriptor may include additional
   information, as specified below.




2.4.1. Layer-2 Switch Capable

   If an interface is of type L2SC, it means that the node receiving
   data over this interface can switch the received frames based on the
   layer 2 address.  For example, an interface associated with a link
   terminating on an ATM switch would be considered L2SC.




2.4.2. Packet-Switch Capable

   If an interface is of type PSC-1 through PSC-4, it means that the
   node receiving data over this interface can switch the received data
   on a packet-by-packet basis, based on the label carried in the "shim"
   header [RFC3032].  The various levels of PSC establish a hierarchy of
   LSPs tunneled within LSPs.



   For Packet-Switch Capable interfaces the additional information
   includes Maximum LSP Bandwidth, Minimum LSP Bandwidth, and interface
   MTU.



   For a simple (unbundled) link, the Maximum LSP Bandwidth at priority
   p is defined to be the smaller of the unreserved bandwidth at
   priority p and a "Maximum LSP Size" parameter which is locally
   configured on the link, and whose default value is equal to the Max
   Link Bandwidth.  Maximum LSP Bandwidth for a bundled link is defined
   in [LINK-BUNDLE].



   The Maximum LSP Bandwidth takes the place of the Maximum Link
   Bandwidth ([ISIS-TE], [OSPF-TE]).  However, while Maximum Link
   Bandwidth is a single fixed value (usually simply the link capacity),
   Maximum LSP Bandwidth is carried per priority, and may vary as LSPs
   are set up and torn down.



   Although Maximum Link Bandwidth is to be deprecated, for backward
   compatibility, one MAY set the Maximum Link Bandwidth to the Maximum
   LSP Bandwidth at priority 7.



   The Minimum LSP Bandwidth specifies the minimum bandwidth an LSP
   could reserve.



   Typical values for the Minimum LSP Bandwidth and for the Maximum LSP
   Bandwidth are enumerated in [GMPLS-SIG].



   On a PSC interface that supports Standard SDH encoding, an LSP at
   priority p could reserve any bandwidth allowed by the branch of the
   SDH hierarchy, with the leaf and the root of the branch being defined
   by the Minimum LSP Bandwidth and the Maximum LSP Bandwidth at
   priority p.



   On a PSC interface that supports Arbitrary SDH encoding, an LSP at
   priority p could reserve any bandwidth between the Minimum LSP
   Bandwidth and the Maximum LSP Bandwidth at priority p, provided that
   the bandwidth reserved by the LSP is a multiple of the Minimum LSP
   Bandwidth.



   The Interface MTU is the maximum size of a packet that can be
   transmitted on this interface without being fragmented.




2.4.3. Time-Division Multiplex Capable

   If an interface is of type TDM, it means that the node receiving data
   over this interface can multiplex or demultiplex channels within an
   SDH payload.



   For Time-Division Multiplex Capable interfaces the additional
   information includes Maximum LSP Bandwidth, the information on
   whether the interface supports Standard or Arbitrary SDH, and Minimum
   LSP Bandwidth.



   For a simple (unbundled) link the Maximum LSP Bandwidth at priority p
   is defined as the maximum bandwidth an LSP at priority p could
   reserve.  Maximum LSP Bandwidth for a bundled link is defined in
   [LINK-BUNDLE].



   The Minimum LSP Bandwidth specifies the minimum bandwidth an LSP
   could reserve.



   Typical values for the Minimum LSP Bandwidth and for the Maximum LSP
   Bandwidth are enumerated in [GMPLS-SIG].



   On an interface having Standard SDH multiplexing, an LSP at priority
   p could reserve any bandwidth allowed by the branch of the SDH
   hierarchy, with the leaf and the root of the branch being defined by
   the Minimum LSP Bandwidth and the Maximum LSP Bandwidth at priority
   p.



   On an interface having Arbitrary SDH multiplexing, an LSP at priority
   p could reserve any bandwidth between the Minimum LSP Bandwidth and
   the Maximum LSP Bandwidth at priority p, provided that the bandwidth
   reserved by the LSP is a multiple of the Minimum LSP Bandwidth.



   Interface Switching Capability Descriptor for the interfaces that
   support sub VC-3 may include additional information.  The nature and
   the encoding of such information is outside the scope of this
   document.



   A way to handle the case where an interface supports multiple
   branches of the SDH multiplexing hierarchy, multiple Interface
   Switching Capability Descriptors would be advertised, one per branch.
   For example, if an interface supports VC-11 and VC-12 (which are not
   part of same branch of SDH multiplexing tree), then it could
   advertise two descriptors, one for each one.




2.4.4. Lambda-Switch Capable

   If an interface is of type LSC, it means that the node receiving data
   over this interface can recognize and switch individual lambdas
   within the interface.  An interface that allows only one lambda per
   interface, and switches just that lambda is of type LSC.



   The additional information includes Reservable Bandwidth per
   priority, which specifies the bandwidth of an LSP that could be
   supported by the interface at a given priority number.



   A way to handle the case of multiple data rates or multiple encodings
   within a single TE Link, multiple Interface Switching Capability
   Descriptors would be advertised, one per supported data rate and
   encoding combination.  For example, an LSC interface could support
   the establishment of LSC LSPs at both STM-16 and STM-64 data rates.




2.4.5. Fiber-Switch Capable

   If an interface is of type FSC, it means that the node receiving data
   over this interface can switch the entire contents to another
   interface (without distinguishing lambdas, channels or packets).
   I.e., an interface of type FSC switches at the granularity of an
   entire interface, and can not extract individual lambdas within the
   interface.  An interface of type FSC can not restrict itself to just
   one lambda.




2.4.6. Multiple Switching Capabilities per Interface

   An interface that connects a link to an LSR may support not one, but
   several Interface Switching Capabilities.  For example, consider a
   fiber link carrying a set of lambdas that terminates on an LSR
   interface that could either cross-connect one of these lambdas to
   some other outgoing optical channel, or could terminate the lambda,
   and extract (demultiplex) data from that lambda using TDM, and then
   cross-connect these TDM channels to some outgoing TDM channels.  To
   support this a Link State Advertisement may carry a list of Interface
   Switching Capabilities Descriptors.




2.4.7. Interface Switching Capabilities and Labels

   Depicting a TE link as a tuple that contains Interface Switching
   Capabilities at both ends of the link, some examples links may be:



[PSC, PSC] ‑ a link between two packet LSRs
[TDM, TDM] ‑ a link between two Digital Cross Connects
[LSC, LSC] ‑ a link between two OXCs
[PSC, TDM] ‑ a link between a packet LSR and Digital Cross Connect
[PSC, LSC] ‑ a link between a packet LSR and an OXC
[TDM, LSC] ‑ a link between a Digital Cross Connect and an OXC



   Both ends of a given TE link has to use the same way of carrying
   label information over that link.  Carrying label information on a
   given TE link depends on the Interface Switching Capability at both
   ends of the link, and is determined as follows:



[PSC, PSC] ‑ label is carried in the "shim" header [RFC3032]
[TDM, TDM] ‑ label represents a TDM time slot [GMPLS‑SONET‑SDH]
[LSC, LSC] ‑ label represents a lambda
[FSC, FSC] ‑ label represents a port on an OXC
[PSC, TDM] ‑ label represents a TDM time slot [GMPLS‑SONET‑SDH]
[PSC, LSC] ‑ label represents a lambda
[PSC, FSC] ‑ label represents a port
[TDM, LSC] ‑ label represents a lambda
[TDM, FSC] ‑ label represents a port
[LSC, FSC] ‑ label represents a port




2.4.8. Other Issues

   It is possible that Interface Switching Capability Descriptor will
   change over time, reflecting the allocation/deallocation of LSPs.
   For example, assume that VC-3, VC-4, VC-4-4c, VC-4-16c and VC-4-64c
   LSPs can be established on a STM-64 interface whose Encoding Type is
   SDH.  Thus, initially in the Interface Switching Capability
   Descriptor the Minimum LSP Bandwidth is set to VC-3, and Maximum LSP
   Bandwidth is set to STM-64 for all priorities.  As soon as an LSP of
   VC-3 size at priority 1 is established on the interface, it is no
   longer capable of VC-4-64c for all but LSPs at priority 0.
   Therefore, the node advertises a modified Interface Switching
   Capability Descriptor indicating that the Maximum LSP Bandwidth is no
   longer STM-64, but STM-16 for all but priority 0 (at priority 0 the
   Maximum LSP Bandwidth is still STM-64).  If subsequently there is
   another VC-3 LSP, there is no change in the Interface Switching
   Capability Descriptor.  The Descriptor remains the same until the
   node can no longer establish a VC-4-16c LSP over the interface (which
   means that at this point more than 144 time slots are taken by LSPs
   on the interface).  Once this happened, the Descriptor is modified
   again, and the modified Descriptor is advertised to other nodes.




2.5. Bandwidth Encoding

   Encoding in IEEE floating point format [IEEE] of the discrete values
   that could be used to identify Unreserved bandwidth, Maximum LSP
   bandwidth and Minimum LSP bandwidth is described in Section 3.1.2 of
   [GMPLS-SIG].




3. Examples of Interface Switching Capability Descriptor


3.1. STM-16 POS Interface on a LSR

Interface Switching Capability Descriptor:
   Interface Switching Capability = PSC‑1
   Encoding = SDH
   Max LSP Bandwidth[p] = 2.5 Gbps, for all p



   If multiple links with such interfaces at both ends were to be
   advertised as one TE link, link bundling techniques should be used.




3.2. GigE Packet Interface on a LSR

Interface Switching Capability Descriptor:
   Interface Switching Capability = PSC‑1
   Encoding = Ethernet 802.3
   Max LSP Bandwidth[p] = 1.0 Gbps, for all p



   If multiple links with such interfaces at both ends were to be
   advertised as one TE link, link bundling techniques should be used.




3.3. STM-64 SDH Interface on a Digital Cross Connect with Standard SDH

   Consider a branch of SDH multiplexing tree : VC-3, VC-4, VC-4-4c,
   VC-4-16c, VC-4-64c.  If it is possible to establish all these
   connections on a STM-64 interface, the Interface Switching Capability
   Descriptor of that interface can be advertised as follows:



Interface Switching Capability Descriptor:
   Interface Switching Capability = TDM [Standard SDH]
   Encoding = SDH
   Min LSP Bandwidth = VC‑3
   Max LSP Bandwidth[p] = STM‑64, for all p



   If multiple links with such interfaces at both ends were to be
   advertised as one TE link, link bundling techniques should be used.



3.4.  STM-64 SDH Interface on a Digital Cross Connect with Two Types of
      SDH Multiplexing Hierarchy Supported



Interface Switching Capability Descriptor 1:
   Interface Switching Capability = TDM [Standard SDH]
   Encoding = SDH
   Min LSP Bandwidth = VC‑3
   Max LSP Bandwidth[p] = STM‑64, for all p

Interface Switching Capability Descriptor 2:
   Interface Switching Capability = TDM [Arbitrary SDH]
   Encoding = SDH
   Min LSP Bandwidth = VC‑4
   Max LSP Bandwidth[p] = STM‑64, for all p



   If multiple links with such interfaces at both ends were to be
   advertised as one TE link, link bundling techniques should be used.



3.5.  Interface on an Opaque OXC (SDH Framed) with Support for One
      Lambda per Port/Interface



   An "opaque OXC" is considered operationally an OXC, as the whole
   lambda (carrying the SDH line) is switched transparently without
   further multiplexing/demultiplexing, and either none of the SDH
   overhead bytes, or at least the important ones are not changed.



   An interface on an opaque OXC handles a single wavelength, and cannot
   switch multiple wavelengths as a whole.  Thus, an interface on an
   opaque OXC is always LSC, and not FSC, irrespective of whether there
   is DWDM external to it.



   Note that if there is external DWDM, then the framing understood by
   the DWDM must be same as that understood by the OXC.



   A TE link is a group of one or more interfaces on an OXC.  All
   interfaces on a given OXC are required to have identifiers unique to
   that OXC, and these identifiers are used as labels (see 3.2.1.1 of
   [GMPLS-SIG]).



   The following is an example of an interface switching capability
   descriptor on an SDH framed opaque OXC:



Interface Switching Capability Descriptor:
   Interface Switching Capability = LSC
   Encoding = SDH
   Reservable Bandwidth = Determined by SDH Framer (say STM‑64)



3.6.  Interface on a Transparent OXC (PXC) with External DWDM That
      Understands SDH Framing



   This example assumes that DWDM and PXC are connected in such a way
   that each interface (port) on the PXC handles just a single
   wavelength.  Thus, even if in principle an interface on the PXC could
   switch multiple wavelengths as a whole, in this particular case an
   interface on the PXC is considered LSC, and not FSC.



               _______
              |       |
         /|___|       |
        | |___|  PXC  |
========| |___|       |
        | |___|       |
         \|   |_______|
       DWDM
   (SDH framed)



   A TE link is a group of one or more interfaces on the PXC.  All
   interfaces on a given PXC are required to have identifiers unique to
   that PXC, and these identifiers are used as labels (see 3.2.1.1 of
   [GMPLS-SIG]).



   The following is an example of an interface switching capability
   descriptor on a transparent OXC (PXC) with external DWDM that
   understands SDH framing:



Interface Switching Capability Descriptor:
   Interface Switching Capability = LSC
   Encoding = SDH (comes from DWDM)
   Reservable Bandwidth = Determined by DWDM (say STM‑64)



3.7.  Interface on a Transparent OXC (PXC) with External DWDM That Is
      Transparent to Bit-Rate and Framing



   This example assumes that DWDM and PXC are connected in such a way
   that each interface (port) on the PXC handles just a single
   wavelength.  Thus, even if in principle an interface on the PXC could
   switch multiple wavelengths as a whole, in this particular case an
   interface on the PXC is considered LSC, and not FSC.



               _______
              |       |
         /|___|       |
        | |___|  PXC  |
========| |___|       |
        | |___|       |
         \|   |_______|
       DWDM (transparent to bit‑rate and framing)



   A TE link is a group of one or more interfaces on the PXC.  All
   interfaces on a given PXC are required to have identifiers unique to
   that PXC, and these identifiers are used as labels (see 3.2.1.1 of
   [GMPLS-SIG]).



   The following is an example of an interface switching capability
   descriptor on a transparent OXC (PXC) with external DWDM that is
   transparent to bit-rate and framing:



Interface Switching Capability Descriptor:
   Interface Switching Capability = LSC
   Encoding = Lambda (photonic)
   Reservable Bandwidth = Determined by optical technology limits




3.8. Interface on a PXC with No External DWDM

   The absence of DWDM in between two PXCs, implies that an interface is
   not limited to one wavelength.  Thus, the interface is advertised as
   FSC.



   A TE link is a group of one or more interfaces on the PXC.  All
   interfaces on a given PXC are required to have identifiers unique to
   that PXC, and these identifiers are used as port labels (see 3.2.1.1
   of [GMPLS-SIG]).



Interface Switching Capability Descriptor:
   Interface Switching Capability = FSC
   Encoding = Lambda (photonic)
   Reservable Bandwidth = Determined by optical technology limits



   Note that this example assumes that the PXC does not restrict each
   port to carry only one wavelength.




3.9. Interface on a OXC with Internal DWDM That Understands SDH Framing

   This example assumes that DWDM and OXC are connected in such a way
   that each interface on the OXC handles multiple wavelengths
   individually.  In this case an interface on the OXC is considered
   LSC, and not FSC.



            _______
           |       |
         /||       ||\
        | ||  OXC  || |
========| ||       || |====
        | ||       || |
         \||_______||/
       DWDM
   (SDH framed)



   A TE link is a group of one or more of the interfaces on the OXC.
   All lambdas associated with a particular interface are required to
   have identifiers unique to that interface, and these identifiers are
   used as labels (see 3.2.1.1 of [GMPLS-SIG]).



   The following is an example of an interface switching capability
   descriptor on an OXC with internal DWDM that understands SDH framing
   and supports discrete bandwidths:



Interface Switching Capability Descriptor:
   Interface Switching Capability = LSC
   Encoding = SDH (comes from DWDM)
   Max LSP Bandwidth = Determined by DWDM (say STM‑16)

   Interface Switching Capability = LSC
   Encoding = SDH (comes from DWDM)
   Max LSP Bandwidth = Determined by DWDM (say STM‑64)



3.10.  Interface on a OXC with Internal DWDM That Is Transparent to
       Bit-Rate and Framing



   This example assumes that DWDM and OXC are connected in such a way
   that each interface on the OXC handles multiple wavelengths
   individually.  In this case an interface on the OXC is considered
   LSC, and not FSC.



            _______
           |       |
         /||       ||\
        | ||  OXC  || |
========| ||       || |====
        | ||       || |
         \||_______||/
       DWDM (transparent to bit‑rate and framing)



   A TE link is a group of one or more of the interfaces on the OXC.
   All lambdas associated with a particular interface are required to
   have identifiers unique to that interface, and these identifiers are
   used as labels (see 3.2.1.1 of [GMPLS-SIG]).



   The following is an example of an interface switching capability
   descriptor on an OXC with internal DWDM that is transparent to bit-
   rate and framing:



Interface Switching Capability Descriptor:
   Interface Switching Capability = LSC
   Encoding = Lambda (photonic)
   Max LSP Bandwidth = Determined by optical technology limits




4. Example of Interfaces That Support Multiple Switching Capabilities

   There can be many combinations possible, some are described below.




4.1. Interface on a PXC+TDM Device with External DWDM

   As discussed earlier, the presence of the external DWDM limits that
   only one wavelength be on a port of the PXC.  On such a port, the
   attached PXC+TDM device can do one of the following.  The wavelength
   may be cross-connected by the PXC element to other out-bound optical
   channel, or the wavelength may be terminated as an SDH interface and
   SDH channels switched.



   From a GMPLS perspective the PXC+TDM functionality is treated as a
   single interface.  The interface is described using two Interface
   descriptors, one for the LSC and another for the TDM, with
   appropriate parameters.  For example,



Interface Switching Capability Descriptor:
   Interface Switching Capability = LSC
   Encoding = SDH (comes from WDM)
   Reservable Bandwidth = STM‑64



      and



Interface Switching Capability Descriptor:
   Interface Switching Capability = TDM [Standard SDH]
   Encoding = SDH
   Min LSP Bandwidth = VC‑3
   Max LSP Bandwidth[p] = STM‑64, for all p




4.2. Interface on an Opaque OXC+TDM Device with External DWDM

   An interface on an "opaque OXC+TDM" device would also be advertised
   as LSC+TDM much the same way as the previous case.




4.3. Interface on a PXC+LSR Device with External DWDM

   As discussed earlier, the presence of the external DWDM limits that
   only one wavelength be on a port of the PXC.  On such a port, the
   attached PXC+LSR device can do one of the following.  The wavelength
   may be cross-connected by the PXC element to other out-bound optical
   channel, or the wavelength may be terminated as a Packet interface
   and packets switched.



   From a GMPLS perspective the PXC+LSR functionality is treated as a
   single interface.  The interface is described using two Interface
   descriptors, one for the LSC and another for the PSC, with
   appropriate parameters.  For example,



Interface Switching Capability Descriptor:
   Interface Switching Capability = LSC
   Encoding = SDH (comes from WDM)
   Reservable Bandwidth = STM‑64



      and



Interface Switching Capability Descriptor:
   Interface Switching Capability = PSC‑1
   Encoding = SDH
   Max LSP Bandwidth[p] = 10 Gbps, for all p




4.4. Interface on a TDM+LSR Device

   On a TDM+LSR device that offers a channelized SDH interface the
   following may be possible:



   -  A subset of the SDH channels may be uncommitted.  That is, they
      are not currently in use and hence are available for allocation.



   -  A second subset of channels may already be committed for transit
      purposes.  That is, they are already cross-connected by the SDH
      cross connect function to other out-bound channels and thus are
      not immediately available for allocation.



   -  Another subset of channels could be in use as terminal channels.
      That is, they are already allocated by terminate on a packet
      interface and packets switched.



   From a GMPLS perspective the TDM+PSC functionality is treated as a
   single interface.  The interface is described using two Interface
   descriptors, one for the TDM and another for the PSC, with
   appropriate parameters.  For example,



Interface Switching Capability Descriptor:
   Interface Switching Capability = TDM [Standard SDH]
   Encoding = SDH
   Min LSP Bandwidth = VC‑3
   Max LSP Bandwidth[p] = STM‑64, for all p



      and



Interface Switching Capability Descriptor:
   Interface Switching Capability = PSC‑1
   Encoding = SDH
   Max LSP Bandwidth[p] = 10 Gbps, for all p
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6. Security Considerations

   There are a number of security concerns in implementing the
   extensions proposed here, particularly since these extensions will
   potentially be used to control the underlying transport
   infrastructure.  It is vital that there be secure and/or
   authenticated means of transferring this information among the
   entities that require its use.



   While this document proposes extensions, it does not state how these
   extensions are implemented in routing protocols such as OSPF or
   IS-IS.  The documents that do state how routing protocols implement
   these extensions [GMPLS-OSPF, GMPLS-ISIS] must also state how the
   information is to be secured.
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Abstract

   This document specifies encoding of extensions to the OSPF routing
   protocol in support of Generalized Multi-Protocol Label Switching
   (GMPLS).




1. Introduction

   This document specifies extensions to the OSPF routing protocol
   [OSPF] in support of carrying link state information for Generalized
   Multi-Protocol Label Switching (GMPLS).  The set of required
   enhancements to OSPF are outlined in [GMPLS-ROUTING].



   In this section, we define the enhancements to the Traffic
   Engineering (TE) properties of GMPLS TE links that can be announced
   in OSPF TE LSAs.  The TE LSA, which is an opaque LSA with area
   flooding scope [OSPF-TE], has only one top-level Type/Length/Value
   (TLV) triplet and has one or more nested sub-TLVs for extensibility.
   The top-level TLV can take one of two values (1) Router Address or
   (2) Link.  In this document, we enhance the sub-TLVs for the Link TLV
   in support of GMPLS.  Specifically, we add the following sub-TLVs to
   the Link TLV:



Sub‑TLV Type      Length    Name
          11           8    Link Local/Remote Identifiers
          14           4    Link Protection Type
          15    variable    Interface Switching Capability Descriptor
          16    variable    Shared Risk Link Group



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in BCP 14, RFC 2119
   [RFC2119].




1.1. Link Local/Remote Identifiers

   Link Local/Remote Identifiers is a sub-TLV of the Link TLV.  The type
   of this sub-TLV is 11, and length is eight octets.  The value field
   of this sub-TLV contains four octets of Link Local Identifier
   followed by four octets of Link Remote Identifier (see Section
   "Support for unnumbered links" of [GMPLS-ROUTING]).  If the Link
   Remote Identifier is unknown, it is set to 0.



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Link Local Identifier                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Link Remote Identifier                       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   A node can communicate its Link Local Identifier to its neighbor
   using a link local Opaque LSA, as described in Section "Exchanging
   Link Local TE Information".




1.2. Link Protection Type

   The Link Protection Type is a sub-TLV of the Link TLV.  The type of
   this sub-TLV is 14, and length is four octets.



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|Protection Cap |                    Reserved                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The first octet is a bit vector describing the protection
   capabilities of the link (see Section "Link Protection Type" of
   [GMPLS-ROUTING]).  They are:



0x01  Extra Traffic

0x02  Unprotected

0x04  Shared

0x08  Dedicated 1:1

0x10  Dedicated 1+1

0x20  Enhanced

0x40  Reserved

0x80  Reserved



   The remaining three octets SHOULD be set to zero by the sender, and
   SHOULD be ignored by the receiver.



   The Link Protection Type sub-TLV may occur at most once within the
   Link TLV.




1.3. Shared Risk Link Group (SRLG)

   The SRLG is a sub-TLV (of type 16) of the Link TLV.  The length is
   the length of the list in octets.  The value is an unordered list of
   32 bit numbers that are the SRLGs that the link belongs to.  The
   format of the value field is as shown below:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Shared Risk Link Group Value                 |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        ............                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Shared Risk Link Group Value                 |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   This sub-TLV carries the Shared Risk Link Group information (see
   Section "Shared Risk Link Group Information" of [GMPLS-ROUTING]).



   The SRLG sub-TLV may occur at most once within the Link TLV.




1.4. Interface Switching Capability Descriptor

   The Interface Switching Capability Descriptor is a sub-TLV (of type
   15) of the Link TLV.  The length is the length of value field in
   octets.  The format of the value field is as shown below:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| Switching Cap |   Encoding    |           Reserved            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Max LSP Bandwidth at priority 0              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Max LSP Bandwidth at priority 1              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Max LSP Bandwidth at priority 2              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Max LSP Bandwidth at priority 3              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Max LSP Bandwidth at priority 4              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Max LSP Bandwidth at priority 5              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Max LSP Bandwidth at priority 6              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Max LSP Bandwidth at priority 7              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|        Switching Capability‑specific information              |
|                  (variable)                                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Switching Capability (Switching Cap) field contains one of the
   following values:



1     Packet‑Switch Capable‑1 (PSC‑1)
2     Packet‑Switch Capable‑2 (PSC‑2)
3     Packet‑Switch Capable‑3 (PSC‑3)
4     Packet‑Switch Capable‑4 (PSC‑4)
51    Layer‑2 Switch Capable  (L2SC)
100   Time‑Division‑Multiplex Capable (TDM)
150   Lambda‑Switch Capable   (LSC)
200   Fiber‑Switch Capable    (FSC)



   The Encoding field contains one of the values specified in Section
   3.1.1 of [GMPLS-SIG].



   Maximum LSP Bandwidth is encoded as a list of eight 4 octet fields in
   the IEEE floating point format [IEEE], with priority 0 first and
   priority 7 last.  The units are bytes (not bits!) per second.



   The content of the Switching Capability specific information field
   depends on the value of the Switching Capability field.



   When the Switching Capability field is PSC-1, PSC-2, PSC-3, or PSC-4,
   the Switching Capability specific information field includes Minimum
   LSP Bandwidth, Interface MTU, and padding.



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Minimum LSP Bandwidth                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|           Interface MTU       |            Padding            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Minimum LSP Bandwidth is encoded in a 4 octets field in the IEEE
   floating point format.  The units are bytes (not bits!) per second.
   The Interface MTU is encoded as a 2 octets integer.  The padding is 2
   octets, and is used to make the Interface Switching Capability
   Descriptor sub-TLV 32-bits aligned.  It SHOULD be set to zero by the
   sender and SHOULD be ignored by the receiver.



   When the Switching Capability field is L2SC, there is no Switching
   Capability specific information field present.



   When the Switching Capability field is TDM, the Switching Capability
   specific information field includes Minimum LSP Bandwidth, an
   indication whether the interface supports Standard or Arbitrary
   SONET/SDH, and padding.



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Minimum LSP Bandwidth                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|   Indication  |                 Padding                       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Minimum LSP Bandwidth is encoded in a 4 octets field in the IEEE
   floating point format.  The units are bytes (not bits!) per second.
   The indication whether the interface supports Standard or Arbitrary
   SONET/SDH is encoded as 1 octet.  The value of this octet is 0 if the
   interface supports Standard SONET/SDH, and 1 if the interface
   supports Arbitrary SONET/SDH.  The padding is 3 octets, and is used
   to make the Interface Switching Capability Descriptor sub-TLV 32-bits
   aligned.  It SHOULD be set to zero by the sender and SHOULD be
   ignored by the receiver.



   When the Switching Capability field is LSC, there is no Switching
   Capability specific information field present.



   To support interfaces that have more than one Interface Switching
   Capability Descriptor (see Section "Interface Switching Capability
   Descriptor" of [GMPLS-ROUTING]) the Interface Switching Capability
   Descriptor sub-TLV may occur more than once within the Link TLV.




2. Implications on Graceful Restart

   The restarting node should follow the OSPF restart procedures
   [OSPF-RESTART], and the RSVP-TE restart procedures [GMPLS-RSVP].



   When a restarting node is going to originate its TE LSAs, the TE LSAs
   containing Link TLV should be originated with 0 unreserved bandwidth,
   Traffic Engineering metric set to 0xffffffff, and if the Link has LSC
   or FSC as its Switching Capability then also with 0 as Max LSP
   Bandwidth, until the node is able to determine the amount of
   unreserved resources taking into account the resources reserved by
   the already established LSPs that have been preserved across the
   restart.  Once the restarting node determines the amount of
   unreserved resources, taking into account the resources reserved by
   the already established LSPs that have been preserved across the
   restart, the node should advertise these resources in its TE LSAs.



   In addition in the case of a planned restart prior to restarting, the
   restarting node SHOULD originate the TE LSAs containing Link TLV with
   0 as unreserved bandwidth, and if the Link has LSC or FSC as its
   Switching Capability then also with 0 as Max LSP Bandwidth.  This
   would discourage new LSP establishment through the restarting router.



   Neighbors of the restarting node should continue advertise the actual
   unreserved bandwidth on the TE links from the neighbors to that node.



   Regular graceful restart should not be aborted if a TE LSA or TE
   topology changes.  TE graceful restart need not be aborted if a TE
   LSA or TE topology changes.




3. Exchanging Link Local TE Information

   It is often useful for a node to communicate some Traffic Engineering
   information for a given interface to its neighbors on that interface.
   One example of this is a Link Local Identifier.  If nodes X and Y are
   connected by an unnumbered point-to-point interface I, then X's Link
   Local Identifier for I is Y's Link Remote Identifier for I.  X can
   communicate its Link Local Identifier for I by exchanging with Y a TE
   link local opaque LSA described below.  Note that this information
   need only be exchanged over interface I, hence the use of a link
   local Opaque LSA.



   A TE Link Local LSA is an opaque LSA of type 9 (link-local flooding
   scope) with Opaque Type 1 (TE LSA) and Opaque ID of 0.



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            LS age             |    Options    |       9       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|  Opaque Type  |                   Opaque ID                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Advertising Router                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     LS sequence number                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|         LS checksum           |             length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+‑                            TLVs                             ‑+
|                             ...                               |



   The format of the TLVs that make up the body of the TE Link Local LSA
   is the same as that of the TE TLVs: a 2-octet Type field followed by
   a 2-octet Length field which indicates the length of the Value field
   in octets.  The Top Level Type for the Link Local TLV is 4.  The
   Value field is zero-padded at the end to a four octet boundary.



   The only TLV defined here is the Link Local Identifier TLV, with Type
   1, Length 4 and Value the 32 bit Link Local Identifier for the link
   over which the TE Link Local LSA is exchanged.
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6. Security Considerations

   This document specifies the contents of Opaque LSAs in OSPFv2.  As
   Opaque LSAs are not used for SPF computation or normal routing, the
   extensions specified here have no direct effect on IP routing.
   Tampering with GMPLS TE LSAs may have an effect on the underlying
   transport (optical and/or SONET-SDH) network.  [OSPF-TE] suggests
   mechanisms such as [OSPF-SIG] to protect the transmission of this
   information, and those or other mechanisms should be used to secure
   and/or authenticate the information carried in the Opaque LSAs.




7. IANA Considerations

   The memo introduces four new sub-TLVs of the TE Link TLV in the TE
   Opaque LSA for OSPF v2; [OSPF-TE] says that the sub-TLVs of the TE
   Link TLV in the range 10-32767 must be assigned by Expert Review, and
   must be registered with IANA.



   The memo has four suggested values for the four sub-TLVs of the TE
   Link TLV; it is strongly recommended that the suggested values be
   granted, as there are interoperable implementations using these
   values.



   Finally, a new Top Level Type for OSPF TE LSAs for the Link Local TLV
   has been allocated from the Standards Action space.
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Abstract

   For scalability purposes, multiple data links can be combined to form
   a single traffic engineering (TE) link.  Furthermore, the management
   of TE links is not restricted to in-band messaging, but instead can
   be done using out-of-band techniques.  This document specifies a link
   management protocol (LMP) that runs between a pair of nodes and is
   used to manage TE links.  Specifically, LMP will be used to maintain
   control channel connectivity, verify the physical connectivity of the
   data links, correlate the link property information, suppress
   downstream alarms, and localize link failures for
   protection/restoration purposes in multiple kinds of networks.




Table of Contents



	1. Introduction
	 1.1. Terminology



	2. LMP Overview


	3. Control Channel Management
	 3.1. Parameter Negotiation


	 3.2. Hello Protocol



	4. Link Property Correlation


	5. Verifying Link Connectivity
	 5.1. Example of Link Connectivity Verification



	6. Fault Management
	 6.1. Fault Detection


	 6.2. Fault Localization Procedure


	 6.3. Examples of Fault Localization


	 6.4. Channel Activation Indication


	 6.5. Channel Deactivation Indication



	7. Message_Id Usage


	8. Graceful Restart


	9. Addressing


	10. Exponential Back-off Procedures
		  10.1. Operation


	  10.2. Retransmission Algorithm





	11. LMP Finite State Machines
		  11.1. Control Channel FSM


	  11.2. TE Link FSM


	  11.3. Data Link FSM





	12. LMP Message Formats
		  12.1. Common Header


	  12.2. LMP Object Format


	  12.3. Parameter Negotiation Messages


	  12.4. Hello Message (Msg Type = 4)


	  12.5. Link Verification Messages


	  12.6. Link Summary Messages


	  12.7. Fault Management Messages





	13. LMP Object Definitions
		  13.1. CCID (Control Channel ID) Class


	  13.2. NODE_ID Class


	  13.3. LINK_ID Class


	  13.4. INTERFACE_ID Class


	  13.5. MESSAGE_ID Class


	  13.6. CONFIG Class


	  13.7. HELLO Class


	  13.8. BEGIN_VERIFY Class


	  13.9. BEGIN_VERIFY_ACK Class


	  13.10. VERIFY_ID Class


	  13.11. TE_LINK Class


	  13.12. DATA_LINK Class


	  13.13. CHANNEL_STATUS Class


	  13.14. CHANNEL_STATUS_REQUEST Class


	  13.15. ERROR_CODE Class





	14. References
		  14.1. Normative References


	  14.2. Informative References





	15. Security Considerations
		  15.1. Security Requirements


	  15.2. Security Mechanisms





	16. IANA Considerations


	17. Acknowledgements


	18. Contributors




1. Introduction

   Networks are being developed with routers, switches, crossconnects,
   dense wavelength division multiplexed (DWDM) systems, and add-drop
   multiplexors (ADMs) that use a common control plane, e.g.,
   Generalized MPLS (GMPLS), to dynamically allocate resources and to
   provide network survivability using protection and restoration
   techniques.  A pair of nodes may have thousands of interconnects,
   where each interconnect may consist of multiple data links when
   multiplexing (e.g., Frame Relay DLCIs at Layer 2, time division
   multiplexed (TDM) slots or wavelength division multiplexed (WDM)
   wavelengths at Layer 1) is used.  For scalability purposes, multiple
   data links may be combined into a single traffic-engineering (TE)
   link.



   To enable communication between nodes for routing, signaling, and
   link management, there must be a pair of IP interfaces that are
   mutually reachable.  We call such a pair of interfaces a control
   channel.  Note that "mutually reachable" does not imply that these
   two interfaces are (directly) connected by an IP link; there may be
   an IP network between the two.  Furthermore, the interface over which
   the control messages are sent/received may not be the same interface
   over which the data flows.  This document specifies a link management
   protocol (LMP) that runs between a pair of nodes and is used to
   manage TE links and verify reachability of the control channel.  For
   the purposes of this document, such nodes are considered "LMP
   neighbors" or simply "neighboring nodes".



   In GMPLS, the control channels between two adjacent nodes are no
   longer required to use the same physical medium as the data links
   between those nodes.  For example, a control channel could use a
   separate virtual circuit, wavelength, fiber, Ethernet link, an IP
   tunnel routed over a separate management network, or a multi-hop IP
   network.  A consequence of allowing the control channel(s) between
   two nodes to be logically or physically diverse from the associated
   data links is that the health of a control channel does not
   necessarily correlate to the health of the data links, and vice-
   versa.  Therefore, a clean separation between the fate of the control
   channel and data links must be made.  New mechanisms must be
   developed to manage the data links, both in terms of link
   provisioning and fault management.



   Among the tasks that LMP accomplishes is checking that the grouping
   of links into TE links, as well as the properties of those links, are
   the same at both end points of the links -- this is called "link
   property correlation".  Also, LMP can communicate these link
   properties to the IGP module, which can then announce them to other
   nodes in the network.  LMP can also tell the signaling module the
   mapping between TE links and control channels.  Thus, LMP performs a
   valuable "glue" function in the control plane.



   Note that while the existence of the control network (single or
   multi-hop) is necessary for enabling communication, it is by no means
   sufficient.  For example, if the two interfaces are separated by an
   IP network, faults in the IP network may result in the lack of an IP
   path from one interface to another, and therefore an interruption of
   communication between the two interfaces.  On the other hand, not
   every failure in the control network affects a given control channel,
   hence the need for establishing and managing control channels.



   For the purposes of this document, a data link may be considered by
   each node that it terminates on as either a 'port' or a 'component
   link', depending on the multiplexing capability of the endpoint on
   that link; component links are multiplex capable, whereas ports are
   not multiplex capable.  This distinction is important since the
   management of such links (including, for example, resource
   allocation, label assignment, and their physical verification) is
   different based on their multiplexing capability.  For example, a
   Frame Relay switch is able to demultiplex an interface into virtual
   circuits based on DLCIs; similarly, a SONET crossconnect with OC-192
   interfaces may be able to demultiplex the OC-192 stream into four
   OC-48 streams.  If multiple interfaces are grouped together into a
   single TE link using link bundling [RFC4201], then the link resources
   must be identified using three levels: Link_Id, component interface
   Id, and label identifying virtual circuit, timeslot, etc.  Resource
   allocation happens at the lowest level (labels), but physical
   connectivity happens at the component link level.  As another
   example, consider the case where an optical switch (e.g., PXC)
   transparently switches OC-192 lightpaths.  If multiple interfaces are
   once again grouped together into a single TE link, then link bundling
   [RFC4201] is not required and only two levels of identification are
   required: Link_Id and Port_Id.  In this case, both resource
   allocation and physical connectivity happen at the lowest level
   (i.e., port level).



   To ensure interworking between data links with different multiplexing
   capabilities, LMP-capable devices SHOULD allow sub-channels of a
   component link to be locally configured as (logical) data links.  For
   example, if a Router with 4 OC-48 interfaces is connected through a
   4:1 MUX to a cross-connect with OC-192 interfaces, the cross-connect
   should be able to configure each sub-channel (e.g., STS-48c SPE if
   the 4:1 MUX is a SONET MUX) as a data link.



   LMP is designed to support aggregation of one or more data links into
   a TE link (either ports into TE links, or component links into TE
   links).  The purpose of forming a TE link is to group/map the
   information about certain physical resources (and their properties)
   into the information that is used by Constrained SPF for the purpose
   of path computation, and by GMPLS signaling.




1.1. Terminology

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   The reader is assumed to be familiar with the terminology in
   [RFC3471], [RFC4202], and [RFC4201].



   Bundled Link:



      As defined in [RFC4201], a bundled link is a TE link such that,
      for the purpose of GMPLS signaling, a combination of <link
      identifier, label> is not sufficient to unambiguously identify the
      appropriate resources used by an LSP.  A bundled link is composed
      of two or more component links.



   Control Channel:



      A control channel is a pair of mutually reachable interfaces that
      are used to enable communication between nodes for routing,
      signaling, and link management.



   Component Link:



      As defined in [RFC4201], a component link is a subset of resources
      of a TE Link such that (a) the partition is minimal, and (b)
      within each subset a label is sufficient to unambiguously identify
      the appropriate resources used by an LSP.



   Data Link:



      A data link is a pair of interfaces that are used to transfer user
      data.  Note that in GMPLS, the control channel(s) between two
      adjacent nodes are no longer required to use the same physical
      medium as the data links between those nodes.



   Link Property Correlation:



      This is a procedure to correlate the local and remote properties
      of a TE link.



   Multiplex Capability:



      The ability to multiplex/demultiplex a data stream into sub-rate
      streams for switching purposes.



   Node_Id:



      For a node running OSPF, the LMP Node_Id is the same as the
      address contained in the OSPF Router Address TLV.  For a node
      running IS-IS and advertising the TE Router ID TLV, the Node_Id is
      the same as the advertised Router ID.



   Port:



      An interface that terminates a data link.



   TE Link:



      As defined in [RFC4202], a TE link is a logical construct that
      represents a way to group/map the information about certain
      physical resources (and their properties) that interconnect LSRs
      into the information that is used by Constrained SPF for the
      purpose of path computation, and by GMPLS signaling.



   Transparent:



      A device is called X-transparent if it forwards incoming signals
      from input to output without examining or modifying the X aspect
      of the signal.  For example, a Frame Relay switch is network-layer
      transparent; an all-optical switch is electrically transparent.




2. LMP Overview

   The two core procedures of LMP are control channel management and
   link property correlation.  Control channel management is used to
   establish and maintain control channels between adjacent nodes.  This
   is done using a Config message exchange and a fast keep-alive
   mechanism between the nodes.  The latter is required if lower-level
   mechanisms are not available to detect control channel failures.
   Link property correlation is used to synchronize the TE link
   properties and verify the TE link configuration.



   LMP requires that a pair of nodes have at least one active bi-
   directional control channel between them.  Each direction of the
   control channel is identified by a Control Channel Id (CC_Id), and
   the two directions are coupled together using the LMP Config message
   exchange.  Except for Test messages, which may be limited by the
   transport mechanism for in-band messaging, all LMP packets are run
   over UDP with an LMP port number.  The link level encoding of the
   control channel is outside the scope of this document.



   An "LMP adjacency" is formed between two nodes when at least one bi-
   directional control channel is established between them.  Multiple
   control channels may be active simultaneously for each adjacency;
   control channel parameters, however, MUST be individually negotiated
   for each control channel.  If the LMP fast keep-alive is used over a
   control channel, LMP Hello messages MUST be exchanged over the
   control channel.  Other LMP messages MAY be transmitted over any of
   the active control channels between a pair of adjacent nodes.  One or
   more active control channels may be grouped into a logical control
   channel for signaling, routing, and link property correlation
   purposes.



   The link property correlation function of LMP is designed to
   aggregate multiple data links (ports or component links) into a TE
   link and to synchronize the properties of the TE link.  As part of
   the link property correlation function, a LinkSummary message
   exchange is defined.  The LinkSummary message includes the local and
   remote Link_Ids, a list of all data links that comprise the TE link,
   and various link properties.  A LinkSummaryAck or LinkSummaryNack
   message MUST be sent in response to the receipt of a LinkSummary
   message indicating agreement or disagreement on the link properties.



   LMP messages are transmitted reliably using Message_Ids and
   retransmissions.  Message_Ids are carried in MESSAGE_ID objects.  No
   more than one MESSAGE_ID object may be included in an LMP message.
   For control-channel-specific messages, the Message_Id is within the
   scope of the control channel over which the message is sent.  For
   TE-link-specific messages, the Message_Id is within the scope of the
   LMP adjacency.  The value of the Message_Id is monotonically
   increasing and wraps when the maximum value is reached.



   In this document, two additional LMP procedures are defined: link
   connectivity verification and fault management.  These procedures are
   particularly useful when the control channels are physically diverse
   from the data links.  Link connectivity verification is used for data
   plane discovery, Interface_Id exchange (Interface_Ids are used in
   GMPLS signaling, either as port labels or component link identifiers,
   depending on the configuration), and physical connectivity
   verification.  This is done by sending Test messages over the data
   links and TestStatus messages back over the control channel.  Note
   that the Test message is the only LMP message that must be
   transmitted over the data link.  The ChannelStatus message exchange
   is used between adjacent nodes for both the suppression of downstream
   alarms and the localization of faults for protection and restoration.
   For LMP link connectivity verification, the Test message is
   transmitted over the data links.  For X-transparent devices, this
   requires examining and modifying the X aspect of the signal.  The LMP
   link connectivity verification procedure is coordinated using a
   BeginVerify message exchange over a control channel.  To support
   various aspects of transparency, a Verify Transport Mechanism is
   included in the BeginVerify and BeginVerifyAck messages.  Note that
   there is no requirement that all data links must lose their
   transparency simultaneously; but, at a minimum, it must be possible
   to terminate them one at a time.  There is also no requirement that
   the control channel and TE link use the same physical medium;
   however, the control channel MUST be terminated by the same two
   control elements that control the TE link.  Since the BeginVerify
   message exchange coordinates the Test procedure, it also naturally
   coordinates the transition of the data links in and out of the
   transparent mode.



   The LMP fault management procedure is based on a ChannelStatus
   message exchange that uses the following messages: ChannelStatus,
   ChannelStatusAck, ChannelStatusRequest, and ChannelStatusResponse.
   The ChannelStatus message is sent unsolicited and is used to notify
   an LMP neighbor about the status of one or more data channels of a TE
   link.  The ChannelStatusAck message is used to acknowledge receipt of
   the ChannelStatus message.  The ChannelStatusRequest message is used
   to query an LMP neighbor for the status of one or more data channels
   of a TE Link.  The ChannelStatusResponse message is used to
   acknowledge receipt of the ChannelStatusRequest message and indicate
   the states of the queried data links.




3. Control Channel Management

   To initiate an LMP adjacency between two nodes, one or more bi-
   directional control channels MUST be activated.  The control channels
   can be used to exchange control-plane information such as link
   provisioning and fault management information (implemented using a
   messaging protocol such as LMP, proposed in this document), path
   management and label distribution information (implemented using a
   signaling protocol such as RSVP-TE [RFC3209]), and network topology
   and state distribution information (implemented using traffic
   engineering extensions of protocols such as OSPF [RFC3630] and IS-IS
   [RFC3784]).



   For the purposes of LMP, the exact implementation of the control
   channel is not specified; it could be, for example, a separate
   wavelength or fiber, an Ethernet link, an IP tunnel through a
   separate management network, or the overhead bytes of a data link.
   Each node assigns a node-wide, unique, 32-bit, non-zero integer
   control channel identifier (CC_Id).  This identifier comes from the
   same space as the unnumbered interface Id.  Furthermore, LMP packets
   are run over UDP with an LMP port number.  Thus, the link level
   encoding of the control channel is not part of the LMP specification.



   To establish a control channel, the destination IP address on the far
   end of the control channel must be known.  This knowledge may be
   manually configured or automatically discovered.  Note that for in-
   band signaling, a control channel could be explicitly configured on a
   particular data link.  In this case, the Config message exchange can
   be used to dynamically learn the IP address on the far end of the
   control channel.  This is done by sending the Config message with the
   unicast IP source address and the multicast IP destination address
   (224.0.0.1 or ff02::1).  The ConfigAck and ConfigNack messages MUST
   be sent to the source IP address found in the IP header of the
   received Config message.



   Control channels exist independently of TE links and multiple control
   channels may be active simultaneously between a pair of nodes.
   Individual control channels can be realized in different ways; one
   might be implemented in-fiber while another one may be implemented
   out-of-fiber.  As such, control channel parameters MUST be negotiated
   over each individual control channel, and LMP Hello packets MUST be
   exchanged over each control channel to maintain LMP connectivity if
   other mechanisms are not available.  Since control channels are
   electrically terminated at each node, it may be possible to detect
   control channel failures using lower layers (e.g., SONET/SDH).



   There are four LMP messages that are used to manage individual
   control channels.  They are the Config, ConfigAck, ConfigNack, and
   Hello messages.  These messages MUST be transmitted on the channel to
   which they refer.  All other LMP messages may be transmitted over any
   of the active control channels between a pair of LMP adjacent nodes.



   In order to maintain an LMP adjacency, it is necessary to have at
   least one active control channel between a pair of adjacent nodes
   (recall that multiple control channels can be active simultaneously
   between a pair of nodes).  In the event of a control channel failure,
   alternate active control channels can be used and it may be possible
   to activate additional control channels as described below.




3.1. Parameter Negotiation

   Control channel activation begins with a parameter negotiation
   exchange using Config, ConfigAck, and ConfigNack messages.  The
   contents of these messages are built using LMP objects, which can be
   either negotiable or non-negotiable (identified by the N bit in the
   object header).  Negotiable objects can be used to let LMP peers
   agree on certain values.  Non-negotiable objects are used for the
   announcement of specific values that do not need, or do not allow,
   negotiation.



   To activate a control channel, a Config message MUST be transmitted
   to the remote node, and in response, a ConfigAck message MUST be
   received at the local node.  The Config message contains the Local
   Control Channel Id (CC_Id), the sender's Node_Id, a Message_Id for
   reliable messaging, and a CONFIG object.  It is possible that both
   the local and remote nodes initiate the configuration procedure at
   the same time.  To avoid ambiguities, the node with the higher
   Node_Id wins the contention; the node with the lower Node_Id MUST
   stop transmitting the Config message and respond to the Config
   message it received.  If the Node_Ids are equal, then one (or both)
   nodes have been misconfigured.  The nodes MAY continue to retransmit
   Config messages in hopes that the misconfiguration is corrected.
   Note that the problem may be solved by an operator changing the
   Node_Ids on one or both nodes.



   The ConfigAck message is used to acknowledge receipt of the Config
   message and express agreement on ALL of the configured parameters
   (both negotiable and non-negotiable).



   The ConfigNack message is used to acknowledge receipt of the Config
   message, indicate which (if any) non-negotiable CONFIG objects are
   unacceptable, and to propose alternate values for the negotiable
   parameters.



   If a node receives a ConfigNack message with acceptable alternate
   values for negotiable parameters, the node SHOULD transmit a Config
   message using these values for those parameters.



   If a node receives a ConfigNack message with unacceptable alternate
   values, the node MAY continue to retransmit Config messages in hopes
   that the misconfiguration is corrected.  Note that the problem may be
   solved by an operator changing parameters on one or both nodes.



   In the case where multiple control channels use the same physical
   interface, the parameter negotiation exchange is performed for each
   control channel.  The various LMP parameter negotiation messages are
   associated with their corresponding control channels by their node-
   wide unique identifiers (CC_Ids).




3.2. Hello Protocol

   Once a control channel is activated between two adjacent nodes, the
   LMP Hello protocol can be used to maintain control channel
   connectivity between the nodes and to detect control channel
   failures.  The LMP Hello protocol is intended to be a lightweight
   keep-alive mechanism that will react to control channel failures
   rapidly so that IGP Hellos are not lost and the associated link-state
   adjacencies are not removed unnecessarily.




3.2.1. Hello Parameter Negotiation

   Before sending Hello messages, the HelloInterval and
   HelloDeadInterval parameters MUST be agreed upon by the local and
   remote nodes.  These parameters are exchanged in the Config message.
   The HelloInterval indicates how frequently LMP Hello messages will be
   sent, and is measured in milliseconds (ms).  For example, if the
   value were 150, then the transmitting node would send the Hello
   message at least every 150 ms.  The HelloDeadInterval indicates how
   long a device should wait to receive a Hello message before declaring
   a control channel dead, and is measured in milliseconds (ms).



   The HelloDeadInterval MUST be greater than the HelloInterval, and
   SHOULD be at least 3 times the value of HelloInterval.  If the fast
   keep-alive mechanism of LMP is not used, the HelloInterval and
   HelloDeadInterval parameters MUST be set to zero.



   The values for the HelloInterval and HelloDeadInterval should be
   selected carefully to provide rapid response time to control channel
   failures without causing congestion.  As such, different values will
   likely be configured for different control channel implementations.
   When the control channel is implemented over a directly connected
   link, the suggested default values for the HelloInterval is 150 ms
   and for the HelloDeadInterval is 500 ms.



   When a node has either sent or received a ConfigAck message, it may
   begin sending Hello messages.  Once it has sent a Hello message and
   received a valid Hello message (i.e., with expected sequence numbers;
   see Section 3.2.2), the control channel moves to the up state.  (It
   is also possible to move to the up state without sending Hellos if
   other methods are used to indicate bi-directional control-channel
   connectivity.  For example, indication of bi-directional connectivity
   may be learned from the transport layer.)  If, however, a node
   receives a ConfigNack message instead of a ConfigAck message, the
   node MUST not send Hello messages and the control channel SHOULD NOT
   move to the up state.  See Section 11.1 for the complete control
   channel FSM.




3.2.2. Fast Keep-alive

   Each Hello message contains two sequence numbers: the first sequence
   number (TxSeqNum) is the sequence number for the Hello message being
   sent and the second sequence number (RcvSeqNum) is the sequence
   number of the last Hello message received from the adjacent node over
   this control channel.



   There are two special sequence numbers.  TxSeqNum MUST NOT ever be 0.
   TxSeqNum = 1 is used to indicate that the sender has just started or
   has restarted and has no recollection of the last TxSeqNum that was
   sent.  Thus, the first Hello sent has a TxSeqNum of 1 and an RxSeqNum
   of 0.  When TxSeqNum reaches (2^32)-1, the next sequence number used
   is 2, not 0 or 1, as these have special meanings.



   Under normal operation, the difference between the RcvSeqNum in a
   Hello message that is received and the local TxSeqNum that is
   generated will be at most 1.  This difference can be more than one
   only when a control channel restarts or when the values wrap.



   Since the 32-bit sequence numbers may wrap, the following expression
   may be used to test if a newly received TxSeqNum value is less than a
   previously received value:



If ((int) old_id ‑ (int) new_id > 0) {
   New value is less than old value;
}



   Having sequence numbers in the Hello messages allows each node to
   verify that its peer is receiving its Hello messages.  By including
   the RcvSeqNum in Hello packets, the local node will know which Hello
   packets the remote node has received.



   The following example illustrates how the sequence numbers operate.
   Note that only the operation at one node is shown, and alternative
   scenarios are possible:



   1) After completing the configuration stage, Node A sends Hello
      messages to Node B with {TxSeqNum=1;RcvSeqNum=0}.



   2) Node A receives a Hello from Node B with {TxSeqNum=1;RcvSeqNum=1}.
      When the HelloInterval expires on Node A, it sends Hellos to Node
      B with {TxSeqNum=2;RcvSeqNum=1}.



   3) Node A receives a Hello from Node B with {TxSeqNum=2;RcvSeqNum=2}.
      When the HelloInterval expires on Node A, it sends Hellos to Node
      B with {TxSeqNum=3;RcvSeqNum=2}.




3.2.3. Control Channel Down

   To allow bringing a control channel down gracefully for
   administration purposes, a ControlChannelDown flag is available in
   the Common Header of LMP packets.  When data links are still in use
   between a pair of nodes, a control channel SHOULD only be taken down
   administratively when there are other active control channels that
   can be used to manage the data links.



   When bringing a control channel down administratively, a node MUST
   set the ControlChannelDown flag in all LMP messages sent over the
   control channel.  The node that initiated the control channel down
   procedure may stop sending Hello messages after HelloDeadInterval
   seconds have passed, or if it receives an LMP message over the same
   control channel with the ControlChannelDown flag set.



   When a node receives an LMP packet with the ControlChannelDown flag
   set, it SHOULD send a Hello message with the ControlChannelDown flag
   set and move the control channel to the down state.




3.2.4. Degraded State

   A consequence of allowing the control channels to be physically
   diverse from the associated data links is that there may not be any
   active control channels available while the data links are still in
   use.  For many applications, it is unacceptable to tear down a link
   that is carrying user traffic simply because the control channel is
   no longer available; however, the traffic that is using the data
   links may no longer be guaranteed the same level of service.  Hence,
   the TE link is in a Degraded state.



   When a TE link is in the Degraded state, routing and signaling SHOULD
   be notified so that new connections are not accepted and the TE link
   is advertised with no unreserved resources.




4. Link Property Correlation

   As part of LMP, a link property correlation exchange is defined for
   TE links using the LinkSummary, LinkSummaryAck, and LinkSummaryNack
   messages.  The contents of these messages are built using LMP
   objects, which can be either negotiable or non-negotiable (identified
   by the N flag in the object header).  Negotiable objects can be used
   to let both sides agree on certain link parameters.  Non-negotiable
   objects are used for announcement of specific values that do not
   need, or do not allow, negotiation.



   Each TE link has an identifier (Link_Id) that is assigned at each end
   of the link.  These identifiers MUST be the same type (i.e, IPv4,
   IPv6, unnumbered) at both ends.  If a LinkSummary message is received
   with different local and remote TE link types, then a LinkSummaryNack
   message MUST be sent with Error Code "Bad TE Link Object".
   Similarly, each data link is assigned an identifier (Interface_Id) at
   each end.  These identifiers MUST also be the same type at both ends.
   If a LinkSummary message is received with different local and remote
   Interface_Id types, then a LinkSummaryNack message MUST be sent with
   Error Code "Bad Data Link Object".



   Link property correlation SHOULD be done before the link is brought
   up and MAY be done any time a link is up and not in the Verification
   process.



   The LinkSummary message is used to verify for consistency the TE and
   data link information on both sides.  Link Summary messages are also
   used (1) to aggregate multiple data links (either ports or component
   links) into a TE link; (2) to exchange, correlate (to determine
   inconsistencies), or change TE link parameters; and (3) to exchange,
   correlate (to determine inconsistencies), or change Interface_Ids
   (either Port_Ids or component link identifiers).



   The LinkSummary message includes a TE_LINK object followed by one or
   more DATA_LINK objects.  The TE_LINK object identifies the TE link's
   local and remote Link_Id and indicates support for fault management
   and link verification procedures for that TE link.  The DATA_LINK
   objects are used to characterize the data links that comprise the TE
   link.  These objects include the local and remote Interface_Ids, and
   may include one or more sub-objects further describing the properties
   of the data links.



   If the LinkSummary message is received from a remote node, and the
   Interface_Id mappings match those that are stored locally, then the
   two nodes have agreement on the Verification procedure (see Section
   5) and data link identification configuration.  If the verification
   procedure is not used, the LinkSummary message can be used to verify
   agreement on manual configuration.



   The LinkSummaryAck message is used to signal agreement on the
   Interface_Id mappings and link property definitions.  Otherwise, a
   LinkSummaryNack message MUST be transmitted, indicating which
   Interface mappings are not correct and/or which link properties are
   not accepted.  If a LinkSummaryNack message indicates that the
   Interface_Id mappings are not correct and the link verification
   procedure is enabled, the link verification process SHOULD be
   repeated for all mismatched, free data links; if an allocated data
   link has a mapping mismatch, it SHOULD be flagged and verified when
   it becomes free.  If a LinkSummaryNack message includes negotiable
   parameters, then acceptable values for those parameters MUST be
   included.  If a LinkSummaryNack message is received and includes
   negotiable parameters, then the initiator of the LinkSummary message
   SHOULD send a new LinkSummary message.  The new LinkSummary message
   SHOULD include new values for the negotiable parameters.  These
   values SHOULD take into account the acceptable values received in the
   LinkSummaryNack message.



   It is possible that the LinkSummary message could grow quite large
   due to the number of DATA LINK objects.  An LMP implementation SHOULD
   be able to fragment when transmitting LMP messages, and MUST be able
   to re-assemble IP fragments when receiving LMP messages.




5. Verifying Link Connectivity

   In this section, an optional procedure is described that may be used
   to verify the physical connectivity of the data links and dynamically
   learn (i.e., discover) the TE link and Interface_Id associations.
   The procedure SHOULD be done when establishing a TE link, and
   subsequently, on a periodic basis for all unallocated (free) data
   links of the TE link.



   Support for this procedure is indicated by setting the "Link
   Verification Supported" flag in the TE_LINK object of the LinkSummary
   message.



   If a BeginVerify message is received and link verification is not
   supported for the TE link, then a BeginVerifyNack message MUST be
   transmitted with Error Code indicating, "Link Verification Procedure
   not supported for this TE Link."



   A unique characteristic of transparent devices is that the data is
   not modified or examined during normal operation.  This
   characteristic poses a challenge for validating the connectivity of
   the data links and establishing the label mappings.  Therefore, to
   ensure proper verification of data link connectivity, it is required
   that, until the data links are allocated for user traffic, they must
   be opaque (i.e., lose their transparency).  To support various
   degrees of opaqueness (e.g., examining overhead bytes, terminating
   the IP payload, etc.) and, hence, different mechanisms to transport
   the Test messages, a Verify Transport Mechanism field is included in
   the BeginVerify and BeginVerifyAck messages.



   There is no requirement that all data links be terminated
   simultaneously; but, at a minimum, the data links MUST be able to be
   terminated one at a time.  Furthermore, for the link verification
   procedure it is assumed that the nodal architecture is designed so
   that messages can be sent and received over any data link.  Note that
   this requirement is trivial for opaque devices since each data link
   is electrically terminated and processed before being forwarded to
   the next opaque device; but that in transparent devices this is an
   additional requirement.



   To interconnect two nodes, a TE link is defined between them, and at
   a minimum, there MUST be at least one active control channel between
   the nodes.  For link verification, a TE link MUST include at least
   one data link.



   Once a control channel has been established between the two nodes,
   data link connectivity can be verified by exchanging Test messages
   over each of the data links specified in the TE link.  It should be
   noted that all LMP messages except the Test message are exchanged
   over the control channels and that Hello messages continue to be
   exchanged over each control channel during the data link verification
   process.  The Test message is sent over the data link that is being
   verified.  Data links are tested in the transmit direction because
   they are unidirectional; therefore, it may be possible for both nodes
   to (independently) exchange the Test messages simultaneously.



   To initiate the link verification procedure, the local node MUST send
   a BeginVerify message over a control channel.  To limit the scope of
   Link Verification to a particular TE Link, the local Link_Id MUST be
   non-zero.  If this field is zero, the data links can span multiple TE
   links and/or they may comprise a TE link that is yet to be
   configured.  For the case where the local Link_Id field is zero, the
   "Verify all Links" flag of the BEGIN_VERIFY object is used to
   distinguish between data links that span multiple TE links and those
   that have not yet been assigned to a TE link.  Specifically,
   verification of data links that span multiple TE links is indicated
   by setting the local Link_Id field to zero and setting the "Verify
   all Links" flag.  Verification of data links that have not yet been
   assigned to a TE link is indicated by setting the local Link_Id field
   to zero and clearing the "Verify all Links" flag.



   The BeginVerify message also contains the number of data links that
   are to be verified; the interval (called VerifyInterval) at which the
   Test messages will be sent; the encoding scheme and transport
   mechanisms that are supported; the data rate for Test messages; and,
   when the data links correspond to fibers, the wavelength identifier
   over which the Test messages will be transmitted.



   If the remote node receives a BeginVerify message and it is ready to
   process Test messages, it MUST send a BeginVerifyAck message back to
   the local node specifying the desired transport mechanism for the
   TEST messages.  The remote node includes a 32-bit, node-unique
   Verify_Id in the BeginVerifyAck message.  The Verify_Id MAY be
   randomly selected; however, it MUST NOT overlap any other Verify_Id
   currently being used by the node selecting it.  The Verify_Id is then
   used in all corresponding verification messages to differentiate them
   from different LMP peers and/or parallel Test procedures.  When the
   local node receives a BeginVerifyAck message from the remote node, it
   may begin testing the data links by transmitting periodic Test
   messages over each data link.  The Test message includes the
   Verify_Id and the local Interface_Id for the associated data link.
   The remote node MUST send either a TestStatusSuccess or a
   TestStatusFailure message in response for each data link.  A
   TestStatusAck message MUST be sent to confirm receipt of the
   TestStatusSuccess and TestStatusFailure messages.  Unacknowledged
   TestStatusSuccess and TestStatusFailure messages SHOULD be
   retransmitted until the message is acknowledged or until a retry
   limit is reached (see also Section 10).



   It is also permissible for the sender to terminate the Test procedure
   anytime after sending the BeginVerify message.  An EndVerify message
   SHOULD be sent for this purpose.



   Message correlation is done using message identifiers and the
   Verify_Id; this enables verification of data links, belonging to
   different link bundles or LMP sessions, in parallel.



   When the Test message is received, the received Interface_Id (used in
   GMPLS as either a Port label or component link identifier, depending
   on the configuration) is recorded and mapped to the local
   Interface_Id for that data link, and a TestStatusSuccess message MUST
   be sent.  The TestStatusSuccess message includes the local
   Interface_Id along with the Interface_Id and Verify_Id received in
   the Test message.  The receipt of a TestStatusSuccess message
   indicates that the Test message was detected at the remote node and
   the physical connectivity of the data link has been verified.  When
   the TestStatusSuccess message is received, the local node SHOULD mark
   the data link as up and send a TestStatusAck message to the remote
   node.  If, however, the Test message is not detected at the remote
   node within an observation period (specified by the
   VerifyDeadInterval), the remote node MUST send a TestStatusFailure
   message over the control channel, which indicates that the
   verification of the physical connectivity of the data link has
   failed.  When the local node receives a TestStatusFailure message, it
   SHOULD mark the data link as FAILED and send a TestStatusAck message
   to the remote node.  When all the data links on the list have been
   tested, the local node SHOULD send an EndVerify message to indicate
   that testing is complete on this link.



   If the local/remote data link mappings are known, then the link
   verification procedure can be optimized by testing the data links in
   a defined order known to both nodes.  The suggested criterion for
   this ordering is by increasing the value of the remote Interface_Id.



   Both the local and remote nodes SHOULD maintain the complete list of
   Interface_Id mappings for correlation purposes.




5.1. Example of Link Connectivity Verification

   Figure 1 shows an example of the link verification scenario that is
   executed when a link between Node A and Node B is added.  In this
   example, the TE link consists of three free ports (each transmitted
   along a separate fiber) and is associated with a bi-directional
   control channel (indicated by a "c").  The verification process is as
   follows:



o  A sends a BeginVerify message over the control channel to B,
   indicating it will begin verifying the ports that form the TE
   link.  The LOCAL_LINK_ID object carried in the BeginVerify message
   carries the identifier (IP address or interface index) that A
   assigns to the link.
o  Upon receipt of the BeginVerify message, B creates a Verify_Id and
   binds it to the TE Link from A.  This binding is used later when B
   receives the Test messages from A, and these messages carry the
   Verify_Id.  B discovers the identifier (IP address or interface
   index) that A assigns to the TE link by examining the
   LOCAL_LINK_ID object carried in the received BeginVerify message.
   (If the data ports are not yet assigned to the TE Link, the
   binding is limited to the Node_Id of A.) In response to the
   BeginVerify message, B sends the BeginVerifyAck message to A.  The
   LOCAL_LINK_ID object carried in the BeginVerifyAck message is used
   to carry the identifier (IP address or interface index) that B
   assigns to the TE link.  The REMOTE_LINK_ID object carried in the
   BeginVerifyAck message is used to bind the Link_Ids assigned by
   both A and B.  The Verify_Id is returned to A in the
   BeginVerifyAck message over the control channel.
o  When A receives the BeginVerifyAck message, it begins transmitting
   periodic Test messages over the first port (Interface Id=1).  The
   Test message includes the Interface_Id for the port and the
   Verify_Id that was assigned by B.
o  When B receives the Test messages, it maps the received
   Interface_Id to its own local Interface_Id = 10 and transmits a
   TestStatusSuccess message over the control channel back to Node A.
   The TestStatusSuccess message includes both the local and received
   Interface_Ids for the port as well as the Verify_Id.  The

   Verify_Id is used to determine the local/remote TE link
   identifiers (IP addresses or interface indices) to which the data
   links belong.
o  A will send a TestStatusAck message over the control channel back
   to B, indicating it received the TestStatusSuccess message.
o  The process is repeated until all of the ports are verified.
o  At this point, A will send an EndVerify message over the control
   channel to B, indicating that testing is complete.
o  B will respond by sending an EndVerifyAck message over the control
   channel back to A.



      Note that this procedure can be used to "discover" the
      connectivity of the data ports.



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+                      +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
+                     +                      +                     +
+      Node A         +<‑‑‑‑‑‑‑‑ c ‑‑‑‑‑‑‑‑‑>+        Node B       +
+                     +                      +                     +
+                     +                      +                     +
+                   1 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>+ 10                  +
+                     +                      +                     +
+                     +                      +                     +
+                   2 +                /‑‑‑‑>+ 11                  +
+                     +          /‑‑‑‑/      +                     +
+                     +     /‑‑‑/            +                     +
+                   3 +‑‑‑‑/                 + 12                  +
+                     +                      +                     +
+                     +                      +                     +
+                   4 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>+ 14                  +
+                     +                      +                     +
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+                      +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

 Figure 1:  Example of link connectivity between Node A and Node B.




6. Fault Management

   In this section, an optional LMP procedure is described that is used
   to manage failures by rapid notification of the status of one or more
   data channels of a TE Link.  The scope of this procedure is within a
   TE link, and as such, the use of this procedure is negotiated as part
   of the LinkSummary exchange.  The procedure can be used to rapidly
   isolate data link and TE link failures, and is designed to work for
   both unidirectional and bi-directional LSPs.



   An important implication of using transparent devices is that
   traditional methods that are used to monitor the health of allocated
   data links may no longer be appropriate.  Instead of fault detection
   being in layer 2 or layer 3, it is delegated to the physical layer
   (i.e., loss of light or optical monitoring of the data).



   Recall that a TE link connecting two nodes may consist of a number of
   data links.  If one or more data links fail between two nodes, a
   mechanism must be used for rapid failure notification so that
   appropriate protection/restoration mechanisms can be initiated.  If
   the failure is subsequently cleared, then a mechanism must be used to
   notify that the failure is clear and the channel status is OK.




6.1. Fault Detection

   Fault detection should be handled at the layer closest to the
   failure; for optical networks, this is the physical (optical) layer.
   One measure of fault detection at the physical layer is detecting
   loss of light (LOL).  Other techniques for monitoring optical signals
   are still being developed and will not be further considered in this
   document.  However, it should be clear that the mechanism used for
   fault notification in LMP is independent of the mechanism used to
   detect the failure, and simply relies on the fact that a failure is
   detected.




6.2. Fault Localization Procedure

   In some situations, a data link failure between two nodes is
   propagated downstream such that all the downstream nodes detect the
   failure without localizing the failure.  To avoid multiple alarms
   stemming from the same failure, LMP provides failure notification
   through the ChannelStatus message.  This message may be used to
   indicate that a single data channel has failed, multiple data
   channels have failed, or an entire TE link has failed.  Failure
   correlation is done locally at each node upon receipt of the failure
   notification.



   To localize a fault to a particular link between adjacent nodes, a
   downstream node (downstream in terms of data flow) that detects data
   link failures will send a ChannelStatus message to its upstream
   neighbor indicating that a failure has been detected (bundling
   together the notification of all the failed data links).  An upstream
   node that receives the ChannelStatus message MUST send a
   ChannelStatusAck message to the downstream node indicating it has
   received the ChannelStatus message.  The upstream node should
   correlate the failure to see if the failure is also detected locally
   for the corresponding LSP(s).  If, for example, the failure is clear
   on the input of the upstream node or internally, then the upstream
   node will have localized the failure.  Once the failure is
   correlated, the upstream node SHOULD send a ChannelStatus message to
   the downstream node indicating that the channel is failed or is OK.
   If a ChannelStatus message is not received by the downstream node, it
   SHOULD send a ChannelStatusRequest message for the channel in
   question.  Once the failure has been localized, the signaling
   protocols may be used to initiate span or path protection and
   restoration procedures.



   If all of the data links of a TE link have failed, then the upstream
   node MAY be notified of the TE link failure without specifying each
   data link of the failed TE link.  This is done by sending failure
   notification in a ChannelStatus message identifying the TE Link
   without including the Interface_Ids in the CHANNEL_STATUS object.




6.3. Examples of Fault Localization

   In Figure 2, a sample network is shown where four nodes are connected
   in a linear array configuration.  The control channels are bi-
   directional and are labeled with a "c".  All LSPs are also bi-
   directional.



   In the first example [see Fig. 2(a)], there is a failure on one
   direction of the bi-directional LSP.  Node 4 will detect the failure
   and will send a ChannelStatus message to Node 3 indicating the
   failure (e.g., LOL) to the corresponding upstream node.  When Node 3
   receives the ChannelStatus message from Node 4, it returns a
   ChannelStatusAck message back to Node 4 and correlates the failure
   locally.  When Node 3 correlates the failure and verifies that the
   failure is clear, it has localized the failure to the data link
   between Node 3 and Node 4.  At that time, Node 3 should send a
   ChannelStatus message to Node 4 indicating that the failure has been
   localized.



   In the second example [see Fig. 2(b)], a single failure (e.g., fiber
   cut) affects both directions of the bi-directional LSP.  Node 2 (Node
   3) will detect the failure of the upstream (downstream) direction and
   send a ChannelStatus message to the upstream (in terms of data flow)
   node indicating the failure (e.g., LOL).  Simultaneously (ignoring
   propagation delays), Node 1 (Node 4) will detect the failure on the
   upstream (downstream) direction, and will send a ChannelStatus
   message to the corresponding upstream (in terms of data flow) node
   indicating the failure.  Node 2 and Node 3 will have localized the
   two directions of the failure.
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      Figure 2: Two types of data link failures are shown (indicated
      by ## in the figure):
      (A) a data link corresponding to the downstream direction of a
          bi‑directional LSP fails,
      (B) two data links corresponding to both directions of a bi‑
          directional LSP fail.  The control channel connecting two
          nodes is indicated with a "c".




6.4. Channel Activation Indication

   The ChannelStatus message may also be used to notify an LMP neighbor
   that the data link should be actively monitored.  This is called
   Channel Activation Indication.  This is particularly useful in
   networks with transparent nodes where the status of data links may
   need to be triggered using control channel messages.  For example, if
   a data link is pre-provisioned and the physical link fails after
   verification and before inserting user traffic, a mechanism is needed
   to indicate the data link should be active, otherwise the failure may
   not be detectable.



   The ChannelStatus message is used to indicate that a channel or group
   of channels are now active.  The ChannelStatusAck message MUST be
   transmitted upon receipt of a ChannelStatus message.  When a
   ChannelStatus message is received, the corresponding data link(s)
   MUST be put into the Active state.  If upon putting them into the
   Active state, a failure is detected, the ChannelStatus message SHOULD
   be transmitted as described in Section 6.2.




6.5. Channel Deactivation Indication

   The ChannelStatus message may also be used to notify an LMP neighbor
   that the data link no longer needs to be actively monitored.  This is
   the counterpart to the Channel Active Indication.



   When a ChannelStatus message is received with Channel Deactive
   Indication, the corresponding data link(s) MUST be taken out of the
   Active state.




7. Message_Id Usage

   The MESSAGE_ID and MESSAGE_ID_ACK objects are included in LMP
   messages to support reliable message delivery.  This section
   describes the usage of these objects.  The MESSAGE_ID and
   MESSAGE_ID_ACK objects contain a Message_Id field.



   Only one MESSAGE_ID/MESSAGE_ID_ACK object may be included in any LMP
   message.



   For control-channel-specific messages, the Message_Id field is within
   the scope of the CC_Id.  For TE link specific messages, the
   Message_Id field is within the scope of the LMP adjacency.



   The Message_Id field of the MESSAGE_ID object contains a generator-
   selected value.  This value MUST be monotonically increasing.  A
   value is considered to be previously used when it has been sent in an
   LMP message with the same CC_Id (for control channel specific
   messages) or LMP adjacency (for TE Link specific messages).  The
   Message_Id field of the MESSAGE_ID_ACK object contains the Message_Id
   field of the message being acknowledged.



   Unacknowledged messages sent with the MESSAGE_ID object SHOULD be
   retransmitted until the message is acknowledged or until a retry
   limit is reached (see also Section 10).



   Note that the 32-bit Message_Id value may wrap.  The following
   expression may be used to test if a newly received Message_Id value
   is less than a previously received value:



If ((int) old_id ‑ (int) new_id > 0) {
   New value is less than old value;
}



   Nodes processing incoming messages SHOULD check to see if a newly
   received message is out of order and can be ignored.  Out-of-order
   messages can be identified by examining the value in the Message_Id
   field.  If a message is determined to be out-of-order, that message
   should be silently dropped.



   If the message is a Config message, and the Message_Id value is less
   than the largest Message_Id value previously received from the sender
   for the CC_Id, then the message SHOULD be treated as being out-of-
   order.



   If the message is a LinkSummary message and the Message_Id value is
   less than the largest Message_Id value previously received from the
   sender for the TE Link, then the message SHOULD be treated as being
   out-of-order.



   If the message is a ChannelStatus message and the Message_Id value is
   less than the largest Message_Id value previously received from the
   sender for the specified TE link, then the receiver SHOULD check the
   Message_Id value previously received for the state of each data
   channel included in the ChannelStatus message.  If the Message_Id
   value is greater than the most recently received Message_Id value
   associated with at least one of the data channels included in the
   message, the message MUST NOT be treated as out of order; otherwise,
   the message SHOULD be treated as being out of order.  However, the
   state of any data channel MUST NOT be updated if the Message_Id value
   is less than the most recently received Message_Id value associated
   with the data channel.



   All other messages MUST NOT be treated as out-of-order.




8. Graceful Restart

   This section describes the mechanism to resynchronize the LMP state
   after a control plane restart.  A control plane restart may occur
   when bringing up the first control channel after a control
   communications failure.  A control communications failure may be the
   result of an LMP adjacency failure or a nodal failure wherein the LMP
   control state is lost, but the data plane is unaffected.  The latter
   is detected by setting the "LMP Restart" bit in the Common Header of
   the LMP messages.  When the control plane fails due to the loss of
   the control channel, the LMP link information should be retained.  It
   is possible that a node may be capable of retaining the LMP link
   information across a nodal failure.  However, in both cases the
   status of the data channels MUST be synchronized.



   It is assumed the Node_Id and Local Interface_Ids remain stable
   across a control plane restart.



   After the control plane of a node restarts, the control channel(s)
   must be re-established using the procedures of Section 3.1.  When
   re-establishing control channels, the Config message SHOULD be sent
   using the unicast IP source and destination addresses.



   If the control plane failure was the result of a nodal failure where
   the LMP control state is lost, then the "LMP Restart" flag MUST be
   set in LMP messages until a Hello message is received with the
   RcvSeqNum equal to the local TxSeqNum.  This indicates that the
   control channel is up and the LMP neighbor has detected the restart.



   The following assumes that the LMP component restart only occurred on
   one end of the TE Link.  If the LMP component restart occurred on
   both ends of the TE Link, the normal procedures for LinkSummary
   should be used, as described in Section 4.



   Once a control channel is up, the LMP neighbor MUST send a
   LinkSummary message for each TE Link across the adjacency.  All the
   objects of the LinkSummary message MUST have the N-bit set to 0,
   indicating that the parameters are non-negotiable.  This provides the
   local/remote Link_Id and Interface_Id mappings, the associated data
   link parameters, and indication of which data links are currently
   allocated to user traffic.  When a node receives the LinkSummary
   message, it checks its local configuration.  If the node is capable
   of retaining the LMP link information across a restart, it must
   process the LinkSummary message as described in Section 4 with the
   exception that the allocated/de-allocated flag of the DATA_LINK
   object received in the LinkSummary message MUST take precedence over
   any local value.  If, however, the node was not capable of retaining
   the LMP link information across a restart, the node MUST accept the
   data link parameters of the received LinkSummary message and respond
   with a LinkSummaryAck message.



   Upon completion of the LinkSummary exchange, the node that has
   restarted the control plane SHOULD send a ChannelStatusRequest
   message for that TE link.  The node SHOULD also verify the
   connectivity of all unallocated data channels.




9. Addressing

   All LMP messages are run over UDP with an LMP port number (except, in
   some cases, the Test messages, which may be limited by the transport
   mechanism for in-band messaging).  The destination address of the IP
   packet MAY be either the address learned in the Configuration
   procedure (i.e., the Source IP address found in the IP header of the
   received Config message), an IP address configured on the remote
   node, or the Node_Id.  The Config message is an exception as
   described below.



   The manner in which a Config message is addressed may depend on the
   signaling transport mechanism.  When the transport mechanism is a
   point-to-point link, Config messages SHOULD be sent to the Multicast
   address (224.0.0.1 or ff02::1).  Otherwise, Config messages MUST be
   sent to an IP address on the neighboring node.  This may be
   configured at both ends of the control channel or may be
   automatically discovered.




10. Exponential Back-off Procedures

   This section is based on [RFC2961] and provides exponential back-off
   procedures for message retransmission.  Implementations MUST use the
   described procedures or their equivalent.




10.1. Operation

   The following operation is one possible mechanism for exponential
   back-off retransmission of unacknowledged LMP messages.  The sending
   node retransmits the message until an acknowledgement message is
   received or until a retry limit is reached.  When the sending node
   receives the acknowledgement, retransmission of the message is
   stopped.  The interval between message retransmission is governed by
   a rapid retransmission timer.  The rapid retransmission timer starts
   at a small interval and increases exponentially until it reaches a
   threshold.



   The following time parameters are useful to characterize the
   procedures:



   Rapid retransmission interval Ri:



      Ri is the initial retransmission interval for unacknowledged
      messages.  After sending the message for the first time, the
      sending node will schedule a retransmission after Ri milliseconds.



   Rapid retry limit Rl:



      Rl is the maximum number of times a message will be transmitted
      without being acknowledged.



   Increment value Delta:



      Delta governs the speed with which the sender increases the
      retransmission interval.  The ratio of two successive
      retransmission intervals is (1 + Delta).



   Suggested default values for an initial retransmission interval (Ri)
   of 500 ms are a power of 2 exponential back-off (Delta = 1) and a
   retry limit of 3.




10.2. Retransmission Algorithm

   After a node transmits a message requiring acknowledgement, it should
   immediately schedule a retransmission after Ri seconds.  If a
   corresponding acknowledgement message is received before Ri seconds,
   then message retransmission SHOULD be canceled.  Otherwise, it will
   retransmit the message after (1+Delta)*Ri seconds.  The
   retransmission will continue until either an appropriate
   acknowledgement message is received or the rapid retry limit, Rl, has
   been reached.



   A sending node can use the following algorithm when transmitting a
   message that requires acknowledgement:



      Prior to initial transmission, initialize Rk = Ri and Rn = 0.



while (Rn++ < Rl) {
  transmit the message;
  wake up after Rk milliseconds;
  Rk = Rk * (1 + Delta);
}
/* acknowledged message or no reply from receiver and Rl
reached*/
do any needed clean up;
exit;



   Asynchronously, when a sending node receives a corresponding
   acknowledgment message, it will change the retry count, Rn, to Rl.



   Note that the transmitting node does not advertise or negotiate the
   use of the described exponential back-off procedures in the Config or
   LinkSummary messages.




11. LMP Finite State Machines


11.1. Control Channel FSM

   The control channel FSM defines the states and logics of operation of
   an LMP control channel.




11.1.1. Control Channel States

   A control channel can be in one of the states described below.  Every
   state corresponds to a certain condition of the control channel and
   is usually associated with a specific type of LMP message that is
   periodically transmitted to the far end.



Down:       This is the initial control channel state.  In this
            state, no attempt is being made to bring the control
            channel up and no LMP messages are sent.  The control
            channel parameters should be set to the initial values.

ConfSnd:    The control channel is in the parameter negotiation
            state.  In this state the node periodically sends a
            Config message, and is expecting the other side to reply
            with either a ConfigAck or ConfigNack message.  The FSM
            does not transition into the Active state until the
            remote side positively acknowledges the parameters.

ConfRcv:    The control channel is in the parameter negotiation
            state.  In this state, the node is waiting for acceptable
            configuration parameters from the remote side.  Once such
            parameters are received and acknowledged, the FSM can
            transition to the Active state.

Active:     In this state the node periodically sends a Hello message
            and is waiting to receive a valid Hello message.  Once a
            valid Hello message is received, it can transition to the
            up state.

Up:         The CC is in an operational state.  The node receives
            valid Hello messages and sends Hello messages.

GoingDown:  A CC may go into this state because of administrative
            action.  While a CC is in this state, the node sets the
            ControlChannelDown bit in all the messages it sends.




11.1.2. Control Channel Events

   Operation of the LMP control channel is described in terms of FSM
   states and events.  Control channel events are generated by the
   underlying protocols and software modules, as well as by the packet
   processing routines and FSMs of associated TE links.  Every event has
   its number and a symbolic name.  Description of possible control
   channel events is given below.



1 : evBringUp:    This is an externally triggered event indicating
                  that the control channel negotiation should begin.
                  This event, for example, may be triggered by an
                  operator command, by the successful completion of a
                  control channel bootstrap procedure, or by
                  configuration.  Depending on the configuration,
                  this will trigger either
                      1a)  the sending of a Config message,
                      1b)  a period of waiting to receive a Config
                           message from the remote node.

2 : evCCDn:       This event is generated when there is indication
                  that the control channel is no longer available.

3 : evConfDone:   This event indicates a ConfigAck message has been
                  received, acknowledging the Config parameters.

4 : evConfErr:    This event indicates a ConfigNack message has been
                  received, rejecting the Config parameters.

5 : evNewConfOK:  New Config message was received from neighbor and
                  positively acknowledged.



   6 : evNewConfErr: New Config message was received from neighbor and

                     rejected with a ConfigNack message.



7 : evContenWin:  New Config message was received from neighbor at
                  the same time a Config message was sent to the
                  neighbor.  The local node wins the contention.  As
                  a result, the received Config message is ignored.

8 : evContenLost: New Config message was received from neighbor at
                  the same time a Config message was sent to the
                  neighbor.  The local node loses the contention.
                      8a)  The Config message is positively
                           acknowledged.
                      8b)  The Config message is negatively
                           acknowledged.

9 : evAdminDown:  The administrator has requested that the control
                  channel is brought down administratively.

10: evNbrGoesDn:  A packet with ControlChannelDown flag is received
                  from the neighbor.

11: evHelloRcvd:  A Hello packet with expected SeqNum has been
                  received.

12: evHoldTimer:  The HelloDeadInterval timer has expired indicating
                  that no Hello packet has been received.  This moves
                  the control channel back into the Negotiation
                  state, and depending on the local configuration,
                  this will trigger either
                      12a) the sending of periodic Config messages,
                      12b) a period of waiting to receive Config
                           messages from the remote node.

13: evSeqNumErr:  A Hello with unexpected SeqNum received and
                  discarded.

14: evReconfig:   Control channel parameters have been reconfigured
                  and require renegotiation.

15: evConfRet:    A retransmission timer has expired and a Config
                  message is resent.

16: evHelloRet:   The HelloInterval timer has expired and a Hello
                  packet is sent.

17: evDownTimer:  A timer has expired and no messages have been
                  received with the ControlChannelDown flag set.




11.1.3. Control Channel FSM Description

   Figure 3 illustrates operation of the control channel FSM in a form
   of FSM state transition diagram.
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                       Figure 3: Control Channel FSM



   Event evCCDn always forces the FSM to the down state.  Events
   evHoldTimer and evReconfig always force the FSM to the Negotiation
   state (either ConfSnd or ConfRcv).




11.2. TE Link FSM

   The TE Link FSM defines the states and logics of operation of the LMP
   TE Link.




11.2.1. TE Link States

   An LMP TE link can be in one of the states described below.  Every
   state corresponds to a certain condition of the TE link and is
   usually associated with a specific type of LMP message that is
   periodically transmitted to the far end via the associated control
   channel or in-band via the data links.



Down:       There are no data links allocated to the TE link.

Init:       Data links have been allocated to the TE link, but the
            configuration has not yet been synchronized with the LMP
            neighbor.  The LinkSummary message is periodically
            transmitted to the LMP neighbor.

Up:         This is the normal operational state of the TE link.  At
            least one LMP control channel is required to be
            operational between the nodes sharing the TE link.  As
            part of normal operation, the LinkSummary message may be
            periodically transmitted to the LMP neighbor or generated
            by an external request.

Degraded:   In this state, all LMP control channels are down, but the
            TE link still includes some data links that are allocated
            to user traffic.




11.2.2. TE Link Events

   Operation of the LMP TE link is described in terms of FSM states and
   events.  TE Link events are generated by the packet processing
   routines and by the FSMs of the associated control channel(s) and the
   data links.  Every event has its number and a symbolic name.
   Descriptions of possible events are given below.



1 : evDCUp:       One or more data channels have been enabled and
                  assigned to the TE Link.

2 : evSumAck:     LinkSummary message received and positively
                  acknowledged.

3 : evSumNack:    LinkSummary message received and negatively
                  acknowledged.

4 : evRcvAck:     LinkSummaryAck message received acknowledging the
                  TE Link Configuration.

5 : evRcvNack:    LinkSummaryNack message received.

6 : evSumRet:     Retransmission timer has expired and LinkSummary
                  message is resent.

7 : evCCUp:       First active control channel goes up.

8 : evCCDown:     Last active control channel goes down.

9 : evDCDown:     Last data channel of TE Link has been removed.




11.2.3. TE Link FSM Description

   Figure 4 illustrates operation of the LMP TE Link FSM in a form of
   FSM state transition diagram.
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                       Figure 4: LMP TE Link FSM



   In the above FSM, the sub-states that may be implemented when the
   link verification procedure is used have been omitted.




11.3. Data Link FSM

   The data link FSM defines the states and logics of operation of a
   data link within an LMP TE link.  Operation of a data link is
   described in terms of FSM states and events.  Data links can either
   be in the active (transmitting) mode, where Test messages are
   transmitted from them, or the passive (receiving) mode, where Test
   messages are received through them.  For clarity, separate FSMs are
   defined for the active/passive data links; however, a single set of
   data link states and events are defined.




11.3.1. Data Link States

   Any data link can be in one of the states described below.  Every
   state corresponds to a certain condition of the data link.



Down:          The data link has not been put in the resource pool
               (i.e., the link is not 'in service')

Test:          The data link is being tested.  An LMP Test message is
               periodically sent through the link.

PasvTest:      The data link is being checked for incoming test
               messages.

Up/Free:       The link has been successfully tested and is now put
               in the pool of resources (in‑service).  The link has
               not yet been allocated to data traffic.

Up/Alloc:      The link is up and has been allocated for data
               traffic.




11.3.2. Data Link Events

   Data link events are generated by the packet processing routines and
   by the FSMs of the associated control channel and the TE link.



   Every event has its number and a symbolic name.  Description of
   possible data link events is given below:



1 :evCCUp:         First active control channel goes up.

2 :evCCDown:       LMP neighbor connectivity is lost.  This indicates
                   the last LMP control channel has failed between
                   neighboring nodes.

3 :evStartTst:     This is an external event that triggers the
                   sending of Test messages over the data link.

4 :evStartPsv:     This is an external event that triggers the
                   listening for Test messages over the data link.

5 :evTestOK:       Link verification was successful and the link can
                   be used for path establishment.
                      (a)  This event indicates the Link Verification
                           procedure (see Section 5) was successful
                           for this data link and a TestStatusSuccess
                           message was received over the control
                           channel.



                         (b)  This event indicates the link is ready for

                              path establishment, but the Link
                              Verification procedure was not used.  For
                              in-band signaling of the control channel,
                              the control channel establishment may be
                              sufficient to verify the link.



6 :evTestRcv:      Test message was received over the data port and a
                   TestStatusSuccess message is transmitted over the
                   control channel.

7 :evTestFail:     Link verification returned negative results.  This
                   could be because (a) a TestStatusFailure message
                   was received, or (b) the Verification procedure
                   has ended without receiving a TestStatusSuccess or
                   TestStatusFailure message for the data link.

8 :evPsvTestFail:  Link verification returned negative results.  This
                   indicates that a Test message was not detected and
                   either (a) the VerifyDeadInterval has expired or
                   (b) the Verification procedure has ended and the
                   VerifyDeadInterval has not yet expired.

9 :evLnkAlloc:     The data link has been allocated.

10:evLnkDealloc:   The data link has been de‑allocated.

11:evTestRet:      A retransmission timer has expired and the Test
                   message is resent.

12:evSummaryFail:  The LinkSummary did not match for this data port.



   13:evLocalizeFail: A Failure has been localized to this data link.



14:evdcDown:      The data channel is no longer available.




11.3.3. Active Data Link FSM Description

   Figure 5 illustrates operation of the LMP active data link FSM in a
   form of FSM state transition diagram.
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                    Figure 5: Active LMP Data Link FSM




11.3.4. Passive Data Link FSM Description

   Figure 6 illustrates operation of the LMP passive data link FSM in a
   form of FSM state transition diagram.
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                    Figure 6: Passive LMP Data Link FSM




12. LMP Message Formats

   All LMP messages (except, in some cases, the Test messages, which are
   limited by the transport mechanism for in-band messaging) are run
   over UDP with an LMP port number (701).




12.1. Common Header

   In addition to the UDP header and standard IP header, all LMP
   messages (except, in some cases, the Test messages which may be
   limited by the transport mechanism for in-band messaging) have the
   following common header:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| Vers  |      (Reserved)       |    Flags      |    Msg Type   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|          LMP Length           |          (Reserved)           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   All values are defined in network byte order (i.e., big-endian byte
   order).



   Vers: 4 bits



      Protocol version number.  This is version 1.



   Flags: 8 bits



      The following bit-values are defined.  All other bits are reserved
      and should be sent as zero and ignored on receipt.



      0x01: ControlChannelDown



      0x02: LMP Restart



         This bit is set to indicate that a nodal failure has occurred
         and the LMP control state has been lost.  This flag may be
         reset to 0 when a Hello message is received with RcvSeqNum
         equal to the local TxSeqNum.



   Msg Type: 8 bits



      The following values are defined.  All other values are reserved



1  = Config

2  = ConfigAck

3  = ConfigNack

4  = Hello

5  = BeginVerify

6  = BeginVerifyAck

7  = BeginVerifyNack

8  = EndVerify

9  = EndVerifyAck



      10 = Test



      11 = TestStatusSuccess



      12 = TestStatusFailure



      13 = TestStatusAck



      14 = LinkSummary



      15 = LinkSummaryAck



      16 = LinkSummaryNack



      17 = ChannelStatus



      18 = ChannelStatusAck



      19 = ChannelStatusRequest



      20 = ChannelStatusResponse



      All of the messages are sent over the control channel EXCEPT the
      Test message, which is sent over the data link that is being
      tested.



   LMP Length: 16 bits



      The total length of this LMP message in bytes, including the
      common header and any variable-length objects that follow.




12.2. LMP Object Format

   LMP messages are built using objects.  Each object is identified by
   its Object Class and Class-type.  Each object has a name, which is
   always capitalized in this document.  LMP objects can be either
   negotiable or non-negotiable (identified by the N bit in the object
   header).  Negotiable objects can be used to let the devices agree on
   certain values.  Non-negotiable objects are used for announcement of
   specific values that do not need or do not allow negotiation.



   All values are defined in network byte order (i.e., big-endian byte
   order).



   The format of the LMP object is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|N|   C‑Type    |     Class     |            Length             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//                       (object contents)                     //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   N: 1 bit



      The N flag indicates if the object is negotiable (N=1) or non-
      negotiable (N=0).



   C-Type: 7 bits



      Class-type, unique within an Object Class.  Values are defined in
      Section 13.



   Class: 8 bits



      The Class indicates the object type.  Each object has a name,
      which is always capitalized in this document.



   Length: 16 bits



      The Length field indicates the length of the object in bytes,
      including the N, C-Type, Class, and Length fields.




12.3. Parameter Negotiation Messages


12.3.1. Config Message (Msg Type = 1)

   The Config message is used in the control channel negotiation phase
   of LMP.  The contents of the Config message are built using LMP
   objects.  The format of the Config message is as follows:



   <Config Message> ::= <Common Header> <LOCAL_CCID> <MESSAGE_ID>

                        <LOCAL_NODE_ID> <CONFIG>



   The above transmission order SHOULD be followed.



   The MESSAGE_ID object is within the scope of the LOCAL_CCID object.



   The Config message MUST be periodically transmitted until (1) it
   receives a ConfigAck or ConfigNack message, (2) a retry limit has
   been reached and no ConfigAck or ConfigNack message has been
   received, or (3) it receives a Config message from the remote node
   and has lost the contention (e.g., the Node_Id of the remote node is
   higher than the Node_Id of the local node).  Both the retransmission
   interval and the retry limit are local configuration parameters.




12.3.2. ConfigAck Message (Msg Type = 2)

   The ConfigAck message is used to acknowledge receipt of the Config
   message and indicate agreement on all parameters.



   <ConfigAck Message> ::= <Common Header> <LOCAL_CCID> <LOCAL_NODE_ID>

                           <REMOTE_CCID> <MESSAGE_ID_ACK>
                           <REMOTE_NODE_ID>



   The above transmission order SHOULD be followed.



   The contents of the REMOTE_CCID, MESSAGE_ID_ACK, and REMOTE_NODE_ID
   objects MUST be obtained from the Config message being acknowledged.




12.3.3. ConfigNack Message (Msg Type = 3)

   The ConfigNack message is used to acknowledge receipt of the Config
   message and indicate disagreement on non-negotiable parameters or
   propose other values for negotiable parameters.  Parameters where
   agreement was reached MUST NOT be included in the ConfigNack Message.
   The format of the ConfigNack message is as follows:



<ConfigNack Message> ::= <Common Header> <LOCAL_CCID>
                         <LOCAL_NODE_ID>  <REMOTE_CCID>
                         <MESSAGE_ID_ACK> <REMOTE_NODE_ID> <CONFIG>



   The above transmission order SHOULD be followed.



   The contents of the REMOTE_CCID, MESSAGE_ID_ACK, and REMOTE_NODE_ID
   objects MUST be obtained from the Config message being negatively
   acknowledged.



   It is possible that multiple parameters may be invalid in the Config
   message.



   If a negotiable CONFIG object is included in the ConfigNack message,
   it MUST include acceptable values for the parameters.



   If the ConfigNack message includes CONFIG objects for non-negotiable
   parameters, they MUST be copied from the CONFIG objects received in
   the Config message.



   If the ConfigNack message is received and only includes CONFIG
   objects that are negotiable, then a new Config message SHOULD be
   sent.  The values in the CONFIG object of the new Config message
   SHOULD take into account the acceptable values included in the
   ConfigNack message.



   If a node receives a Config message and recognizes the CONFIG object,
   but does not recognize the C-Type, a ConfigNack message including the
   unknown CONFIG object MUST be sent.




12.4. Hello Message (Msg Type = 4)

   The format of the Hello message is as follows:



   <Hello Message> ::= <Common Header> <LOCAL_CCID> <HELLO>



   The above transmission order SHOULD be followed.



   The Hello message MUST be periodically transmitted at least once
   every HelloInterval msec.  If no Hello message is received within the
   HelloDeadInterval, the control channel is assumed to have failed.




12.5. Link Verification Messages


12.5.1. BeginVerify Message (Msg Type = 5)

   The BeginVerify message is sent over the control channel and is used
   to initiate the link verification process.  The format is as follows:



   <BeginVerify Message> ::= <Common Header> <LOCAL_LINK_ID>

                             <MESSAGE_ID> [<REMOTE_LINK_ID>]
                             <BEGIN_VERIFY>



   The above transmission order SHOULD be followed.



   To limit the scope of Link Verification to a particular TE Link, the
   Link_Id field of the LOCAL_LINK_ID object MUST be non-zero.  If this
   field is zero, the data links can span multiple TE links and/or they
   may comprise a TE link that is yet to be configured.  In the special
   case where the local Link_Id field is zero, the "Verify all Links"
   flag of the BEGIN_VERIFY object is used to distinguish between data
   links that span multiple TE links and those that have not yet been
   assigned to a TE link (see Section 5).



   The REMOTE_LINK_ID object may be included if the local/remote Link_Id
   mapping is known.



   The Link_Id field of the REMOTE_LINK_ID object MUST be non-zero if
   included.



   The BeginVerify message MUST be periodically transmitted until (1)
   the node receives either a BeginVerifyAck or BeginVerifyNack message
   to accept or reject the verify process or (2) a retry limit has been
   reached and no BeginVerifyAck or BeginVerifyNack message has been
   received.  Both the retransmission interval and the retry limit are
   local configuration parameters.




12.5.2. BeginVerifyAck Message (Msg Type = 6)

   When a BeginVerify message is received and Test messages are ready to
   be processed, a BeginVerifyAck message MUST be transmitted.



   <BeginVerifyAck Message> ::= <Common Header> [<LOCAL_LINK_ID>]

                                <MESSAGE_ID_ACK> <BEGIN_VERIFY_ACK>
                                <VERIFY_ID>



   The above transmission order SHOULD be followed.



   The LOCAL_LINK_ID object may be included if the local/remote Link_Id
   mapping is known or learned through the BeginVerify message.



   The Link_Id field of the LOCAL_LINK_ID MUST be non-zero if included.



   The contents of the MESSAGE_ID_ACK object MUST be obtained from the
   BeginVerify message being acknowledged.



   The VERIFY_ID object contains a node-unique value that is assigned by
   the generator of the BeginVerifyAck message.  This value is used to
   uniquely identify the Verification process from multiple LMP
   neighbors and/or parallel Test procedures between the same LMP
   neighbors.




12.5.3. BeginVerifyNack Message (Msg Type = 7)

   If a BeginVerify message is received and a node is unwilling or
   unable to begin the Verification procedure, a BeginVerifyNack message
   MUST be transmitted.



   <BeginVerifyNack Message> ::= <Common Header> [<LOCAL_LINK_ID>]

                                 <MESSAGE_ID_ACK> <ERROR_CODE>



   The above transmission order SHOULD be followed.



   The contents of the MESSAGE_ID_ACK object MUST be obtained from the
   BeginVerify message being negatively acknowledged.



   If the Verification process is not supported, the ERROR_CODE MUST
   indicate "Link Verification Procedure not supported".



   If Verification is supported, but the node is unable to begin the
   procedure, the ERROR_CODE MUST indicate "Unwilling to verify".  If a
   BeginVerifyNack message is received with such an ERROR_CODE, the node
   that originated the BeginVerify SHOULD schedule a BeginVerify
   retransmission after Rf seconds, where Rf is a locally defined
   parameter.



   If the Verification Transport mechanism is not supported, the
   ERROR_CODE MUST indicate "Unsupported verification transport
   mechanism".



   If remote configuration of the Link_Id is not supported and the
   content of the REMOTE_LINK_ID object (included in the BeginVerify
   message) does not match any configured values, the ERROR_CODE MUST
   indicate "Link_Id configuration error".



   If a node receives a BeginVerify message and recognizes the
   BEGIN_VERIFY object but does not recognize the C-Type, the ERROR_CODE
   MUST indicate "Unknown object C-Type".




12.5.4. EndVerify Message (Msg Type = 8)

   The EndVerify message is sent over the control channel and is used to
   terminate the link verification process.  The EndVerify message may
   be sent any time the initiating node desires to end the Verify
   procedure.  The format is as follows:



   <EndVerify Message> ::=<Common Header> <MESSAGE_ID> <VERIFY_ID>



   The above transmission order SHOULD be followed.



   The EndVerify message will be periodically transmitted until (1) an
   EndVerifyAck message has been received or (2) a retry limit has been
   reached and no EndVerifyAck message has been received.  Both the
   retransmission interval and the retry limit are local configuration
   parameters.




12.5.5. EndVerifyAck Message (Msg Type =9)

   The EndVerifyAck message is sent over the control channel and is used
   to acknowledge the termination of the link verification process.  The
   format is as follows:



   <EndVerifyAck Message> ::= <Common Header> <MESSAGE_ID_ACK>

                              <VERIFY_ID>



   The above transmission order SHOULD be followed.



   The contents of the MESSAGE_ID_ACK object MUST be obtained from the
   EndVerify message being acknowledged.




12.5.6. Test Message (Msg Type = 10)

   The Test message is transmitted over the data link and is used to
   verify its physical connectivity.  Unless explicitly stated, these
   messages MUST be transmitted over UDP like all other LMP messages.
   The format of the Test messages is as follows:



   <Test Message> ::= <Common Header> <LOCAL_INTERFACE_ID> <VERIFY_ID>



   The above transmission order SHOULD be followed.



   Note that this message is sent over a data link and NOT over the
   control channel.  The transport mechanism for the Test message is
   negotiated using the Verify Transport Mechanism field of the
   BEGIN_VERIFY object and the Verify Transport Response field of the
   BEGIN_VERIFY_ACK object (see Sections 13.8 and 13.9).



   The local (transmitting) node sends a given Test message periodically
   (at least once every VerifyInterval ms) on the corresponding data
   link until (1) it receives a correlating TestStatusSuccess or
   TestStatusFailure message on the control channel from the remote
   (receiving) node or (2) all active control channels between the two
   nodes have failed.  The remote node will send a given TestStatus
   message periodically over the control channel until it receives
   either a correlating TestStatusAck message or an EndVerify message.




12.5.7. TestStatusSuccess Message (Msg Type = 11)

   The TestStatusSuccess message is transmitted over the control channel
   and is used to transmit the mapping between the local Interface_Id
   and the Interface_Id that was received in the Test message.



   <TestStatusSuccess Message> ::= <Common Header> <LOCAL_LINK_ID>

                                   <MESSAGE_ID> <LOCAL_INTERFACE_ID>
                                   <REMOTE_INTERFACE_ID> <VERIFY_ID>



   The above transmission order SHOULD be followed.



   The contents of the REMOTE_INTERFACE_ID object MUST be obtained from
   the corresponding Test message being positively acknowledged.




12.5.8. TestStatusFailure Message (Msg Type = 12)

   The TestStatusFailure message is transmitted over the control channel
   and is used to indicate that the Test message was not received.



   <TestStatusFailure Message> ::= <Common Header> <MESSAGE_ID>

                                   <VERIFY_ID>



   The above transmission order SHOULD be followed.




12.5.9. TestStatusAck Message (Msg Type = 13)

   The TestStatusAck message is used to acknowledge receipt of the
   TestStatusSuccess or TestStatusFailure messages.



   <TestStatusAck Message> ::= <Common Header> <MESSAGE_ID_ACK>

                               <VERIFY_ID>



   The above transmission order SHOULD be followed.



   The contents of the MESSAGE_ID_ACK object MUST be obtained from the
   TestStatusSuccess or TestStatusFailure message being acknowledged.




12.6. Link Summary Messages


12.6.1. LinkSummary Message (Msg Type = 14)

   The LinkSummary message is used to synchronize the Interface_Ids and
   correlate the properties of the TE link.  The format of the
   LinkSummary message is as follows:



   <LinkSummary Message> ::= <Common Header> <MESSAGE_ID> <TE_LINK>

                             <DATA_LINK> [<DATA_LINK>...]



   The above transmission order SHOULD be followed.



   The LinkSummary message can be exchanged any time a link is not in
   the Verification process.  The LinkSummary message MUST be
   periodically transmitted until (1) the node receives a LinkSummaryAck
   or LinkSummaryNack message or (2) a retry limit has been reached and
   no LinkSummaryAck or LinkSummaryNack message has been received.  Both
   the retransmission interval and the retry limit are local
   configuration parameters.




12.6.2. LinkSummaryAck Message (Msg Type = 15)

   The LinkSummaryAck message is used to indicate agreement on the
   Interface_Id synchronization and acceptance/agreement on all the link
   parameters.  It is on the reception of this message that the local
   node makes the Link_Id associations.



<LinkSummaryAck Message> ::=  <Common Header> <MESSAGE_ID_ACK>



   The above transmission order SHOULD be followed.




12.6.3. LinkSummaryNack Message (Msg Type = 16)

   The LinkSummaryNack message is used to indicate disagreement on non-
   negotiated parameters or propose other values for negotiable
   parameters.  Parameters on which agreement was reached MUST NOT be
   included in the LinkSummaryNack message.



   <LinkSummaryNack Message> ::= <Common Header> <MESSAGE_ID_ACK>

                                 <ERROR_CODE> [<DATA_LINK>...]



   The above transmission order SHOULD be followed.



   The DATA_LINK objects MUST include acceptable values for all
   negotiable parameters.  If the LinkSummaryNack includes DATA_LINK
   objects for non-negotiable parameters, they MUST be copied from the
   DATA_LINK objects received in the LinkSummary message.



   If the LinkSummaryNack message is received and only includes
   negotiable parameters, then a new LinkSummary message SHOULD be sent.
   The values received in the new LinkSummary message SHOULD take into
   account the acceptable parameters included in the LinkSummaryNack
   message.



   If the LinkSummary message is received with unacceptable, non-
   negotiable parameters, the ERROR_CODE MUST indicate "Unacceptable
   non-negotiable LINK_SUMMARY parameters."



   If the LinkSummary message is received with unacceptable negotiable
   parameters, the ERROR_CODE MUST indicate "Renegotiate LINK_SUMMARY
   parameters."



   If the LinkSummary message is received with an invalid TE_LINK
   object, the ERROR_CODE MUST indicate "Invalid TE_LINK object."



   If the LinkSummary message is received with an invalid DATA_LINK
   object, the ERROR_CODE MUST indicate "Invalid DATA_LINK object."



   If the LinkSummary message is received with a TE_LINK object but the
   C-Type is unknown, the ERROR_CODE MUST indicate, "Unknown TE_LINK
   object C-Type."



   If the LinkSummary message is received with a DATA_LINK object but
   the C-Type is unknown, the ERROR_CODE MUST indicate, "Unknown
   DATA_LINK object C-Type."




12.7. Fault Management Messages


12.7.1. ChannelStatus Message (Msg Type = 17)

   The ChannelStatus message is sent over the control channel and is
   used to notify an LMP neighbor of the status of a data link.  A node
   that receives a ChannelStatus message MUST respond with a
   ChannelStatusAck message.  The format is as follows:



   <ChannelStatus Message> ::= <Common Header> <LOCAL_LINK_ID>

                               <MESSAGE_ID> <CHANNEL_STATUS>



   The above transmission order SHOULD be followed.



   If the CHANNEL_STATUS object does not include any Interface_Ids, then
   this indicates the entire TE Link has failed.




12.7.2. ChannelStatusAck Message (Msg Type = 18)

   The ChannelStatusAck message is used to acknowledge receipt of the
   ChannelStatus Message.  The format is as follows:



   <ChannelStatusAck Message> ::= <Common Header> <MESSAGE_ID_ACK>



   The above transmission order SHOULD be followed.



   The contents of the MESSAGE_ID_ACK object MUST be obtained from the
   ChannelStatus message being acknowledged.




12.7.3. ChannelStatusRequest Message (Msg Type = 19)

   The ChannelStatusRequest message is sent over the control channel and
   is used to request the status of one or more data link(s).  A node
   that receives a ChannelStatusRequest message MUST respond with a
   ChannelStatusResponse message.  The format is as follows:



   <ChannelStatusRequest Message> ::= <Common Header> <LOCAL_LINK_ID>

                                      <MESSAGE_ID>
                                      [<CHANNEL_STATUS_REQUEST>]



   The above transmission order SHOULD be followed.



   If the CHANNEL_STATUS_REQUEST object is not included, then the
   ChannelStatusRequest is being used to request the status of ALL of
   the data link(s) of the TE Link.




12.7.4. ChannelStatusResponse Message (Msg Type = 20)

   The ChannelStatusResponse message is used to acknowledge receipt of
   the ChannelStatusRequest Message and notify the LMP neighbor of the
   status of the data channel(s).  The format is as follows:



   <ChannelStatusResponse Message> ::= <Common Header> <MESSAGE_ID_ACK>

                                       <CHANNEL_STATUS>



   The above transmission order SHOULD be followed.



   The contents of the MESSAGE_ID_ACK objects MUST be obtained from the
   ChannelStatusRequest message being acknowledged.




13. LMP Object Definitions


13.1. CCID (Control Channel ID) Class

   Class = 1



   o    C-Type = 1, LOCAL_CCID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                            CC_Id                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

CC_Id:  32 bits



      This MUST be node-wide unique and non-zero.  The CC_Id identifies
      the control channel of the sender associated with the message.



   This object is non-negotiable.



   o    C-Type = 2, REMOTE_CCID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                             CC_Id                             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

CC_Id:  32 bits



      This identifies the remote node's CC_Id and MUST be non-zero.



   This object is non-negotiable.




13.2. NODE_ID Class

   Class = 2



   o    C-Type = 1, LOCAL_NODE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Node_Id (4 bytes)                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Node_Id:



      This identities the node that originated the LMP packet.



   This object is non-negotiable.



   o    C-Type = 2, REMOTE_NODE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Node_Id (4 bytes)                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Node_Id:



      This identities the remote node.



   This object is non-negotiable.




13.3. LINK_ID Class

   Class = 3



   o    C-Type = 1, IPv4 LOCAL_LINK_ID



   o    C-Type = 2, IPv4 REMOTE_LINK_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Link_Id (4 bytes)                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 3, IPv6 LOCAL_LINK_ID



   o    C-Type = 4, IPv6 REMOTE_LINK_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                        Link_Id (16 bytes)                     +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 5, Unnumbered LOCAL_LINK_ID



   o    C-Type = 6, Unnumbered REMOTE_LINK_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Link_Id (4 bytes)                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Link_Id:



      For LOCAL_LINK_ID, this identifies the sender's Link associated
      with the message.  This value MUST be non-zero.



      For REMOTE_LINK_ID, this identifies the remote node's Link_Id and
      MUST be non-zero.



   This object is non-negotiable.




13.4. INTERFACE_ID Class

   Class = 4



   o    C-Type = 1, IPv4 LOCAL_INTERFACE_ID



   o    C-Type = 2, IPv4 REMOTE_INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Interface_Id (4 bytes)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 3, IPv6 LOCAL_INTERFACE_ID



   o    C-Type = 4, IPv6 REMOTE_INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                       Interface_Id (16 bytes)                 +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 5, Unnumbered LOCAL_INTERFACE_ID



   o    C-Type = 6, Unnumbered REMOTE_INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Interface_Id (4 bytes)                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Interface_Id:



      For the LOCAL_INTERFACE_ID, this identifies the data link.  This
      value MUST be node-wide unique and non-zero.



      For the REMOTE_INTERFACE_ID, this identifies the remote node's
      data link.  The Interface_Id MUST be non-zero.



   This object is non-negotiable.




13.5. MESSAGE_ID Class

   Class = 5



   o    C-Type=1, MessageId



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Message_Id                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Message_Id:



      The Message_Id field is used to identify a message.  This value is
      incremented and only decreases when the value wraps.  This is used
      for message acknowledgment.



   This object is non-negotiable.



   o    C-Type = 2, MessageIdAck



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Message_Id                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Message_Id:



      The Message_Id field is used to identify the message being
      acknowledged.  This value is copied from the MESSAGE_ID object of
      the message being acknowledged.



   This object is non-negotiable.




13.6. CONFIG Class

   Class = 6.



   o    C-Type = 1, HelloConfig



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|         HelloInterval         |      HelloDeadInterval        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

HelloInterval:  16 bits.



      Indicates how frequently the Hello packets will be sent and is
      measured in milliseconds (ms).



HelloDeadInterval:  16 bits.



      If no Hello packets are received within the HelloDeadInterval, the
      control channel is assumed to have failed.  The HelloDeadInterval
      is measured in milliseconds (ms).  The HelloDeadInterval MUST be
      greater than the HelloInterval, and SHOULD be at least 3 times the
      value of HelloInterval.



   If the fast keep-alive mechanism of LMP is not used, the
   HelloInterval and HelloDeadInterval MUST be set to zero.




13.7. HELLO Class

   Class = 7



   o    C-Type = 1, Hello



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           TxSeqNum                            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           RcvSeqNum                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

TxSeqNum:  32 bits



      This is the current sequence number for this Hello message.  This
      sequence number will be incremented when the sequence number is
      reflected in the RcvSeqNum of a Hello packet that is received over
      the control channel.



      TxSeqNum=0 is not allowed.  TxSeqNum=1 is used to indicate that
      this is the first Hello message sent over the control channel.



RcvSeqNum:  32 bits



      This is the sequence number of the last Hello message received
      over the control channel.  RcvSeqNum=0 is used to indicate that a
      Hello message has not yet been received.



   This object is non-negotiable.




13.8. BEGIN_VERIFY Class

   Class = 8



   o    C-Type = 1



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Flags                      |         VerifyInterval        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Number of Data Links                    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    EncType    |  (Reserved)   |  Verify Transport Mechanism   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       TransmissionRate                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Wavelength                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



Flags:  16 bits



      The following flags are defined:



      0x0001 Verify all Links



            If this bit is set, the verification process checks all
            unallocated links; else it only verifies new ports or
            component links that are to be added to this TE link.



         0x0002 Data Link Type



            If set, the data links to be verified are ports, otherwise
            they are component links



VerifyInterval:  16 bits



      This is the interval between successive Test messages and is
      measured in milliseconds (ms).



Number of Data Links:  32 bits



      This is the number of data links that will be verified.



EncType:  8 bits



      This is the encoding type of the data link.  The defined EncType
      values are consistent with the LSP Encoding Type values of
      [RFC3471].



Verify Transport Mechanism:  16 bits



      This defines the transport mechanism for the Test Messages.  The
      scope of this bit mask is restricted to each encoding type.  The
      local node will set the bits corresponding to the various
      mechanisms it can support for transmitting LMP test messages.  The
      receiver chooses the appropriate mechanism in the BeginVerifyAck
      message.



      The following flag is defined across all Encoding Types.  All
      other flags are dependent on the Encoding Type.



      0x8000 Payload:Test Message transmitted in the payload



               Capable of transmitting Test messages in the payload.
               The Test message is sent as an IP packet as defined
               above.



TransmissionRate:  32 bits



      This is the transmission rate of the data link over which the Test
      messages will be transmitted.  This is expressed in bytes per
      second and represented in IEEE floating-point format.



Wavelength:  32 bits



      When a data link is assigned to a port or component link that is
      capable of transmitting multiple wavelengths (e.g., a fiber or
      waveband-capable port), it is essential to know which wavelength
      the test messages will be transmitted over.  This value
      corresponds to the wavelength at which the Test messages will be
      transmitted over and has local significance.  If there is no
      ambiguity as to the wavelength over which the message will be
      sent, then this value SHOULD be set to 0.




13.9. BEGIN_VERIFY_ACK Class

   Class = 9



   o    C-Type = 1



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|      VerifyDeadInterval       |   Verify_Transport_Response   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

VerifyDeadInterval:  16 bits

   If a Test message is not detected within the
   VerifyDeadInterval, then a node will send the TestStatusFailure
   message for that data link.

Verify_Transport_Response:  16 bits

   The recipient of the BeginVerify message (and the future
   recipient of the TEST messages) chooses the transport mechanism
   from the various types that are offered by the transmitter of
   the Test messages.  One and only one bit MUST be set in the
   verification transport response.



   This object is non-negotiable.




13.10. VERIFY_ID Class

   Class = 10



   o    C-Type = 1



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Verify_Id                            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

Verify_Id:  32 bits



      This is used to differentiate Test messages from different TE
      links and/or LMP peers.  This is a node-unique value that is
      assigned by the recipient of the BeginVerify message.



   This object is non-negotiable.




13.11. TE_LINK Class

   Class = 11



   o    C-Type = 1, IPv4 TE_LINK



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|     Flags     |                   (Reserved)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Local_Link_Id (4 bytes)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Remote_Link_Id (4 bytes)                 |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 2, IPv6 TE_LINK



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|     Flags     |                   (Reserved)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                      Local_Link_Id (16 bytes)                 +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                      Remote_Link_Id (16 bytes)                +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 3, Unnumbered TE_LINK



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|     Flags     |                   (Reserved)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Local_Link_Id (4 bytes)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Remote_Link_Id (4 bytes)                 |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   Flags: 8 bits



      The following flags are defined.  All other bit-values are
      reserved and should be sent as zero and ignored on receipt.



      0x01 Fault Management Supported.



      0x02 Link Verification Supported.



   Local_Link_Id:



      This identifies the node's local Link_Id and MUST be non-zero.



   Remote_Link_Id:



      This identifies the remote node's Link_Id and MUST be non-zero.




13.12. DATA_LINK Class

   Class = 12



   o    C-Type = 1, IPv4 DATA_LINK



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|     Flags     |                   (Reserved)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                   Local_Interface_Id (4 bytes)                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                   Remote_Interface_Id (4 bytes)               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//                        (Subobjects)                         //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 2, IPv6 DATA_LINK



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|     Flags     |                   (Reserved)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                   Local_Interface_Id (16 bytes)               +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                   Remote_Interface_Id (16 bytes)              +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//                        (Subobjects)                         //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 3, Unnumbered DATA_LINK



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|     Flags     |                   (Reserved)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                   Local_Interface_Id (4 bytes)                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                   Remote_Interface_Id (4 bytes)               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//                        (Subobjects)                         //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   Flags: 8 bits



      The following flags are defined.  All other bit-values are
      reserved and should be sent as zero and ignored on receipt.



      0x01 Interface Type: If set, the data link is a port, otherwise it

                           is a component link.



      0x02 Allocated Link: If set, the data link is currently allocated

                           for user traffic.  If a single Interface_Id
                           is used for both the transmit and receive
                           data links, then this bit only applies to the
                           transmit interface.



0x04 Failed Link:    If set, the data link is failed and not
                     suitable for user traffic.



   Local_Interface_Id:



      This is the local identifier of the data link.  This MUST be
      node-wide unique and non-zero.



   Remote_Interface_Id:



      This is the remote identifier of the data link.  This MUST be
      non-zero.



   Subobjects



      The contents of the DATA_LINK object consist of a series of
      variable-length data items called subobjects.  The subobjects are
      defined in Section 13.12.1 below.



   A DATA_LINK object may contain more than one subobject.  More than
   one subobject of the same Type may appear if multiple capabilities
   are supported over the data link.




13.12.1. Data Link Subobjects

   The contents of the DATA_LINK object include a series of variable-
   length data items called subobjects.  Each subobject has the form:



 0                   1
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑//‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|    Type       |    Length     |      (Subobject contents)     |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑//‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



   Type: 8 bits



      The Type indicates the type of contents of the subobject.
      Currently defined values are:



      Type = 1, Interface Switching Type



      Type = 2, Wavelength



   Length: 8 bits



      The Length contains the total length of the subobject in bytes,
      including the Type and Length fields.  The Length MUST be at
      least 4, and MUST be a multiple of 4.




13.12.1.1. Subobject Type 1: Interface Switching Type

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     | Switching Type|   EncType     |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Minimum Reservable Bandwidth                 |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Maximum Reservable Bandwidth                 |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Switching Type: 8 bits



      This is used to identify the local Interface Switching Type of the
      TE link as defined in [RFC3471].



   EncType: 8 bits



      This is the encoding type of the data link.  The defined EncType
      values are consistent with the LSP Encoding Type values of
      [RFC3471].



   Minimum Reservable Bandwidth: 32 bits



      This is measured in bytes per second and represented in IEEE
      floating point format.



   Maximum Reservable Bandwidth: 32 bits



      This is measured in bytes per second and represented in IEEE
      floating point format.



   If the interface only supports a fixed rate, the minimum and maximum
   bandwidth fields are set to the same value.




13.12.1.2. Subobject Type 2: Wavelength

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |         (Reserved)            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         Wavelength                            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   Wavelength: 32 bits



      This value indicates the wavelength carried over the port.  Values
      used in this field only have significance between two neighbors.




13.13. CHANNEL_STATUS Class

   Class = 13



   o    C-Type = 1, IPv4 INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Interface_Id (4 bytes)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|A|D|                     Channel Status                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                              :                                |
//                             :                               //
|                              :                                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Interface_Id (4 bytes)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|A|D|                     Channel Status                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 2, IPv6 INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                       Interface_Id (16 bytes)                 +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|A|D|                     Channel Status                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                              :                                |
//                             :                               //
|                              :                                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                       Interface_Id (16 bytes)                 +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|A|D|                     Channel Status                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   o    C-Type = 3, Unnumbered INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Interface_Id (4 bytes)                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|A|D|                     Channel Status                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                              :                                |
//                             :                               //
|                              :                                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Interface_Id (4 bytes)                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|A|D|                     Channel_Status                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Active bit: 1 bit



      This indicates that the Channel is allocated to user traffic and
      the data link should be actively monitored.



   Direction bit: 1 bit



      This indicates the direction (transmit/receive) of the data
      channel referred to in the CHANNEL_STATUS object.  If set, this
      indicates the data channel is in the transmit direction.



   Channel_Status: 30 bits



      This indicates the status condition of a data channel.  The
      following values are defined.  All other values are reserved.



1   Signal Okay (OK):    Channel is operational
2   Signal Degrade (SD): A soft failure caused by a BER exceeding
                         a preselected threshold.  The specific
                         BER used to define the threshold is
                         configured.
3   Signal Fail (SF):    A hard signal failure including (but not
                         limited to) loss of signal (LOS), loss of
                         frame (LOF), or Line AIS.



   This object contains one or more Interface_Ids followed by a
   Channel_Status field.



   To indicate the status of the entire TE Link, there MUST be only one
   Interface_Id, and it MUST be zero.



   This object is non-negotiable.




13.14. CHANNEL_STATUS_REQUEST Class

   Class = 14



   o    C-Type = 1, IPv4 INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Interface_Id (4 bytes)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                              :                                |
//                             :                               //
|                              :                                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Interface_Id (4 bytes)                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   This object contains one or more Interface_Ids.



   The Length of this object is 4 + 4N in bytes, where N is the number
   of Interface_Ids.



   o    C-Type = 2, IPv6 INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                       Interface_Id (16 bytes)                 +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                              :                                |
//                             :                               //
|                              :                                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
+                                                               +
|                                                               |
+                       Interface_Id (16 bytes)                 +
|                                                               |
+                                                               +
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   This object contains one or more Interface_Ids.



   The Length of this object is 4 + 16N in bytes, where N is the number
   of Interface_Ids.



   o    C-Type = 3, Unnumbered INTERFACE_ID



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Interface_Id (4 bytes)                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                              :                                |
//                             :                               //
|                              :                                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Interface_Id (4 bytes)                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   This object contains one or more Interface_Ids.



   The Length of this object is 4 + 4N in bytes, where N is the number
   of Interface_Ids.



   This object is non-negotiable.




13.15. ERROR_CODE Class

   Class = 20



   o    C-Type = 1, BEGIN_VERIFY_ERROR



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          ERROR CODE                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      The following bit-values are defined in network byte order (i.e.,
      big-endian byte order):



0x01 = Link Verification Procedure not supported.
0x02 = Unwilling to verify.
0x04 = Unsupported verification transport mechanism.
0x08 = Link_Id configuration error.
0x10 = Unknown object C‑Type.



      All other bit-values are reserved and should be sent as zero and
      ignored on receipt.



      Multiple bits may be set to indicate multiple errors.



      This object is non-negotiable.



   If a BeginVerifyNack message is received with Error Code 2, the node
   that originated the BeginVerify SHOULD schedule a BeginVerify
   retransmission after Rf seconds, where Rf is a locally defined
   parameter.



   o    C-Type = 2, LINK_SUMMARY_ERROR
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|                          ERROR CODE                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      The following bit-values are defined in network byte order (i.e.,
      big-endian byte order):



0x01 = Unacceptable non‑negotiable LINK_SUMMARY parameters.
0x02 = Renegotiate LINK_SUMMARY parameters.
0x04 = Invalid TE_LINK Object.
0x08 = Invalid DATA_LINK Object.
0x10 = Unknown TE_LINK object C‑Type.
0x20 = Unknown DATA_LINK object C‑Type.



      All other bit-values are reserved and should be sent as zero and
      ignored on receipt.



      Multiple bits may be set to indicate multiple errors.



      This object is non-negotiable.
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15. Security Considerations

   There are number of attacks that an LMP protocol session can
   potentially experience.  Some examples include:



      o  an adversary may spoof control packets;



      o  an adversary may modify the control packets in transit;



      o  an adversary may replay control packets;



      o  an adversary may study a number of control packets and try to
         break the key using cryptographic tools.  If the
         hash/encryption algorithm used has known weaknesses, then it
         becomes easy for the adversary to discover the key using simple
         tools.



   This section specifies an IPsec-based security mechanism for LMP.




15.1. Security Requirements

   The following requirements are applied to the mechanism described in
   this section.



      o  LMP security MUST be able to provide authentication, integrity,
         and replay protection.



      o  For LMP traffic, confidentiality is not needed.  Only
         authentication is needed to ensure that the control packets
         (packets sent along the LMP Control Channel) are originating
         from the right place and have not been modified in transit.
         LMP Test packets exchanged through the data links do not need
         to be protected.



      o  For LMP traffic, protecting the identity of LMP end-points is
         not commonly required.



      o  The security mechanism should provide for well defined key
         management schemes.  The key management schemes should be well
         analyzed to be cryptographically secure.  The key management
         schemes should be scalable.  In addition, the key management
         system should be automatic.



      o  The algorithms used for authentication MUST be
         cryptographically sound.  Also, the security protocol MUST
         allow for negotiating and using different authentication
         algorithms.




15.2. Security Mechanisms

   IPsec is a protocol suite that is used to secure communication at the
   network layer between two peers.  This protocol is comprised of IP
   Security architecture document [RFC2401], IKE [RFC2409], IPsec AH
   [RFC2402], and IPsec ESP [RFC2406].  IKE is the key management
   protocol for IP networks, while AH and ESP are used to protect IP
   traffic.  IKE is defined specific to IP domain of interpretation.



   Considering the requirements described in Section 15.1, it is
   recommended that, where security is needed for LMP, implementations
   use IPsec as described below:



   1. Implementations of LMP over IPsec protocol SHOULD support manual
      keying mode.



      Manual keying mode provides an easy way to set up and diagnose
      IPsec functionality.



      However, note that manual keying mode cannot effectively support
      features such as replay protection and automatic re-keying.  An
      implementer using manual keys must be aware of these limits.



      It is recommended that an implementer use manual keying only for
      diagnostic purposes and use dynamic keying protocol to make use of
      features such as replay protection and automatic re-keying.



   2. IPsec ESP with trailer authentication in tunnel mode MUST be
      supported.



   3. Implementations MUST support authenticated key exchange protocols.
      IKE [RFC2409] MUST be used as the key exchange protocol if keys
      are dynamically negotiated between peers.



   4. Implementation MUST use the IPsec DOI [RFC2407].



   5. For IKE protocol, the identities of the SAs negotiated in Quick
      Mode represent the traffic that the peers agree to protect and are
      comprised of address space, protocol, and port information.



      For LMP over IPsec, it is recommended that the identity payload
      for Quick mode contain the following information:



      The identities MUST be of type IP addresses and the value of the
      identities SHOULD be the IP addresses of the communicating peers.
      The protocol field MUST be UDP.  The port field SHOULD be set to
      zero to indicate port fields should be ignored.  This implies all
      UDP traffic between the peers must be sent through the IPsec
      tunnel.  If an implementation supports port-based selectors, it
      can opt for a more finely grained selector by specifying the port
      field to the LMP port.  If, however, the peer does not use port-
      based selectors, the implementation MUST fall back to using a port
      selector value of 0.



   6. Aggressive mode of IKE negotiation MUST be supported.



      When IPsec is configured to be used with a peer, all LMP messages
      are expected to be sent over the IPsec tunnel (crypto channel).
      Similarly, an LMP receiver configured to use Ipsec with a peer
      should reject any LMP traffic that does not come through the
      crypto channel.



      The crypto channel can be pre-setup with the LMP neighbor, or the
      first LMP message sent to the peer can trigger the creation of the
      IPsec tunnel.



      A set of control channels can share the same crypto channel.  When
      LMP Hellos are used to monitor the status of the control channel,
      it is important to keep in mind that the keep-alive failure in a
      control channel may also be due to a failure in the crypto
      channel.  The following method is recommended to ensure that an
      LMP communication path between two peers is working properly.



      o  If LMP Hellos detect a failure on a control channel, switch to
         an alternate control channel and/or try to establish a new
         control channel.



      o  Ensure the health of the control channels using LMP Hellos.  If
         all control channels indicate a failure and it is not possible
         to bring up a new control channel, tear down all existing
         control channels.  Also, tear down the crypto channel (both the
         IKE SA and IPsec SAs).



      o  Reestablish the crypto channel.  Failure to establish a crypto
         channel indicates a fatal failure for LMP communication.



      o  Bring up the control channel.  Failure to bring up the control
         channel indicates a fatal failure for LMP communication.



      When LMP peers are dynamically discovered (particularly the
      initiator), the following points should be noted:



         When using pre-shared key authentication in identity protection
         mode (main mode), the pre-shared key is required to compute the
         value of SKEYID (used for deriving keys to encrypt messages
         during key exchange).  In main mode of IKE, the pre-shared key
         to be used has to be identified before receiving the peer's
         identity payload.  The pre-shared key is required for
         calculating SKEYID.  The only information available about the
         peer at this point is its IP address from which the negotiation
         came from.  Keying off the IP address of a peer to get the
         pre-shared key is not possible since the addresses are dynamic
         and not known beforehand.



         Aggressive mode key exchange can be used since identification
         payloads are sent in the first message.



         Note, however, that aggressive mode is prone to passive denial
         of service attacks.  Using a shared secret (group shared
         secret) among a number of peers is strongly discouraged because
         this opens up the solution to man-in-the-middle attacks.



         Digital-signature-based authentication is not prone to such
         problems.  It is RECOMMENDED that a digital-signature-based
         authentication mechanism be used where possible.



         If pre-shared-key-based authentication is required, then
         aggressive mode SHOULD be used.  IKE pre-shared authentication
         key values SHOULD be protected in a manner similar to the
         user's account password.




16. IANA Considerations

   The IANA has assigned port number 701 to LMP.



   In the following, guidelines are given for IANA assignment for each
   LMP name space.  Ranges are specified for Private Use, to be assigned
   by Expert Review, and to be assigned by Standards Action (as defined
   in [RFC2434].



   Assignments made from LMP number spaces set aside for Private Use
   (i.e., for proprietary extensions) need not be documented.
   Independent LMP implementations using the same Private Use code
   points will in general not interoperate, so care should be exercised
   in using these code points in a multi-vendor network.



   Assignments made from LMP number spaces to be assigned by Expert
   Review are to be reviewed by an Expert designated by the IESG.  The
   intent in this document is that code points from these ranges are
   used for Experimental extensions; as such, assignments MUST be
   accompanied by Experimental RFCs.  If deployment suggests that these
   extensions are useful, then they should be described in Standards
   Track RFCs, and new code points from the Standards Action ranges MUST
   be assigned.



   Assignments from LMP number spaces to be assigned by Standards Action
   MUST be documented by a Standards Track RFC, typically submitted to
   an IETF Working Group, but in any case following the usual IETF
   procedures for Proposed Standards.



   The Reserved bits of the LMP Common Header should be allocated by
   Standards Action, pursuant to the policies outlined in [RFC2434].



   LMP defines the following name spaces that require management:



‑  LMP Message Type.
‑  LMP Object Class.
‑  LMP Object Class type (C‑Type).  These are unique within the
   Object Class.
‑  LMP Sub‑object Class type (Type).  These are unique within the
   Object Class.



   The LMP Message Type name space should be allocated as follows:
   pursuant to the policies outlined in [RFC2434], the numbers in the
   range 0-127 are allocated by Standards Action, 128-240 are allocated
   through an Expert Review, and 241-255 are reserved for Private Use.



   The LMP Object Class name space should be allocated as follows:
   pursuant to the policies outlined in [RFC2434], the numbers in the
   range of 0-127 are allocated by Standards Action, 128-247 are
   allocated through an Expert Review, and 248-255 are reserved for
   Private Use.



   The policy for allocating values out of the LMP Object Class name
   space is part of the definition of the specific Class instance.  When
   a Class is defined, its definition must also include a description of
   the policy under which the Object Class names are allocated.



   The policy for allocating values out of the LMP Sub-object Class name
   space is part of the definition of the specific Class instance.  When
   a Class is defined, its definition must also include a description of
   the policy under which sub-objects are allocated.



   The following name spaces have been assigned by IANA:



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
LMP Message Type name space



   o Config message                     (Message type = 1)



   o ConfigAck message                  (Message type = 2)



   o ConfigNack message                 (Message type = 3)



   o Hello message                      (Message type = 4)



   o BeginVerify message                (Message type = 5)



   o BeginVerifyAck message             (Message type = 6)



   o BeginVerifyNack message            (Message type = 7)



   o EndVerify message                  (Message type = 8)



   o EndVerifyAck message               (Message type = 9)



   o Test message                       (Message type = 10)



   o TestStatusSuccess message          (Message type = 11)



   o TestStatusFailure message          (Message type = 12)



   o TestStatusAck message              (Message type = 13)



   o LinkSummary message                (Message type = 14)



   o LinkSummaryAck message             (Message type = 15)



   o LinkSummaryNack message            (Message type = 16)



   o ChannelStatus message              (Message type = 17)



   o ChannelStatusAck message           (Message type = 18)



   o ChannelStatusRequest message       (Message type = 19)



   o ChannelStatusResponse message      (Message type = 20)



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑



   LMP Object Class name space and Class type (C-Type)



   o CCID                  Class name (1)



   The CCID Object Class type name space should be allocated as follows:
   pursuant to the policies outlined in [RFC2434], the numbers in the
   range 0-111 are allocated by Standards Action, 112-119 are allocated
   through an Expert Review, and 120-127 are reserved for Private Use.



‑ LOCAL_CCID                      (C‑Type = 1)
‑ REMOTE_CCID                     (C‑Type = 2)



   o NODE_ID               Class name (2)



   The NODE ID Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



‑ LOCAL_NODE_ID                   (C‑Type = 1)
‑ REMOTE_NODE_ID                  (C‑Type = 2)



   o LINK_ID               Class name (3)



   The LINK_ID Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



‑ IPv4 LOCAL_LINK_ID              (C‑Type = 1)
‑ IPv4 REMOTE_LINK_ID             (C‑Type = 2)
‑ IPv6 LOCAL_LINK_ID              (C‑Type = 3)
‑ IPv6 REMOTE_LINK_ID             (C‑Type = 4)
‑ Unnumbered LOCAL_LINK_ID        (C‑Type = 5)
‑ Unnumbered REMOTE_LINK_ID       (C‑Type = 6)



   o INTERFACE_ID          Class name (4)



   The INTERFACE_ID Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



‑ IPv4 LOCAL_INTERFACE_ID         (C‑Type = 1)
‑ IPv4 REMOTE_INTERFACE_ID        (C‑Type = 2)
‑ IPv6 LOCAL_INTERFACE_ID         (C‑Type = 3)
‑ IPv6 REMOTE_INTERFACE_ID        (C‑Type = 4)
‑ Unnumbered LOCAL_INTERFACE_ID   (C‑Type = 5)
‑ Unnumbered REMOTE_INTERFACE_ID  (C‑Type = 6)



   o MESSAGE_ID            Class name (5)



   The MESSAGE_ID Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



‑ MESSAGE_ID                      (C‑Type = 1)
‑ MESSAGE_ID_ACK                  (C‑Type = 2)



   o CONFIG                Class name (6)



   The CONFIG Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



     - HELLO_CONFIG                    (C-Type = 1)



   o HELLO                 Class name (7)



   The HELLO Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



     - HELLO                           (C-Type = 1)



   o BEGIN_VERIFY          Class name (8)



   The BEGIN_VERIFY Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



     - Type 1                          (C-Type = 1)



   o BEGIN_VERIFY_ACK      Class name (9)



   The BEGIN_VERIFY_ACK Object Class type name space should be allocated
   as follows: pursuant to the policies outlined in [RFC2434], the
   numbers in the range 0-111 are allocated by Standards Action, 112-119
   are allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



     - Type 1                          (C-Type = 1)



   o VERIFY_ID             Class name (10)



   The VERIFY_ID Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



     - Type 1                          (C-Type = 1)



   o TE_LINK               Class name (11)



   The TE_LINK Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



‑ IPv4 TE_LINK                    (C‑Type = 1)
‑ IPv6 TE_LINK                    (C‑Type = 2)
‑ Unnumbered TE_LINK              (C‑Type = 3)



   o DATA_LINK             Class name (12)



   The DATA_LINK Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   private Use.



‑ IPv4 DATA_LINK                  (C‑Type = 1)
‑ IPv6 DATA_LINK                  (C‑Type = 2)
‑ Unnumbered DATA_LINK            (C‑Type = 3)



   The DATA_LINK Sub-object Class name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range of 0-127 are allocated by Standards Action, 128-247 are
   allocated through an Expert Review, and 248-255 are reserved for
   private Use.



‑ Interface Switching Type        (sub‑object Type = 1)
‑ Wavelength                      (sub‑object Type = 2)



   o CHANNEL_STATUS        Class name (13)



   The CHANNEL_STATUS Object Class type name space should be allocated
   as follows: pursuant to the policies outlined in [RFC2434], the
   numbers in the range 0-111 are allocated by Standards Action, 112-119
   are allocated through an Expert Review, and 120-127 are reserved for
   Private Use.



‑ IPv4 INTERFACE_ID               (C‑Type = 1)
‑ IPv6 INTERFACE_ID               (C‑Type = 2)
‑ Unnumbered INTERFACE_ID         (C‑Type = 3)



   o CHANNEL_STATUS_REQUESTClass name (14)



   The CHANNEL_STATUS_REQUEST Object Class type name space should be
   allocated as follows: pursuant to the policies outlined in [RFC2434],
   the numbers in the range 0-111 are allocated by Standards Action,
   112-119 are allocated through an Expert Review, and 120-127 are
   reserved for Private Use.



‑ IPv4 INTERFACE_ID               (C‑Type = 1)
‑ IPv6 INTERFACE_ID               (C‑Type = 2)
‑ Unnumbered INTERFACE_ID         (C‑Type = 3)



   o ERROR_CODE            Class name (20)



   The ERROR_CODE Object Class type name space should be allocated as
   follows: pursuant to the policies outlined in [RFC2434], the numbers
   in the range 0-111 are allocated by Standards Action, 112-119 are
   allocated through an Expert Review, and 120-127 are reserved for
   private Use.



‑ BEGIN_VERIFY_ERROR              (C‑Type = 1)
‑ LINK_SUMMARY_ERROR              (C‑Type = 2)
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Abstract

   This document details the Synchronous Optical Network
   (SONET)/Synchronous Digital Hierarchy (SDH) technology-specific
   information needed when sending Link Management Protocol (LMP) test
   messages.




1. Introduction

   For scalability purposes, multiple physical resources that
   interconnect Label Switching Routers (LSRs) can be combined to form a
   single traffic engineering (TE) link for the purposes of path
   computation and signaling.  These resources may represent one or more
   physical links that connect the LSRs, or they may represent a Label
   Switched Path (LSP) if LSP hierarchy [RFC4206] is used.  The
   management of TE links is not restricted to in-band messaging, but
   instead can be done using out-of-band techniques.



   The Link Management Protocol (LMP) [RFC4204] has been developed as
   part of the Generalized MPLS (GMPLS) protocol suite to manage TE
   links.  LMP currently consists of four main procedures, of which the
   first two are mandatory and the last two are optional:



1.  Control channel management
2.  Link property correlation
3.  Link verification
4.  Fault management



   Control channel management is used to establish and maintain control
   channel connectivity between adjacent nodes.  This is done using a
   Config message exchange followed by a lightweight keep-alive message
   exchange.  Link property correlation is used to aggregate multiple
   data links into a single TE Link and to synchronize the link
   properties.  Link verification is used to verify the physical
   connectivity of the data links and to exchange the Interface_Ids of
   the data links.  Fault management is primarily used to suppress
   alarms and to localize failures in both opaque and transparent
   networks.  When LMP is used with SONET/SDH, however, the fault
   management procedures may not be needed as existing SONET/SDH
   mechanisms can be used.



   In this document, the SONET/SDH technology-specific information for
   LMP is defined.  Specifically, the SONET/SDH test procedures used for
   link verification and link property correlation are detailed.  These
   procedures include the trace correlation transport mechanism (defined
   for J0, J1, J2) that supports a separation of the transport and
   control plane identifiers.  The latter procedure requires a new trace
   monitoring function that is discussed in this document.  Once the
   data links have been verified, they can be grouped to form TE links.




2. Terminology

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   The reader is assumed to be familiar with the terminology in
   [RFC4204], [G.707], and [T1.105].  The following abbreviations are
   used in this document:



CRC‑N:   Cyclic Redundancy Check‑N.
DCC:     Data communications channel.
LOVC:    Lower‑order virtual container.
HOVC:    Higher‑order virtual container.
MS:      Multiplex section.
MSOH:    Multiplex section overhead.
POH:     Path overhead.
RS:      Regenerator section.
RSOH:    Regenerator section overhead.
SDH:     Synchronous digital hierarchy.
SOH:     Section overhead.

SONET:   Synchronous Optical Network.
STM(‑N): Synchronous Transport Module (‑N) (SDH).
STS(‑N): Synchronous Transport Signal‑Level N (SONET).
VC‑n:    Virtual Container‑n (SDH).
VTn:     Virtual Tributary‑n (SONET).




3. Verifying Link Connectivity

   In [RFC4204], a link verification procedure is defined whereby Test
   messages are transmitted in-band over the data links.  This is used
   for data plane discovery, Interface_Id exchange (Interface_Ids are
   used in GMPLS signaling, either as port labels [RFC3471] or component
   link identifiers [RFC4201], depending on the configuration), and
   physical connectivity verification.  Multiple data links can be
   verified using a single verification procedure; the correlation is
   done using the Verify_Id that is assigned to the procedure.



   As part of the link verification procedure, a BeginVerify message
   exchange is used to agree upon parameters for the Test procedure.
   This can be initiated by sending a BeginVerify message over the
   control channel.  This message includes a BEGIN_VERIFY object that
   contains a number of fields specifying, among other things, the
   transmission (bit) rate, encoding type, and transport mechanisms for
   the Test Messages.  If the remote node receives a BeginVerify message
   and is ready to begin the procedure, it sends a BeginVerifyAck
   message specifying the desired transport mechanism for the Test
   messages.  The remote node also assigns a Verify_Id to the procedure
   and includes it in the BeginVerifyAck message.



   The transmission rate of the data link over which the Test Messages
   will be transmitted is represented in IEEE floating-point format
   using a 32-bit number field and expressed in bytes per second.  See
   [RFC3471] for values defined for SONET/SDH.



   The encoding type identifies the encoding supported by an interface.
   The defined encoding is consistent with the LSP Encoding Type as
   defined in [RFC3471].  For SONET/SDH, this value must equal the value
   given for "SDH ITU-T G.707/SONET ANSI T1.105".



   The transport mechanism is defined using the Verify Transport
   Mechanism bit mask.  The scope of this bit mask is restricted to the
   link encoding type.  Multiple bits may be set when this field is
   included in the BeginVerify message; however, only one bit may be set
   when it is included in the BeginVerifyAck message.



   In the following subsection, the various options for Verify Transport
   Mechanism are defined when the encoding is SONET/SDH.  The trace
   correlation transport mechanism (defined for J0, J1, J2) supports a
   separation of the transport and control plane identifiers.




3.1. Verify Transport Mechanism

   This field is 16 bits in length.



   In this document, the flags for SONET/SDH encoding are defined.  Note
   that all values are defined in network byte order (i.e., big-endian
   byte order).



        0x0001: Reserved



        0x0002 DCCS: Test Message over the Section/RS DCC



                Capable of transmitting Test Messages using the DCC
                Section/RS Overhead bytes with bit-oriented High-Level
                Data Link Control (HDLC) framing format [RFC1662].



                The Test Message is sent as defined in [RFC4204].



        0x0004 DCCL: Test Message over the Line/MS DCC



                Capable of transmitting Test Messages using the DCC
                Line/MS Overhead bytes with bit-oriented HDLC framing
                format [RFC1662].



                The Test Message is sent as defined in [RFC4204].



        0x0008 J0-trace: J0 Section Trace Correlation



                Capable of transmitting SONET/SDH Section/RS trace over
                J0 Section/RS overhead byte as defined in [T1.105] and
                [G.707].



                The Test Message is not transmitted using the J0 bytes
                (i.e., over the data link), but is sent over the control
                channel and correlated for consistency to the received
                J0 pattern.



                In order to get the mapping between the Interface_Id
                over which the J0 Test Message is sent and the J0
                pattern sent in-band, the transmitting node must provide
                the correlation between this pattern and the J0 Test
                Message.  This correlation is done using the TRACE
                object as defined in Section 4.



                The format of the Test Message is as follows:



                <Test Message> ::=<Common Header> <LOCAL_INTERFACE_ID>
                <VERIFY_ID> <TRACE>



0x0010:  Reserved

0x0020:  Reserved



        0x0040 J1-trace: J1 Path Trace Correlation



                Capable of transmitting SONET/SDH STS SPE/HOVC Path
                trace over J1 Path overhead byte as defined in [T1.105]
                and [G.707].



                The Test Message is not transmitted using the J1 bytes
                (i.e., over the data link), but is sent over the control
                channel and correlated for consistency to the received
                J1 pattern.



                In order to get the mapping between the Interface_Id
                over which the J1 Test Message is sent and the J1
                pattern sent in-band, the transmitting node must provide
                the correlation between this pattern and the J1 Test
                Message.  This correlation is done using the TRACE
                object as defined in Section 4.



                The Test Message format is identical to that defined
                above in J0-trace.



        0x0080 J2-trace: J2 Path Trace Correlation



                Capable of transmitting SONET/SDH VT SPE/LOVC Path trace
                over J2 Path overhead byte as defined in [T1.105] and
                [G.707].



                The Test Message is not transmitted using the J2 bytes
                (i.e., over the data link), but is sent over the control
                channel and correlated for consistency to the received
                J2 pattern.



                In order to get the mapping between the Interface_Id
                over which the J2 Test Message is sent and the J2
                pattern sent in-band, the transmitting node must provide
                the correlation between this pattern and the J2 Test
                Message.  This correlation is done using the TRACE
                object as defined in Section 4.



                The Test Message format is identical to that defined
                above in J0-trace.




4. Trace Monitoring

   The trace monitoring features described in this section allow a node
   to do trace monitoring by using the SONET/SDH capabilities.



     o   A node may request its neighbor (the remote node) to monitor a
         link for a specific pattern in the overhead using the
         TraceMonitor Message.  An example of this overhead is the SONET
         Section Trace message transmitted in the J0 byte.  If the
         actual trace message does not match the expected trace message,
         the remote node MUST report the mismatch condition.



     o   A node may request the value of the current trace message on a
         given data link using the TraceReq Message.



     o   A node may request a remote node to send a specific trace
         message over a data link using the InsertTrace Message.




4.1.1. TraceMonitor Message

The TraceMonitor message (Message Type 21) is sent over the
control channel and is used to request the remote node to monitor a
data link for a specific trace value.  This value is inserted in the
<TRACE> object.  The format of the TraceMonitor message is as
follows:



   <TraceMonitor Message> ::= <Common Header> <MESSAGE_ID>

                              <LOCAL_INTERFACE_ID> <TRACE>



   The above transmission order SHOULD be followed.



   The remote node MUST respond to a TraceMonitor message with either a
   TraceMonitorAck or TraceMonitorNack Message.




4.1.1.1. TRACE Object Class

   Class = 21



   o    C-Type = 1, Trace



 0                   1                   2                   3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|N|   C‑Type    |     Class     |            Length             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|           Trace Type          |          Trace Length         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//                         Trace Message                       //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Trace Type: 16 bits



       The type of the trace message.  The following values are defined.
       All other values are reserved.



    1 = SONET Section Trace (J0 Byte)
    2 = SONET Path Trace (J1 Byte)
    3 = SONET Path Trace (J2 Byte)
    4 = SDH Section Trace (J0 Byte)
    5 = SDH Path Trace (J1 Byte)
    6 = SDH Path Trace (J2 Byte)

Trace Length:  16 bits



       This is the length in bytes of the trace message (as specified by
       the Trace Type).



   Trace Message:



       This is the value of the expected message to be received in-band.
       The valid length and value combinations are determined by the
       specific technology: for SONET see [T1.105] and for SDH see
       [G.707].  The message MUST be padded with zeros to a 32-bit
       boundary, if necessary.  Trace Length does not include padding
       zeroes.



   This object is nonnegotiable.




4.1.2. TraceMonitorAck Message

   The TraceMonitorAck message (Message Type 22) is used to acknowledge
   receipt of the TraceMonitor message and indicate that all of the
   TRACE Objects in the TraceMonitor message have been received and
   processed correctly (i.e., no Trace Mismatch).



   The format is as follows:



   <TraceMonitorAck Message> ::= <Common Header> <MESSAGE_ID_ACK>



   The above transmission order SHOULD be followed.



   The MESSAGE_ID_ACK object is defined in [RFC4204].  The contents of
   the MESSAGE_ID_ACK object MUST be obtained from the TraceMonitor
   message being acknowledged.




4.1.3. TraceMonitorNack Message

   The TraceMonitorNack message (Message Type 23) is used to acknowledge
   receipt of the TraceMonitor message and indicate that the TRACE
   Object in the TraceMonitor message was not processed correctly.  This
   could be because the trace monitoring requested is not supported or
   there was an error in the TRACE object value(s).



   The format is as follows:



   <TraceMonitorNack Message> ::= <Common Header> <MESSAGE_ID_ACK>

                                  <ERROR_CODE>



   The above transmission order SHOULD be followed.



   The MESSAGE_ID_ACK and ERROR_CODE objects are defined in [RFC4204].
   The contents of the MESSAGE_ID_ACK object MUST be obtained from the
   TraceMonitor message being acknowledged.



   If the Trace type is not supported, the ERROR_CODE MUST indicate
   "Unsupported Trace Type" defined in Section 4.1.3.1.



   If the TRACE object was not equal to the value seen in the trace, the
   TraceMonitorNack message MUST include the ERROR_CODE indicating
   "Invalid Trace Message".  The TraceMismatch message (see Section
   4.1.4) SHOULD NOT be sent as a result of the mismatch.



   The TraceMonitorNack message uses a new ERROR_CODE C-Type defined in
   Section 4.1.3.1.




4.1.3.1. ERROR_CODE Class

   C-Type = 3, TRACE_ERROR



   The following new error code bit-values are defined:



0x01 = Unsupported Trace Type
0x02 = Invalid Trace Message



   All other values are Reserved.



   Multiple bits may be set to indicate multiple errors.



   This Object is nonnegotiable.




4.1.4. TraceMismatch Message

   The TraceMismatch message (Message Type 24) is sent over the control
   channel and is used to report a trace mismatch on a data link for
   which trace monitoring was requested.  The format is as follows:



   <TraceMismatch message> ::= <Common Header> <MESSAGE_ID>

                               <LOCAL_INTERFACE_ID>
                               [<LOCAL_INTERFACE_ID> ...]



   The above transmission order SHOULD be followed.



   A neighboring node that receives a TraceMismatch message MUST respond
   with a TraceMismatchAck message.



   The LOCAL_INTERFACE_ID object is defined in [RFC4204].  The
   LOCAL_INTERFACE_ID in this message is the local Interface Id of the
   data link that has a trace mismatch.  A trace mismatch for multiple
   LOCAL_INTERFACE_IDs may be reported in the same message.




4.1.5. TraceMismatchAck Message

   The TraceMismatchAck message (Message Type 25) is used to acknowledge
   receipt of a TraceMismatch message.  The format is as follows:



   <TraceMismatchAck Message> ::= <Common Header> <MESSAGE_ID_ACK>



   The MESSAGE_ID_ACK object is defined in [RFC4204].  The contents of
   the MESSAGE_ID_ACK object MUST be obtained from the TraceMismatch
   message being acknowledged.




4.1.6. TraceReq Message

   The TraceReq message (Message Type 26) is sent over the control
   channel and is used to request the current trace value of a data
   link.



   <TraceReq Message> ::= <Common Header> <MESSAGE_ID>

                          <LOCAL_INTERFACE_ID> <TRACE_REQ>



   The above transmission order SHOULD be followed.



   The format of the TRACE_REQ object is as follows:



   Class = 22



O    C‑Type = 1, TraceReq

  0                   1                   2                   3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|N|   C‑Type    |     Class     |            Length             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|           Trace Type          |           (Reserved)          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Trace Type: 16 bits



         Defined in Section 4.1.1.1.



   Reserved: 16 bits



         This field MUST be set to zero when sent and ignored when
         received




4.1.7. TraceReport Message

   The TraceReport message (Message Type 27) is sent over the control
   channel after receiving a TraceReq message.



   <TraceReport Message> ::= <Common Header> <MESSAGE_ID_ACK> <TRACE>



   The TraceReport message MUST include a TRACE Object (as described in
   Section 4.1.1.1) for the requested data link.



   The MESSAGE_ID_ACK object is defined in [RFC4204].  The contents of
   the MESSAGE_ID_ACK object MUST be obtained from the TraceReq message
   being acknowledged.




4.1.8. TraceReqNack Message

   The TraceReqNack message (Message Type 28) is sent over the control
   channel after receiving a TraceReq message.



   <TraceReqNack Message> ::= <Common Header> <MESSAGE_ID_ACK>

                            <ERROR_CODE>



   The above transmission order SHOULD be followed.



   The MESSAGE_ID_ACK object is defined in [RFC4204].  The contents of
   the MESSAGE_ID_ACK object MUST be obtained from the TraceReq message
   being acknowledged.



   The TraceReqNack message MUST include an ERROR_CODE Object (as
   defined in Section 4.1.3.1) for the requested data link.




4.1.9. InsertTrace Message

   The InsertTrace message (Message Type 29) is sent over the control
   channel and is used to request a remote node to send a specific trace
   message over a data link (this assumes that the remote knows the
   mapping between the local and remote interface_Ids before fulfilling
   such request).



   The format is as follows:



<InsertTrace Message> ::=   <Common Header> <MESSAGE_ID>
                            <LOCAL_INTERFACE_ID> <TRACE>



   The above transmission order SHOULD be followed.



   A node that receives an InsertTrace message MUST respond with either
   an InsertTraceAck or an InsertTraceNack Message.



   Once the InsertTraceAck message is received, the TraceMismatch
   message (see Section 4.1.4) is used to indicate a trace mismatch has
   occurred.



   The MESSAGE_ID_object is defined in [RFC4204].




4.1.10. InsertTraceAck Message

   The InsertTraceAck message (Message Type 30) is used to acknowledge
   receipt of the InsertTrace message and indicate that the TRACE Object
   in the InsertTrace message has been received and processed correctly
   (i.e., no Trace Mismatch).  The format is as follows:
   <InsertTraceAck Message> ::= <Common Header> <MESSAGE_ID_ACK>



   The MESSAGE_ID_ACK object is defined in [RFC4204].  The contents of
   the MESSAGE_ID_ACK object MUST be obtained from the InsertTrace
   message being acknowledged.




4.1.11. InsertTraceNack Message

   The InsertTraceNack message (Message Type 31) is used to acknowledge
   receipt of the InsertTrace message and to indicate that the TRACE
   Object in the InsertTrace message was not processed correctly.  This
   could be because the trace monitoring requested is not supported or
   there was an error in the value.



   The format is as follows:



   <InsertTraceNack Message> ::= <Common Header> <MESSAGE_ID_ACK>

                                 <ERROR_CODE>



   The above transmission order SHOULD be followed.



   The MESSAGE_ID_ACK object is defined in [RFC4204].



   The InsertTraceNack message MUST include an ERROR_CODE Object (as
   defined in Section 4.1.3.1) for the requested data link.




5. Security Considerations

   LMP message security uses IPsec as described in [RFC4204].  This
   document introduces no other new security considerations not covered
   in [RFC4204].




6. IANA Considerations

   LMP [RFC4204] defines the following name spaces and how IANA can make
   assignments in those namespaces:



‑ LMP Message Type.
‑ LMP Object Class.
‑ LMP Object Class type (C‑Type) unique within the Object Class.
‑ LMP Sub‑object Class type (Type) unique within the Object Class.



   This memo introduces the following new assignments:



   LMP Message Type:



o TraceMonitor message      (Message type = 21)
o TraceMonitorAck message   (Message type = 22)

o TraceMonitorNack message  (Message type = 23)
o TraceMismatch message     (Message type = 24)
o TraceMismatchAck message  (Message type = 25)

o TraceReq message          (Message type = 26)
o TraceReport message       (Message type = 27)
o TraceReqNack message      (Message type = 28)

o InsertTrace message       (Message type = 29)
o InsertTraceAck message    (Message type = 30)
o InsertTraceNack message   (Message type = 31)



   LMP Object Class name space and Class type (C-Type):



o TRACE              Class name (21)
  ‑ Type 1           (C‑Type = 1)

o TRACE REQ          Class name (22)
  ‑ Type 1           (C‑Type = 1)
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1. Introduction

   Generalized Multiprotocol Label Switching (GMPLS) defines both
   routing and signaling protocols for the creation of Label Switched
   Paths (LSPs) in various transport technologies.  These protocols can
   be used to support a number of deployment scenarios.  In a peer
   model, edge-nodes support both a routing and a signaling protocol.
   The protocol interactions between an edge-node and a core-node are
   the same as between two core-nodes.  In the overlay model, the core-
   nodes act more as a closed system.  The edge-nodes do not participate
   in the routing protocol instance that runs among the core nodes; in
   particular, the edge-nodes are unaware of the topology of the core-
   nodes.  There may, however, be a routing protocol interaction between
   a core-node and an edge-node for the exchange of reachability
   information to other edge-nodes.
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                 Figure 1:  Overlay Reference Model



   Figure 1 shows a reference network.  The core network is represented
   by the large box in the center.  It contains five core-nodes marked
   'CN'.  The four boxes around the edge marked "Overlay Network"
   represent four islands of a single overlay network.  Only the nodes
   of this network with TE links into the core network are shown.  These
   nodes are called edge-nodes; the terminology is in respect to the
   core network, not the overlay network.  Note that each box marked
   "Overlay Network" could contain many other nodes.  Such nodes are not
   shown; they do not participate directly in the signaling described in
   this document.  Only the edge-nodes can signal to set up links across
   the core to other edge-nodes.



   How a link between edge-nodes is requested and triggered is out of
   the scope of this document, as is precisely how that link is used by
   the Overlay Network.  One possibility is that the edge-nodes will
   inform the other nodes of the overlay network of the existence of the
   link, possibly using a forwarding adjacency as described in
   [MPLS-HIER].  Note that this contrasts with a forwarding adjacency
   that is provided by the core network as a link between core-nodes.
   In the overlay model, there may be restrictions on what may be
   signaled between an edge-node and a core-node.  This memo addresses
   the application of GMPLS to the overlay model.  Specifically, it
   addresses RSVP-TE procedures between an edge-node and a core-node in
   the overlay model.  All signaling procedures are identical to the
   GMPLS extensions specified in [RFC3473], except as noted in this
   document.



   This document primarily addresses interactions between an edge-node
   and it's adjacent (at the data plane) core-node; out-of-band and
   non-adjacent signaling capabilities may mean that signaling messages
   are delivered on a longer path.  Except where noted, the term core-
   node refers to the node immediately adjacent to an edge-node across a
   particular data plane interface.  The term core-nodes, however,
   refers to all nodes in the core.



   Realization of a single or multiple instance of the UNI is
   implementation dependent at both the CN and EN so long as it meets
   the functional requirements for robustness, security, and privacy
   detailed in Section 7.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   Readers are assumed to be familiar with the terminology introduced in
   [RFC3031], [GMPLS-ARCH], and [RFC3471].




1.1. GMPLS User-Network Interface (GMPLS UNI)

   One can apply the GMPLS Overlay model at the User-Network Interface
   (UNI) reference point defined in the Automatically Switched Optical
   Network (ASON) [G.8080].  Consider the case where the 'Core Network'
   in Figure 1 is a Service Provider network, and the Edge Nodes are
   'user' devices.  The interface between an EN and a CN is the UNI
   reference point, and to support the ASON model, one must define
   signaling across the UNI.



   The extensions described in this memo provide mechanisms for UNI
   signaling that are compatible with GMPLS signaling [RFC3471,
   RFC3473].  Moreover, these mechanisms for UNI signaling are in line
   with the RSVP model; namely, there is a single end-to-end RSVP
   session for the user connection.  The first and last hops constitute
   the UNI, and the RSVP session carries the user parameters end-to-end.
   This obviates the need to map (or carry) user parameters to (in) the
   format expected by the network-to-network interface (NNI) used within
   the Service Provider network.  This in turn means that the UNI and
   NNI can be independent of one another, which is a requirement of the
   ASON architecture.  However, in the case that the UNI and NNI are
   both GMPLS RSVP-based, the methodology specified in this memo allows
   for a single RSVP session to instantiate both UNI and NNI signaling,
   if so desired, and if allowed by Service Provider policy.




2. Addressing

   Addresses for edge-nodes in the overlay model are drawn from the same
   address space as the edge-nodes use to address their adjacent core-
   nodes.  This may be the same address space as used by the core-nodes
   to communicate among themselves, or it may be a VPN space supported
   by the core-nodes as an overlay.



   To be more specific, an edge-node and its attached core-node must
   share the same address space that is used by GMPLS to signal between
   the edge-nodes across the core network.  A set of <edge-node, core-
   node> tuples share the same address space if the edge-nodes in the
   set could establish LSPs (through the core-nodes) among themselves
   without address mapping or translation (note that edge-nodes in the
   set may be a subset of all the edge-nodes).  The address space used
   by the core-nodes to communicate among themselves may, but need not,
   be shared with the address space used by any of the <edge-node,
   core-node> tuples.  This does not imply a mandatory 1:1 mapping
   between a set of LSPs and a given addressing space.



When multiple overlay networks are supported by a single core
network, one or more address spaces may be used according to privacy
requirements.  This may be achieved without varying the core‑node
addresses since it is the  <edge‑node, core‑node> tuple that
constitutes address space membership.



   An edge-node is identified by either a single IP address representing
   its Node-ID, or by one or more numbered TE links that connect the
   edge-node to the core-nodes.  Core-nodes are assumed to be ignorant
   of any other addresses associated with an edge-node (i.e., addresses
   that are not used in signaling connections through the GMPLS core).



   An edge-node need only know its own address, an address of the
   adjacent core-node, and know (or be able to resolve) the address of
   any other edge-node to which it wishes to connect, as well as (of
   course) the addresses used in the overlay network island of which it
   is a part.



   A core-node need only know (and track) the addresses on interfaces
   between that core-node and its attached edge-nodes, as well as the
   Node IDs of those edge-nodes.  In addition, a core-node needs to know
   the interface addresses and Node IDs of other edge-nodes to which an
   attached edge-node is permitted to connect.



   When forming a SENDER_TEMPLATE, the ingress edge-node includes either
   its Node-ID or the address of one of its numbered TE links.  In the
   latter case the connection will only be made over this interface.



   When forming a SESSION_OBJECT, the ingress edge-node includes either
   the Node-ID of the egress edge-device or the address of one of the
   egress' numbered TE links.  In the latter case the connection will
   only be made over this interface.  The Extended_Tunnel_ID of the
   SESSION Object is set to either zero or to an address of the ingress
   edge-device.



   Links may be either numbered or unnumbered.  Further, links may be
   bundled or unbundled.  See [GMPLS-ARCH], [RFC3471], [BUNDLE], and
   [RFC3477].




3. ERO Processing

   An edge-node MAY include an ERO.  A core-node MAY reject a Path
   message that contains an ERO.  Such behavior is controlled by
   (hopefully consistent) configuration.  If a core-node rejects a Path
   message due to the presence of an ERO, it SHOULD return a PathErr
   message with an error code of "Unknown object class" toward the
   sender as described in [RFC3209].  This causes the path setup to
   fail.



   Further, a core-node MAY accept EROs that only include the ingress
   edge-node, the ingress core-node, the egress core-node, and the
   egress edge-node.  This is to support explicit label control on the
   edge-node interface; see below.  If a core-node rejects a Path
   message due to the presence of an ERO that is not of the permitted
   format, it SHOULD return a PathErr message with an error code of Bad
   Explicit Route Object as defined in [RFC3209].




3.1. Path Message without ERO

   When a core-node receives a Path message from an edge-node that
   contains no ERO, it MUST calculate a route to the destination and
   include that route in an ERO, before forwarding the PATH message.
   One exception would be if the egress edge-node were also adjacent to
   this core-node.  If no route can be found, the core-node SHOULD
   return a PathErr message with an error code and value of 24,5 - "No
   route available toward destination".




3.2. Path Message with ERO

   When a core-node receives a Path message from an edge-node that
   contains an ERO, it SHOULD verify the route against its topology
   database before forwarding the PATH message.  If the route is not
   viable (according to topology, currently available resources, or
   local policy), then a PathErr message with an error code and value of
   24,5 - "No route available toward destination" should be returned.




3.3. Explicit Label Control

   In order to support explicit label control and full identification of
   the egress link, an ingress edge-node may include this information in
   the ERO that it passes to its neighboring core-node.  In the case
   that no other ERO is supplied, this explicit control information is
   provided as the only hop of the ERO and is encoded by setting the
   first subobject of the ERO to the node-ID of the egress core-node
   with the L-bit set; following this subobject are all other subobjects
   necessary to identify the link and labels as they would normally
   appear.



   The same rules apply to the presence of the explicit control
   subobjects as the last hop in the ERO, if a fuller ERO is supplied by
   the ingress edge-node to its neighbor core-node; but in this case the
   L-bit MAY be clear.



   This process is described in [RFC3473] and [EXPLICIT].




4. RRO Processing

   An edge-node MAY include an RRO.  A core-node MAY remove the RRO from
   the Path message before forwarding it.  Further, the core-node may
   remove the RRO from a Resv message before forwarding it to the edge-
   node.  Such behavior is controlled by (hopefully consistent)
   configuration.



   Further, a core-node MAY edit the RRO in a Resv message such that it
   includes only the subobjects from the egress core-node through the
   egress edge-node.  This is to allow the ingress node to be aware of
   the selected link and labels on at the far end of the connection.




5. Notification

   An edge-node MAY include a NOTIFY_REQUEST object in both the Path and
   Resv messages it generates.  Core-nodes may send Notify messages to
   edge-nodes that have included the NOTIFY_REQUEST object.



   A core-node MAY remove a NOTIFY_REQUEST object from a Path or Resv
   message received from an edge-node before forwarding it.



   If no NOTIFY_REQUEST object is present in the Path or Resv received
   from an edge-node, the core-node adjacent to the edge-node may
   include a NOTIFY_REQUEST object and set its value to its own address.
   In either of the above cases, the core-node SHOULD NOT send Notify
   messages to the edge-node.



   When a core-node receives a NOTIFY_REQUEST object from an edge-node,
   it MAY update the Notify Node Address with its own address before
   forwarding it.  In this case, when Notify messages are received, they
   MAY be selectively (based on local policy) forwarded to the edge-
   node.




6. Connection Deletion


6.1. Alarm-Free Connection Deletion

   RSVP-TE currently deletes connections using either a single pass
   PathTear message, or a ResvTear and PathTear message combination.
   Upon receipt of the PathTear message, a node deletes the connection
   state and forwards the message.  In optical networks, however, it is
   possible that the deletion of a connection (e.g., removal of the
   cross-connect) in a node may cause the connection to be perceived as
   failed in downstream nodes (e.g., loss of frame, loss of light,
   etc.). This may in turn lead to management alarms and perhaps the
   triggering of restoration/protection for the connection.



   To address this issue, the graceful connection deletion procedure
   SHOULD be followed.  Under this procedure, an ADMIN_STATUS object
   MUST be sent in a Path or Resv message along the connection's path to
   inform all nodes en route to the intended deletion, prior to the
   actual deletion of the connection.  The procedure is described in
   [RFC3473].



   If an ingress core-node receives a PathTear without having first seen
   an ADMIN_STATUS object informing it that the connection is about to
   be deleted, it MAY pause the PathTear and first send a Path message
   with an ADMIN_STATUS object to inform all downstream LSRs that the
   connection is about to be deleted.  When the Resv is received echoing
   the ADMIN_STATUS or using a timer as described in [RFC3473], the
   ingress core-node MUST forward the PathTear.




6.2. Connection Deletion with PathErr

   [RFC3473] introduces the Path_State_Removed flag to a PathErr message
   to indicate that the sender has removed all state associated with the
   LSP and does not need to see a PathTear.  A core-node next to an
   edge-node MAY map between teardown using ResvTear/PathTear and
   PathErr with Path_state_Removed.



   A core-node next to an edge-node receiving a ResvTear from its
   downstream neighbor MAY respond with a PathTear and send a PathErr
   with Path_State_Removed further upstream.



   Note, however, that a core-node next to an edge-node receiving a
   PathErr with Path_State_Removed from its downstream neighbor MUST NOT
   retain Path state and send a ResvTear further upstream because that
   would imply that Path state further downstream had also been
   retained.




7. VPN Connections

   As stated in the addressing section above, the extensions in this
   document are designed to be compatible with the support of VPNs.
   Since the core network may be some technology other than GMPLS, no
   mandatory means of mapping core connections to access connections is
   specified.  However, when GMPLS is used for the core network, it is
   RECOMMENDED that the following procedure based on [MPLS-HIER] is
   followed.



   The VPN connection is modeled as being three hops.  One for each
   access link and one hop across the core network.



   The VPN connection is established using a two-step procedure.  When a
   Path message is received at a core-node on an interface that is part
   of a VPN, the Path message is held until a core connection is
   established.



   The connection across the core is setup as a separate signaling
   exchange between the core-nodes, using the address space of the core
   nodes.  While this exchange is in progress, the original Path message
   is held at the ingress core-node.  Once the exchange for the core
   connection is complete, this connection is used in the VPN connection
   as if it were a single link.  This is signaled by including an IF_ID
   RSVP_HOP object (defined in [RFC3473]) using the procedures defined
   in [MPLS-HIER].



   The original Path message is then forwarded within the VPN addressing
   realm to the core-node attached to the destination edge-node.  Many
   ways of accomplishing this are available, including IP and GRE
   tunnels and BGP/MPLS VPNs.  Specifying a particular means is beyond
   the scope of this document.




8. Security Considerations

   The trust model between the core and edge-nodes is different than the
   one described in [RFC3473], as the core is permitted to hide its
   topology from the edge-nodes, and the core is permitted to restrict
   the actions of edge-nodes by filtering out specific RSVP objects.
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Abstract

   The Link Management Protocol (LMP) is defined to manage traffic
   engineering (TE) links.  In its present form, LMP focuses on peer
   nodes, i.e., nodes that peer in signaling and/or routing.  This
   document proposes extensions to LMP to allow it to be used between a
   peer node and an adjacent optical line system (OLS).  These
   extensions are intended to satisfy the "Optical Link Interface
   Requirements" described in a companion document.




1. Introduction

   Networks are being developed with routers, switches, optical cross-
   connects (OXCs), dense wavelength division multiplexing (DWDM)
   optical line systems (OLSes), and add-drop multiplexors (ADMs) that
   use a common control plane (e.g., Generalized MPLS (GMPLS)) to
   dynamically provision resources and to provide network survivability
   using protection and restoration techniques.



   The Link Management Protocol (LMP) is being developed as part of the
   GMPLS protocol suite to manage traffic engineering (TE) links
   [RFC4204].  In its present form, LMP focuses on peer nodes, i.e.,
   nodes that peer in signaling and/or routing (e.g., OXC-to-OXC, as
   illustrated in Figure 1).  In this document, extensions to LMP are
   proposed to allow it to be used between a peer node and an adjacent
   optical line system (OLS).  These extensions are intended to satisfy
   the "Optical Link Interface Requirements" described in [OLI].  It is
   assumed that the reader is familiar with LMP, as defined in
   [RFC4204].



+‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+
|      | ‑‑‑‑‑ |      |       |      | ‑‑‑‑‑ |      |
| OXC1 | ‑‑‑‑‑ | OLS1 | ===== | OLS2 | ‑‑‑‑‑ | OXC2 |
|      | ‑‑‑‑‑ |      |       |      | ‑‑‑‑‑ |      |
+‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+
   ^                                             ^
   |                                             |
   +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑LMP‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                          Figure 1: LMP Model



   Consider two peer nodes (e.g., two OXCs) interconnected by a
   wavelength-multiplexed link, i.e., a DWDM optical link (see Figure 1
   above).  Information about the configuration of this link and its
   current state is known by the two OLSes (OLS1 and OLS2).  Allowing
   them to communicate this information to the corresponding peer nodes
   (OXC1 and OXC2) via LMP can improve network usability by reducing
   required manual configuration and by enhancing fault detection and
   recovery.



   Information about the state of LSPs using the DWDM optical link is
   known by the peer nodes (OXC1 and OXC2), and allowing them to
   communicate this information to the corresponding OLSes (OLS1 and
   OLS2) is useful for alarm management and link monitoring.  Alarm
   management is important because the administrative state of an LSP,
   known to the peer nodes (e.g., via the Admin Status object of GMPLS
   signaling [RFC3471]), can be used to suppress spurious alarm
   reporting from the OLSes.



   The model for extending LMP to OLSes is shown in Figure 2.



+‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+
|      | ‑‑‑‑‑ |      |       |      | ‑‑‑‑‑ |      |
| OXC1 | ‑‑‑‑‑ | OLS1 | ===== | OLS2 | ‑‑‑‑‑ | OXC2 |
|      | ‑‑‑‑‑ |      |       |      | ‑‑‑‑‑ |      |
+‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+
  ^  ^             ^              ^             ^  ^
  |  |             |              |             |  |
  |  +‑‑‑‑‑LMP‑‑‑‑‑+              +‑‑‑‑‑LMP‑‑‑‑‑+  |
  |                                                |
  +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑LMP‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                      Figure 2: Extended LMP Model



   In this model, a peer node may have LMP sessions with adjacent OLSes,
   as well as adjacent peer nodes.  In Figure 2, for example, the OXC1-
   OXC2 LMP session can be used to build traffic-engineering (TE) links
   for GMPLS signaling and routing, as described in [RFC4204].  The
   OXC1-OLS1 and the OXC2-OLS2 LMP sessions are used to exchange
   information about the configuration of the DWDM optical link and its
   current state and information about the state of LSPs using that
   link.



   The latter type of LMP sessions is discussed in this document.  It is
   important to note that a peer node may have LMP sessions with one or
   more OLSes and an OLS may have LMP sessions with one or more peer
   nodes.



   Although there are many similarities between an LMP session between
   two peer nodes and an LMP session between a peer node and an OLS,
   there are some differences as well.  The former type of LMP session
   is used to provide the basis for GMPLS signaling and routing.  The
   latter type of LMP session is used to augment knowledge about the
   links between peer nodes.



   A peer node maintains its peer node-to-OLS LMP sessions and its peer
   node-to-peer node LMP sessions independently.  This means that it
   MUST be possible for LMP sessions to come up in any order.  In
   particular, it MUST be possible for a peer node-to-peer node LMP
   session to come up in the absence of any peer node-to-OLS LMP
   sessions, and vice versa.




1.1. Terminology

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   The reader is assumed to be familiar with the terminology in
   [RFC4204].



   DWDM: Dense wavelength division multiplexing



   OLS: Optical line system



   Opaque:



      A device is called X-opaque if it examines or modifies the X
      aspect of the signal while forwarding an incoming signal from
      input to output.



   OXC: Optical cross-connect



   Transparent:



      As defined in [RFC4204], a device is called X-transparent if it
      forwards incoming signals from input to output without examining
      or modifying the X aspect of the signal.  For example, a Frame
      Relay switch is network-layer transparent; an all-optical switch
      is electrically transparent.




1.2. Scope of LMP-WDM Protocol

   This document focuses on extensions required for use with opaque
   OLSes.  In particular, this document is intended for use with OLSes
   having SONET, SDH, and Ethernet user ports.



   At the time of this writing, work is ongoing in the area of fully
   transparent wavelength routing; however, it is premature to identify
   the necessary information to be exchanged between a peer node and an
   OLS in this context.  Nevertheless, the protocol described in this
   document provides the necessary framework in which to exchange
   additional information that is deemed appropriate.




2. LMP Extensions for Optical Line Systems

   LMP currently consists of four main procedures, of which the first
   two are mandatory and the last two are optional:



1. Control channel management
2. Link property correlation
3. Link verification
4. Fault management



   All four functions are supported in LMP-WDM.




2.1. Control Channel Management

   As in [RFC4204], we do not specify the exact implementation of the
   control channel; it could be, for example, a separate wavelength,
   fiber, Ethernet link, an IP tunnel routed over a separate management
   network, a multi-hop IP network, or the overhead bytes of a data
   link.



   The control channel management for a peer node-to-OLS link is the
   same as for a peer node-to-peer node link, as described in [RFC4204].



   To distinguish between a peer node-to-OLS LMP session and a peer
   node-to-peer node LMP session, a new LMP-WDM CONFIG object is defined
   (C-Type = 2).  The format of the CONFIG object is as follows:



   Class = 6



   o     C-Type = 2, LMP-WDM_CONFIG



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|W|O|                      (Reserved)                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



WDM:  1 bit



         This bit indicates support for the LMP-WDM extensions defined
         in this document.



OLS:  1 bit



         If set, this bit indicates that the sender is an optical line
         system (OLS).  If clear, this bit indicates that the sender is
         a peer node.



   The LMP-WDM extensions are designed for peer node-to-OLS LMP
   sessions.  The OLS bit allows a node to identify itself as an OLS or
   a peer node.  This is used to detect misconfiguration of a peer
   node-to-OLS LMP session between two peer nodes or a peer node-to-peer
   node LMP session between a peer node and an OLS.



   If the node does not support the LMP-WDM extensions, it MUST reply to
   the Config message with a ConfigNack message.



   If a peer node that is configured to run LMP-WDM receives a Config
   message with the OLS bit clear in LMP-WDM_CONFIG object, it MUST
   reply to the Config message with a ConfigNack message.




2.2. Link Verification

   The Test procedure used with OLSes is the same as described in
   [RFC4204].  The VerifyTransportMechanism (included in the BeginVerify
   and BeginVerifyAck messages) is used to allow nodes to negotiate a
   link verification method and is essential for line systems that have
   access to overhead bytes rather than the payload.  The VerifyId
   (provided by the remote node in the BeginVerifyAck message and used
   in all subsequent Test messages) is used to differentiate Test
   messages from different LMP Link Verification procedures.  In
   addition to the Test procedure described in [RFC4204], the trace
   monitoring function of [RFC4207] may be used for link verification
   when the OLS user ports are SONET or SDH.



   In a combined LMP and LMP-WDM context, there is an interplay between
   the data links being managed by peer node-to-peer node LMP sessions
   and peer node-to-OLS LMP sessions.  For example, in Figure 2, the
   OXC1-OLS1 LMP session manages the data links between OXC1 and OLS1,
   and the OXC2-OLS2 LMP session manages the data links between OXC2 and
   OLS2.  However, the OXC1-OXC2 LMP session manages the data links
   between OXC1 and OXC2, which are actually a concatenation of the data
   links between OXC1 and OLS1, the DWDM span between OLS1 and OLS2, and
   the data links between OXC2 and OLS2.  It is these concatenated links
   that comprise the TE links that are advertised in the GMPLS TE link
   state database.



   The implication of this is that when the data links between OXC1 and
   OXC2 are being verified, using the LMP link verification procedure,
   OLS1 and OLS2 need to make themselves transparent with respect to
   these concatenated data links.  The coordination of verification of
   OXC1-OLS1 and OXC2-OLS2 data links to ensure this transparency is the
   responsibility of the peer nodes, OXC1 and OXC2.



   It is also necessary for these peer nodes to understand the mappings
   between the data links of the peer node - OLS LMP session and the
   concatenated data links of the peer node - peer node LMP session.




2.3. Link Summarization

   As in [RFC4204], the LinkSummary message is used to synchronize the
   Interface_Ids and correlate the properties of the TE link.  (Note
   that the term "TE link" originated from routing/signaling
   applications of LMP, and this concept does not necessarily apply to
   an OLS.  However, the term is used in this document to remain
   consistent with LMP terminology.)  The LinkSummary message includes
   one or more DATA_LINK objects.  The contents of the DATA_LINK object
   consist of a series of variable-length data items called Data Link
   sub-objects describing the capabilities of the data links.



   In this document, several additional Data Link sub-objects are
   defined to describe additional link characteristics.  The link
   characteristics are, in general, those needed by the CSPF to select
   the path for a particular LSP.  These link characteristics describe
   the specified peer node-to-OLS data link, as well as the associated
   DWDM span between the two OLSes.



   The format of the Data Link sub-objects follows the format described
   in [RFC4204] and is shown below for readability:



 0                   1
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑//‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|    Type       |    Length     |     (Sub‑object contents)     |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑//‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



   Type: 8 bits



         The Type indicates the type of contents of the sub-object.



   Length: 8 bits



         The Length field contains the total length of the sub-object in
         bytes, including the Type and Length fields.  The Length MUST
         be at least 4, and MUST be a multiple of 4.



   The following link characteristics are exchanged on a per data link
   basis.




2.3.1. Link Group ID

   The main purpose of the Link Group ID is to reduce control traffic
   during failures that affect many data links.  A local ID may be
   assigned to a group of data links.  This ID can be used to reduce the
   control traffic in the event of a failure by enabling a single
   ChannelStatus message with the LINK GROUP CHANNEL_STATUS object (see
   Section 2.4.1) to be used for a group of data links instead of
   individual ChannelStatus messages for each data link.  A data link
   may be a member of multiple groups.  This is achieved by including
   multiple Link Group ID sub-objects in the LinkSummary message.



   The Link Group ID feature allows Link Groups to be assigned based on
   the types of fault correlation and aggregation supported by a given
   OLS.  From a practical perspective, the Link Group ID is used to map
   (or group) data links into "failable entities" known primarily to the
   OLS.  If one of those failable entities fails, all associated data
   links are failed and the peer node is notified with a single message.



   For example, an OLS could create a Link Group for each laser in the
   OLS.  The data links associated with each laser would then each be
   assigned the Link Group ID for that laser.  If a laser fails, the OLS
   would then report a single failure affecting all of the data links
   with a Link Group ID of the failed laser.  The peer node that
   receives the single failure notification then knows which data links
   are affected.  Similarly, an OLS could create a Link Group ID for a
   fiber, to report a failure affecting all of the data links associated
   with that fiber if a loss-of-signal (LOS) is detected for that fiber.



   The format of the Link Group ID sub-object (Type = 3, Length = 8) is
   as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |           (Reserved)          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         Link Group ID                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   Link Group ID: 32 bits



         Link Group ID 0xFFFFFFFF is reserved and indicates all data
         links in a TE link.  All data links are members of Link Group
         0xFFFFFFFF by default.




2.3.2. Shared Risk Link Group (SRLG) Identifier

   This identifies the SRLGs of which the data link is a member.  This
   information may be configured on an OLS by the user and used for
   diverse path computation (see [RFC4202]).



   The format of the SRLG sub-object (Type = 4, Length = (N+1)*4 where N
   is the number of SRLG values) is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |            (Reserved)         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         SRLG value #1                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         SRLG value #2                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
//                             ...                              //
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       SRLG value #(N‑1)                       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         SRLG value #N                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   Shared Risk Link Group Value: 32 bits



         See [RFC4202].  List as many SRLGs as apply.




2.3.3. Bit Error Rate (BER) Estimate

   This object provides an estimate of the BER for the data link.



   The Bit Error Rate (BER) is the proportion of bits that have errors
   relative to the total number of bits received in a transmission,
   usually expressed as ten to a negative power.  For example, a
   transmission might have a BER of "10 to the minus 13", meaning that,
   out of every 10,000,000,000,000 bits transmitted, one bit may be in
   error.  The BER is an indication of overall signal quality.



   The format of the BER Estimate sub-object (Type = 5; Length = 4) is
   as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |      BER      |   (Reserved)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   BER: 8 bits



         The exponent from the BER representation described above.  That
         is, if the BER is 10 to the minus X, the BER field is set to X.




2.3.4. Optical Protection

   This indicates whether the link is protected by the OLS.  This
   information can be used as a measure of link capability.  It may be
   advertised by routing and used by signaling as a selection criterion,
   as described in [RFC3471].



   The format of the Optical Protection sub-object (Type = 6; Length =
   4) is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |     (Reserved)    | Link Flags|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   Link Flags: 6 bits



         Encoding for Link Flags is defined in Section 7 of [RFC3471].




2.3.5. Total Span Length

   This indicates the total distance of fiber in the OLS.  This may be
   used as a routing metric or to estimate delay.



   The format of the Total Span Length sub-object (Type = 7, Length = 8)
   is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |           (Reserved)          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Span Length                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   Span Length: 32 bits



         This value represents the total length of the WDM span in
         meters, expressed as an unsigned (long) integer.




2.3.6. Administrative Group (Color)

   The administrative group (or Color) to which the data link belongs.



   The format of the Administrative Group sub-object (Type = 8, Length =
   8) is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |           (Reserved)          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Administrative Group                     |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The Reserved field should be sent as zero and ignored on receipt.



   Administrative Group: 32 bits



         A 32-bit value, as defined in [RFC3630].




2.4. Fault Management

   The Fault Management procedure used between a peer and an OLS follows
   the procedures described in [RFC4204]; some further extensions are
   defined in this section.  The information learned from the OLS-peer
   fault management procedures may be used to trigger peer-peer LMP
   fault management, or may be used to trigger GMPLS signaling/routing
   procedures directly.



   Fault management consists of three major functions:



1. Fault Detection
2. Fault Localization
3. Fault Notification



   The fault detection mechanisms are the responsibility of the
   individual nodes and are not specified as part of this protocol.



   Fault detection mechanisms may include a Bit Error Rate (BER)
   exceeding a threshold, and loss-of-signal (LOS) and SONET/SDH-level
   errors.  It is the responsibility of the OLS to translate these
   failures into (Signal) OK, Signal Failure (SF), or Signal Degrade
   (SD), as described in [RFC4204].



   That is, an OLS uses the messages defined in the LMP fault
   localization procedures (ChannelStatus, ChannelStatusAck,
   ChannelStatusRequest, and ChannelStatusResponse messages) to inform
   the adjacent peer node of failures it has detected, in order to
   initiate the LMP fault localization procedures between peer nodes,
   but it does not participate in those procedures.



   The OLS may also execute its own fault localization process to allow
   it to determine the location of the fault along the DWDM span.  For
   example, the OLS may be able to pinpoint the fault to a particular
   amplifier in a span of thousands of kilometers in length.



   To report data link failures and recovery conditions, LMP-WDM uses
   the ChannelStatus, ChannelStatusAck, ChannelStatusRequest, and
   ChannelStatusResponse messages defined in [RFC4204].



   Each data link is identified by an Interface_ID.  In addition, a Link
   Group ID may be assigned to a group of data links (see Section
   2.3.1).  The Link Group ID may be used to reduce the control traffic
   by providing channel status information for a group of data links.  A
   new LINK GROUP CHANNEL_STATUS object is defined below for this
   purpose.  This object may be used in place of the CHANNEL_STATUS
   objects described in [RFC4204] in the ChannelStatus message.




2.4.1. LINK_GROUP CHANNEL_STATUS Object

   The LINK_GROUP CHANNEL_STATUS object is used to indicate the status
   of the data links belonging to a particular Link Group.  The
   correlation of data links to Group ID is made with the Link Group ID
   sub-object of the DATA_LINK object.



   The format of the LINK_GROUP CHANNEL_STATUS object is as follows
   (Class = 13, C-Type = 4):



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Link Group ID                          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|A|D|                    Channel Status                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                              :                                |
//                             :                               //
|                              :                                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         Link Group ID                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|A|D|                    Channel Status                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Link Group ID: 32 bits



         The Link Group ID 0xFFFFFFFF is reserved and indicates all data
         links in a TE link.  All data links are members of the Link
         Group 0xFFFFFFFF by default.



   Channel Status: 32 bits



         The values for the Channel Status field are defined in
         [RFC4204].



   This object is non-negotiable.




3. Security Considerations

   LMP message security uses IPsec, as described in [RFC4204].  This
   document only defines new LMP objects that are carried in existing
   LMP messages.  As such, this document introduces no other new
   security considerations not covered in [RFC4204].




4. IANA Considerations

   LMP [RFC4204] defines the following name spaces and the ways in which
   IANA can make assignments to these namespaces:



‑  LMP Message Type
‑  LMP Object Class
‑  LMP Object Class type (C‑Type) unique within the Object Class
‑  LMP Sub‑object Class type (Type) unique within the Object Class



   This memo introduces the following new assignments:



   LMP Object Class Types:



o  under CONFIG class name (as defined in [RFC4204])
   ‑  LMP‑WDM_CONFIG       (C‑Type = 2)

o  under CHANNEL_STATUS class name (as defined in [RFC4204])
   ‑  LINK_GROUP           (C‑Type = 4)



   LMP Sub-Object Class names:



o  under DATA_LINK Class name (as defined in [RFC4204])
   ‑  Link_GroupId         (sub‑object Type = 3)
   ‑  SRLG                 (sub‑object Type = 4)
   ‑  BER_Estimate         (sub‑object Type = 5)
   ‑  Optical_Protection   (sub‑object Type = 6)
   ‑  Total_Span_Length    (sub‑object Type = 7)
   ‑  Administrative_Group (sub‑object Type = 8)
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Abstract

   Generalized Multi-Protocol Label Switching (GMPLS) is a suite of
   protocol extensions to MPLS to make it generally applicable, to
   include, for example, control of non packet-based switching, and
   particularly, optical switching.  One consideration is to use GMPLS
   protocols to upgrade the control plane of optical transport networks.
   This document illustrates this process by describing those extensions
   to GMPLS protocols that are aimed at controlling Synchronous Digital
   Hierarchy (SDH) or Synchronous Optical Networking (SONET) networks.
   SDH/SONET networks make good examples of this process for a variety
   of reasons.  This document highlights extensions to GMPLS-related
   routing protocols to disseminate information needed in transport path
   computation and network operations, together with (G)MPLS protocol
   extensions required for the provisioning of transport circuits.  New
   capabilities that an GMPLS control plane would bring to SDH/SONET
   networks, such as new restoration methods and multi-layer circuit
   establishment, are also discussed.




Table of Contents



	1. Introduction
	 1.1. MPLS Overview


	 1.2. SDH/SONET Overview


	 1.3. The Current State of Circuit Establishment in SDH/SONET Networks
	  1.3.1. Administrative Tasks


	  1.3.2. Manual Operations


	  1.3.3. Planning Tool Operation


	  1.3.4. Circuit Provisioning



	 1.4. Centralized Approach versus Distributed Approach
	  1.4.1. Topology Discovery and Resource Dissemination


	  1.4.2. Path Computation (Route Determination)


	  1.4.3. Connection Establishment (Provisioning)



	 1.5. Why SDH/SONET Will Not Disappear Tomorrow



	2. GMPLS Applied to SDH/SONET
	 2.1. Controlling the SDH/SONET Multiplex


	 2.2. SDH/SONET LSR and LSP Terminology



	3. Decomposition of the GMPLS Circuit-Switching Problem Space


	4. GMPLS Routing for SDH/SONET
	 4.1. Switching Capabilities
	  4.1.1. Switching Granularity


	  4.1.2. Signal Concatenation Capabilities


	  4.1.3. SDH/SONET Transparency



	 4.2. Protection


	 4.3. Available Capacity Advertisement


	 4.4. Path Computation



	5. LSP Provisioning/Signaling for SDH/SONET
	 5.1. What Do We Label in SDH/SONET?  Frames or Circuits?


	 5.2. Label Structure in SDH/SONET


	 5.3. Signaling Elements



	6. Summary and Conclusions


	7. Security Considerations


	8. Acknowledgements


	9. Informative References


	10. Acronyms




1. Introduction

   The CCAMP Working Group of the IETF has the goal of extending MPLS
   [1] protocols to support multiple network layers and new services.
   This extended MPLS, which was initially known as Multi-Protocol
   Lambda Switching, is now better referred to as Generalized MPLS (or
   GMPLS).



   The GMPLS effort is, in effect, extending IP/MPLS technology to
   control and manage lower layers.  Using the same framework and
   similar signaling and routing protocols to control multiple layers
   can not only reduce the overall complexity of designing, deploying,
   and maintaining networks, but can also make it possible to operate
   two contiguous layers by using either an overlay model, a peer model,
   or an integrated model.  The benefits of using a peer or an overlay
   model between the IP layer and its underlying layer(s) will have to
   be clarified and evaluated in the future.  In the mean time, GMPLS
   could be used for controlling each layer independently.



   The goal of this work is to highlight how GMPLS could be used to
   dynamically establish, maintain, and tear down SDH/SONET circuits.
   The objective of using these extended IP/MPLS protocols is to provide
   at least the same kinds of SDH/SONET services as are provided today,
   but using signaling instead of provisioning via centralized
   management to establish those services.  This will allow operators to
   propose new services, and will allow clients to create SDH/SONET
   paths on-demand, in real-time, through the provider network.  We
   first review the essential properties of SDH/SONET networks and their
   operations, and we show how the label concept in GMPLS can be
   extended to the SDH/SONET case.  We then look at important
   information to be disseminated by a link state routing protocol and
   look at the important signal attributes that need to be conveyed by a
   label distribution protocol.  Finally, we look at some outstanding
   issues and future possibilities.




1.1. MPLS Overview

   A major advantage of the MPLS architecture [1] for use as a general
   network control plane is its clear separation between the forwarding
   (or data) plane, the signaling (or connection control) plane, and the
   routing (or topology discovery/resource status) plane.  This allows
   the work on MPLS extensions to focus on the forwarding and signaling
   planes, while allowing well-known IP routing protocols to be reused
   in the routing plane.  This clear separation also allows for MPLS to
   be used to control networks that do not have a packet-based
   forwarding plane.



   An MPLS network consists of MPLS nodes called Label Switch Routers
   (LSRs) connected via Label Switched Paths (LSPs).  An LSP is uni-
   directional and could be of several different types such as point-
   to-point, point-to-multipoint, and multipoint-to-point.  Border LSRs
   in an MPLS network act as either ingress or egress LSRs, depending on
   the direction of the traffic being forwarded.



   Each LSP is associated with a Forwarding Equivalence Class (FEC),
   which may be thought of as a set of packets that receive identical
   forwarding treatment at an LSR.  The simplest example of an FEC might
   be the set of destination addresses lying in a given address range.
   All packets that have a destination address lying within this address
   range are forwarded identically at each LSR configured with that FEC.



   To establish an LSP, a signaling protocol (or label distribution
   protocol) such as LDP or RSVP-TE is required.  Between two adjacent
   LSRs, an LSP is locally identified by a fixed length identifier
   called a label, which is only significant between those two LSRs.  A
   signaling protocol is used for inter-node communication to assign and
   maintain these labels.



   When a packet enters an MPLS-based packet network, it is classified
   according to its FEC and, possibly, additional rules, which together
   determine the LSP along which the packet must be sent.  For this
   purpose, the ingress LSR attaches an appropriate label to the packet,
   and forwards the packet to the next hop.  The label may be attached
   to a packet in different ways.  For example, it may be in the form of
   a header encapsulating the packet (the "shim" header) or it may be
   written in the VPI/VCI field (or DLCI field) of the layer 2
   encapsulation of the packet.  In case of SDH/SONET networks, we will
   see that a label is simply associated with a segment of a circuit,
   and is mainly used in the signaling plane to identify this segment
   (e.g., a time-slot) between two adjacent nodes.



   When a packet reaches a packet LSR, this LSR uses the label as an
   index into a forwarding table to determine the next hop and the
   corresponding outgoing label (and, possibly, the QoS treatment to be
   given to the packet), writes the new label into the packet, and
   forwards the packet to the next hop.  When the packet reaches the
   egress LSR, the label is removed and the packet is forwarded using
   appropriate forwarding, such as normal IP forwarding.  We will see
   that for an SDH/SONET network these operations do not occur in quite
   the same way.




1.2. SDH/SONET Overview

   There are currently two different multiplexing technologies in use in
   optical networks: wavelength-division multiplexing (WDM) and time
   division multiplexing (TDM).  This work focuses on TDM technology.



   SDH and SONET are two TDM standards widely used by operators to
   transport and multiplex different tributary signals over optical
   links, thus creating a multiplexing structure, which we call the
   SDH/SONET multiplex.



   ITU-T (G.707) [2] includes both the European Telecommunications
   Standards Institute (ETSI) SDH hierarchy and the USA ANSI SONET
   hierarchy [3].  The ETSI SDH and SONET standards regarding frame
   structures and higher-order multiplexing are the same.  There are
   some regional differences in terminology, on the use of some overhead
   bytes, and lower-order multiplexing.  Interworking between the two
   lower-order hierarchies is possible using gateways.



   The fundamental signal in SDH is the STM-1 that operates at a rate of
   about 155 Mbps, while the fundamental signal in SONET is the STS-1
   that operates at a rate of about 51 Mbps.  These two signals are made
   of contiguous frames that consist of transport overhead (header) and
   payload.  To solve synchronization issues, the actual data is not
   transported directly in the payload, but rather in another internal
   frame that is allowed to float over two successive SDH/SONET
   payloads.  This internal frame is named a Virtual Container (VC) in
   SDH and a SONET Payload Envelope (SPE) in SONET.



   The SDH/SONET architecture identifies three different layers, each of
   which corresponds to one level of communication between SDH/SONET
   equipment.  These are, starting with the lowest, the regenerator
   section/section layer, the multiplex section/line layer, and (at the
   top) the path layer.  Each of these layers, in turn, has its own
   overhead (header).  The transport overhead of an SDH/SONET frame is
   mainly sub-divided in two parts that contain the regenerator
   section/section overhead and the multiplex section/line overhead.  In
   addition, a pointer (in the form of the H1, H2, and H3 bytes)
   indicates the beginning of the VC/SPE in the payload of the overall
   STM/STS frame.



   The VC/SPE itself is made up of a header (the path overhead) and a
   payload.  This payload can be further subdivided into sub-elements
   (signals) in a fairly complex way.  In the case of SDH, the STM-1
   frame may contain either one VC-4 or three multiplexed VC-3s.  The
   SONET multiplex is a pure tree, while the SDH multiplex is not a pure
   tree, since it contains a node that can be attached to two parent
   nodes.  The structure of the SDH/SONET multiplex is shown in Figure
   1.  In addition, we show reference points in this figure that are
   explained in later sections.



   The leaves of these multiplex structures are time slots (positions)
   of different sizes that can contain tributary signals.  These
   tributary signals (e.g., E1, E3, etc) are mapped into the leaves
   using standardized mapping rules.  In general, a tributary signal
   does not fill a time slot completely, and the mapping rules define
   precisely how to fill it.



   What is important for the GMPLS-based control of SDH/SONET circuits
   is to identify the elements that can be switched from an input
   multiplex on one interface to an output multiplex on another
   interface.  The only elements that can be switched are those that can
   be re-aligned via a pointer, i.e., a VC-x in the case of SDH and a
   SPE in the case of SONET.



          xN       x1
STM‑N<‑‑‑‑AUG<‑‑‑‑AU‑4<‑‑VC4<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑C‑4  E4
           ^              ^
           Ix3            Ix3
           I              I           x1
           I              ‑‑‑‑‑TUG‑3<‑‑‑‑TU‑3<‑‑‑VC‑3<‑‑‑I
           I                      ^                       C‑3 DS3/E3
STM‑0<‑‑‑‑‑‑‑‑‑‑‑‑AU‑3<‑‑‑VC‑3<‑‑ I ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑I
                           ^      I
                           Ix7    Ix7
                           I      I    x1
                           ‑‑‑‑‑TUG‑2<‑‑‑TU‑2<‑‑‑VC‑2<‑‑‑C‑2 DS2/T2
                                ^  ^
                                I  I   x3
                                I  I‑‑‑‑TU‑12<‑‑‑VC‑12<‑‑C‑12 E1
                                I
                                I      x4
                                I‑‑‑‑‑‑‑TU‑11<‑‑‑VC‑11<‑‑C‑11 DS1/T1

            xN
   STS‑N<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑SPE<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑DS3/T3
                             ^
                             Ix7
                             I            x1
                             I‑‑‑VT‑Group<‑‑‑VT‑6<‑‑‑‑SPE DS2/T2
                                 ^  ^  ^
                                 I  I  I  x2
                                 I  I  I‑‑‑‑‑VT‑3<‑‑‑‑SPE DS1C
                                 I  I
                                 I  I     x3
                                 I  I‑‑‑‑‑‑‑‑VT‑2<‑‑‑‑SPE E1
                                 I
                                 I        x4
                                 I‑‑‑‑‑‑‑‑‑‑‑VT‑1.5<‑‑SPE DS1/T1



   Figure 1.  SDH and SONET multiplexing structure and typical
   Plesiochronous Digital Hierarchy (PDH) payload signals.



   An STM-N/STS-N signal is formed from N x STM-1/STS-1 signals via byte
   interleaving.  The VCs/SPEs in the N interleaved frames are
   independent and float according to their own clocking.  To transport
   tributary signals in excess of the basic STM-1/STS-1 signal rates,
   the VCs/SPEs can be concatenated, i.e., glued together.  In this
   case, their relationship with respect to each other is fixed in time;
   hence, this relieves, when possible, an end system of any inverse
   multiplexing bonding processes.  Different types of concatenations
   are defined in SDH/SONET.



For example, standard SONET concatenation allows the concatenation of
M x STS‑1 signals within an STS‑N signal with M <= N, and M = 3, 12,
48, 192, .... The SPEs of these M x STS‑1s can be concatenated to
form an STS‑Mc.  The STS‑Mc notation is short hand for describing an
STS‑M signal whose SPEs have been concatenated.




1.3. The Current State of Circuit Establishment in SDH/SONET Networks

   In present day SDH and SONET networks, the networks are primarily
   statically configured.  When a client of an operator requests a
   point-to-point circuit, the request sets in motion a process that can
   last for several weeks or more.  This process is composed of a chain
   of shorter administrative and technical tasks, some of which can be
   fully automated, resulting in significant improvements in
   provisioning time and in operational savings.  In the best case, the
   entire process can be fully automated allowing, for example, customer
   premise equipment (CPE) to contact an SDH/SONET switch to request a
   circuit.  Currently, the provisioning process involves the following
   tasks.




1.3.1. Administrative Tasks

   The administrative tasks represent a significant part of the
   provisioning time.  Most of them can be automated using IT
   applications, e.g., a client still has to fill a form to request a
   circuit.  This form can be filled via a Web-based application and can
   be automatically processed by the operator.  A further enhancement is
   to allow the client's equipment to coordinate with the operator's
   network directly and request the desired circuit.  This could be
   achieved through a signaling protocol at the interface between the
   client equipment and an operator switch, i.e., at the UNI, where
   GMPLS signaling [4], [5] can be used.




1.3.2. Manual Operations

   Another significant part of the time may be consumed by manual
   operations that involve installing the right interface in the CPE and
   installing the right cable or fiber between the CPE and the operator
   switch.  This time can be especially significant when a client is in
   a different time zone than the operator's main office.  This first-
   time connection time is frequently accounted for in the overall
   establishment time.




1.3.3. Planning Tool Operation

   Another portion of the time is consumed by planning tools that run
   simulations using heuristic algorithms to find an optimized placement
   for the required circuits.  These planning tools can require a
   significant running time, sometimes on the order of days.



   These simulations are, in general, executed for a set of demands for
   circuits, i.e., a batch mode, to improve the optimality of network
   resource usage and other parameters.  Today, we do not really have a
   means to reduce this simulation time.  On the contrary, to support
   fast, on-line, circuit establishment, this phase may be invoked more
   frequently, i.e., we will not "batch up" as many connection requests
   before we plan out the corresponding circuits.  This means that the
   network may need to be re-optimized periodically, implying that the
   signaling should support re-optimization with minimum impact to
   existing services.




1.3.4. Circuit Provisioning

   Once the first three steps discussed above have been completed, the
   operator must provision the circuits using the outputs of the
   planning process.  The time required for provisioning varies greatly.
   It can be fairly short, on the order of a few minutes, if the
   operators already have tools that help them to do the provisioning
   over heterogeneous equipment.  Otherwise, the process can take days.
   Developing these tools for each new piece of equipment and each
   vendor is a significant burden on the service provider.  A
   standardized interface for provisioning, such as GMPLS signaling,
   could significantly reduce or eliminate this development burden.  In
   general, provisioning is a batched activity, i.e., a few times per
   week an operator provisions a set of circuits.  GMPLS will reduce
   this provisioning time from a few minutes to a few seconds and could
   help to transform this periodic process into a real-time process.



   When a circuit is provisioned, it is not delivered directly to a
   client.  Rather, the operator first tests its performance and
   behavior and, if successful, delivers the circuit to the client.
   This testing phase lasts, in general, up to 24 hours.  The operator
   installs test equipment at each end and uses pre-defined test streams
   to verify performance.  If successful, the circuit is officially
   accepted by the client.  To speed up the verification (sometimes
   known as "proving") process, it would be necessary to support some
   form of automated performance testing.




1.4. Centralized Approach versus Distributed Approach

   Whether a centralized approach or a distributed approach will be used
   to control SDH/SONET networks is an open question, since each
   approach has its merits.  The application of GMPLS to SDH/SONET
   networks does not preclude either model, although GMPLS is itself a
   distributed technology.



   The basic tradeoff between the centralized and distributed approaches
   is that of complexity of the network elements versus that of the
   network management system (NMS).  Since adding functionality to
   existing SDH/SONET network elements may not be possible, a
   centralized approach may be needed in some cases.  The main issue
   facing centralized control via an NMS is one of scalability.  For
   instance, this approach may be limited in the number of network
   elements that can be managed (e.g., one thousand).  It is, therefore,
   quite common for operators to deploy several NMS in parallel at the
   Network Management Layer, each managing a different zone.  In that
   case, however, a Service Management Layer must be built on the top of
   several individual NMS to take care of end-to-end on-demand services.
   On the other hand, in a complex and/or dense network, restoration
   could be faster with a distributed approach than with a centralized
   approach.



   Let's now look at how the major control plane functional components
   are handled via the centralized and distributed approaches:




1.4.1. Topology Discovery and Resource Dissemination

   Currently, an NMS maintains a consistent view of all the networking
   layers under its purview.  This can include the physical topology,
   such as information about fibers and ducts.  Since most of this
   information is entered manually, it remains error prone.



   A link state GMPLS routing protocol, on the other hand, could perform
   automatic topology discovery and disseminate the topology as well as
   resource status.  This information would be available to all nodes in
   the network, and hence also the NMS.  Hence, one can look at a
   continuum of functionality between manually provisioned topology
   information (of which there will always be some) and fully automated
   discovery and dissemination (as in a link state protocol).  Note
   that, unlike the IP datagram case, a link state routing protocol
   applied to the SDH/SONET network does not have any service impacting
   implications.  This is because in the SDH/SONET case, the circuit is
   source-routed (so there can be no loops), and no traffic is
   transmitted until a circuit has been established and an
   acknowledgement received at the source.




1.4.2. Path Computation (Route Determination)

   In the SDH/SONET case, unlike the IP datagram case, there is no need
   for network elements to all perform the same path calculation [6].
   In addition, path determination is an area for vendors to provide a
   potentially significant value addition in terms of network
   efficiency, reliability, and service differentiation.  In this sense,
   a centralized approach to path computation may be easier to operate
   and upgrade.  For example, new features such as new types of path
   diversity or new optimization algorithms can be introduced with a
   simple NMS software upgrade.  On the other hand, updating switches
   with new path computation software is a more complicated task.  In
   addition, many of the algorithms can be fairly computationally
   intensive and may be completely unsuitable for the embedded
   processing environment available on most switches.  In restoration
   scenarios, the ability to perform a reasonably sophisticated level of
   path computation on the network element can be particularly useful
   for restoring traffic during major network faults.




1.4.3. Connection Establishment (Provisioning)

   The actual setting up of circuits, i.e., a coupled collection of
   cross connects across a network, can be done either via the NMS
   setting up individual cross connects or via a "soft permanent LSP"
   (SPLSP) type approach.  In the SPLSP approach, the NMS may just kick
   off the connection at the "ingress" switch with GMPLS signaling
   setting up the connection from that point onward.  Connection
   establishment is the trickiest part to distribute, however, since
   errors in the connection setup/tear down process are service
   impacting.



   The table below compares the two approaches to connection
   establishment.



   Table 1.  Qualitative comparison between centralized and distributed
   approaches.



Distributed approach              Centralized approach

Packet‑based control plane        Management plane like TMN or
(like GMPLS or PNNI) useful?      SNMP
Do we really need it?  Being      Always needed!  Already there,
added/specified by several        proven and understood.
standardization bodies

High survivability (e.g., in      Potential single point(s) of
case of partition)                failure

Distributed load                  Bottleneck: #requests and
                                  actions to/from NMS

Individual local routing          Centralized routing decision,
decision                          can be done per block of
                                  requests
Routing scalable as for the       Assumes a few big
Internet                          administrative domains

Complex to change routing         Very easy local upgrade (non‑
protocol/algorithm                intrusive)

Requires enhanced routing         Better consistency
protocol (traffic
engineering)

Ideal for inter‑domain            Not inter‑domain friendly

Suitable for very dynamic         For less dynamic demands
demands                           (longer lived)

Probably faster to restore,       Probably slower to restore,but
but more difficult to have        could effect reliable
reliable restoration.             restoration.

High scalability                  Limited scalability: #nodes,
(hierarchical)                    links, circuits, messages

Planning (optimization)           Planning is a background
harder to achieve                 centralized activity

Easier future integration
with other control plane
layers




1.5. Why SDH/SONET Will Not Disappear Tomorrow

   As IP traffic becomes the dominant traffic transported over the
   transport infrastructure, it is useful to compare the statistical
   multiplexing of IP with the time division multiplexing of SDH and
   SONET.



   Consider, for instance, a scenario where IP over WDM is used
   everywhere and lambdas are optically switched.  In such a case, a
   carrier's carrier would sell dynamically controlled lambdas with each
   customers building their own IP backbones over these lambdas.



   This simple model implies that a carrier would sell lambdas instead
   of bandwidth.  The carrier's goal will be to maximize the number of
   wavelengths/lambdas per fiber, with each customer having to fully
   support the cost for each end-to-end lambda whether or not the
   wavelength is fully utilized.  Although, in the near future, we may
   have technology to support up to several hundred lambdas per fiber, a
   world where lambdas are so cheap and abundant that every individual
   customer buys them, from one point to any other point, appears an
   unlikely scenario today.



   More realistically, there is still room for a multiplexing technology
   that provides circuits with a lower granularity than a wavelength.
   (Not everyone needs a minimum of 10 Gbps or 40 Gbps per circuit, and
   IP does not yet support all telecom applications in bulk
   efficiently.)



   SDH and SONET possess a rich multiplexing hierarchy that permits
   fairly fine granularity and that provides a very cheap and simple
   physical separation of the transported traffic between circuits,
   i.e., QoS.  Moreover, even IP datagrams cannot be transported
   directly over a wavelength.  A framing or encapsulation is always
   required to delimit IP datagrams.  The Total Length field of an IP
   header cannot be trusted to find the start of a new datagram, since
   it could be corrupted and would result in a loss of synchronization.
   The typical framing used today for IP over Dense WDM (DWDM) is
   defined in RFC1619/RFC2615 and is known as POS (Packet Over
   SDH/SONET), i.e., IP over PPP (in High-Level Data Link Control
   (HDLC)-like format) over SDH/SONET.  SDH and SONET are actually
   efficient encapsulations for IP.  For instance, with an average IP
   datagram length of 350 octets, an IP over Gigabit Ethernet (GbE)
   encapsulation using an 8B/10B encoding results in 28% overhead, an
   IP/ATM/SDH encapsulation results in 22% overhead, and an IP/PPP/SDH
   encapsulation results in only 6% overhead.



   Any encapsulation of IP over WDM should, in the data plane, at least
   provide the following: error monitoring capabilities (to detect
   signal degradation); error correction capabilities, such as FEC
   (Forward Error Correction) that are particularly needed for ultra
   long haul transmission; and sufficient timing information, to allow
   robust synchronization (that is, to detect the beginning of a
   packet).  In the case where associated signaling is used (that is,
   where the control and data plane topologies are congruent), the
   encapsulation should also provide the capacity to transport
   signaling, routing, and management messages, in order to control the
   optical switches.  Rather, SDH and SONET cover all these aspects
   natively, except FEC, which tends to be supported in a proprietary
   way.  (We note, however, that associated signaling is not a
   requirement for the GMPLS-based control of SDH/SONET networks.
   Rather, it is just one option.  Non associated signaling, as would
   happen with an out-of-band control plane network is another equally
   valid option.)



   Since IP encapsulated in SDH/SONET is efficient and widely used, the
   only real difference between an IP over WDM network and an IP over
   SDH over WDM network is the layers at which the switching or
   forwarding can take place.  In the first case, it can take place at
   the IP and optical layers.  In the second case, it can take place at
   the IP, SDH/SONET, and optical layers.



   Almost all transmission networks today are based on SDH or SONET.  A
   client is connected either directly through an SDH or SONET interface
   or through a PDH interface, the PDH signal being transported between
   the ingress and the egress interfaces over SDH or SONET.  What we are
   arguing here is that it makes sense to do switching or forwarding at
   all these layers.




2. GMPLS Applied to SDH/SONET


2.1. Controlling the SDH/SONET Multiplex

   Controlling the SDH/SONET multiplex implies deciding which of the
   different switchable components of the SDH/SONET multiplex we wish to
   control using GMPLS.  Essentially, every SDH/SONET element that is
   referenced by a pointer can be switched.  These component signals are
   the VC-4, VC-3, VC-2, VC-12, and VC-11 in the SDH case; and the VT
   and STS SPEs in the SONET case.  The SPEs in SONET do not have
   individual names, although they can be referred to simply as VT-N
   SPEs.  We will refer to them by identifying the structure that
   contains them, namely STS-1, VT-6, VT-3, VT-2, and VT-1.5.



   The STS-1 SPE corresponds to a VC-3, a VT-6 SPE corresponds to a VC-
   2, a VT-2 SPE corresponds to a VC-12, and a VT-1.5 SPE corresponds to
   a VC-11.  The SONET VT-3 SPE has no correspondence in SDH, however
   SDH's VC-4 corresponds to SONET's STS-3c SPE.



   In addition, it is possible to concatenate some of the structures
   that contain these elements to build larger elements.  For instance,
   SDH allows the concatenation of X contiguous AU-4s to build a VC-4-Xc
   and of m contiguous TU-2s to build a VC-2-mc.  In that case, a VC-4-
   Xc or a VC-2-mc can be switched and controlled by GMPLS.  SDH also
   defines virtual (non-contiguous) concatenation of TU-2s; however, in
   that case, each constituent VC-2 is switched individually.




2.2. SDH/SONET LSR and LSP Terminology

   Let an SDH or SONET Terminal Multiplexer (TM), Add-Drop Multiplexer
   (ADM), or cross-connect (i.e., a switch) be called an SDH/SONET LSR.
   An SDH/SONET path or circuit between two SDH/SONET LSRs now becomes a
   GMPLS LSP.  An SDH/SONET LSP is a logical connection between the
   point at which a tributary signal (client layer) is adapted into its
   virtual container, and the point at which it is extracted from its
   virtual container.



   To establish such an LSP, a signaling protocol is required to
   configure the input interface, switch fabric, and output interface of
   each SDH/SONET LSR along the path.  An SDH/SONET LSP can be point-
   to-point or point-to-multipoint, but not multipoint-to-point, since
   no merging is possible with SDH/SONET signals.



   To facilitate the signaling and setup of SDH/SONET circuits, an
   SDH/SONET LSR must, therefore, identify each possible signal
   individually per interface, since each signal corresponds to a
   potential LSP that can be established through the SDH/SONET LSR.  It
   turns out, however, that not all SDH signals correspond to an LSP and
   therefore not all of them need be identified.  In fact, only those
   signals that can be switched need identification.




3. Decomposition of the GMPLS Circuit-Switching Problem Space

   Although those familiar with GMPLS may be familiar with its
   application in a variety of application areas (e.g., ATM, Frame
   Relay, and so on), here we quickly review its decomposition when
   applied to the optical switching problem space.



   (i) Information needed to compute paths must be made globally
   available throughout the network.  Since this is done via the link
   state routing protocol, any information of this nature must either be
   in the existing link state advertisements (LSAs) or the LSAs must be
   supplemented to convey this information.  For example, if it is
   desirable to offer different levels of service in a network, based on
   whether a circuit is routed over SDH/SONET lines that are ring
   protected versus being routed over those that are not ring protected
   (differentiation based on reliability), the type of protection on a
   SDH/SONET line would be an important topological parameter that would
   have to be distributed via the link state routing protocol.



   (ii) Information that is only needed between two "adjacent" switches
   for the purposes of connection establishment is appropriate for
   distribution via one of the label distribution protocols.  In fact,
   this information can be thought of as the "virtual" label.  For
   example, in SONET networks, when distributing information to switches
   concerning an end-to-end STS-1 path traversing a network, it is
   critical that adjacent switches agree on the multiplex entry used by
   this STS-1 (but this information is only of local significance
   between those two switches).  Hence, the multiplex entry number in
   this case can be used as a virtual label.  Note that the label is
   virtual, in that it is not appended to the payload in any way, but it
   is still a label in the sense that it uniquely identifies the signal
   locally on the link between the two switches.



   (iii) Information that all switches in the path need to know about a
   circuit will also be distributed via the label distribution protocol.
   Examples of such information include bandwidth, priority, and
   preemption.



   (iv) Information intended only for end systems of the connection.
   Some of the payload type information may fall into this category.




4. GMPLS Routing for SDH/SONET

   Modern SDH/SONET transport networks excel at interoperability in the
   performance monitoring (PM) and fault management (FM) areas [7], [8].
   They do not, however, interoperate in the areas of topology discovery
   or resource status.  Although link state routing protocols, such as
   IS-IS and OSPF, have been used for some time in the IP world to
   compute destination-based next hops for routes (without routing
   loops), they are particularly valuable for providing timely topology
   and network status information in a distributed manner, i.e., at any
   network node.  If resource utilization information is disseminated
   along with the link status (as done in ATM's PNNI routing protocol),
   then a very complete picture of network status is available to a
   network operator for use in planning, provisioning, and operations.
   The information needed to compute the path a connection will take
   through a network is important to distribute via the routing
   protocol.  In the TDM case, this information includes, but is not
   limited to: the available capacity of the network links, the
   switching and termination capabilities of the nodes and interfaces,
   and the protection properties of the link.  This is what is being
   proposed in the GMPLS extensions to IP routing protocols [9], [10],
   [11].



   When applying routing to circuit switched networks, it is useful to
   compare and contrast this situation with the datagram routing case
   [12].  In the case of routing datagrams, all routes on all nodes must
   be calculated exactly the same to avoid loops and "black holes".  In
   circuit switching, this is not the case since routes are established
   per circuit and are fixed for that circuit.  Hence, unlike the
   datagram case, routing is not service impacting in the circuit
   switched case.  This is helpful because, to accommodate the optical
   layer, routing protocols need to be supplemented with new
   information, as compared to the datagram case.  This information is
   also likely to be used in different ways for implementing different
   user services.  Due to the increase in information transferred in the
   routing protocol, it may be useful to separate the relatively static
   parameters concerning a link from those that may be subject to
   frequent changes.  However, the current GMPLS routing extensions [9],
   [10], [11] do not make such a separation.



   Indeed, from the carriers' perspective, the up-to-date dissemination
   of all link properties is essential and desired, and the use of a
   link-state routing protocol to distribute this information provides
   timely and efficient delivery.  If GMPLS-based networks got to the
   point that bandwidth updates happen very frequently, it makes sense,
   from an efficiency point of view, to separate them out for update.
   This situation is not yet seen in actual networks; however, if GMPLS
   signaling is put into widespread use then the need could arise.




4.1. Switching Capabilities

   The main switching capabilities that characterize an SDH/SONET end
   system and thus need to be advertised via the link state routing
   protocol are: the switching granularity, supported forms of
   concatenation, and the level of transparency.




4.1.1. Switching Granularity

   From references [2], [3], and the overview section on SDH/SONET we
   see that there are a number of different signals that compose the
   SDH/SONET hierarchies.  Those signals that are referenced via a
   pointer (i.e., the VCs in SDH and the SPEs in SONET) will actually be
   switched within an SDH/SONET network.  These signals are subdivided
   into lower order signals and higher order signals as shown in Table
   2.



   Table 2.  SDH/SONET switched signal groupings.



Signal Type    SDH                       SONET

Lower Order    VC‑11, VC‑12, VC‑2        VT‑1.5 SPE, VT‑2 SPE,
                                         VT‑3 SPE, VT‑6 SPE

Higher         VC‑3, VC‑4                STS‑1 SPE, STS‑3c SPE
Order



   Manufacturers today differ in the types of switching capabilities
   their systems support.  Many manufacturers today switch signals
   starting at VC-4 for SDH or STS-1 for SONET (i.e., down the basic
   frame) and above (see Section 5.1.2 on concatenation), but they do
   not switch lower order signals.  Some of them only allow the
   switching of entire aggregates (concatenated or not) of signals such
   as 16 VC-4s, i.e., a complete STM-16, and nothing finer.  Some go
   down to the VC-3 level for SDH.  Finally, some offer highly
   integrated switches that switch at the VC-3/STS-1 level down to lower
   order signals such as VC-12s.  In order to cover the needs of all
   manufacturers and operators, GMPLS signaling ([4], [5]) covers both
   higher order and lower order signals.




4.1.2. Signal Concatenation Capabilities

   As stated in the SDH/SONET overview, to transport tributary signals
   with rates in excess of the basic STM-1/STS-1 signal, the VCs/SPEs
   can be concatenated, i.e., glued together.  Different types of
   concatenations are defined: contiguous standard concatenation,
   arbitrary concatenation, and virtual concatenation with different
   rules concerning their size, placement, and binding.



   Standard SONET concatenation allows the concatenation of M x STS-1
   signals within an STS-N signal with M <= N, and M = 3, 12, 48, 192,
   STS-Mc.  The STS-Mc notation is shorthand for describing an STS-M
   signal whose SPEs have been concatenated.  The multiplexing
   procedures for SDH and SONET are given in references [2] and [3],
   respectively.  Constraints are imposed on the size of STS-Mc signals,
   i.e., they must be a multiple of 3, and on their starting location
   and interleaving.



   This has the following advantages: (a) restriction to multiples of 3
   helps with SDH compatibility (there is no STS-1 equivalent signal in
   SDH); (b) the restriction to multiples of 3 reduces the number of
   connection types; (c) the restriction on the placement and
   interleaving could allow more compact representation of the "label";



The major disadvantages of these restrictions are:  (a) Limited
flexibility in bandwidth assignment (somewhat inhibits finer grained
traffic engineering).  (b) The lack of flexibility in starting time
slots for STS‑Mc signals and in their interleaving (where the rest of
the signal gets put in terms of STS‑1 slot numbers) leads to the
requirement for re‑grooming (due to bandwidth fragmentation).



   Due to these disadvantages, some SONET framer manufacturers now
   support "flexible" or arbitrary concatenation.  That is, they support
   concatenation with no restrictions on the size of an STS-Mc (as long
   as M <= N) and no constraints on the STS-1 timeslots used to convey
   it, i.e., the signals can use any combination of available time
   slots.



   Standard and flexible concatenations are network services, while
   virtual concatenation is an SDH/SONET end-system service approved by
   the Committee T1 of ANSI [3] and the ITU-T [2].  The essence of this
   service is to have SDH/SONET end systems "glue" together the VCs or
   SPEs of separate signals, rather than requiring that the signals be
   carried through the network as a single unit.  In one example of
   virtual concatenation, two end systems supporting this feature could
   essentially "inverse multiplex" two STS-1s into an STS-1-2v for the
   efficient transport of 100 Mbps Ethernet traffic.  Note that this
   inverse multiplexing process (or virtual concatenation) can be
   significantly easier to implement with SDH/SONET than packet switched
   circuits, because ensuring that timing and in-order frame delivery is
   preserved may be simpler to establish using SDH/SONET, rather than
   packet switched circuits, where more sophisticated techniques may be
   needed.



   Since virtual concatenation is provided by end systems, it is
   compatible with existing SDH/SONET networks.  Virtual concatenation
   is defined for both higher order signals and low order signals.
   Table 3 shows the nomenclature and capacity for several lower-order
   virtually concatenated signals contained within different higher-
   order signals.



      Table 3.  Capacity of Virtually Concatenated VTn-Xv (9/G.707)



             Carried In      X           Capacity       In steps
                                                         of

VT1.5/       STS‑1/VC‑3      1 to 28     1600kbit/s to  1600kbit/s
VC‑11‑Xv                                 44800kbit/s

VT2/         STS‑1/VC‑3      1 to 21     2176kbit/s to  2176kbit/s
VC‑12‑Xv                                 45696kbit/s

VT1.5/       STS‑3c/VC‑4     1 to 64     1600kbit/s to  1600kbit/s
VC‑11‑Xv                                 102400kbit/s

VT2/         STS‑3c/VC‑4     1 to 63     2176kbit/s to  2176kbit/s
VC‑12‑Xv                                 137088kbit/s




4.1.3. SDH/SONET Transparency

   The purposed of SDH/SONET is to carry its payload signals in a
   transparent manner.  This can include some of the layers of SONET
   itself.  An example of this is a situation where the path overhead
   can never be touched, since it actually belongs to the client.  This
   was another reason for not coding an explicit label in the SDH/SONET
   path overhead.  It may be useful to transport, multiplex and/or
   switch lower layers of the SONET signal transparently.



   As mentioned in the introduction, SONET overhead is broken into three
   layers: Section, Line, and Path.  Each of these layers is concerned
   with fault and performance monitoring.  The Section overhead is
   primarily concerned with framing, while the Line overhead is
   primarily concerned with multiplexing and protection.  To perform
   pipe multiplexing (that is, multiplexing of 50 Mbps or 150 Mbps
   chunks), a SONET network element should be line terminating.
   However, not all SONET multiplexers/switches perform SONET pointer
   adjustments on all the STS-1s contained within a higher order SONET
   signal passing through them.  Alternatively, if they perform pointer
   adjustments, they do not terminate the line overhead.  For example, a
   multiplexer may take four SONET STS-48 signals and multiplex them
   onto an STS-192 without performing standard line pointer adjustments
   on the individual STS-1s.  This can be looked at as a service since
   it may be desirable to pass SONET signals, like an STS-12 or STS-48,
   with some level of transparency through a network and still take
   advantage of TDM technology.  Transparent multiplexing and switching
   can also be viewed as a constraint, since some multiplexers and
   switches may not switch with as fine a granularity as others.  Table
   4 summarizes the levels of SDH/SONET transparency.



      Table 4.  SDH/SONET transparency types and their properties.



Transparency Type         Comments

Path Layer (or Line       Standard higher order SONET path
Terminating)              switching.  Line overhead is terminated
                          or modified.

Line Level (or Section    Preserves line overhead and switches
Terminating)              the entire line multiplex as a whole.
                          Section overhead is terminated or
                          modified.

Section layer             Preserves all section overhead,
                          Basically does not modify/terminate any
                          of the SDH/SONET overhead bits.




4.2. Protection

   SONET and SDH networks offer a variety of protection options at both
   the SONET line (SDH multiplex section) and SDH/SONET path level [7],
   [8].  Standardized SONET line level protection techniques include:
   Linear 1+1 and linear 1:N automatic protection switching (APS) and
   both two-fiber and four-fiber bi-directional line switched rings
   (BLSRs).  At the path layer, SONET offers uni-directional path
   switched ring protection.  Likewise, standardized SDH multiplex
   section protection techniques include linear 1+1 and 1:N automatic p
   protection switching and both two-fiber and four-fiber bi-directional
   MS-SPRings (Multiplex Section-Shared Protection Rings).



   At the path layer, SDH offers SNCP (sub-network connection
   protection) ring protection.



   Both ring and 1:N line protection also allow for "extra traffic" to
   be carried over the protection line when that line is not being used,
   i.e., when it is not carrying traffic for a failed working line.
   These protection methods are summarized in Table 5.  It should be
   noted that these protection methods are completely separate from any
   GMPLS layer protection or restoration mechanisms.



      Table 5.  Common SDH/SONET protection mechanisms.



Protection Type     Extra          Comments
                    Traffic
                    Optionally
                    Supported

1+1                 No             Requires no coordination
Unidirectional                     between the two ends of the
                                   circuit.  Dedicated
                                   protection line.

1+1 Bi‑             No             Coordination via K byte
directional                        protocol.  Lines must be
                                   consistently configured.
                                   Dedicated protection line.

1:1                 Yes            Dedicated protection.

1:N                 Yes            One Protection line shared
                                   by N working lines

4F‑BLSR (4          Yes            Dedicated protection, with
fiber bi‑                          alternative ring path.
directional
line switched
ring)

2F‑BLSR (2          Yes            Dedicated protection, with
fiber bi‑                          alternative ring path
directional
line switched
ring)

UPSR (uni‑          No             Dedicated protection via
directional                        alternative ring path.
path switched                      Typically used in access
ring)                              networks.



   It may be desirable to route some connections over lines that support
   protection of a given type, while others may be routed over
   unprotected lines, or as "extra traffic" over protection lines.
   Also, to assist in the configuration of these various protection
   methods, it can be extremely valuable to advertise the link
   protection attributes in the routing protocol, as is done in the
   current GMPLS routing protocols.  For example, suppose that a 1:N
   protection group is being configured via two nodes.  One must make
   sure that the lines are "numbered the same" with respect to both ends
   of the connection, or else the APS (K1/K2 byte) protocol will not
   correctly operate.



      Table 6.  Parameters defining protection mechanisms.



Protection          Comments
Related Link
Information


Protection Type     Indicates which of the protection types
                    delineated in Table 5.

Protection          Indicates which of several protection
Group Id            groups (linear or ring) that a node belongs
                    to.  Must be unique for all groups that a
                    node participates in

Working line        Important in 1:N case and to differentiate
number              between working and protection lines

Protection line     Used to indicate if the line is a
number              protection line.

Extra Traffic       Yes or No
Supported

Layer               If this protection parameter is specific to
                    SONET then this parameter is unneeded,
                    otherwise it would indicate the signal
                    layer that the protection is applied.



   An open issue concerning protection is the extent of information
   regarding protection that must be disseminated.  The contents of
   Table 6 represent one extreme, while a simple enumerated list
   (Extra-Traffic/Protection line, Unprotected, Shared (1:N)/Working
   line, Dedicated (1:1, 1+1)/Working Line, Enhanced (Ring) /Working
   Line) represents the other.



   There is also a potential implication for link bundling [13], [15]
   that is, for each link, the routing protocol could advertise whether
   that link is a working or protection link and possibly some
   parameters from Table 6.  A possible drawback of this scheme is that
   the routing protocol would be burdened with advertising properties
   even for those protection links in the network that could not, in
   fact, be used for routing working traffic, e.g., dedicated protection
   links.  An alternative method would be to bundle the working and
   protection links together, and advertise the bundle instead.  Now,
   for each bundled link, the protocol would have to advertise the
   amount of bandwidth available on its working links, as well as the
   amount of bandwidth available on those protection links within the
   bundle that were capable of carrying "extra traffic".  This would
   reduce the amount of information to be advertised.  An issue here
   would be to decide which types of working and protection links to
   bundle together.  For instance, it might be preferable to bundle
   working links (and their corresponding protection links) that are
   "shared" protected separately from working links that are "dedicated"
   protected.




4.3. Available Capacity Advertisement

   Each SDH/SONET LSR must maintain an internal table per interface that
   indicates each signal in the multiplex structure that is allocated at
   that interface.  This internal table is the most complete and
   accurate view of the link usage and available capacity.



   For use in path computation, this information needs to be advertised
   in some way to all other SDH/SONET LSRs in the same domain.  There is
   a trade off to be reached concerning: the amount of detail in the
   available capacity information to be reported via a link state
   routing protocol, the frequency or conditions under which this
   information is updated, the percentage of connection establishments
   that are unsuccessful on their first attempt due to the granularity
   of the advertised information, and the extent to which network
   resources can be optimized.  There are different levels of
   summarization that are being considered today for the available
   capacity information.  At one extreme, all signals that are allocated
   on an interface could be advertised; while at the other extreme, a
   single aggregated value of the available bandwidth per link could be
   advertised.



   Consider first the relatively simple structure of SONET and its most
   common current and planned usage.  DS1s and DS3s are the signals most
   often carried within a SONET STS-1.  Either a single DS3 occupies the
   STS-1 or up to 28 DS1s (4 each within the 7 VT groups) are carried
   within the STS-1.  With a reasonable VT1.5 placement algorithm within
   each node, it may be possible to just report on aggregate bandwidth
   usage in terms of number of whole STS-1s (dedicated to DS3s) used and
   the number of STS-1s dedicated to carrying DS1s allocated for this
   purpose.  This way, a network optimization program could try to
   determine the optimal placement of DS3s and DS1s to minimize wasted
   bandwidth due to half-empty STS-1s at various places within the
   transport network.  Similarly consider the set of super rate SONET
   signals (STS-Nc).  If the links between the two switches support
   flexible concatenation, then the reporting is particularly
   straightforward since any of the STS-1s within an STS-M can be used
   to comprise the transported STS-Nc.  However, if only standard
   concatenation is supported, then reporting gets trickier since there
   are constraints on where the STS-1s can be placed.  SDH has still
   more options and constraints, hence it is not yet clear which is the
   best way to advertise bandwidth resource availability/usage in
   SDH/SONET.  At present, the GMPLS routing protocol extensions define
   minimum and maximum values for available bandwidth, which allows a
   remote node to make some deductions about the amount of capacity
   available at a remote link and the types of signals it can
   accommodate.  However, due to the multiplexed nature of the signals,
   reporting of bandwidth particular to signal types, rather than as a
   single aggregate bit rate, may be desirable.  For details on why this
   may be the case, we refer the reader to ITU-T publications G.7715.1
   [16] and to Chapter 12 of [17].




4.4. Path Computation

   Although a link state routing protocol can be used to obtain network
   topology and resource information, this does not imply the use of an
   "open shortest path first" route [6].  The path must be open in the
   sense that the links must be capable of supporting the desired signal
   type and that capacity must be available to carry the signal.  Other
   constraints may include hop count, total delay (mostly propagation),
   and underlying protection.  In addition, it may be desirable to route
   traffic in order to optimize overall network capacity, or
   reliability, or some combination of the two.  Dikstra's algorithm
   computes the shortest path with respect to link weights for a single
   connection at a time.  This can be much different than the paths that
   would be selected in response to a request to set up a batch of
   connections between a set of endpoints in order to optimize network
   link utilization.  One can think of this along the lines of global or
   local optimization of the network in time.



   Due to the complexity of some of the connection routing algorithms
   (high dimensionality, non-linear integer programming problems) and
   various criteria by which one may optimize a network, it may not be
   possible or desirable to run these algorithms on network nodes.
   However, it may still be desirable to have some basic path
   computation ability running on the network nodes, particularly for
   use during restoration situations.  Such an approach is in line with
   the use of GMPLS for traffic engineering, but is much different than
   typical OSPF or IS-IS usage where all nodes must run the same routing
   algorithm.




5. LSP Provisioning/Signaling for SDH/SONET

  Traditionally, end-to-end circuit connections in SDH/SONET networks
  have been set up via network management systems (NMSs), which issue
  commands (usually under the control of a human operator) to the
  various network elements involved in the circuit, via an equipment
  vendor's element management system (EMS).  Very little multi-vendor
  interoperability has been achieved via management systems.  Hence,
  end-to-end circuits in a multi-vendor environment typically require
  the use of multiple management systems and the infamous configuration
  via "yellow sticky notes".  As discussed in Section 3, a common
  signaling protocol -- such as RSVP with TE extensions or CR-LDP --
  appropriately extended for circuit switching applications, could
  therefore help to solve these interoperability problems.  In this
  section, we examine the various components involved in the automated
  provisioning of SDH/SONET LSPs.




5.1. What Do We Label in SDH/SONET? Frames or Circuits?

   GMPLS was initially introduced to control asynchronous technologies
   like IP, where a label was attached to each individual block of data,
   such as an IP packet or a Frame Relay frame.  SONET and SDH, however,
   are synchronous technologies that define a multiplexing structure
   (see Section 3), which we referred to as the SDH (or SONET)
   multiplex.  This multiplex involves a hierarchy of signals, lower
   order signals embedded within successive higher order ones (see Fig.
   1).  Thus, depending on its level in the hierarchy, each signal
   consists of frames that repeat periodically, with a certain number of
   byte time slots per frame.



   The question then arises: is it these frames that we label in GMPLS?
   It will be seen in what follows that each SONET or SDH "frame" need
   not have its own label, nor is it necessary to switch frames
   individually.  Rather, the unit that is switched is a "flow"
   comprised of a continuous sequence of time slots that appear at a
   given position in a frame.  That is, we switch an individual SONET or
   SDH signal, and a label associated with each given signal.



   For instance, the payload of an SDH STM-1 frame does not fully
   contain a complete unit of user data.  In fact, the user data is
   contained in a virtual container (VC) that is allowed to float over
   two contiguous frames for synchronization purposes.  The H1-H2-H3
   Au-n pointer bytes in the SDH overhead indicates the beginning of the
   VC in the payload.  Thus, frames are now inter-related, since each
   consecutive pair may share a common virtual container.  From the
   point of view of GMPLS, therefore, it is not the successive frames
   that are treated independently or labeled, but rather the entire user
   signal.  An identical argument applies to SONET.



   Observe also that the GMPLS signaling used to control the SDH/SONET
   multiplex must honor its hierarchy.  In other words, the SDH/SONET
   layer should not be viewed as homogeneous and flat, because this
   would limit the scope of the services that SDH/SONET can provide.
   Instead, GMPLS tunnels should be used to dynamically and
   hierarchically control the SDH/SONET multiplex.  For example, one
   unstructured VC-4 LSP may be established between two nodes, and later
   lower order LSPs (e.g., VC-12) may be created within that higher
   order LSP.  This VC-4 LSP can, in fact, be established between two
   non-adjacent internal nodes in an SDH network, and later advertised
   by a routing protocol as a new (virtual) link called a Forwarding
   Adjacency (FA) [14].



   An SDH/SONET-LSR will have to identify each possible signal
   individually per interface to fulfill the GMPLS operations.  In order
   to stay transparent, the LSR obviously should not touch the SDH/SONET
   overheads; this is why an explicit label is not encoded in the
   SDH/SONET overheads.  Rather, a label is associated with each
   individual signal.  This approach is similar to the one considered
   for lambda switching, except that it is more complex, since SONET and
   SDH define a richer multiplexing structure.  Therefore, a label is
   associated with each signal, and is locally unique for each signal at
   each interface.  This signal could, and will most probably, occupy
   different time-slots at different interfaces.




5.2. Label Structure in SDH/SONET

   The signaling protocol used to establish an SDH/SONET LSP must have
   specific information elements in it to map a label to the particular
   signal type that it represents, and to the position of that signal in
   the SDH/SONET multiplex.  As we will see shortly, with a carefully
   chosen label structure, the label itself can be made to function as
   this information element.



   In general, there are two ways to assign labels for signals between
   neighboring SDH/SONET LSRs.  One way is for the labels to be
   allocated completely independently of any SDH/SONET semantics; e.g.,
   labels could just be unstructured 16 or 32 bit numbers.  In that
   case, in the absence of appropriate binding information, a label
   gives no visible information about the flow that it represents.  From
   a management and debugging point of view, therefore, it becomes
   difficult to match a label with the corresponding signal, since , as
   we saw in Section 6.1, the label is not coded in the SDH/SONET
   overhead of the signal.



   Another way is to use the well-defined and finite structure of the
   SDH/SONET multiplexing tree to devise a signal numbering scheme that
   makes use of the multiplex as a naming tree, and assigns each
   multiplex entry a unique associated value.  This allows the unique
   identification of each multiplex entry (signal) in terms of its type
   and position in the multiplex tree.  By using this multiplex entry
   value itself as the label, we automatically add SDH/SONET semantics
   to the label! Thus, simply by examining the label, one can now
   directly deduce the signal that it represents, as well as its
   position in the SDH/SONET multiplex.  We refer to this as multiplex-
   based labeling.  This is the idea that was incorporated in the GMPLS
   signaling specifications for SDH/SONET [15].




5.3. Signaling Elements

   In the preceding sections, we defined the meaning of an SDH/SONET
   label and specified its structure.  A question that arises naturally
   at this point is the following.  In an LSP or connection setup
   request, how do we specify the signal for which we want to establish
   a path (and for which we desire a label)?



   Clearly, information that is required to completely specify the
   desired signal and its characteristics must be transferred via the
   label distribution protocol, so that the switches along the path can
   be configured to correctly handle and switch the signal.  This
   information is specified in three parts [15], each of which refers to
   a different network layer.



   1. GENERALIZED_LABEL REQUEST (as in [4], [5]), which contains three
      parts: LSP Encoding Type, Switching Type, and G-PID.



   The first specifies the nature/type of the LSP or the desired
   SDH/SONET channel, in terms of the particular signal (or collection
   of signals) within the SDH/SONET multiplex that the LSP represents,
   and is used by all the nodes along the path of the LSP.



   The second specifies certain link selection constraints, which
   control, at each hop, the selection of the underlying link that is
   used to transport this LSP.



   The third specifies the payload carried by the LSP or SDH/SONET
   channel, in terms of the termination and adaptation functions
   required at the end points, and is used by the source and destination
   nodes of the LSP.



   2. SONET/SDH TRAFFIC_PARAMETERS (as in [15], Section 2.1) used as a
      SENDER_TSPEC/FLOWSPEC, which contains 7 parts: Signal Type,
      (Requested Contiguous Concatenation (RCC), Number of Contiguous
      Components (NCC), Number of Virtual Components (NVC)), Multiplier
      (MT), Transparency, and Profile.



   The Signal Type indicates the type of elementary signal comprising
   the LSP, while the remaining fields indicate transforms that can be
   applied to the basic signal to build the final signal that
   corresponds to the LSP actually being requested.  For instance (see
   [15] for details):



      - Contiguous concatenation (by using the RCC and NCC fields) can
        be optionally applied on the Elementary Signal, resulting in a
        contiguously concatenated signal.



      - Then, virtual concatenation (by using the NVC field) can be
        optionally applied on the Elementary Signal, resulting in a
        virtually concatenated signal.



      - Third, some transparency (by using the Transparency field) can
        be optionally specified when requesting a frame as a signal
        rather than an SPE- or VC-based signal.



      - Fourth, a multiplication (by using the Multiplier field) can be
        optionally applied either directly on the Elementary Signal or
        on the contiguously concatenated signal obtained from the first
        phase, or on the virtually concatenated signal obtained from the
        second phase, or on these signals combined with some
        transparency.



   Transparency indicates precisely which fields in these overheads must
   be delivered unmodified at the other end of the LSP.  An ingress LSR
   requesting transparency will pass these overhead fields that must be
   delivered to the egress LSR without any change.  From the ingress and
   egress LSRs point of views, these fields must be seen as unmodified.



   Transparency is not applied at the interfaces with the initiating and
   terminating LSRs, but is only applied between intermediate LSRs.



   The transparency field is used to request an LSP that supports the
   requested transparency type; it may also be used to setup the
   transparency process to be applied at each intermediate LSR.



   Finally, the profile field is intended to specify particular
   capabilities that must be supported for the LSP, for example
   monitoring capabilities.  However, no standard profile is currently
   defined.



   3. UPSTREAM_LABEL for Bi-directional LSP's (as in [4], [5]).



   4. Local Link Selection, e.g., IF_ID_RSVP_HOP Object (as in [5]).




6. Summary and Conclusions

   We provided a detailed account of the issues involved in applying
   generalized GMPLS-based control (GMPLS) to TDM networks.



   We began with a brief overview of GMPLS and SDH/SONET networks,
   discussing current circuit establishment in TDM networks, and arguing
   why SDH/SONET technologies will not be "outdated" in the foreseeable
   future.  Next, we looked at IP/MPLS applied to SDH/SONET networks,
   where we considered why such an application makes sense, and reviewed
   some GMPLS terminology as applied to TDM networks.



   We considered the two main areas of application of IP/MPLS methods to
   TDM networks, namely routing and signaling, and discussed how
   Generalized MPLS routing and signaling are used in the context of TDM
   networks.  We reviewed in detail the switching capabilities of TDM
   equipment, and the requirement to learn about the protection
   capabilities of underlying links, and how these influence the
   available capacity advertisement in TDM networks.



   We focused briefly on path computation methods, pointing out that
   these were not subject to standardization.  We then examined optical
   path provisioning or signaling, considering the issue of what
   constitutes an appropriate label for TDM circuits and how this label
   should be structured; and we focused on the importance of
   hierarchical label allocation in a TDM network.  Finally, we reviewed
   the signaling elements involved when setting up a TDM circuit,
   focusing on the nature of the LSP, the type of payload it carries,
   and the characteristics of the links that the LSP wishes to use at
   each hop along its path for achieving a certain reliability.




7. Security Considerations

   The use of a control plane to provision connectivity through a
   SONET/SDH network shifts the security burden significantly from the
   management plane to the control plane.  Before the introduction of a
   control plane, the communications that had to be secured were between
   the management stations (Element Management Systems or Network
   Management Systems) and each network element that participated in the
   network connection.  After the introduction of the control plane, the
   only management plane communication that needs to be secured is that
   to the head-end (ingress) network node as the end-to-end service is
   requested.  On the other hand, the control plane introduces a new
   requirement to secure signaling and routing communications between
   adjacent nodes in the network plane.



   The security risk from impersonated management stations is
   significantly reduced by the use of a control plane.  In particular,
   where unsecure versions of network management protocols such as SNMP
   versions 1 and 2 were popular configuration tools in transport
   networks, the use of a control plane may significantly reduce the
   security risk of malicious and false assignment of network resources
   that could cause the interception or disruption of data traffic.



   On the other hand, the control plane may increase the number of
   security relationships that each network node must maintain.  Instead
   of a single security relationship with its management element, each
   network node must now maintain a security relationship with each of
   its signaling and routing neighbors in the control plane.



   There is a strong requirement for signaling and control plane
   exchanges to be secured, and any protocols proposed for this purpose
   must be capable of secure message exchanges.  This is already the
   case for the existing GMPLS routing and signaling protocols.
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10. Acronyms

ANSI     ‑ American National Standards Institute
APS      ‑ Automatic Protection Switching
ATM      ‑ Asynchronous Transfer Mode
BLSR     ‑ Bi‑directional Line Switch Ring
CPE      ‑ Customer Premise Equipment
DLCI     ‑ Data Link Connection Identifier
ETSI     ‑ European Telecommunication Standards Institute
FEC      ‑ Forwarding Equivalency Class
GMPLS    ‑ Generalized MPLS
IP       ‑ Internet Protocol
IS‑IS    ‑ Intermediate System to Intermediate System (RP)
LDP      ‑ Label Distribution Protocol
LSP      ‑ Label Switched Path
LSR      ‑ Label Switching Router
MPLS     ‑ Multi‑Protocol Label Switching
NMS      ‑ Network Management System
OSPF     ‑ Open Shortest Path First (RP)
PNNI     ‑ Private Network Node Interface
PPP      ‑ Point to Point Protocol
QoS      ‑ Quality of Service
RP       ‑ Routing Protocol
RSVP     ‑ ReSerVation Protocol
SDH      ‑ Synchronous Digital Hierarchy
SNMP     ‑ Simple Network Management Protocol
SONET    ‑ Synchronous Optical NETworking
SPE      ‑ SONET Payload Envelope
STM      ‑ Synchronous Transport Module (or Terminal Multiplexer)
STS      ‑ Synchronous Transport Signal
TDM      ‑ Time Division Multiplexer
TE       ‑ Traffic Engineering
TMN      ‑ Telecommunication Management Network
UPSR     ‑ Uni‑directional Path Switch Ring
VC       ‑ Virtual Container (SDH) or Virtual Circuit
VCI      ‑ Virtual Circuit Identifier (ATM)
VPI      ‑ Virtual Path Identifier (ATM)
VT       ‑ Virtual Tributary
WDM      ‑ Wavelength‑Division Multiplexing
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1. Introduction

   The Generalized Multi-Protocol Label Switching (GMPLS) suite of
   protocols provides, among other capabilities, support for controlling
   different switching technologies.  These include support for
   requesting TDM connections utilizing SONET/SDH (see [T1.105] and
   [G.707], respectively) as well as Optical Transport Networks (OTNs,
   see [G.709]).  However, there are certain capabilities that are
   needed to support the ITU-T G.8080 control plane architecture for an
   Automatically Switched Optical Network (ASON).  Therefore, it is
   desirable to understand the corresponding requirements for the GMPLS
   protocol suite.  The ASON control plane architecture is defined in
   [G.8080]; ASON routing requirements are identified in [G.7715] and in
   [G.7715.1] for ASON link state protocols.  These Recommendations
   apply to all [G.805] layer networks (e.g., SDH and OTN), and provide
   protocol-neutral functional requirements and architecture.



   This document focuses on the routing requirements for the GMPLS suite
   of protocols to support the capabilities and functionality of ASON
   control planes.  This document summarizes the ASON requirements using
   ASON terminology.  This document does not address GMPLS applicability
   or GMPLS capabilities.  Any protocol (in particular, routing)
   applicability, design, or suggested extensions are strictly outside
   the scope of this document.  ASON (Routing) terminology sections are
   provided in Appendixes 1 and 2.



   The ASON routing architecture is based on the following assumptions:



   -  A network is subdivided based on operator decision and criteria
      (e.g., geography, administration, and/or technology); the network
      subdivisions are defined in ASON as Routing Areas (RAs).



   -  The routing architecture and protocols applied after the network
      is subdivided are an operator's choice.  A multi-level hierarchy
      of RAs, as defined in ITU-T [G.7715] and [G.7715.1], provides for
      a hierarchical relationship of RAs based on containment; i.e.,
      child RAs are always contained within a parent RA.  The
      hierarchical containment relationship of RAs provides for routing
      information abstraction, thereby enabling scalable routing
      information representation.  The maximum number of hierarchical RA
      levels to be supported is not specified (outside the scope of this
      document).



   -  Within an ASON RA and for each level of the routing hierarchy,
      multiple routing paradigms (hierarchical, step-by-step, source-
      based), centralized or distributed path computation, and multiple
      different routing protocols MAY be supported.  The architecture
      does not assume a one-to-one correspondence between a routing
      protocol and an RA level, and allows the routing protocol(s) used
      within different RAs (including child and parent RAs) to be
      different.  The realization of the routing paradigm(s) to support
      the hierarchical levels of RAs is not specified.



   -  The routing adjacency topology (i.e., the associated Protocol
      Controller (PC) connectivity) and transport topology are NOT
      assumed to be congruent.



   -  The requirements support architectural evolution, e.g., a change
      in the number of RA levels, as well as aggregation and
      segmentation of RAs.



   The description of the ASON routing architecture provides for a
   conceptual reference architecture, with definition of functional
   components and common information elements to enable end-to-end
   routing in the case of protocol heterogeneity and facilitate
   management of ASON networks.  This description is only conceptual: no
   physical partitioning of these functions is implied.




2. Conventions Used in This Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].



   Although [RFC2119] describes interpretations of these key words in
   terms of protocol specifications and implementations, they are used
   in this document to describe design requirements for protocol
   extensions.




3. ASON Routing Architecture and Requirements

   The fundamental architectural concept is the RA and its related
   functional components (see Appendix 2 on terminology).  The routing
   services offered by an RA are provided by a Routing Performer (RP).
   An RP is responsible for a single RA, and it MAY be functionally
   realized using distributed Routing Controllers (RCs).  The RC,
   itself, MAY be implemented as a cluster of distributed entities (ASON
   refers to the cluster as a Routing Control Domain (RCD)).  The RC
   components for an RA receive routing topology information from their
   associated Link Resource Manager(s) (LRMs) and store this information
   in the Routing Information Database (RDB).  The RDB is replicated at
   each RC bounded to the same RA, and MAY contain information about
   multiple transport plane network layers.  Whenever the routing
   topology changes, the LRM informs the corresponding RC, which in turn
   updates its associated RDB.  In order to ensure RDB synchronization,
   the RCs cooperate and exchange routing information.  Path computation
   functions MAY exist in each RC, MAY exist on selected RCs within the
   same RA, or MAY be centralized for the RA.




   In this context, communication between RCs within the same RA is
   realized using a particular routing protocol (or multiple protocols).
   In ASON, the communication component is represented by the protocol
   controller (PC) component(s) and the protocol messages are conveyed
   over the ASON control plane's Signaling Control Network (SCN).  The
   PC MAY convey information for one or more transport network layers
   (refer to the note in Section 3.2).  The RC is protocol independent,
   and RC communications MAY be realized by multiple, different PCs
   within an RA.



   The ASON routing architecture defines a multi-level routing hierarchy
   of RAs based on a containment model to support routing information
   abstraction.  [G.7715.1] defines the ASON hierarchical link state
   routing protocol requirements for communication of routing
   information within an RA (one level) to support hierarchical routing
   information dissemination (including summarized routing information
   for other levels).  The communication between any of the other
   functional component(s) (e.g., SCN, LRM, and between RCDs (RC-RC
   communication between RAs)) is outside the scope of [G.7715.1]
   protocol requirements and, thus, is also outside the scope of this
   document.



   ASON routing components are identified by identifiers that are drawn
   from different name spaces (see [G.7715.1]).  These are control plane
   identifiers for transport resources, components, and SCN addresses.
   The formats of those identifiers in a routing protocol realization
   SHALL be implementation specific and outside the scope of this
   document.



   The failure of an RC, or the failure of communications between RCs,
   and the subsequent recovery from the failure condition MUST NOT
   disrupt calls in progress (i.e., already established) and their
   associated connections.  Calls being set up MAY fail to complete, and
   the call setup service MAY be unavailable during recovery actions.




3.1. Multiple Hierarchical Levels of ASON Routing Areas (RAs)

   [G.8080] introduces the concept of a Routing Area (RA) in reference
   to a network subdivision.  RAs provide for routing information
   abstraction.  Except for the single RA case, RAs are hierarchically
   contained: a higher-level (parent) RA contains lower-level (child)
   RAs that in turn MAY also contain RAs, etc.  Thus, RAs contain RAs
   that recursively define successive hierarchical RA levels.



   However, the RA containment relationship describes only an
   architectural hierarchical organization of RAs.  It does not restrict
   a specific routing protocol's realization (e.g., OSPF multi-areas,
   path computation, etc.).  Moreover, the realization of the routing
   paradigm to support a hierarchical organization of RAs and the number
   of hierarchical RA levels to be supported is routing protocol
   specific and outside the scope of this document.



   In a multi-level hierarchy of RAs, it is necessary to distinguish
   among RCs for the different levels of the RA hierarchy.  Before any
   pair of RCs establishes communication, they MUST verify that they are
   bound to the same parent RA (see Section 3.2).  An RA identifier (RA
   ID) is required to provide the scope within which the RCs can
   communicate.  To distinguish between RCs bound to the same RA, an RC
   identifier (RC ID) is required; the RC ID MUST be unique within its
   containing RA.



   An RA represents a partition of the data plane, and its identifier
   (i.e., RA ID) is used within the control plane as a reference to the
   data plane partition.  Each RA within a carrier's network SHALL be
   uniquely identifiable.  RA IDs MAY be associated with a transport
   plane name space, whereas RC IDs are associated with a control plane
   name space.




3.2. Hierarchical Routing Information Dissemination

   Routing information can be exchanged between RCs bound to adjacent
   levels of the RA hierarchy, i.e., Level N+1 and N, where Level N
   represents the RAs contained by Level N+1.  The links connecting RAs
   may be viewed as external links (inter-RA links), and the links
   representing connectivity within an RA may be viewed as internal
   links (intra-RA links).  The external links to an RA at one level of
   the hierarchy may be internal links in the parent RA.  Intra-RA links
   of a child RA MAY be hidden from the parent RA's view.



   The physical location of RCs for adjacent RA levels, their
   relationship, and their communication protocol(s) are outside the
   scope of this document.  No assumption is made regarding how RCs
   communicate between adjacent RA levels.  If routing information is
   exchanged between an RC, its parent, and its child RCs, it SHOULD
   include reachability (see Section 3.5.3) and MAY include, upon policy
   decision, node and link topology.  Communication between RAs only
   takes place between RCs with a parent/child relationship.  RCs of one
   RA never communicate with RCs of another RA at the same level.  There
   SHOULD not be any dependencies on the different routing protocols
   used within an RA or in different RAs.



   Multiple RCs bound to the same RA MAY transform (filter, summarize,
   etc.) and then forward information to RCs at different levels.
   However, in this case, the resulting information at the receiving
   level must be self-consistent (i.e., ensure consistency between
   transform operations performed on routing information at different
   levels to ensure proper information processing).  This MAY be
   achieved using a number of mechanisms.



   Note: There is no implied relationship between multi-layer transport
   networks and multi-level routing.  Implementations MAY support a
   hierarchical routing topology (multi-level) with a single routing
   protocol instance for multiple transport switching layers or a
   hierarchical routing topology for one transport switching layer.



   1. Type of Information Exchanged



      The type of information flowing upward (i.e., Level N to Level
      N+1) and the information flowing downward (i.e., Level N+1 to
      Level N) are used for similar purposes, namely, the exchange of
      reachability information and summarized topology information to
      allow routing across multiple RAs.  The summarization of topology
      information may impact the accuracy of routing and may require
      additional path calculation.



      The following information exchanges are expected:



      -  Level N+1 visibility to Level N reachability and topology (or
         upward information communication) allowing RC(s) at Level N+1
         to determine the reachable endpoints from Level N.



      -  Level N visibility to Level N+1 reachability and topology (or
         downward information communication) allowing RC(s) bounded to
         an RA at Level N to develop paths to reachable endpoints
         outside of the RA.



   2. Interactions between Upward and Downward Communication



      When both upward and downward information exchanges contain
      endpoint reachability information, a feedback loop could
      potentially be created.  Consequently, the routing protocol MUST
      include a method to:



      -  prevent information propagated from a Level N+1 RA's RC into
         the Level N RA's RC from being re-introduced into the Level N+1
         RA's RC, and



      -  prevent information propagated from a Level N-1 RA's RC into
         the Level N RA's RC from being re-introduced into the Level N-1
         RA's RC.



      The routing protocol SHALL differentiate the routing information
      originated at a given-level RA from derived routing information
      (received from external RAs), even when this information is
      forwarded by another RC at the same level.  This is a necessary
      condition to be fulfilled by routing protocols to be loop free.



   3. Method of Communication



      Two approaches exist for communication between Level N and N+1:



      -  The first approach places an instance of a Level N routing
         function and an instance of a Level N+1 routing function in the
         same system.  The communications interface is within a single
         system and is thus not an open interface subject to
         standardization.  However, information re-advertisement or
         leaking MUST be performed in a consistent manner to ensure
         interoperability and basic routing protocol correctness (e.g.,
         cost/metric value).



      -  The second approach places the Level N routing function on a
         separate system from the Level N+1 routing function.  In this
         case, a communication interface must be used between the
         systems containing the routing functions for different levels.
         This communication interface and mechanisms are outside the
         scope of this document.




3.3. Configuration


3.3.1. Configuring the Multi-Level Hierarchy

   The RC MUST support static (i.e., operator assisted) and MAY support
   automated configuration of the information describing its
   relationship to its parent and its child within the hierarchical
   structure (including RA ID and RC ID).  When applied recursively, the
   whole hierarchy is thus configured.




3.3.2. Configuring RC Adjacencies

   The RC MUST support static (i.e., operator assisted) and MAY support
   automated configuration of the information describing its associated
   adjacencies to other RCs within an RA.  The routing protocol SHOULD
   support all the types of RC adjacencies described in Section 9 of
   [G.7715].  The latter includes congruent topology (with distributed
   RC) and hubbed topology (e.g., note that the latter does not
   automatically imply a designated RC).




3.4. Evolution

   The containment relationships of RAs may change, motivated by events
   such as mergers, acquisitions, and divestitures.



   The routing protocol SHOULD be capable of supporting architectural
   evolution in terms of the number of hierarchical levels of RAs, as
   well as the aggregation and segmentation of RAs.  RA ID uniqueness
   within an administrative domain may facilitate these operations.  The
   routing protocol is not expected to automatically initiate and/or
   execute these operations.  Reconfiguration of the RA hierarchy may
   not disrupt calls in progress, though calls being set up may fail to
   complete, and the call setup service may be unavailable during
   reconfiguration actions.




3.5. Routing Attributes

   Routing for transport networks is performed on a per-layer basis,
   where the routing paradigms MAY differ among layers and within a
   layer.  Not all equipment supports the same set of transport layers
   or the same degree of connection flexibility at any given layer.  A
   server layer trail may support various clients, involving different
   adaptation functions.  In addition, equipment may support variable
   adaptation functionality, whereby a single server layer trail
   dynamically supports different multiplexing structures.  As a result,
   routing information MAY include layer-specific, layer-independent,
   and client/server adaptation information.




3.5.1. Taxonomy of Routing Attributes

   Attributes can be organized according to the following categories:



   -  Node related or link related



   -  Provisioned, negotiated, or automatically configured



   -  Inherited or layer specific (client layers can inherit some
      attributes from the server layer, while other attributes such as
      Link Capacity are specified by layer)



   (Component) link attributes MAY be statically or automatically
   configured for each transport network layer.  This may lead to
   unnecessary repetition.  Hence, the inheritance property of
   attributes MAY also be used to optimize the configuration process.



   ASON uses the term SubNetwork Point (SNP) for the control plane
   representation of a transport plane resource.  The control plane
   representation and transport plane topology are NOT assumed to be
   congruent; the control plane representation SHALL not be restricted
   by the physical topology.  The relational grouping of SNPs for
   routing is termed an SNP Pool (SNPP).  The routing function
   understands topology in terms of SNPP links.  Grouping MAY be based
   on different link attributes (e.g., SRLG information, link weight,
   etc).



   Two RAs may be linked by one or more SNPP links.  Multiple SNPP links
   may be required when component links are not equivalent for routing
   purposes with respect to the RAs to which they are attached, to the
   containing RA, or when smaller groupings are required.




3.5.2. Commonly Advertised Information

   Advertisements MAY contain the following common set of information
   regardless of whether they are link or node related:



   -  RA ID of the RA to which the advertisement is bounded



   -  RC ID of the entity generating the advertisement



   -  Information to uniquely identify advertisements



   -  Information to determine whether an advertisement has been updated



   -  Information to indicate when an advertisement has been derived
      from a different level RA




3.5.3. Node Attributes

   All nodes belong to an RA; hence, the RA ID can be considered an
   attribute of all nodes.  Given that no distinction is made between
   abstract nodes and those that cannot be decomposed any further, the
   same attributes MAY be used for their advertisement.  In the
   following tables, Capability refers to the level of support required
   in the realization of a link state routing protocol, whereas Usage
   refers to the degree of operational control that SHOULD be available
   to the operator.



   The following Node Attributes are defined:



Attribute        Capability      Usage
‑‑‑‑‑‑‑‑‑‑‑      ‑‑‑‑‑‑‑‑‑‑‑     ‑‑‑‑‑‑‑‑‑
Node ID          REQUIRED        REQUIRED
Reachability     REQUIRED        OPTIONAL



               Table 1. Node Attributes



   Reachability information describes the set of endpoints that are
   reachable by the associated node.  It MAY be advertised as a set of
   associated external (e.g., User Network Interface (UNI))
   address/address prefixes or a set of associated SNPP link IDs/SNPP ID
   prefixes, the selection of which MUST be consistent within the
   applicable scope.  These are control plane identifiers; the formats
   of these identifiers in a protocol realization are implementation
   specific and outside the scope of this document.



   Note: No distinction is made between nodes that may have further
   internal details (i.e., abstract nodes) and those that cannot be
   decomposed any further.  Hence, the attributes of a node are not
   considered as only single-switch attributes but MAY apply to a node
   at a higher level of the hierarchy that represents a subnetwork.




3.5.4. Link Attributes

   The following Link Attributes are defined:



Link Attribute                   Capability      Usage
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑                  ‑‑‑‑‑‑‑‑‑‑‑     ‑‑‑‑‑‑‑‑‑
Local SNPP link ID               REQUIRED        REQUIRED
Remote SNPP link ID              REQUIRED        REQUIRED
Layer Specific Characteristics   see Table 3



                        Table 2. Link Attributes



   The SNPP link ID MUST be sufficient to uniquely identify (within the
   Node ID scope) the corresponding transport plane resource, taking
   into account the separation of data and control planes (see Section
   3.5.1; the control plane representation and transport plane topology
   are not assumed to be congruent).  The SNPP link ID format is routing
   protocol specific.



   Note: When the remote end of an SNPP link is located outside of the
   RA, the remote SNPP link ID is OPTIONAL.



   The following link characteristic attributes are defined:



   -  Signal Type: This identifies the characteristic information of the
      layer network.



   -  Link Weight: This is the metric indicating the relative
      desirability of a particular link over another, e.g., during path
      computation.



   -  Resource Class: This corresponds to the set of administrative
      groups assigned by the operator to this link.  A link MAY belong
      to zero, one, or more administrative groups.



   -  Local Connection Types: This attribute identifies whether the
      local SNP represents a Termination Connection Point (CP), a
      Connection Point (CP), or can be flexibly configured as a TCP.



   -  Link Capacity: This provides the sum of the available and
      potential bandwidth capacity for a particular network transport
      layer.  Other capacity measures MAY be further considered.



   -  Link Availability: This represents the survivability capability
      such as the protection type associated with the link.



   -  Diversity Support: This represents diversity information such as
      the SRLG information associated with the link.



   -  Local Adaptation Support: This indicates the set of client layer
      adaptations supported by the TCP associated with the local SNPP.
      This is applicable only when the local SNP represents a TCP or can
      be flexibly configured as a TCP.



Link Characteristics            Capability      Usage
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑         ‑‑‑‑‑‑‑‑‑‑      ‑‑‑‑‑‑‑‑‑
Signal Type                     REQUIRED        OPTIONAL
Link Weight                     REQUIRED        OPTIONAL
Resource Class                  REQUIRED        OPTIONAL
Local Connection Types          REQUIRED        OPTIONAL
Link Capacity                   REQUIRED        OPTIONAL
Link Availability               OPTIONAL        OPTIONAL
Diversity Support               OPTIONAL        OPTIONAL
Local Adaptation Support        OPTIONAL        OPTIONAL



                     Table 3. Link Characteristics



   Note: Separate advertisements of layer-specific attributes MAY be
   chosen.  However, this may lead to unnecessary duplication.  This can
   be avoided using the inheritance property, so that the attributes
   derivable from the local adaptation information do not need to be
   advertised.  Thus, an optimization MAY be used when several layers
   are present by indicating when an attribute is inheritable from a
   server layer.




4. Security Considerations

   The ASON routing protocol MUST deliver the operational security
   objectives where required.  The overall security objectives (defined
   in ITU-T Recommendation [M.3016]) of confidentiality, integrity, and
   accountability may take on varying levels of importance.  These
   objectives do not necessarily imply requirements on the routing
   protocol itself, and MAY be met by other established means.



   Note: A threat analysis of a proposed routing protocol SHOULD address
   masquerade, eavesdropping, unauthorized access, loss or corruption of
   information (including replay attacks), repudiation, forgery, and
   denial of service attacks.




5. Conclusions

   The description of the ASON routing architecture and components is
   provided in terms of routing functionality.  This description is only
   conceptual: no physical partitioning of these functions is implied.
   In summary, the ASON routing architecture assumes:



   -  A network is subdivided into ASON RAs, which MAY support multiple
      routing protocols; no one-to-one relationship SHALL be assumed.



   -  Routing Controllers (RCs) provide for the exchange of routing
      information (primitives) for the RA.  The RC is protocol
      independent and MAY be realized by multiple, different protocol
      controllers within an RA.  The routing information exchanged
      between RCs SHALL be subject to policy constraints imposed at
      reference points (External- and Internal-NNI).



   -  In a multi-level RA hierarchy based on containment, communication
      between RCs of different RAs happens only when there is a
      parent/child relationship between the RAs.  RCs of child RAs never
      communicate with the RCs of other child RAs.  There SHOULD not be
      any dependencies on the different routing protocols used within a
      child RA and that of its parent.  The routing information
      exchanged within the parent RA SHALL be independent of both the
      routing protocol operating within a child RA and any control
      distribution choice(s), e.g., centralized, fully distributed.



   -  For an RA, the set of RCs is referred to as an ASON routing
      (control) domain.  The routing information exchanged between
      routing domains (inter-RA, i.e., inter-domain) SHALL be
      independent of both the intra-domain routing protocol(s) and the
      intra-domain control distribution choice(s), e.g., centralized,
      fully distributed.  RCs bounded to different RA levels MAY be
      collocated within the same physical element or physically
      distributed.



   -  The routing adjacency topology (i.e., the associated PC
      connectivity topology) and the transport network topology SHALL
      NOT be assumed to be congruent.



   -  The routing topology SHALL support multiple links between nodes
      and RAs.



   In summary, the following functionality is expected from GMPLS
   routing to instantiate the ASON hierarchical routing architecture
   realization (see [G.7715] and [G.7715.1]):



   -  RAs SHALL be uniquely identifiable within a carrier's network,
      each having a unique RA ID within the carrier's network.



   -  Within an RA (one level), the routing protocol SHALL support
      dissemination of hierarchical routing information (including
      summarized routing information for other levels) in support of an



      architecture of multiple hierarchical levels of RAs; the number of
      hierarchical RA levels to be supported by a routing protocol is
      implementation specific.



   -  The routing protocol SHALL support routing information based on a
      common set of information elements as defined in [G.7715] and
      [G.7715.1], divided between attributes pertaining to links and
      abstract nodes (each representing either a subnetwork or simply a
      node).  [G.7715] recognizes that the manner in which the routing
      information is represented and exchanged will vary with the
      routing protocol used.



   -  The routing protocol SHALL converge such that the distributed RDBs
      become synchronized after a period of time.



   To support hierarchical routing information dissemination within an
   RA, the routing protocol MUST deliver:



   -  Processing of routing information exchanged between adjacent
      levels of the hierarchy (i.e., Level N+1 and N) including
      reachability and, upon policy, decision summarized topology
      information.



   -  Self-consistent information at the receiving level resulting from
      any transformation (filter, summarize, etc.) and forwarding of
      information from one RC to RC(s) at different levels when multiple
      RCs are bound to a single RA.



   -  A mechanism to prevent the re-introduction of information
      propagated into the Level N RA's RC back to the adjacent level
      RA's RC from which this information has been initially received.



   In order to support operator-assisted changes in the containment
   relationships of RAs, the routing protocol SHALL support evolution in
   terms of the number of hierarchical levels of RAs.  For example:
   support of non-disruptive operations such as adding and removing RAs
   at the top/bottom of the hierarchy, adding or removing a hierarchical
   level of RAs in or from the middle of the hierarchy, as well as
   aggregation and segmentation of RAs.  The number of hierarchical
   levels to be supported is routing protocol specific and reflects a
   containment relationship; e.g., an RA insertion involves supporting a
   different routing protocol domain in a portion of the network.



   Reachability information (see Section 3.5.3) of the set of endpoints
   reachable by a node may be advertised either as a set of UNI
   Transport Resource addresses/address prefixes or a set of associated
   SNPP link IDs/SNPP link ID prefixes, assigned and selected
   consistently in their applicability scope.  The formats of the
   control plane identifiers in a protocol realization are
   implementation specific.  Use of a routing protocol within an RA
   should not restrict the choice of routing protocols for use in other
   RAs (child or parent).



   As ASON does not restrict the control plane architecture choice used,
   either a collocated architecture or a physically separated
   architecture may be used.  A collection of links and nodes such as a
   subnetwork or RA MUST be able to represent itself to the wider
   network as a single logical entity with only its external links
   visible to the topology database.
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Appendix 1: ASON Terminology

   This document makes use of the following terms:



   Administrative domain (see Recommendation [G.805]): For the purposes
   of [G.7715.1], an administrative domain represents the extent of
   resources that belong to a single player such as a network operator,
   a service provider, or an end-user.  Administrative domains of
   different players do not overlap amongst themselves.



   Adaptation function (see Recommendation [G.805]): A "transport
   processing function" that processes the client layer information for
   transfer over a server layer trail.



   Client/Server relationship: The association between layer networks
   that is performed by an "adaptation" function to allow the link
   connection in the client layer network to be supported by a trail in
   the server layer network.



   Control plane: Performs the call control and connection control
   functions.  Through signaling, the control plane sets up and releases
   connections and may restore a connection in case of a failure.



   (Control) Domain: Represents a collection of (control) entities that
   are grouped for a particular purpose.  The control plane is
   subdivided into domains matching administrative domains.  Within an
   administrative domain, further subdivisions of the control plane are
   recursively applied.  A routing control domain is an abstract entity
   that hides the details of the RC distribution.



   External NNI (E-NNI): Interfaces are located between protocol
   controllers between control domains.



   Internal NNI (I-NNI): Interfaces are located between protocol
   controllers within control domains.



   Link (see Recommendation [G.805]): A "topological component" that
   describes a fixed relationship between a "subnetwork" or "access
   group" and another "subnetwork" or "access group".  Links are not
   limited to being provided by a single server trail.



   Management plane: Performs management functions for the transport
   plane, the control plane, and the system as a whole.  It also
   provides coordination between all the planes.  The following
   management functional areas are performed in the management plane:
   performance, fault, configuration, accounting, and security
   management.



   Management domain (see Recommendation [G.805]): A management domain
   defines a collection of managed objects that are grouped to meet
   organizational requirements according to geography, technology,
   policy, or other structure, and for a number of functional areas such
   as configuration, security, (FCAPS), for the purpose of providing
   control in a consistent manner.  Management domains can be disjoint,
   contained, or overlapping.  As such, the resources within an
   administrative domain can be distributed into several possible
   overlapping management domains.  The same resource can therefore
   belong to several management domains simultaneously, but a management
   domain shall not cross the border of an administrative domain.



   Multiplexing (see Recommendation [G.805]): Multiplexing techniques
   are used to combine client layer signals.  The many-to-one
   relationship represents the case of several link connections of
   client layer networks supported by one server layer trail at the same
   time.



   Subnetwork Point (SNP): The SNP is a control plane abstraction that
   represents an actual or potential transport plane resource.  SNPs (in
   different subnetwork partitions) may represent the same transport
   resource.  A one-to-one correspondence should not be assumed.



   Subnetwork Point Pool (SNPP): A set of SNPs that are grouped together
   for the purposes of routing.



   Termination Connection Point (TCP): A TCP represents the output of a
   Trail Termination function or the input to a Trail Termination Sink
   function.



   Trail (see Recommendation [G.805]): A "transport entity" that
   consists of an associated pair of "unidirectional trails" capable of
   simultaneously transferring information in opposite directions
   between their respective inputs and outputs.



   Transport plane: Provides bi-directional or unidirectional transfer
   of user information, from one location to another.  It can also
   provide transfer of some control and network management information.
   The transport plane is layered; it is equivalent to the Transport
   Network defined in the [G.805] Recommendation.



   User Network Interface (UNI): Interfaces are located between protocol
   controllers between a user and a control domain.  Note: there is no
   routing function associated with a UNI reference point.



   Variable adaptation function: A single server layer trail may
   dynamically support different multiplexing structures, i.e., link
   connections for multiple client layer networks.




Appendix 2: ASON Routing Terminology

   This document makes use of the following terms:



   Routing Area (RA): An RA represents a partition of the data plane,
   and its identifier is used within the control plane as the
   representation of this partition.  Per [G.8080], an RA is defined by
   a set of subnetworks, the links that interconnect them, and the
   interfaces representing the ends of the links exiting that RA.  An RA
   may contain smaller RAs inter-connected by links.  The limit of
   subdivision results in an RA that contains two subnetworks
   interconnected by a single link.



   Routing Database (RDB): Repository for the local topology, network
   topology, reachability, and other routing information that is updated
   as part of the routing information exchange and may additionally
   contain information that is configured.  The RDB may contain routing
   information for more than one Routing Area (RA).



   Routing Components: ASON routing architecture functions.  These
   functions can be classified as protocol independent (Link Resource
   Manager or LRM, Routing Controller or RC) and protocol specific
   (Protocol Controller or PC).



   Routing Controller (RC): Handles (abstract) information needed for
   routing and the routing information exchange with peering RCs by
   operating on the RDB.  The RC has access to a view of the RDB.  The
   RC is protocol independent.



   Note: Since the RDB may contain routing information pertaining to
   multiple RAs (and possibly to multiple layer networks), the RCs
   accessing the RDB may share the routing information.



   Link Resource Manager (LRM): Supplies all the relevant component and
   Traffic Engineering (TE) link information to the RC.  It informs the
   RC about any state changes of the link resources it controls.



   Protocol Controller (PC): Handles protocol-specific message exchanges
   according to the reference point over which the information is
   exchanged (e.g., E-NNI, I-NNI), and internal exchanges with the RC.
   The PC function is protocol dependent.
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Abstract

   This memo defines a portion of the Management Information Base (MIB)
   for use with network management protocols in the Internet community.
   In particular, it describes managed objects for modeling the Link
   Management Protocol (LMP).
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1. The Internet-Standard Management Framework

   For a detailed overview of the documents that describe the current
   Internet-Standard Management Framework, please refer to section 7 of
   RFC 3410 [RFC3410].



   Managed objects are accessed via a virtual information store, termed
   the Management Information Base or MIB.  MIB objects are generally
   accessed through the Simple Network Management Protocol (SNMP).
   Objects in the MIB are defined using the mechanisms defined in the
   Structure of Management Information (SMI).  This memo specifies a MIB
   module that is compliant to the SMIv2, which is described in STD 58,
   RFC 2578 [RFC2578], STD 58, RFC 2579 [RFC2579] and STD 58, RFC 2580
   [RFC2580].




2. Introduction

   Current work is under way in the IETF to specify a suite of protocols
   to be used as a common control plane and a separate common
   measurement plane.  Generalized MPLS (GMPLS) [RFC3471] and the Link
   Management Protocol [RFC4204] are key components of this
   standardization activity.  The primary purpose of LMP is to manage
   traffic engineering (TE) links.  Primary goals of LMP are the
   maintenance of the control channel connectivity, correlation of link
   properties, verification of data-bearing links, and detection and
   isolation of link faults.



   We describe in this document a MIB module that can be used to manage
   LMP implementations.  This MIB module covers both configuration and
   performance monitoring aspects of LMP.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].




3. Terminology

   This document uses terminology from the document describing the Link
   Management Protocol [RFC4204].  An "LMP adjacency" is formed between
   two nodes that support the same capabilities, and LMP messages are
   exchanged between the node pair over control channels that form this
   adjacency.  Several control channels can be active at the same time.
   With the exception of messages related to control channel management,
   anytime an LMP message needs to be transferred to a neighbor node, it
   can be sent on any of the active control channels.  The control
   channels can also be used to exchange MPLS control plane information
   or routing information.



   LMP is designed to support aggregation of one or more data-bearing
   links into a traffic-engineering (TE) link.  The data-bearing links
   can be either component links or ports depending on their
   multiplexing capability (see [RFC4204] for distinction between port
   and component link).



   Each TE link is associated with an LMP adjacency, and one or more
   control channels are used to exchange LMP messages for a particular
   adjacency.  In turn, control channels are used to manage the TE links
   associated with the LMP adjacency.




4. Feature Checklist

   The Link Management Protocol MIB module (LMP-MIB) is designed to
   satisfy the following requirements and constraints:



   -  The MIB module supports the enabling and disabling of LMP
      capability on LMP-capable interfaces of a photonic switch, optical
      cross-connect, or router.



   -  The MIB module is used to provide information about LMP
      adjacencies.



   -  Support is provided for configuration of the keep alive and link
      verification parameters.



   -  The MIB module is used to express the mapping between local and
      remote TE links, as well as local and remote interface identifiers
      for port or component link.



   -  Performance counters are provided for measuring LMP performance on
      a per-control channel basis.  Performance counters are also
      provided for measuring LMP performance on the data-bearing links.



   Note that the LMP MIB module goes hand-in-hand with the TE Link
   (TE-LINK-STD-MIB) MIB module [RFC4220].  The TE link table, which is
   used to associate data-bearing links to TE links, is defined in the
   TE Link MIB.  The TE link table in the LMP MIB module contains TE
   link information specific to LMP.




5. Outline

   Configuring LMP through an optical device involves the following
   steps:



   -  Enabling LMP on LMP-capable interfaces through control channel
      configuration.



   -  Optionally specifying link verification parameters.



   -  Configuring the data-bearing links and associating them to the
      appropriate TE link (this association is stored in the
      ifStackTable of the Interfaces Group MIB).



   TE links are managed by the control channels that run between the
   same pair of nodes (LMP adjacency).




6. Brief Description of MIB Objects

   Sections 6.1-6.8 describe objects pertaining to LMP.  The MIB objects
   were derived from the LMP document [RFC4204].




6.1. lmpNbrTable

   The remote node table is used to identify the pair of nodes that
   exchange LMP messages over control channels.




6.2. lmpControlChannelTable

   The control channel table is used for enabling the LMP protocol on
   LMP-capable interfaces.  A photonic switch, optical cross-connect, or
   router creates an entry in this table for every LMP-capable interface
   in that device.




6.3. lmpControlChannelPerfTable

   The control channel performance table is used for collecting LMP
   performance counts on a per-control channel basis.  Each entry in the
   lmpControlChannelTable has a corresponding entry in the
   lmpControlChannelPerfTable.




6.4. lmpTeLinkTable

   The TE link table is used for specifying LMP information associated
   with TE links.




6.5. lmpLinkVerificationTable

   The link verification table is used for configuring the LMP link
   verification parameters of TE links.  For every TE link entry in the
   lmpTeLinkTable that supports the link verification procedure, there
   is a corresponding entry in the lmpLinkVerificationTable.




6.6. lmpTeLinkPerfTable

   The TE link performance table is used for collecting LMP performance
   counts on a per-TE link basis.  Each entry in the lmpTeLinkTable has
   a corresponding entry in the lmpTeLinkPerfTable.




6.7. lmpDataLinkTable

   The data-bearing link table is used to specify the data-bearing links
   that are associated with TE links.




6.8. lmpDataLinkPerfTable

   The data-bearing link performance table is used for collecting LMP
   performance counts on data-bearing links.




7. Example of LMP Control Channel Setup

In this section, we provide a brief example of using the MIB
objects described in section 9 to set up an LMP control channel.
While this example is not meant to illustrate every nuance of the
MIB module, it is intended as an aid to understanding some of the
key concepts.  It is meant to be read after going through the MIB
itself.

Suppose that one would like to form an LMP adjacency between two
nodes using two control channels.  Suppose also that there are
three data‑bearing links.  We also assume that the data‑bearing
links are ports (lambdas).  We also assume that the link
verification procedure is not enabled.  The following example
illustrates which rows and corresponding objects might be created
to accomplish this.



   First, LMP must be enabled between the pair of nodes.



In lmpNbrTable:
{
   lmpNbrNodeId                       = 'c0000201'H, ‑‑ 192.0.2.1
   lmpNbrAdminStatus                  = up(1),
   lmpNbrRowStatus                    = createAndGo(4),
   lmpNbrStorageType                  = nonVolatile(3)
}

Then, the control channels must be set up.  These are created in
the lmpControlChannelTable.

In lmpControlChannelTable:
{
   lmpCcId                           = 1,
   lmpCcUnderlyingIfIndex            = 1,
   lmpCcIsIf                         = false(1),
   lmpCcAuthentication               = false(1),
   lmpCcHelloInterval                = 15,
   lmpCcHelloIntervalMin             = 15,
   lmpCcHelloIntervalMax             = 1000,
   lmpCcHelloDeadInterval            = 45,
   lmpCcHelloDeadIntervalMin         = 45,
   lmpCcHelloDeadIntervalMax         = 1000,
   lmpCcAdminStatus                  = up(1),
   lmpCcRowStatus                    = createAndGo(4),
   lmpCcStorageType                  = nonVolatile(3)
}

{
   lmpCcId                           = 2,
   lmpCcUnderlyingIfIndex            = 2,
   lmpCcIsIf                         = false(1),
   lmpCcAuthentication               = false(1),
   lmpCcHelloInterval                = 15,
   lmpCcHelloIntervalMin             = 15,
   lmpCcHelloIntervalMax             = 1000,
   lmpCcHelloDeadInterval            = 45,
   lmpCcHelloDeadIntervalMin         = 45,
   lmpCcHelloDeadIntervalMax         = 1000,
   lmpCcAdminStatus                  = up(1),
   lmpCcRowStatus                    = createAndGo(4),
   lmpCcStorageType                  = nonVolatile(3)
}



   Next, the three data-bearing links are created.  For each data-
   bearing link, an ifEntry with the same ifIndex needs to be created
   beforehand.



In lmpDataLinkTable:
{
   ifIndex                         = 41,
   lmpDataLinkAddressType          = unknown(0),
   lmpDataLinkIpAddr               = ''H,
   lmpDataLinkRemoteIpAddress      = ''H,
   lmpDataLinkRemoteIfId           = 47,
   lmpDataLinkRowStatus            = createAndGo(4),
   lmpDataLinkStorageType          = nonVolatile(3)
}

{
   ifIndex                         = 43,
   lmpDataLinkAddressType          = unknown(0),
   lmpDataLinkIpAddr               = ''H,
   lmpDataLinkRemoteIpAddress      = ''H,
   lmpDataLinkRemoteIfId           = 42,
   lmpDataLinkRowStatus            = createAndGo(4),
   lmpDataLinkStorageType          = nonVolatile(3)
}

{
   ifIndex                         = 44,
   lmpDataLinkAddressType          = unknown(0),
   lmpDataLinkIpAddr               = ''H,
   lmpDataLinkRemoteIpAddress      = ''H,
   lmpDataLinkRemoteIfId           = 48,
   lmpDataLinkRowStatus            = createAndGo(4),
   lmpDataLinkStorageType          = nonVolatile(3)
}

Note that the data‑bearing link type (lmpDataLinkType) does
not need to be provisioned as it is automatically populated by the
node.  The definition of the protection role (primary or
secondary) for the data‑bearing links is stored in the
componentLinkTable of the TE Link MIB module [RFC4220].

Then, a TE link is created as an ifEntry with ifType teLink in
the ifTable.

Once the TE link is created in the ifTable, a TE link entry
is created in the LMP MIB module to specify TE link information
specific to LMP.

In lmpTeLinkTable:
{
   ifIndex                     = 20,
   lmpTeLinkVerification       = true(2),

   lmpTeLinkFaultManagement    = true(2),
   lmpTeLinkDwdm               = false(1),
   lmpTeLinkRowStatus          = createAndGo(4),
   lmpTeLinkStorageType        = nonVolatile(3)
}

and in lmpLinkVerificationTable:
{
   ifIndex                         = 20,
   lmpLinkVerifyInterval           = 100,
   lmpLinkVerifyDeadInterval       = 300,
   lmpLinkVerifyTransportMechanism = j0Trace(3),
   lmpLinkVerifyAllLinks           = true(2),
   lmpLinkVerifyTransmissionRate   = 100000,
   lmpLinkVerifyWavelength         = 0,
   lmpLinkVerifyRowStatus          = createAndGo(4),
   lmpLinkVerifyStorageType        = nonVolatile(3)
}



   The association between the data-bearing links and the TE links is
   stored in the ifStackTable [RFC2863].



In parallel with the entry created in the lmpTeLinkTable, an entry
may be created in the teLinkTable of TE Link MIB module
[RFC4220].




8. Application of the Interfaces Group to LMP

   The Interfaces Group [RFC2863] defines generic managed objects for
   managing interfaces.  This memo contains the media-specific
   extensions to the Interfaces Group for managing LMP control channels
   that are modeled as interfaces.  If the control channel as defined in
   the lmpControlChannelTable is modeled as an ifEntry, then the
   following definition applies.  An lmpControlChannelTable entry is
   designated as being represented as an Interfaces MIB ifEntry if the
   lmpControlChannelEntry object lmpCcIsIf is set to true (2).  In this
   case, the control channel SHOULD be modeled as an ifEntry and
   provide appropriate interface stacking as defined below.



This memo assumes the interpretation of the Interfaces Group to be
in accordance with [RFC2863], which states that the interfaces table
(ifTable) contains information on the managed resource's
interfaces and that each sub‑layer below the internetwork layer of
a network interface is considered an interface.  Since the LMP
interface only carries control traffic, it is considered to be below
the internetwork layer.  Thus, the LMP interface may be represented
as an entry in the ifTable.  The interrelation of entries in the
ifTable is defined by Interfaces Stack Group defined in [RFC2863].



   When LMP control channels are modeled as interfaces, the interface
   stack table must appear as follows for the LMP control channel
   interfaces:



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| LMP‑interface ifType = lmp(227)        +
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Underlying Layer...                    +
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

In the above diagram, "Underlying Layer..." refers to the ifIndex
of any interface type over which the LMP interface will transmit
its traffic.  Note that if the underlying layer provides multiple
access to its media (i.e., Ethernet), then it is possible to stack
multiple LMP interfaces on top of this interface in parallel.



   Note that it is not a requirement that LMP control channels be
   modeled as interfaces.  It is acceptable that control channels
   simply exist as logical connections between adjacent LMP-capable
   nodes.  In this case, lmpCcIsIf is set to false(2) and no
   corresponding entry is made in the ifTable.




8.1. Support of the LMP Layer by ifTable

Some specific interpretations of ifTable for the LMP layer
follow.

Object        Use for the LMP layer.

ifIndex       Each LMP interface may be represented by an ifEntry.

ifDescr       Description of the LMP interface.

ifType        The value that is allocated for LMP is 227.
              This number has been assigned by the IANA.

ifSpeed       The total bandwidth in bits per second for use by
              the LMP layer.



   ifPhysAddress Unused.



   ifAdminStatus This variable indicates the administrator's intent

                 as to whether LMP should be enabled, disabled, or
                 running in some diagnostic testing mode on this
                 interface.  Also see [RFC2863].



ifOperStatus  This value reflects the actual or operational
              status of LMP on this interface.

ifLastChange  See [RFC2863].

ifInOctets    The number of received octets over the interface,
              i.e., the number of octets received as LMP
              packets.

ifOutOctets   The number of transmitted octets over the
              interface, i.e., the number of octets transmitted
              as LMP packets.

ifInErrors    The number of LMP packets dropped due to
              uncorrectable errors.

ifInUnknownProtos
              The number of received packets discarded during
              packet header validation, including packets with
              unrecognized label values.

ifOutErrors   See [RFC2863].

ifName        Textual name (unique on this system) of the
              interface or an octet string of zero length.



   ifLinkUpDownTrapEnable

                 Default is disabled (2).



   ifConnectorPresent

                 Set to false (2).



ifHighSpeed   See [RFC2863].

ifHCInOctets  The 64‑bit version of ifInOctets; supported if
              required by the compliance statements in [RFC2863].



   ifHCOutOctets The 64-bit version of ifOutOctets; supported if

                 required by the compliance statements in [RFC2863].



ifAlias       The nonvolatile 'alias' name for the interface as
              specified by a network manager.



   ifCounterDiscontinuityTime

                 See [RFC2863].




9. LMP MIB Module Definitions

   This MIB module IMPORTs objects from [RFC2578], [RFC2579], [RFC2580],
   [RFC2863], [RFC4001], and [RFC4220], and it has REFERENCE clauses to
   [RFC4204], [RFC4207], [RFC4209], [RFC3471], and [RFC2914].



LMP-MIB DEFINITIONS ::= BEGIN



IMPORTS
   MODULE‑IDENTITY, OBJECT‑TYPE, NOTIFICATION‑TYPE,
   transmission, Unsigned32, Counter32, TimeTicks
      FROM SNMPv2‑SMI              ‑‑ [RFC2578]

   MODULE‑COMPLIANCE, OBJECT‑GROUP, NOTIFICATION‑GROUP
      FROM SNMPv2‑CONF             ‑‑ [RFC2580]

   TEXTUAL‑CONVENTION, TruthValue, RowStatus, StorageType,
   TimeStamp
      FROM SNMPv2‑TC               ‑‑ [RFC2579]

   InterfaceIndexOrZero, ifIndex
      FROM IF‑MIB                  ‑‑ [RFC2863]

   InetAddressType, InetAddress
      FROM INET‑ADDRESS‑MIB        ‑‑ [RFC4001]

   teLinkRemoteIpAddr, teLinkIncomingIfId, TeLinkEncodingType
      FROM TE‑LINK‑STD‑MIB;        ‑‑ [RFC4220]

lmpMIB MODULE‑IDENTITY
   LAST‑UPDATED "200601110000Z"  ‑‑ 11 January 2006
   ORGANIZATION "Common Control and Measurement Protocols (CCAMP)
                 Working Group"
   CONTACT‑INFO
       "        Martin Dubuc
        Email:  dubuc.consulting@sympatico.ca

                Thomas D. Nadeau
        Email:  tnadeau@cisco.com

                Jonathan P. Lang
        Email:  jplang@ieee.org

                Evan McGinnis
        Email:  emcginnis@hammerheadsystems.com"




   DESCRIPTION



    "Copyright (C) 2006 The Internet Society.  This version of
     the MIB module is part of RFC 4327; see the RFC itself
     for full legal notices.

     This MIB module contains managed object definitions for
     the Link Management Protocol (LMP) as
     defined in 'Link Management Protocol'."

‑‑ Revision history.
REVISION
    "200601110000Z"  ‑‑ 11 January 2006
DESCRIPTION
    "Initial version published as RFC 4327"
::= { transmission 227 }



-- Textual Conventions



LmpInterval ::= TEXTUAL‑CONVENTION
   DISPLAY‑HINT "d"
   STATUS        current
   DESCRIPTION
       "The interval delay in milliseconds."
   SYNTAX        Unsigned32 (1..65535)

LmpRetransmitInterval ::= TEXTUAL‑CONVENTION
   DISPLAY‑HINT "d"
   STATUS        current
   DESCRIPTION
       "The retransmission interval delay in milliseconds."
   SYNTAX        Unsigned32 (1..4294967295)

LmpNodeId ::= TEXTUAL‑CONVENTION
   DISPLAY‑HINT  "1d.1d.1d.1d"
   STATUS        current
   DESCRIPTION
       "Represents a Node ID in network byte order.  Node ID is an
        address of type IPv4."
   REFERENCE
       "Section 1.1 of Link Management Protocol, RFC 4204"
   SYNTAX        OCTET STRING(SIZE(4))




-- Top level components of this MIB



‑‑ Notifications
lmpNotifications OBJECT IDENTIFIER ::= { lmpMIB 0 }
‑‑ Tables, Scalars
lmpObjects       OBJECT IDENTIFIER ::= { lmpMIB 1 }

‑‑ Conformance
lmpConformance   OBJECT IDENTIFIER ::= { lmpMIB 2 }


lmpAdminStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "The desired operational status of LMP on the node.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { up }
   ::= { lmpObjects 1 }

lmpOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of LMP on the node."
   ::= { lmpObjects 2 }




-- LMP Neighbor Table



lmpNbrTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpNbrEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies the neighbor node(s) to which control
        channels may be established."
   ::= { lmpObjects 3 }

lmpNbrEntry OBJECT‑TYPE
   SYNTAX        LmpNbrEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by a LMP‑enabled device for
        every pair of nodes that can establish control channels."
   INDEX         { lmpNbrNodeId }
   ::= { lmpNbrTable 1 }

LmpNbrEntry ::= SEQUENCE {
  lmpNbrNodeId              LmpNodeId,
  lmpNbrRetransmitInterval  LmpRetransmitInterval,

  lmpNbrRetryLimit          Unsigned32,
  lmpNbrRetransmitDelta     Unsigned32,
  lmpNbrAdminStatus         INTEGER,
  lmpNbrOperStatus          INTEGER,
  lmpNbrRowStatus           RowStatus,
  lmpNbrStorageType         StorageType
}

lmpNbrNodeId OBJECT‑TYPE
   SYNTAX        LmpNodeId
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This is a unique index for an entry in the LmpNbrTable.
        This value represents the remote Node ID."
   ::= { lmpNbrEntry 1 }

lmpNbrRetransmitInterval OBJECT‑TYPE
   SYNTAX        LmpRetransmitInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the initial retransmission interval that
        is used for the retransmission of messages that require
        acknowledgement.  This object along with lmpNbrRetryLimit is
        used to implement congestion‑handling mechanism as defined in
        Section 10 of the Link Management Protocol specification,
        which is based on RFC 2914."
   REFERENCE
       "Link Management Protocol, RFC 4204.

        Congestion Control Principles, RFC 2914."
   DEFVAL        { 500 }
   ::= { lmpNbrEntry 2 }

lmpNbrRetryLimit OBJECT‑TYPE
   SYNTAX        Unsigned32
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the maximum number of times a message
        is transmitted without being acknowledged.  A value of 0 is used
        to indicate that a node should never stop retransmission.
        This object along with lmpNbrRetransmitInterval is
        used to implement congestion‑handling mechanism as defined in
        Section 10 of the Link Management Protocol specification,
        which is based on RFC 2914."
   REFERENCE



       "Link Management Protocol, RFC 4204.



        Congestion Control Principles, RFC 2914."
   DEFVAL        { 3 }
   ::= { lmpNbrEntry 3 }

lmpNbrRetransmitDelta OBJECT‑TYPE
   SYNTAX        Unsigned32
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object governs the speed with which the sender increases
        the retransmission interval as explained in section 10 of the
        Link Management Protocol specification, which is based on
        RFC 2914.  This value is a power used to express the
        exponential backoff.  The ratio of two successive retransmission
        intervals is (1 + Delta)."
   REFERENCE
       "Link Management Protocol, RFC 4204.

        Congestion Control Principles, RFC 2914."
   DEFVAL        { 1 }
   ::= { lmpNbrEntry 4 }

lmpNbrAdminStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The desired operational status of LMP to this remote node."
   ::= { lmpNbrEntry 5 }

lmpNbrOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of LMP to this remote node."
   ::= { lmpNbrEntry 6 }

lmpNbrRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).

        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpNbrEntry 7 }

lmpNbrStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpNbrTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any
        columnar object in the row."
   DEFVAL        { nonVolatile }
   ::= { lmpNbrEntry 8 }



-- End of lmpNbrTable




lmpCcHelloIntervalDefault OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default value for the HelloInterval
        parameter used in the Hello protocol keep‑alive phase.  It
        indicates how frequently LMP Hello messages will be sent.  It
        is used a the default value for lmpCcHelloInterval.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpObjects 4 }

lmpCcHelloIntervalDefaultMin OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default minimum value for the
        HelloInterval parameter.  It is used as a default value
        for lmpCcHelloIntervalMin.  Implementations should save the
        value of this object in persistent memory so that it survives
        restarts or reboot."
   ::= { lmpObjects 5 }

lmpCcHelloIntervalDefaultMax OBJECT‑TYPE
   SYNTAX        LmpInterval

   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default maximum value for the
        HelloInterval parameter.  It is used as a default value
        for lmpCcHelloIntervalMax.  Implementations should save the
        value of this object in persistent memory so that it survives
        restarts or reboot."
   ::= { lmpObjects 6 }

lmpCcHelloDeadIntervalDefault OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default HelloDeadInterval parameter
        to use in the Hello protocol keep‑alive phase.  It indicates
        how long a device should wait before declaring the control
        channel dead.  The HelloDeadInterval parameter should be at
        least three times the value of HelloInterval.  It is used as
        a default value for lmpCcHelloDeadInterval.  Implementations
        should save the value of this object in persistent memory so
        that it survives restarts or reboot."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpObjects 7 }

lmpCcHelloDeadIntervalDefaultMin OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default minimum value for the
        HelloDeadInterval parameter.  It is used as a default value
        for lmpCcHelloDeadIntervalMin.  Implementations should save
        the value of this object in persistent memory so that it
        survives restarts or reboot."
   ::= { lmpObjects 8 }

lmpCcHelloDeadIntervalDefaultMax OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default maximum value for the
        HelloDeadInterval parameter.  It is used as a default value
        for lmpCcHelloDeadIntervalMax.  Implementations should save the
        value of this object in persistent memory so that it survives

        restarts or reboot."
   ::= { lmpObjects 9 }




-- LMP Control Channel Table



lmpControlChannelTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpControlChannelEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies LMP control channel information."
   ::= { lmpObjects 10 }

lmpControlChannelEntry OBJECT‑TYPE
   SYNTAX        LmpControlChannelEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by a LMP‑enabled device for
        every control channel.  Whenever a new entry is created with
        lmpCcIsIf set to true(2), then a corresponding entry is
        created in ifTable as well (see RFC 2863)."
   INDEX         { lmpCcId }
   ::= { lmpControlChannelTable 1 }

LmpControlChannelEntry ::= SEQUENCE {
  lmpCcId                            Unsigned32,
  lmpCcUnderlyingIfIndex             InterfaceIndexOrZero,
  lmpCcIsIf                          TruthValue,
  lmpCcNbrNodeId                     LmpNodeId,
  lmpCcRemoteId                      Unsigned32,
  lmpCcRemoteAddressType             InetAddressType,
  lmpCcRemoteIpAddr                  InetAddress,
  lmpCcSetupRole                     INTEGER,
  lmpCcAuthentication                TruthValue,
  lmpCcHelloInterval                 LmpInterval,
  lmpCcHelloIntervalMin              LmpInterval,
  lmpCcHelloIntervalMax              LmpInterval,
  lmpCcHelloIntervalNegotiated       LmpInterval,
  lmpCcHelloDeadInterval             LmpInterval,
  lmpCcHelloDeadIntervalMin          LmpInterval,
  lmpCcHelloDeadIntervalMax          LmpInterval,
  lmpCcHelloDeadIntervalNegotiated   LmpInterval,
  lmpCcLastChange                    TimeTicks,
  lmpCcAdminStatus                   INTEGER,
  lmpCcOperStatus                    INTEGER,
  lmpCcRowStatus                     RowStatus,

  lmpCcStorageType                   StorageType
}

lmpCcId OBJECT‑TYPE
   SYNTAX        Unsigned32 (1..4294967295)
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This value represents the local control channel identifier.
        The control channel identifier is a non‑zero 32‑bit number."
   ::= { lmpControlChannelEntry 1 }

lmpCcUnderlyingIfIndex OBJECT‑TYPE
   SYNTAX        InterfaceIndexOrZero
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "If lmpCcIsIf is set to true(1), this object carries the
        index into the ifTable of the entry that represents the
        LMP interface over which LMP will transmit its traffic.
        If this object is set to zero, but lmpCcIsIf is set to
        true(1), the control channel is not currently associated
        with any underlying interface and the control channel's
        operational status must not be up(1), nor should the
        control channel forward or receive traffic.
        If lmpCcIsIf is set to false(2), this object should be set
        to zero and should be ignored."
   ::= { lmpControlChannelEntry 2 }

lmpCcIsIf OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "In implementations where the control channels are modeled
        as interfaces, the value of this object is true(1) and
        this control channel is represented by an interface in
        the interfaces group table as indicated by the value of
        lmpCcUnderlyingIfIndex.  If control channels are not
        modeled as interfaces, the value of this object is
        false(2) and there is no corresponding interface for
        this control channel in the interfaces group table,
        and the value of lmpCcUnderlyingIfIndex should be
        ignored."
   ::= { lmpControlChannelEntry 3 }

lmpCcNbrNodeId OBJECT‑TYPE
   SYNTAX        LmpNodeId

   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This is the Node ID of the control channel remote node.
        This value either is configured or gets created by the node
        when a Config message is received or when an outgoing Config
        message is acknowledged by the remote node."
   ::= { lmpControlChannelEntry 4 }

lmpCcRemoteId OBJECT‑TYPE
   SYNTAX        Unsigned32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This value represents the remote control channel identifier
        (32‑bit number).  It is determined during the negotiation
        phase.  A value of zero means that the remote control channel
        identifier has not yet been learnt."
   ::= { lmpControlChannelEntry 5 }

lmpCcRemoteAddressType OBJECT‑TYPE
   SYNTAX        InetAddressType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This value represents the remote control channel IP address
        type.  In point‑to‑point configuration, this value can be set
        to unknown(0)."
   ::= { lmpControlChannelEntry 6 }

lmpCcRemoteIpAddr OBJECT‑TYPE
   SYNTAX        InetAddress
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This value represents the remote control channel Internet
        address for numbered control channel.  The type of this
        address is determined by lmpCcRemoteAddressType.
        Control channel must be numbered on non‑point‑to‑point
        configuration.  For point‑to‑point configuration, the
        remote control channel address can be of type unknown
        in which case this object must be a zero‑length string.  The
        lmpCcRemoteId object then identifies the unnumbered
        address."
   ::= { lmpControlChannelEntry 7 }

lmpCcSetupRole OBJECT‑TYPE
   SYNTAX        INTEGER { active(1), passive(2) }

   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The role that this node should take during establishment
        of this control channel.  An active node will initiate
        establishment.  A passive node will wait for the remote node
        to initiate.  A pair of nodes that both take the passive role
        will never establish communications."
   DEFVAL        { active }
   ::= { lmpControlChannelEntry 8 }

lmpCcAuthentication OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object indicates whether the control channel must use
        authentication."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpControlChannelEntry 9 }

lmpCcHelloInterval OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the value of the HelloInterval
        parameter.  The default value for this object should be
        set to lmpCcHelloIntervalDefault."
   ::= { lmpControlChannelEntry 10 }

lmpCcHelloIntervalMin OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the minimum value for the
        HelloInterval parameter.  The default value for this
        object should be set to lmpCcHelloIntervalMinDefault."
   ::= { lmpControlChannelEntry 11 }

lmpCcHelloIntervalMax OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the maximum value for the

        HelloInterval parameter.  The default value for this
        object should be set to lmpCcHelloIntervalMaxDefault."
   ::= { lmpControlChannelEntry 12 }

lmpCcHelloIntervalNegotiated OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "Once the control channel is active, this object represents
        the negotiated HelloInterval value."
   ::= { lmpControlChannelEntry 13 }

lmpCcHelloDeadInterval OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the value of the HelloDeadInterval
        parameter.  The default value for this object should be
        set to lmpCcHelloDeadIntervalDefault."
   ::= { lmpControlChannelEntry 14 }

lmpCcHelloDeadIntervalMin OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the minimum value for the
        HelloDeadInterval parameter.  The default value for this
        object should be set to lmpCcHelloDeadIntervalMinDefault."
   ::= { lmpControlChannelEntry 15 }

lmpCcHelloDeadIntervalMax OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the maximum value for the
        HelloDeadInterval parameter.  The default value for this
        object should be set to lmpCcHelloIntervalMaxDefault."
   ::= { lmpControlChannelEntry 16 }

lmpCcHelloDeadIntervalNegotiated OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION

       "Once the control channel is active, this object represents
        the negotiated HelloDeadInterval value."
   ::= { lmpControlChannelEntry 17 }

lmpCcLastChange OBJECT‑TYPE
   SYNTAX       TimeTicks
   MAX‑ACCESS   read‑only
   STATUS       current
   DESCRIPTION
       "The value of sysUpTime at the time the control channel entered
        its current operational state.  If the current state was
        entered prior to the last re‑initialization of the local
        network management subsystem, then this object contains a
        zero value."
   ::= { lmpControlChannelEntry 18 }

lmpCcAdminStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The desired operational status of this control channel."
   ::= { lmpControlChannelEntry 19 }

lmpCcOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER {
                     up(1),
                     down(2),
                     configSnd(3),
                     configRcv(4),
                     active(5),
                     goingDown(6)
                 }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of this control channel."
   ::= { lmpControlChannelEntry 20 }

lmpCcRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent

        values before the row can be activated."
   ::= { lmpControlChannelEntry 21 }

lmpCcStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpControlChannelTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any
        columnar object in the row."
   DEFVAL        { nonVolatile }
   ::= { lmpControlChannelEntry 22 }



-- End of lmpControlChannelTable




-- LMP Control Channel Performance Table



lmpControlChannelPerfTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpControlChannelPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies LMP control channel performance
        counters."
   ::= { lmpObjects 11 }

lmpControlChannelPerfEntry OBJECT‑TYPE
   SYNTAX        LmpControlChannelPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by a LMP‑enabled device for
        every control channel.  lmpCcCounterDiscontinuityTime is used
        to indicate potential discontinuity for all counter objects
        in this table."
   INDEX         { lmpCcId }
   ::= { lmpControlChannelPerfTable 1 }

LmpControlChannelPerfEntry ::= SEQUENCE {
  lmpCcInOctets                    Counter32,
  lmpCcInDiscards                  Counter32,
  lmpCcInErrors                    Counter32,
  lmpCcOutOctets                   Counter32,
  lmpCcOutDiscards                 Counter32,
  lmpCcOutErrors                   Counter32,

  lmpCcConfigReceived              Counter32,
  lmpCcConfigSent                  Counter32,
  lmpCcConfigRetransmit            Counter32,
  lmpCcConfigAckReceived           Counter32,
  lmpCcConfigAckSent               Counter32,
  lmpCcConfigNackReceived          Counter32,
  lmpCcConfigNackSent              Counter32,
  lmpCcHelloReceived               Counter32,
  lmpCcHelloSent                   Counter32,
  lmpCcBeginVerifyReceived         Counter32,
  lmpCcBeginVerifySent             Counter32,
  lmpCcBeginVerifyRetransmit       Counter32,
  lmpCcBeginVerifyAckReceived      Counter32,
  lmpCcBeginVerifyAckSent          Counter32,
  lmpCcBeginVerifyNackReceived     Counter32,
  lmpCcBeginVerifyNackSent         Counter32,
  lmpCcEndVerifyReceived           Counter32,
  lmpCcEndVerifySent               Counter32,
  lmpCcEndVerifyRetransmit         Counter32,
  lmpCcEndVerifyAckReceived        Counter32,
  lmpCcEndVerifyAckSent            Counter32,
  lmpCcTestStatusSuccessReceived   Counter32,
  lmpCcTestStatusSuccessSent       Counter32,
  lmpCcTestStatusSuccessRetransmit Counter32,
  lmpCcTestStatusFailureReceived   Counter32,
  lmpCcTestStatusFailureSent       Counter32,
  lmpCcTestStatusFailureRetransmit Counter32,
  lmpCcTestStatusAckReceived       Counter32,
  lmpCcTestStatusAckSent           Counter32,
  lmpCcLinkSummaryReceived         Counter32,
  lmpCcLinkSummarySent             Counter32,
  lmpCcLinkSummaryRetransmit       Counter32,
  lmpCcLinkSummaryAckReceived      Counter32,
  lmpCcLinkSummaryAckSent          Counter32,
  lmpCcLinkSummaryNackReceived     Counter32,
  lmpCcLinkSummaryNackSent         Counter32,
  lmpCcChannelStatusReceived       Counter32,
  lmpCcChannelStatusSent           Counter32,
  lmpCcChannelStatusRetransmit     Counter32,
  lmpCcChannelStatusAckReceived    Counter32,
  lmpCcChannelStatusAckSent        Counter32,
  lmpCcChannelStatusReqReceived    Counter32,
  lmpCcChannelStatusReqSent        Counter32,
  lmpCcChannelStatusReqRetransmit  Counter32,
  lmpCcChannelStatusRspReceived    Counter32,
  lmpCcChannelStatusRspSent        Counter32,
  lmpCcCounterDiscontinuityTime    TimeStamp
}

lmpCcInOctets OBJECT‑TYPE
    SYNTAX      Counter32
    MAX‑ACCESS  read‑only
    STATUS      current
    DESCRIPTION
            "The total number of LMP message octets received on the
             control channel."
    ::= { lmpControlChannelPerfEntry 1 }

lmpCcInDiscards OBJECT‑TYPE
    SYNTAX      Counter32
    MAX‑ACCESS  read‑only
    STATUS      current
    DESCRIPTION
            "The number of inbound packets that were chosen to be
             discarded even though no errors had been detected.  One
             possible reason for discarding such a packet could be to
             free up buffer space."
    ::= { lmpControlChannelPerfEntry 2 }

lmpCcInErrors OBJECT‑TYPE
    SYNTAX      Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The number of inbound packets that contained errors
             preventing them from being processed by LMP."
    ::= { lmpControlChannelPerfEntry 3 }

lmpCcOutOctets OBJECT‑TYPE
    SYNTAX       Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The total number of LMP message octets transmitted out of
             the control channel."
    ::= { lmpControlChannelPerfEntry 4 }

lmpCcOutDiscards OBJECT‑TYPE
    SYNTAX       Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The number of outbound packets that were chosen to be
             discarded even though no errors had been detected to
             prevent their being transmitted.  One possible reason
             for discarding such a packet could be to free up buffer
             space."



    ::= { lmpControlChannelPerfEntry 5 }



lmpCcOutErrors OBJECT‑TYPE
    SYNTAX       Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The number of outbound packets that could not be
             transmitted because of errors."
    ::= { lmpControlChannelPerfEntry 6 }

lmpCcConfigReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Config messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 7 }

lmpCcConfigSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Config messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 8 }

lmpCcConfigRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Config messages that
        have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 9 }

lmpCcConfigAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ConfigAck messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 10 }



lmpCcConfigAckSent OBJECT-TYPE



   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ConfigAck messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 11 }

lmpCcConfigNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ConfigNack messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 12 }

lmpCcConfigNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ConfigNack messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 13 }

lmpCcHelloReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Hello messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 14 }

lmpCcHelloSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Hello messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 15 }

lmpCcBeginVerifyReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current

   DESCRIPTION
       "This object counts the number of BeginVerify messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 16 }

lmpCcBeginVerifySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 17 }

lmpCcBeginVerifyRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that
        have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 18 }

lmpCcBeginVerifyAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyAck messages that
        have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 19 }

lmpCcBeginVerifyAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyAck messages that
        have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 20 }

lmpCcBeginVerifyNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyNack messages that
        have been received on this control channel."



   ::= { lmpControlChannelPerfEntry 21 }



lmpCcBeginVerifyNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyNack messages that
        have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 22 }

lmpCcEndVerifyReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 23 }

lmpCcEndVerifySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 24 }

lmpCcEndVerifyRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that
        have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 25 }

lmpCcEndVerifyAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerifyAck messages that
        have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 26 }



lmpCcEndVerifyAckSent OBJECT-TYPE



   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerifyAck messages that
        have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 27 }

lmpCcTestStatusSuccessReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 28 }

lmpCcTestStatusSuccessSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 29 }

lmpCcTestStatusSuccessRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 30 }

lmpCcTestStatusFailureReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 31 }

lmpCcTestStatusFailureSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current

   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 32 }

lmpCcTestStatusFailureRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 33 }

lmpCcTestStatusAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusAck messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 34 }

lmpCcTestStatusAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusAck messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 35 }

lmpCcLinkSummaryReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 36 }

lmpCcLinkSummarySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages
        that have been sent on this control channel."



   ::= { lmpControlChannelPerfEntry 37 }



lmpCcLinkSummaryRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages that
        have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 38 }

lmpCcLinkSummaryAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryAck messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 39 }

lmpCcLinkSummaryAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryAck messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 40 }

lmpCcLinkSummaryNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryNack messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 41 }

lmpCcLinkSummaryNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryNack messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 42 }



lmpCcChannelStatusReceived OBJECT-TYPE



   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 43 }

lmpCcChannelStatusSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 44 }

lmpCcChannelStatusRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been retransmitted on this control channel."
   ::= { lmpControlChannelPerfEntry 45 }

lmpCcChannelStatusAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusAck messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 46 }

lmpCcChannelStatusAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 47 }

lmpCcChannelStatusReqReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current

   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 48 }

lmpCcChannelStatusReqSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 49 }

lmpCcChannelStatusReqRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been retransmitted on this control channel."
   ::= { lmpControlChannelPerfEntry 50 }

lmpCcChannelStatusRspReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusResponse messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 51 }

lmpCcChannelStatusRspSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusResponse messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 52 }

lmpCcCounterDiscontinuityTime OBJECT‑TYPE
    SYNTAX       TimeStamp
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
        "The value of sysUpTime on the most recent occasion at which
         any one or more of this control channel's counters suffered a

         discontinuity.  The relevant counters are the specific
         instances associated with this control channel of any
         Counter32 object contained in the lmpControlChannelPerfTable.
         If no such discontinuities have occurred since the last re‑
         initialization of the local management subsystem, then this
         object contains a zero value."
    ::= { lmpControlChannelPerfEntry 53 }



-- End of lmpControlChannelPerfTable




-- LMP TE Link Table



lmpTeLinkTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpTeLinkEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies the LMP‑specific TE link information.
        Overall TE link information is kept in three separate tables:
        ifTable for interface‑specific information, lmpTeLinkTable
        for LMP specific information, and teLinkTable for generic
        TE link information.  ifIndex is the common index to all
        tables."
   ::= { lmpObjects 12 }

lmpTeLinkEntry OBJECT‑TYPE
   SYNTAX        LmpTeLinkEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table exists for each ifEntry with an
        ifType of teLink(200) that is managed by LMP.  An ifEntry with
        an ifIndex must exist before the corresponding lmpTeLinkEntry is
        created.  If a TE link entry in the ifTable is destroyed, then
        so is the corresponding entry in the lmpTeLinkTable.  The
        administrative status value is controlled from the ifEntry.
        Setting the administrative status to testing prompts LMP to
        start link verification on the TE link.  Information about the
        TE link that is not LMP specific is contained in teLinkTable of
        the TE‑LINK‑STD‑MIB MIB module."
   INDEX         { ifIndex }
   ::= { lmpTeLinkTable 1 }

LmpTeLinkEntry ::= SEQUENCE {
  lmpTeLinkNbrRemoteNodeId  LmpNodeId,
  lmpTeLinkVerification     TruthValue,
  lmpTeLinkFaultManagement  TruthValue,

  lmpTeLinkDwdm             TruthValue,
  lmpTeLinkOperStatus       INTEGER,
  lmpTeLinkRowStatus        RowStatus,
  lmpTeLinkStorageType      StorageType
}

lmpTeLinkNbrRemoteNodeId OBJECT‑TYPE
   SYNTAX        LmpNodeId
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This is the Node ID of the TE link remote node.  This value
        may be learned during control channel parameter negotiation
        phase (in the Config message).  Node ID is an address whose
        type must be IPv4."
   ::= { lmpTeLinkEntry 1 }

lmpTeLinkVerification OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object indicates if the LMP link verification procedure
        is enabled for this TE link."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpTeLinkEntry 2 }

lmpTeLinkFaultManagement OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object indicates if the LMP fault management procedure
        is enabled on this TE link."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpTeLinkEntry 3 }

lmpTeLinkDwdm OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object indicates if the LMP DWDM procedure is enabled
        on this TE link."
   REFERENCE
       "Link Management Protocol (LMP) for Dense Wavelength Division

        Multiplexing (DWDM) Optical Line Systems, RFC 4209"
   ::= { lmpTeLinkEntry 4 }

lmpTeLinkOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER {
                   up(1), down(2), testing(3), init(4), degraded(5)
                 }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of this TE link.  The status
        is set to testing when the TE link is performing link
        verification.  A degraded state indicates that there is
        no active control channel between the pair of nodes that
        form the endpoints of the TE link, but yet at least one
        data‑bearing link on the TE link is allocated."
   ::= { lmpTeLinkEntry 5 }

lmpTeLinkRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpTeLinkEntry 6 }

lmpTeLinkStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpTeLinkTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any
        columnar object in the row."
   DEFVAL        { nonVolatile }
   ::= { lmpTeLinkEntry 7 }



-- End of lmpTeLinkTable




lmpGlobalLinkVerificationInterval OBJECT‑TYPE
   SYNTAX        Unsigned32
   UNITS         "milliseconds"

   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object indicates how often the link verification
        procedure is executed.  The interval is in milliseconds.
        A value of 0 is used to indicate that the link
        verification procedure should not be executed.  The
        interval specified in this object should be large enough
        to allow the verification procedure to be completed
        before the start of the next interval.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   ::= { lmpObjects 13 }




-- LMP Link Verification Table



lmpLinkVerificationTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpLinkVerificationEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies TE link information associated with the
        LMP verification procedure."
   ::= { lmpObjects 14 }

lmpLinkVerificationEntry OBJECT‑TYPE
   SYNTAX        LmpLinkVerificationEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by an LMP‑enabled device for
        every TE link that supports the LMP verification
        procedure."
   INDEX         { ifIndex }
   ::= { lmpLinkVerificationTable 1 }

LmpLinkVerificationEntry ::= SEQUENCE {
  lmpLinkVerifyInterval           LmpInterval,
  lmpLinkVerifyDeadInterval       LmpInterval,
  lmpLinkVerifyTransportMechanism BITS,
  lmpLinkVerifyAllLinks           TruthValue,
  lmpLinkVerifyTransmissionRate   Unsigned32,
  lmpLinkVerifyWavelength         Unsigned32,
  lmpLinkVerifyRowStatus          RowStatus,
  lmpLinkVerifyStorageType        StorageType
}

lmpLinkVerifyInterval OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the VerifyInterval parameter used
        in the LMP link verification process.  It indicates the
        interval at which the Test messages are sent."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpLinkVerificationEntry 1 }

lmpLinkVerifyDeadInterval OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the VerifyDeadInterval parameter used
        in the verification of the physical connectivity of data‑
        bearing links.  It specifies the observation period used to
        detect a Test message at the remote node."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpLinkVerificationEntry 2 }

lmpLinkVerifyTransportMechanism OBJECT‑TYPE
   SYNTAX        BITS {
                     ‑‑ All encoding types:
                     payload(0),
                     ‑‑ SONET/SDH encoding type:
                     dccSectionOverheadBytes(1),
                     dccLineOverheadBytes(2),
                     j0Trace(3),
                     j1Trace(4),
                     j2Trace(5)
                 }
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This defines the transport mechanism for the Test messages.  The
        scope of this bit mask is restricted to each link encoding
        type.  The local node will set the bits corresponding to the
        various mechanisms it can support for transmitting LMP Test
        messages.  The receiver chooses the appropriate mechanism in the
        BeginVerifyAck message."
   REFERENCE
       "Link Management Protocol, RFC 4204

        Synchronous Optical Network (SONET)/Synchronous Digital
        Hierarchy (SDH) Encoding for Link Management Protocol (LMP)
        Test Messages, RFC 4207"
   ::= { lmpLinkVerificationEntry 3 }

lmpLinkVerifyAllLinks OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "A value of true(2) for this object indicates that the
        verification process checks all unallocated links, otherwise
        only the new ports or component links that have been added to
        this TE link are verified."
   ::= { lmpLinkVerificationEntry 4 }

lmpLinkVerifyTransmissionRate OBJECT‑TYPE
   SYNTAX        Unsigned32
   UNITS         "bytes per second"
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This is the transmission rate of the data link over which
        the Test messages will be transmitted and is expressed in
        bytes per second."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpLinkVerificationEntry 5 }

lmpLinkVerifyWavelength OBJECT‑TYPE
   SYNTAX        Unsigned32
   UNITS         "nanometers"
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This value corresponds to the wavelength at
        which the Test messages will be transmitted and is
        measured in nanometers (nm).  If each data‑bearing link
        corresponds to a separate wavelength, then this value should
        be set to 0."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpLinkVerificationEntry 6 }

lmpLinkVerifyRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current

   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpLinkVerificationEntry 7 }

lmpLinkVerifyStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpLinkVerificationTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any
        columnar object in the row."
   DEFVAL        { nonVolatile }
   ::= { lmpLinkVerificationEntry 8 }



-- End of lmpLinkVerificationTable




-- LMP TE Link Performance Table



lmpTeLinkPerfTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpTeLinkPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies LMP TE link performance counters."
   ::= { lmpObjects 15 }

lmpTeLinkPerfEntry OBJECT‑TYPE
   SYNTAX        LmpTeLinkPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by an LMP‑enabled device for
        every TE link.  lmpTeCounterDiscontinuityTime is used
        to indicate potential discontinuity for all counter objects
        in this table."
   INDEX         { ifIndex }
   ::= { lmpTeLinkPerfTable 1 }

LmpTeLinkPerfEntry ::= SEQUENCE {
  lmpTeInOctets                    Counter32,
  lmpTeOutOctets                   Counter32,

  lmpTeBeginVerifyReceived         Counter32,
  lmpTeBeginVerifySent             Counter32,
  lmpTeBeginVerifyRetransmit       Counter32,
  lmpTeBeginVerifyAckReceived      Counter32,
  lmpTeBeginVerifyAckSent          Counter32,
  lmpTeBeginVerifyNackReceived     Counter32,
  lmpTeBeginVerifyNackSent         Counter32,
  lmpTeEndVerifyReceived           Counter32,
  lmpTeEndVerifySent               Counter32,
  lmpTeEndVerifyRetransmit         Counter32,
  lmpTeEndVerifyAckReceived        Counter32,
  lmpTeEndVerifyAckSent            Counter32,
  lmpTeTestStatusSuccessReceived   Counter32,
  lmpTeTestStatusSuccessSent       Counter32,
  lmpTeTestStatusSuccessRetransmit Counter32,
  lmpTeTestStatusFailureReceived   Counter32,
  lmpTeTestStatusFailureSent       Counter32,
  lmpTeTestStatusFailureRetransmit Counter32,
  lmpTeTestStatusAckReceived       Counter32,
  lmpTeTestStatusAckSent           Counter32,
  lmpTeLinkSummaryReceived         Counter32,
  lmpTeLinkSummarySent             Counter32,
  lmpTeLinkSummaryRetransmit       Counter32,
  lmpTeLinkSummaryAckReceived      Counter32,
  lmpTeLinkSummaryAckSent          Counter32,
  lmpTeLinkSummaryNackReceived     Counter32,
  lmpTeLinkSummaryNackSent         Counter32,
  lmpTeChannelStatusReceived       Counter32,
  lmpTeChannelStatusSent           Counter32,
  lmpTeChannelStatusRetransmit     Counter32,
  lmpTeChannelStatusAckReceived    Counter32,
  lmpTeChannelStatusAckSent        Counter32,
  lmpTeChannelStatusReqReceived    Counter32,
  lmpTeChannelStatusReqSent        Counter32,
  lmpTeChannelStatusReqRetransmit  Counter32,
  lmpTeChannelStatusRspReceived    Counter32,
  lmpTeChannelStatusRspSent        Counter32,
  lmpTeCounterDiscontinuityTime    TimeStamp
}

lmpTeInOctets OBJECT‑TYPE
    SYNTAX      Counter32
    MAX‑ACCESS  read‑only
    STATUS      current
    DESCRIPTION
            "The total number of LMP message octets received for
             this TE link."
    ::= { lmpTeLinkPerfEntry 1 }

lmpTeOutOctets OBJECT‑TYPE
    SYNTAX       Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The total number of LMP message octets transmitted out
             for this TE link."
    ::= { lmpTeLinkPerfEntry 2 }

lmpTeBeginVerifyReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that have
        been received for this TE link."
   ::= { lmpTeLinkPerfEntry 3 }

lmpTeBeginVerifySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that have
        been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 4 }

lmpTeBeginVerifyRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that
        have been retransmitted for this TE link."
   ::= { lmpTeLinkPerfEntry 5 }

lmpTeBeginVerifyAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyAck messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 6 }

lmpTeBeginVerifyAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only

   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyAck messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 7 }

lmpTeBeginVerifyNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyNack messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 8 }

lmpTeBeginVerifyNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyNack messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 9 }

lmpTeEndVerifyReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that have
        been received for this TE link."
   ::= { lmpTeLinkPerfEntry 10 }

lmpTeEndVerifySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that have
        been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 11 }

lmpTeEndVerifyRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that

        have been retransmitted over this control channel."
   ::= { lmpTeLinkPerfEntry 12 }

lmpTeEndVerifyAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerifyAck messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 13 }

lmpTeEndVerifyAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerifyAck messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 14 }

lmpTeTestStatusSuccessReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 15 }

lmpTeTestStatusSuccessSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 16 }

lmpTeTestStatusSuccessRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been retransmitted for this TE link."
   ::= { lmpTeLinkPerfEntry 17 }

lmpTeTestStatusFailureReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 18 }

lmpTeTestStatusFailureSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 19 }

lmpTeTestStatusFailureRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been retransmitted on this TE link."
   ::= { lmpTeLinkPerfEntry 20 }

lmpTeTestStatusAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusAck messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 21 }

lmpTeTestStatusAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusAck messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 22 }

lmpTeLinkSummaryReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only

   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 23 }

lmpTeLinkSummarySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 24 }

lmpTeLinkSummaryRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages that
        have been retransmitted over this control channel."
   ::= { lmpTeLinkPerfEntry 25 }

lmpTeLinkSummaryAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryAck messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 26 }

lmpTeLinkSummaryAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryAck messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 27 }

lmpTeLinkSummaryNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryNack messages that

        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 28 }

lmpTeLinkSummaryNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryNack messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 29 }

lmpTeChannelStatusReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 30 }

lmpTeChannelStatusSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 31 }

lmpTeChannelStatusRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages that
        have been retransmitted for this TE link."
   ::= { lmpTeLinkPerfEntry 32 }

lmpTeChannelStatusAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusAck messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 33 }

lmpTeChannelStatusAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 34 }

lmpTeChannelStatusReqReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 35 }

lmpTeChannelStatusReqSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 36 }

lmpTeChannelStatusReqRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been retransmitted for this TE link."
   ::= { lmpTeLinkPerfEntry 37 }

lmpTeChannelStatusRspReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusResponse messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 38 }

lmpTeChannelStatusRspSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only

   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusResponse messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 39 }

lmpTeCounterDiscontinuityTime OBJECT‑TYPE
    SYNTAX       TimeStamp
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
        "The value of sysUpTime on the most recent occasion at which
         any one or more of this TE link's counters suffered a
         discontinuity.  The relevant counters are the specific
         instances associated with this TE link of any Counter32
         object contained in the lmpTeLinkPerfTable.  If
         no such discontinuities have occurred since the last re‑
         initialization of the local management subsystem, then this
         object contains a zero value."
    ::= { lmpTeLinkPerfEntry 40 }



-- End of lmpTeLinkPerfTable




-- LMP Data Link Table



lmpDataLinkTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpDataLinkEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies the data‑bearing links managed by the
        LMP."
   ::= { lmpObjects 16 }

lmpDataLinkEntry OBJECT‑TYPE
   SYNTAX        LmpDataLinkEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table exists for each ifEntry that represents
        a data‑bearing link.  An ifEntry with an ifIndex must exist
        before the corresponding lmpDataLinkEntry is created.
        If an entry representing the data‑bearing link is destroyed in
        the ifTable, then so is the corresponding entry in the
        lmpDataLinkTable.  The administrative status value is
        controlled from the ifEntry.  The index to this table is also
        used to get information in the componentLinkTable

        of the TE‑LINK‑STD‑MIB MIB module."
   INDEX         { ifIndex }
   ::= { lmpDataLinkTable 1 }

LmpDataLinkEntry ::= SEQUENCE {
  lmpDataLinkType               INTEGER,
  lmpDataLinkAddressType        InetAddressType,
  lmpDataLinkIpAddr             InetAddress,
  lmpDataLinkRemoteIpAddress    InetAddress,
  lmpDataLinkRemoteIfId         InterfaceIndexOrZero,
  lmpDataLinkEncodingType       TeLinkEncodingType,
  lmpDataLinkActiveOperStatus   INTEGER,
  lmpDataLinkPassiveOperStatus  INTEGER,
  lmpDataLinkRowStatus          RowStatus,
  lmpDataLinkStorageType        StorageType
}

lmpDataLinkType OBJECT‑TYPE
   SYNTAX        INTEGER {
                     port(1),
                     componentLink(2)
                 }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This attribute specifies whether this data‑bearing link is
        a port or a component link.  Component link are multiplex
        capable, whereas ports are not multiplex capable."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpDataLinkEntry 1 }

lmpDataLinkAddressType OBJECT‑TYPE
   SYNTAX        InetAddressType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This attribute specifies the data‑bearing link IP address
        type.  If the data‑bearing link is unnumbered, the address
        type must be set to unknown(0)."
   ::= { lmpDataLinkEntry 2 }

lmpDataLinkIpAddr OBJECT‑TYPE
   SYNTAX        InetAddress
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The local Internet address for numbered links.  The type



        of this address is determined by the value of
        lmpDataLinkAddressType object.



        For IPv4 and IPv6 numbered links, this object represents
        the local IP address associated with the data‑bearing
        link.  For an unnumbered link, the local address is
        of type unknown and this object is set to the zero‑length
        string and the ifIndex object then identifies the
        unnumbered address."
   ::= { lmpDataLinkEntry 3 }

lmpDataLinkRemoteIpAddress OBJECT‑TYPE
   SYNTAX        InetAddress
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The remote Internet address for numbered data‑bearing links.
        The type of this address is determined by the
        lmpDataLinkAddressType object.

        For IPv4 and IPv6 numbered links, this object represents the
        remote IP address associated with the data‑bearing link.  For
        an unnumbered link, the remote address is of type unknown
        and this object is set to the zero‑length string and the
        lmpDataLinkRemoteIfId object then identifies the unnumbered
        address.

        This information is either configured manually or
        communicated by the remote node during the link verification
        procedure."
   ::= { lmpDataLinkEntry 4 }

lmpDataLinkRemoteIfId OBJECT‑TYPE
   SYNTAX        InterfaceIndexOrZero
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "Interface identifier of the remote end point.  This
        information is either configured manually or
        communicated by the remote node during the link verification
        procedure."
   ::= { lmpDataLinkEntry 5 }

lmpDataLinkEncodingType OBJECT‑TYPE
   SYNTAX        TeLinkEncodingType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION

       "The encoding type of the data‑bearing link."
   REFERENCE
       "Generalized MPLS Signaling Functional Description, RFC 3471"
   ::= { lmpDataLinkEntry 6 }

lmpDataLinkActiveOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER {
                     upAlloc(1),
                     upFree(2),
                     down(3),
                     testing(4) }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of this data‑bearing link
        (active FSM)."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpDataLinkEntry 7 }

lmpDataLinkPassiveOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER {
                     upAlloc(1),
                     upFree(2),
                     down(3),
                     psvTst(4) }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of this data‑bearing link
        (passive FSM)."
   REFERENCE
       "Link Management Protocol, RFC 4204"
   ::= { lmpDataLinkEntry 8 }

lmpDataLinkRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpDataLinkEntry 9 }



lmpDataLinkStorageType OBJECT-TYPE



SYNTAX        StorageType
MAX‑ACCESS    read‑create
STATUS        current
DESCRIPTION
    "The storage type for this conceptual row in the
     lmpDataLinkTable.  Conceptual rows having the value
     'permanent' need not allow write‑access to any
     columnar object in the row."
DEFVAL        { nonVolatile }
::= { lmpDataLinkEntry 10 }



-- End of lmpDataLinkTable




-- LMP Data Link Performance Table



lmpDataLinkPerfTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpDataLinkPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies the data‑bearing links LMP performance
        counters."
   ::= { lmpObjects 17 }

lmpDataLinkPerfEntry OBJECT‑TYPE
   SYNTAX        LmpDataLinkPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table contains information about
        the LMP performance counters for the data‑bearing links.
        lmpDataLinkDiscontinuityTime is used to indicate potential
        discontinuity for all counter objects in this table."
   INDEX         { ifIndex }
   ::= { lmpDataLinkPerfTable 1 }

LmpDataLinkPerfEntry ::= SEQUENCE {
  lmpDataLinkTestReceived        Counter32,
  lmpDataLinkTestSent            Counter32,
  lmpDataLinkActiveTestSuccess   Counter32,
  lmpDataLinkActiveTestFailure   Counter32,
  lmpDataLinkPassiveTestSuccess  Counter32,
  lmpDataLinkPassiveTestFailure  Counter32,
  lmpDataLinkDiscontinuityTime   TimeStamp
}



lmpDataLinkTestReceived OBJECT-TYPE



   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Test messages that have
        been received on this data‑bearing link."
   ::= { lmpDataLinkPerfEntry 1 }

lmpDataLinkTestSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Test messages that have
        been sent on this data‑bearing link."
   ::= { lmpDataLinkPerfEntry 2 }

lmpDataLinkActiveTestSuccess OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of data‑bearing link tests
        that were successful on the active side of this data‑
        bearing link."
   ::= { lmpDataLinkPerfEntry 3 }

lmpDataLinkActiveTestFailure OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of data‑bearing link tests
        that failed on the active side of this data‑bearing link."
   ::= { lmpDataLinkPerfEntry 4 }

lmpDataLinkPassiveTestSuccess OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of data‑bearing link tests
        that were successful on the passive side of this data‑
        bearing link."
   ::= { lmpDataLinkPerfEntry 5 }

lmpDataLinkPassiveTestFailure OBJECT‑TYPE
   SYNTAX        Counter32

   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of data‑bearing link tests
        that failed on the passive side of this data‑bearing link."
   ::= { lmpDataLinkPerfEntry 6 }

lmpDataLinkDiscontinuityTime OBJECT‑TYPE
    SYNTAX       TimeStamp
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
        "The value of sysUpTime on the most recent occasion at which
         any one or more of this data‑bearing link's counters suffered
         a discontinuity.  The relevant counters are the specific
         instances associated with this data‑bearing link of any
         Counter32 object contained in the lmpDataLinkPerfTable.  If
         no such discontinuities have occurred since the last re‑
         initialization of the local management subsystem, then this
         object contains a zero value."
    ::= { lmpDataLinkPerfEntry 7 }



-- End of lmpDataLinkPerfTable




-- Notification Configuration



lmpNotificationMaxRate OBJECT‑TYPE
   SYNTAX       Unsigned32
   MAX‑ACCESS   read‑write
   STATUS       current
   DESCRIPTION
       "The LMP notification rate depends on the size of the network,
        the type of links, the network configuration, the
        reliability of the network, etc.

        When designing this MIB, care has been taken to minimize the
        amount of notifications generated for LMP purposes.  Wherever
        possible, notifications are state driven, meaning the
        notifications are sent only when the system changes state.
        The only notifications that are repeated and could cause a
        problem as far as congestion is concerned are the ones
        associated with data link verification.
        Without any considerations to handling of these
        notifications, a problem may arise if the number of data
        links is high.  Since the data link verification notifications
        can happen only once per data link per link verification
        interval, the notification rate should be sustainable if one

        chooses an appropriate link verification interval for a given
        network configuration.  For instance, a network of 100 nodes
        with 5 links of 128 wavelengths each and a link verification
        of 1 minute with no more than 10% of the links failed at any
        given time would have 1 notification per second sent from
        each node, or 100 notifications per second for the whole
        network.  The rest of the notifications are negligible
        compared to this number.

        To alleviate the congestion problem, the
        lmpNotificationMaxRate object can be used to implement a
        throttling mechanism.  It is also possible to enable/disable
        certain type of notifications.

        This variable indicates the maximum number of
        notifications issued per minute.  If events occur
        more rapidly, the implementation may simply fail to
        emit these notifications during that period, or may
        queue them until an appropriate time.  A value of 0
        means no throttling is applied and events may be
        notified at the rate at which they occur.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   ::= { lmpObjects 18 }

lmpLinkPropertyNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true, then it enables the
        generation of lmpTeLinkPropertyMismatch
        and lmpDataLinkPropertyMismatch notifications,
        otherwise these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 19 }

lmpUnprotectedNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true, then it enables the
        generation of lmpUnprotected notifications,
        otherwise these notifications are not emitted.
        Implementations should save the value of this object in

        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 20 }

lmpCcUpDownNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true, then it enables the generation of
        lmpControlChannelUp and lmpControlChannelDown notifications,
        otherwise these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 21 }

lmpTeLinkNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true, then it enables the
        generation of lmpTeLinkDegraded and lmpTeLinkNotDegraded
        notifications, otherwise these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 22 }

lmpDataLinkNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true, then it enables the
        generation of lmpDataLinkVerificationFailure
        notification, otherwise these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 23 }




-- Notifications



-- Link Property Mismatch Notifications



lmpTeLinkPropertyMismatch NOTIFICATION‑TYPE
   OBJECTS       { teLinkRemoteIpAddr,
                   teLinkIncomingIfId }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a TE link property
        mismatch is detected on the node.  The received remote TE link
        ID of the misconfigured TE link is represented by either
        teLinkRemoteIpAddr or teLinkIncomingIfId depending on whether
        the TE link is numbered or unnumbered.  This notification
        should not be sent unless lmpLinkPropertyNotificationsEnabled
        is true.  It is recommended that this notification be reported
        only the first time a mismatch is detected.  Otherwise, for a
        given TE link, this notification can occur no more than once
        per verification interval (lmpGlobalLinkVerificationInterval)."
   ::= { lmpNotifications 1 }

lmpDataLinkPropertyMismatch NOTIFICATION‑TYPE
   OBJECTS       { lmpDataLinkType, lmpDataLinkRemoteIfId }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a data‑bearing link
        property mismatch is detected on the node.  lmpDataLinkType
        is used to identify the local identifiers associated with
        the data link (the data link interface index can be used
        to determine the TE link interface index as this
        relationship is captured in the interface stack table).
        The remote entity interface ID is the remote entity
        interface ID received in the LinkSummary message.
        This notification should not be sent unless
        lmpLinkPropertyNotificationsEnabled is true.  It is
        recommended that this notification be reported only the
        first time a mismatch is detected.  Otherwise, for a given
        data link, this notification can occur no more than once
        per verification interval (lmpGlobalLinkVerificationInterval)."
   ::= { lmpNotifications 2 }



-- Neighbor Notification



lmpUnprotected NOTIFICATION‑TYPE
   OBJECTS       { lmpCcNbrNodeId }
   STATUS        current
   DESCRIPTION
       "This notification is generated when there are more than one
        control channels between LMP neighbors and the last redundant
        control channel has failed.  If the remaining operational
        control channel fails, then there will be no more control
        channels between the pair of nodes and all the TE links

        between the pair of nodes will go to degraded state.  This
        notification should not be sent unless
        lmpUnprotectedNotificationsEnabled is set to true."
   ::= { lmpNotifications 3 }



-- Control Channel Notifications



lmpControlChannelUp NOTIFICATION‑TYPE
   OBJECTS       { lmpCcAdminStatus, lmpCcOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a control
        channel transitions to the up operational state.  This
        notification should not be sent unless
        lmpCcUpDownNotificationsEnabled is true."
   ::= { lmpNotifications 4 }

lmpControlChannelDown NOTIFICATION‑TYPE
   OBJECTS       { lmpCcAdminStatus, lmpCcOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a control channel
        transitions out of the up operational state.  This
        notification should not be sent unless
        lmpCcUpDownNotificationsEnabled is true."
   ::= { lmpNotifications 5 }



-- TE Link Notification



lmpTeLinkDegraded NOTIFICATION‑TYPE
   OBJECTS       { lmpTeLinkOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a lmpTeLinkOperStatus
        object for a TE link enters the degraded state.  This
        notification should not be sent unless
        lmpTeLinkNotificationsEnabled is true."
   ::= { lmpNotifications 6 }

lmpTeLinkNotDegraded NOTIFICATION‑TYPE
   OBJECTS       { lmpTeLinkOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a lmpTeLinkOperStatus
        object for a TE link leaves the degraded state.  This
        notification should not be sent unless
        lmpTeLinkNotificationsEnabled is true."
   ::= { lmpNotifications 7 }



-- Data-bearing Link Notification



lmpDataLinkVerificationFailure NOTIFICATION‑TYPE
   OBJECTS       { lmpDataLinkActiveOperStatus,
                   lmpDataLinkPassiveOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a data‑bearing
        link verification fails.  This notification should not be sent
        unless lmpDataLinkNotificationsEnabled is true.  For a given
        data link, this notification can occur no more than once per
        verification interval (lmpGlobalLinkVerificationInterval)."
   ::= { lmpNotifications 8 }



-- End of notifications




-- Module compliance



lmpCompliances
   OBJECT IDENTIFIER ::= { lmpConformance 1 }

lmpGroups
   OBJECT IDENTIFIER ::= { lmpConformance 2 }

lmpModuleFullCompliance MODULE‑COMPLIANCE
   STATUS current
   DESCRIPTION
       "Compliance statement for agents that support the
        configuration and monitoring of LMP MIB."
   MODULE ‑‑ this module

      MANDATORY‑GROUPS    { lmpNodeGroup,
                            lmpControlChannelGroup,
                            lmpLinkPropertyCorrelationGroup,
                            lmpPerfGroup,
                            lmpTeLinkGroup,
                            lmpDataLinkGroup }

      GROUP lmpCcIsNotInterfaceGroup
      DESCRIPTION
          "This group is mandatory for devices that support
           control channels that are not interfaces, in addition to
           lmpControlChannelGroup.  The following constraints apply:
           lmpCcIsIf must at least be read‑only returning false(1)."

      GROUP lmpCcIsInterfaceGroup
      DESCRIPTION



          "This group is mandatory for devices that support

           control channels that are interfaces, in addition to
           lmpControlChannelGroup.  The following constraints apply:
           lmpCcIsIf must at least be read-only returning true(2)."



GROUP lmpLinkVerificationGroup
DESCRIPTION
    "This group is mandatory for devices that support
     the link verification procedure."

GROUP lmpNotificationGroup
DESCRIPTION
    "This group is optional."



      -- lmpNbrTable



OBJECT      lmpNbrRowStatus
SYNTAX      RowStatus { active(1), notInService(2) }
WRITE‑SYNTAX RowStatus { active(1), notInService(2),
                         createAndGo(4), destroy(6) }
DESCRIPTION
    "Support for notReady(3) and createAndWait(5) is
     not required."



      -- lmpControlChannelTable



OBJECT      lmpCcRemoteAddressType
SYNTAX      INTEGER { unknown(0), ipv4(1), ipv6(2) }
DESCRIPTION
    "Only ipv4(1) and ipv6(2) address types need to be
     supported for non‑point‑to‑point configurations."

OBJECT      lmpCcRemoteIpAddr
SYNTAX      InetAddress (SIZE(0|4|16))
DESCRIPTION
    "The size of the IP address depends on the address type."

OBJECT      lmpCcRowStatus
SYNTAX      RowStatus { active(1), notInService(2) }
WRITE‑SYNTAX RowStatus { active(1), notInService(2),
                         createAndGo(4), destroy(6) }
DESCRIPTION
    "Support for notReady(3) and createAndWait(5) is
     not required."

OBJECT      lmpCcOperStatus
SYNTAX      INTEGER { up(1), down(2) }
DESCRIPTION



          "A value of configSnd(3), configRcv(4), active(5),

           goingDown(6) need not be supported."



      -- lmpTeLinkTable



OBJECT      lmpTeLinkOperStatus
SYNTAX      INTEGER { up(1), down(2), degraded(5) }
DESCRIPTION
    "The testing(3) and init(4) state need not be supported."

OBJECT      lmpTeLinkRowStatus
SYNTAX      RowStatus { active(1), notInService(2) }
WRITE‑SYNTAX RowStatus { active(1), notInService(2),
                         createAndGo(4), destroy(6) }
DESCRIPTION
    "Support for notReady(3) and createAndWait(5) is
     not required."



      -- lmpDataLinkTable



OBJECT      lmpDataLinkActiveOperStatus
SYNTAX      INTEGER { upAlloc(1), upFree(2), down(3) }
DESCRIPTION
    "A value of testing(4) need not be supported."

OBJECT      lmpDataLinkPassiveOperStatus
SYNTAX      INTEGER { upAlloc(1), upFree(2), down(3) }
DESCRIPTION
    "A value of psvTst(4) need not be supported."

OBJECT      lmpDataLinkRowStatus
SYNTAX      RowStatus { active(1), notInService(2) }
WRITE‑SYNTAX RowStatus { active(1), notInService(2),
                         createAndGo(4), destroy(6) }
DESCRIPTION
    "Support for notReady(3) and createAndWait(5) is
     not required."



   ::= { lmpCompliances 1 }



lmpModuleReadOnlyCompliance MODULE‑COMPLIANCE
   STATUS current
   DESCRIPTION
       "Compliance statement for agents that support the
        monitoring of the LMP MIB."
   MODULE ‑‑ this module



      -- The mandatory groups have to be implemented



‑‑ by all LMP‑enabled devices.  However, they may all be supported
‑‑ as read‑only objects in the case where manual
‑‑ configuration is not supported.

MANDATORY‑GROUPS    { lmpNodeGroup,
                      lmpControlChannelGroup,
                      lmpLinkPropertyCorrelationGroup,
                      lmpPerfGroup,
                      lmpTeLinkGroup,
                      lmpDataLinkGroup }

GROUP lmpCcIsNotInterfaceGroup
DESCRIPTION
    "This group is mandatory for devices that support
     control channels that are not interfaces, in addition to
     lmpControlChannelGroup.  The following constraints apply:
     lmpCcIsIf must at least be read‑only returning false(1)."

GROUP lmpCcIsInterfaceGroup
DESCRIPTION
    "This group is mandatory for devices that support
     control channels that are interfaces, in addition to
     lmpControlChannelGroup.  The following constraints apply:
     lmpCcIsIf must at least be read‑only returning true(2)."

GROUP lmpLinkVerificationGroup
DESCRIPTION
    "This group is mandatory for devices that support
     the link verification procedure."

GROUP lmpNotificationGroup
DESCRIPTION
    "This group is optional."



      -- Scalars



OBJECT      lmpAdminStatus
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpGlobalLinkVerificationInterval
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalDefault
MIN‑ACCESS  read‑only



      DESCRIPTION

          "Write access is not required."



OBJECT      lmpCcHelloIntervalDefaultMin
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalDefaultMax
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalDefault
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalDefaultMin
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalDefaultMax
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpNotificationMaxRate
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpNbrTable



OBJECT      lmpNbrRetransmitInterval
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpNbrRetryLimit
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpNbrRetransmitDelta
MIN‑ACCESS  read‑only
DESCRIPTION



          "Write access is not required."



OBJECT      lmpNbrRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpNbrStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpControlChannelTable



OBJECT      lmpCcUnderlyingIfIndex
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcIsIf
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcNbrNodeId
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcRemoteAddressType
SYNTAX      INTEGER { unknown(0), ipv4(1), ipv6(2) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Only ipv4(1) and ipv6(2) address types need to be
     supported for non‑point‑to‑point configurations."

OBJECT      lmpCcRemoteIpAddr
SYNTAX      InetAddress (SIZE(0|4|16))
MIN‑ACCESS  read‑only
DESCRIPTION
    "The size of the IP address depends on the address type."

OBJECT      lmpCcSetupRole
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcAuthentication
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalMin
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalMax
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalMin
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalMax
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpCcOperStatus
SYNTAX      INTEGER { up(1), down(2) }
DESCRIPTION
    "A value of configSnd(3), configRcv(4), active(5),
     goingDown(6) need not be supported."

OBJECT      lmpCcStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpLinkVerificationTable



OBJECT      lmpLinkVerifyInterval
MIN‑ACCESS  read‑only
DESCRIPTION



          "Write access is not required."



OBJECT      lmpLinkVerifyDeadInterval
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpLinkVerifyAllLinks
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpTeLinkTable



OBJECT      lmpTeLinkNbrRemoteNodeId
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required if the link verification
     procedure is enabled."

OBJECT      lmpTeLinkVerification
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpTeLinkFaultManagement
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpTeLinkDwdm
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpTeLinkOperStatus
SYNTAX      INTEGER { up(1), down(2), degraded(5) }
DESCRIPTION
    "The testing(3) and init(4) state need not be supported."

OBJECT      lmpTeLinkRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpTeLinkStorageType

MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpTeLinkVerificationTable



OBJECT      lmpLinkVerifyTransmissionRate
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpLinkVerifyWavelength
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpLinkVerifyRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpLinkVerifyStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpDataLinkTable



OBJECT      lmpDataLinkAddressType
SYNTAX      INTEGER { unknown(0), ipv4(1), ipv6(2) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Only ipv4(1) and ipv6(2) address types need to be
     supported for numbered links.  For unnumbered links, the
     unknown(0) address type needs to be supported."

OBJECT      lmpDataLinkIpAddr
SYNTAX      InetAddress (SIZE(0|4|16))
MIN‑ACCESS  read‑only
DESCRIPTION
    "Size of data‑bearing link IP address depends on type
     of data‑bearing link.  Data‑bearing link IP address size
     is zero if link is unnumbered, four if link IP address is
     IPv4, and sixteen if link IP address is IPv6."

OBJECT      lmpDataLinkRemoteIpAddress

SYNTAX      InetAddress (SIZE(0|4|16))
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required if the link verification
     procedure is enabled."

OBJECT      lmpDataLinkRemoteIfId
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required if the link verification
     procedure is enabled."

OBJECT      lmpDataLinkEncodingType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpDataLinkActiveOperStatus
SYNTAX      INTEGER { upAlloc(1), upFree(2), down(3) }
DESCRIPTION
    "A value of testing(4) need not be supported."

OBJECT      lmpDataLinkPassiveOperStatus
SYNTAX      INTEGER { upAlloc(1), upFree(2), down(3) }
DESCRIPTION
    "A value of psvTst(4) need not be supported."

OBJECT      lmpDataLinkRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpDataLinkStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



   ::= { lmpCompliances 2 }



-- Units of conformance



lmpNodeGroup OBJECT‑GROUP
   OBJECTS { lmpAdminStatus,
             lmpOperStatus,
             lmpNbrAdminStatus,
             lmpNbrOperStatus,

             lmpNbrRowStatus,
             lmpNbrStorageType,
             lmpUnprotectedNotificationsEnabled,
             lmpNotificationMaxRate
           }
   STATUS  current
   DESCRIPTION
          "Collection of objects that represent LMP node
           configuration."
   ::= { lmpGroups 1 }

lmpControlChannelGroup OBJECT‑GROUP
   OBJECTS {
             lmpNbrRetransmitInterval,
             lmpNbrRetryLimit,
             lmpNbrRetransmitDelta,
             lmpNbrAdminStatus,
             lmpNbrOperStatus,
             lmpNbrRowStatus,
             lmpNbrStorageType,
             lmpCcHelloIntervalDefault,
             lmpCcHelloIntervalDefaultMin,
             lmpCcHelloIntervalDefaultMax,
             lmpCcHelloDeadIntervalDefault,
             lmpCcHelloDeadIntervalDefaultMin,
             lmpCcHelloDeadIntervalDefaultMax,
             lmpCcNbrNodeId,
             lmpCcRemoteId,
             lmpCcRemoteAddressType,
             lmpCcRemoteIpAddr,
             lmpCcSetupRole,
             lmpCcAuthentication,
             lmpCcHelloInterval,
             lmpCcHelloIntervalMin,
             lmpCcHelloIntervalMax,
             lmpCcHelloIntervalNegotiated,
             lmpCcHelloDeadInterval,
             lmpCcHelloDeadIntervalMin,
             lmpCcHelloDeadIntervalMax,
             lmpCcHelloDeadIntervalNegotiated,
             lmpCcOperStatus,
             lmpCcRowStatus,
             lmpCcStorageType,
             lmpCcUpDownNotificationsEnabled
           }
   STATUS  current
   DESCRIPTION
          "Objects that can be used to configure LMP interface."



   ::= { lmpGroups 2 }



lmpCcIsInterfaceGroup OBJECT‑GROUP
   OBJECTS { lmpCcIsIf }
   STATUS  current
   DESCRIPTION
          "Objects that can be used to configure control channels
           that are interfaces."
   ::= { lmpGroups 3 }

lmpCcIsNotInterfaceGroup OBJECT‑GROUP
   OBJECTS { lmpCcUnderlyingIfIndex,
             lmpCcIsIf,
             lmpCcLastChange,
             lmpCcAdminStatus
           }
   STATUS  current
   DESCRIPTION
          "Objects that can be used to configure control channels
           that are not interfaces."
   ::= { lmpGroups 4 }

lmpLinkPropertyCorrelationGroup OBJECT‑GROUP
   OBJECTS { lmpLinkPropertyNotificationsEnabled }
   STATUS  current
   DESCRIPTION
          "Collection of objects used to configure the link
           property correlation procedure."
   ::= { lmpGroups 5 }

lmpLinkVerificationGroup OBJECT‑GROUP
   OBJECTS { lmpGlobalLinkVerificationInterval,
             lmpLinkVerifyInterval,
             lmpLinkVerifyDeadInterval,
             lmpLinkVerifyTransportMechanism,
             lmpLinkVerifyAllLinks,
             lmpLinkVerifyTransmissionRate,
             lmpLinkVerifyWavelength,
             lmpLinkVerifyRowStatus,
             lmpLinkVerifyStorageType,
             lmpDataLinkNotificationsEnabled
           }
   STATUS  current
   DESCRIPTION
          "Collection of objects that represent the link
           verification procedure configuration."
   ::= { lmpGroups 6 }

lmpPerfGroup OBJECT‑GROUP
   OBJECTS { lmpCcInOctets,
             lmpCcInDiscards,
             lmpCcInErrors,
             lmpCcOutOctets,
             lmpCcOutDiscards,
             lmpCcOutErrors,
             lmpCcConfigReceived,
             lmpCcConfigSent,
             lmpCcConfigRetransmit,
             lmpCcConfigAckReceived,
             lmpCcConfigAckSent,
             lmpCcConfigNackSent,
             lmpCcConfigNackReceived,
             lmpCcHelloReceived,
             lmpCcHelloSent,
             lmpCcBeginVerifyReceived,
             lmpCcBeginVerifySent,
             lmpCcBeginVerifyRetransmit,
             lmpCcBeginVerifyAckReceived,
             lmpCcBeginVerifyAckSent,
             lmpCcBeginVerifyNackReceived,
             lmpCcBeginVerifyNackSent,
             lmpCcEndVerifyReceived,
             lmpCcEndVerifySent,
             lmpCcEndVerifyRetransmit,
             lmpCcEndVerifyAckReceived,
             lmpCcEndVerifyAckSent,
             lmpCcTestStatusSuccessReceived,
             lmpCcTestStatusSuccessSent,
             lmpCcTestStatusSuccessRetransmit,
             lmpCcTestStatusFailureReceived,
             lmpCcTestStatusFailureSent,
             lmpCcTestStatusFailureRetransmit,
             lmpCcTestStatusAckReceived,
             lmpCcTestStatusAckSent,
             lmpCcLinkSummaryReceived,
             lmpCcLinkSummarySent,
             lmpCcLinkSummaryRetransmit,
             lmpCcLinkSummaryAckReceived,
             lmpCcLinkSummaryAckSent,
             lmpCcLinkSummaryNackReceived,
             lmpCcLinkSummaryNackSent,
             lmpCcChannelStatusReceived,
             lmpCcChannelStatusSent,
             lmpCcChannelStatusRetransmit,
             lmpCcChannelStatusAckReceived,
             lmpCcChannelStatusAckSent,

             lmpCcChannelStatusReqReceived,
             lmpCcChannelStatusReqSent,
             lmpCcChannelStatusReqRetransmit,
             lmpCcChannelStatusRspReceived,
             lmpCcChannelStatusRspSent,
             lmpCcCounterDiscontinuityTime,
             lmpTeInOctets,
             lmpTeOutOctets,
             lmpTeBeginVerifyReceived,
             lmpTeBeginVerifySent,
             lmpTeBeginVerifyRetransmit,
             lmpTeBeginVerifyAckReceived,
             lmpTeBeginVerifyAckSent,
             lmpTeBeginVerifyNackReceived,
             lmpTeBeginVerifyNackSent,
             lmpTeEndVerifyReceived,
             lmpTeEndVerifySent,
             lmpTeEndVerifyRetransmit,
             lmpTeEndVerifyAckReceived,
             lmpTeEndVerifyAckSent,
             lmpTeTestStatusSuccessReceived,
             lmpTeTestStatusSuccessSent,
             lmpTeTestStatusSuccessRetransmit,
             lmpTeTestStatusFailureReceived,
             lmpTeTestStatusFailureSent,
             lmpTeTestStatusFailureRetransmit,
             lmpTeTestStatusAckReceived,
             lmpTeTestStatusAckSent,
             lmpTeLinkSummaryReceived,
             lmpTeLinkSummarySent,
             lmpTeLinkSummaryRetransmit,
             lmpTeLinkSummaryAckReceived,
             lmpTeLinkSummaryAckSent,
             lmpTeLinkSummaryNackReceived,
             lmpTeLinkSummaryNackSent,
             lmpTeChannelStatusReceived,
             lmpTeChannelStatusSent,
             lmpTeChannelStatusRetransmit,
             lmpTeChannelStatusAckReceived,
             lmpTeChannelStatusAckSent,
             lmpTeChannelStatusReqReceived,
             lmpTeChannelStatusReqSent,
             lmpTeChannelStatusReqRetransmit,
             lmpTeChannelStatusRspSent,
             lmpTeChannelStatusRspReceived,
             lmpTeCounterDiscontinuityTime,
             lmpDataLinkTestReceived,
             lmpDataLinkTestSent,

             lmpDataLinkActiveTestSuccess,
             lmpDataLinkActiveTestFailure,
             lmpDataLinkPassiveTestSuccess,
             lmpDataLinkPassiveTestFailure,
             lmpDataLinkDiscontinuityTime
           }
   STATUS  current
   DESCRIPTION
          "Collection of objects used to provide performance
           information about LMP interfaces and data‑bearing links."
   ::= { lmpGroups 7 }

lmpTeLinkGroup OBJECT‑GROUP
   OBJECTS { lmpTeLinkNbrRemoteNodeId,
             lmpTeLinkVerification,
             lmpTeLinkFaultManagement,
             lmpTeLinkDwdm,
             lmpTeLinkOperStatus,
             lmpTeLinkRowStatus,
             lmpTeLinkStorageType,
             lmpTeLinkNotificationsEnabled
           }
   STATUS  current
   DESCRIPTION
          "Objects that can be used to configure TE links."
   ::= { lmpGroups 8 }

lmpDataLinkGroup OBJECT‑GROUP
   OBJECTS { lmpDataLinkType,
             lmpDataLinkAddressType,
             lmpDataLinkIpAddr,
             lmpDataLinkRemoteIpAddress,
             lmpDataLinkRemoteIfId,
             lmpDataLinkEncodingType,
             lmpDataLinkActiveOperStatus,
             lmpDataLinkPassiveOperStatus,
             lmpDataLinkRowStatus,
             lmpDataLinkStorageType
           }
   STATUS  current
   DESCRIPTION
          "Collection of objects that represent data‑bearing link
           configuration."
   ::= { lmpGroups 9 }

lmpNotificationGroup NOTIFICATION‑GROUP
   NOTIFICATIONS { lmpTeLinkPropertyMismatch,
                   lmpDataLinkPropertyMismatch,

                   lmpUnprotected,
                   lmpControlChannelUp,
                   lmpControlChannelDown,
                   lmpTeLinkDegraded,
                   lmpTeLinkNotDegraded,
                   lmpDataLinkVerificationFailure }
   STATUS  current
   DESCRIPTION
          "Set of notifications defined in this module."
   ::= { lmpGroups 10 }

‑‑ End of LMP‑MIB
END




10. Security Considerations

   There are a number of management objects defined in this MIB module
   with a MAX-ACCESS clause of read-write and/or read-create.  Such
   objects may be considered sensitive or vulnerable in some network
   environments.  The support for SET operations in a non-secure
   environment without proper protection can have a negative effect on
   network operations.  These are the tables and objects and their
   sensitivity/vulnerability:



   -   Unauthorized changes to the lmpNbrTable, lmpControlChannelTable,
       lmpTeLinkTable, and lmpDataLinkTable may disrupt allocation of
       resources in the network.



   Some of the readable objects in this MIB module (i.e., objects with a
   MAX-ACCESS other than not-accessible) may be considered sensitive or
   vulnerable in some network environments.  It is thus important to
   control even GET and/or NOTIFY access to these objects and possibly
   to even encrypt the values of these objects when sending them over
   the network via SNMP.  These are the tables and objects and their
   sensitivity/vulnerability:



   -   The lmpNbrTable exposes network provider's node IP addresses.



   -   lmpControlChannelTable exposes network provider's control
       network.



   -   lmpDataLinkTable exposes network provider's data network.



   SNMP versions prior to SNMPv3 did not include adequate security.
   Even if the network itself is secure (for example by using IPSec),
   even then, there is no control as to who on the secure network is
   allowed to access and GET/SET (read/change/create/delete) the objects
   in this MIB module.



   It is RECOMMENDED that implementers consider the security features as
   provided by the SNMPv3 framework (see [RFC3410], section 8),
   including full support for the SNMPv3 cryptographic mechanisms (for
   authentication and privacy).



   Further, deployment of SNMP versions prior to SNMPv3 is NOT
   RECOMMENDED.  Instead, it is RECOMMENDED to deploy SNMPv3 and to
   enable cryptographic security.  It is then a customer/operator
   responsibility to ensure that the SNMP entity giving access to an
   instance of this MIB module is properly configured to give access to
   the objects only to those principals (users) that have legitimate
   rights to indeed GET or SET (change/create/delete) them.
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13. IANA Considerations

   Each of the following "IANA Considerations" subsections requested
   IANA for new assignments.  New assignments can only be made via a
   Standards Action as specified in [RFC2434].




13.1. IANA Considerations for lmp ifType

   The IANA has assigned 227 ifType for LMP interfaces.




13.2. IANA Considerations for LMP-MIB

   The IANA has assigned { transmission 227 } to the LMP-MIB module
   specified in this document.
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1. Introduction

   Generalized Multi-Protocol Label Switching (GMPLS) [RFC3945] extends
   MPLS from supporting Packet Switching Capable (PSC) interfaces and
   switching to include support of four new classes of interfaces and
   switching: Layer-2 Switching (L2SC), Time-Division Multiplex (TDM),
   Lambda Switch (LSC), and Fiber-Switch (FSC) Capable.  A functional
   description of the extensions to MPLS signaling that are needed to
   support these new classes of interfaces and switching is provided in
   [RFC3471].  [RFC3473] describes the RSVP-TE-specific formats and
   mechanisms needed to support all four classes of interfaces.



   This document presents the technology details that are specific to
   G.709 Optical Transport Networks (OTN) as specified in the ITU-T
   G.709 recommendation [ITUT-G709] (and referenced documents),
   including pre-OTN developments.  Per [RFC3471], G.709 technology-
   specific parameters are carried through the signaling protocol in
   dedicated traffic parameter objects.



   The G.709 traffic parameters defined hereafter (see Section 3.2) MUST
   be used when the label is encoded as defined in this document.
   Moreover, the label MUST be encoded as defined in Section 4 when
   these G.709 traffic parameters are used.



   In the context of this memo, by pre-OTN developments, one refers to
   Optical Channel, Digital Wrapper and Forward Error Correction (FEC)
   solutions that are not fully G.709 compliant.  Details concerning
   pre-OTN Synchronous Optical Network (SONET)/Synchronous Digital
   Hierarchy (SDH) based solutions including Section/Regenerator Section
   overhead (SOH/RSOH) and Line/Multiplex Section overhead (LOH/MSOH)
   transparency are covered in [RFC3946].



   *** Note on ITU-T G.709 Recommendation ***



   The views on the ITU-T G.709 OTN Recommendation presented in this
   document are intentionally restricted to the GMPLS perspective within
   the IETF CCAMP WG context.  Hence, the objective of this document is
   not to replicate the content of the ITU-T OTN recommendations.
   Therefore, readers interested in more details concerning the
   corresponding technologies are strongly invited to consult the
   corresponding ITU-T documents (also referenced in this memo).




1.1. Conventions Used in This Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   In addition, the reader is assumed to be familiar with the
   terminology used in ITU-T [ITUT-G709], as well as [RFC3471] and
   [RFC3473].  Abbreviations used in this document are detailed in
   Appendix 1.




2. GMPLS Extensions for G.709 - Overview

   [ITUT-G709] defines several networking layers constituting the
   optical transport hierarchy:



‑ with full functionality:
  . Optical Transmission Section (OTS)
  . Optical Multiplex Section (OMS)
  . Optical Channel (OCh)
‑ with reduced functionality:
  . Optical Physical Section (OPS)
  . Optical Channel with reduced functionality (OChr)



   It also defines two layers constituting the digital transport
   hierarchy:



‑ Optical Channel Transport Unit (OTUk)
‑ Optical Channel Data Unit (ODUk)



   However, only the OCh and the ODUk layers are defined as switching
   layers.  Both OCh (but not OChr) and ODUk layers include the overhead
   for supervision and management.  The OCh overhead is transported in a
   non-associated manner (also referred to as the non-associated
   overhead naOH) in the Optical Transport Module (OTM) Overhead Signal
   (OOS), together with the OTS and OMS non-associated overhead.  The
   OOS is transported via a dedicated wavelength, referred to as the
   Optical Supervisory Channel (OSC).  It should be noticed that the
   naOH is only functionally specified and as such, it is open to
   vendor-specific solutions.  The ODUk overhead is transported in an
   associated manner as part of the digital ODUk frame.



   As described in [ITUT-G709], in addition to the support of ODUk
   mapping into OTUk (k = 1, 2, 3), G.709 supports ODUk multiplexing.
   It refers to the multiplexing of ODUj (j = 1, 2) into an ODUk (k > j)
   signal, in particular:



‑ ODU1 into ODU2 multiplexing
‑ ODU1 into ODU3 multiplexing
‑ ODU2 into ODU3 multiplexing
‑ ODU1 and ODU2 into ODU3 multiplexing



   Adapting GMPLS to control G.709 OTN can be achieved by creating:



‑ a Digital Path layer, by extending the previously defined
  "Digital Wrapper" in [RFC3471] corresponding to the ODUk
  (digital) path layer.
‑ an Optical Path layer, by extending the "Lambda" concept (defined
  in [RFC3471]) to the OCh (optical) path layer.
‑ a label space structure, by considering a tree whose root is an
  OTUk signal and leaves the ODUj signals (k >= j); enabling the
  identification of the exact position of a particular ODUj signal
  in an ODUk multiplexing structure.



   Thus, the GMPLS signaling extensions for G.709 need to cover the
   Generalized Label Request, the Generalized Label as well as the
   specific technology dependent objects included in the so-called
   traffic parameters as specified in [RFC3946] for SONET/SDH networks.
   Moreover, because multiplexing in the digital domain (such as ODUk
   multiplexing) has been specified in the amended version of the G.709
   ITU-T recommendation (October 2001), this document also proposes a
   label space definition suitable for that purpose.  Notice also that
   one uses the G.709 ODUk (i.e., Digital Path) and OCh (i.e., Optical
   Path) layers directly in order to define the corresponding label
   spaces.




3. Generalized Label Request

   The Generalized Label Request, as defined in [RFC3471], includes a
   common part (i.e., used for any switching technology) and a
   technology dependent part (i.e., the traffic parameters).  In this
   section, both parts are extended to accommodate GMPLS Signaling to
   the G.709 transport plane recommendation (see [ITUT-G709]).




3.1. Common Part

   As defined in [RFC3471], the LSP Encoding Type, the Switching Type
   and the Generalized Protocol Identifier (Generalized-PID) constitute
   the common part of the Generalized Label Request.  The encoding of
   the RSVP-TE GENERALIZED_LABEL_REQUEST object is specified in
   [RFC3473] Section 2.1.



   As mentioned above, this document extends the LSP Encoding Type, the
   Switching Type, and G-PID (Generalized-PID) values to accommodate
   G.709 Recommendation [ITUT-G709].




3.1.1. LSP Encoding Type

   Because G.709 Recommendation defines two networking layers (ODUk
   layers and OCh layer), the LSP Encoding Type code-points can reflect
   these two layers defined in [RFC3471] Section 3.1 as "Digital
   Wrapper" and "Lambda" code.  The LSP Encoding Type is specified per
   networking layer or, more precisely, per group of functional
   networking layers: the ODUk layers and the OCh layer.



   Therefore, an additional LSP Encoding Type code-point for the G.709
   Digital Path layer is defined; it enlarges the existing "Digital
   Wrapper" code-point defined in [RFC3471].  The former MUST be
   generated when the interface or tunnel on which the traffic will be
   transmitted supports G.709 compliant Digital Path layer encoding.
   The latter MUST only be used for non-G.709 compliant Digital Wrapper
   layer(s) encoding.  A transit or an egress node (receiving a Path
   message containing a GENERALIZED_LABEL_REQUEST object) MUST generate
   a PathErr message, with a "Routing problem/Unsupported Encoding"
   indication, if the requested LSP Encoding Type cannot be supported on
   the corresponding incoming interface.



   In the same way, an additional LSP Encoding Type code-point for the
   G.709 Optical Channel layer is defined; it enlarges the existing
   "Lambda" code-point defined in [RFC3471].  The former MUST be
   generated when the interface or tunnel on which the traffic will be
   transmitted supports G.709-compliant Optical Channel layer encoding.
   The latter MUST only be used for non-G.709 compliant Lambda layer(s)
   encoding.  A transit or an egress node (receiving a Path message that
   contains a GENERALIZED_LABEL_REQUEST object) MUST generate a PathErr
   message with a "Routing problem/Unsupported Encoding" indication, if
   the requested LSP Encoding Type cannot be supported on the
   corresponding incoming interface.



   Consequently, the following additional code-points for the LSP
   Encoding Type are defined:



Value           Type
‑‑‑‑‑           ‑‑‑‑
12             G.709 ODUk (Digital Path)
13             G.709 Optical Channel



   Moreover, the code-point for the G.709 Optical Channel (OCh) layer
   will indicate the requested capability of an end-system to use the
   G.709 non-associated overhead (naOH), i.e., the OTM Overhead Signal
   (OOS) multiplexed into the OTM-n.m interface signal.




3.1.2. Switching Type

   The Switching Type indicates the type of switching that should be
   performed at the termination of a particular link (see [RFC4202]).



   No additional Switching Type values are to be considered in order to
   accommodate G.709 switching types, because an ODUk switching (and
   thus LSPs) belongs to the TDM class, while an OCh switching (and thus
   LSPs) belong to the Lambda class (i.e., LSC).



   Intermediate and egress nodes MUST verify that the value indicated in
   the Switching Type field is supported on the corresponding incoming
   interface.  If the requested value can not be supported, the node
   MUST generate a PathErr message with a "Routing problem/Switching
   Type" indication.




3.1.3. Generalized-PID (G-PID)

   The G-PID (16 bits field), as defined in [RFC3471], identifies the
   payload carried by an LSP, i.e., an identifier of the client layer of
   that LSP.  This identifier is used by the endpoints of the G.709 LSP.



   The G-PID can take one of the following values when the client
   payload is transported over the Digital Path layer, in addition to
   the payload identifiers defined in [RFC3471]:



‑ CBRa:  asynchronous Constant Bit Rate (i.e., mapping of STM‑16/OC‑
         48, STM‑64/OC‑192 and STM‑256/OC‑768)
‑ CBRb:  bit synchronous Constant Bit Rate (i.e., mapping of STM‑
         16/OC‑48, STM‑64/OC‑192 and STM‑256/OC‑768)
‑ ATM:   mapping at 2.5, 10 and 40 Gbps
‑ BSOT:  non‑specific client Bit Stream with Octet Timing (i.e.,
         Mapping of 2.5, 10 and 40 Gbps Bit Stream)
‑ BSNT:  non‑specific client Bit Stream without Octet Timing (i.e.,
         Mapping of 2.5, 10 and 40 Gbps Bit Stream)

‑ ODUk:  transport of Digital Paths at 2.5, 10 and 40 Gbps
‑ ESCON: Enterprise Systems Connection
‑ FICON: Fiber Connection



   The G-PID can take one of the following values when the client
   payload is transported over the Optical Channel layer, in addition to
   the payload identifiers defined in [RFC3471]:



‑ CBR: Constant Bit Rate (i.e., mapping of STM‑16/OC‑48, STM‑64/OC‑
  192 and STM‑256/OC‑768)
‑ OTUk/OTUkV: transport of Digital Section at 2.5, 10 and 40 Gbps



   Also, when client payloads such as Ethernet MAC/PHY and IP/PPP are
   encapsulated through the Generic Framing Procedure (GFP), as
   described in ITU-T G.7041, dedicated G-PID values are defined.



   In order to include pre-OTN developments, the G-PID field can take
   one of the values (currently defined in [RFC3471]) when the following
   client payloads are transported over a so-called lambda LSP:



‑ Ethernet PHY (1 Gbps and 10 Gbps)
‑ Fiber Channel



   The following table summarizes the G-PID with respect to the LSP
   Encoding Type:



Value     G‑PID Type                       LSP Encoding Type
‑‑‑‑‑     ‑‑‑‑‑‑‑‑‑‑                       ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 47       G.709 ODUj                       G.709 ODUk (with k > j)
 48       G.709 OTUk(v)                    G.709 OCh
                                           ODUk mapped into OTUk(v)
 49       CBR/CBRa                         G.709 ODUk, G.709 OCh
 50       CBRb                             G.709 ODUk
 51       BSOT                             G.709 ODUk
 52       BSNT                             G.709 ODUk
 53       IP/PPP (GFP)                     G.709 ODUk (and SDH)
 54       Ethernet MAC (framed GFP)        G.709 ODUk (and SDH)
 55       Ethernet PHY (transparent GFP)   G.709 ODUk (and SDH)
 56       ESCON                            G.709 ODUk, Lambda, Fiber
 57       FICON                            G.709 ODUk, Lambda, Fiber
 58       Fiber Channel                    G.709 ODUk, Lambda, Fiber



   Note: Values 49 and 50 include mapping of SDH.



   The following table summarizes the update of the G-PID values defined
   in [RFC3471]:



Value     G‑PID Type                 LSP Encoding Type
‑‑‑‑‑     ‑‑‑‑‑‑‑‑‑‑                 ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 32       ATM Mapping                SDH, G.709 ODUk
 33       Ethernet PHY               SDH, G.709 OCh, Lambda, Fiber
 34       Sonet/SDH                  G.709 OCh, Lambda, Fiber
 35       Reserved (SONET Dep.)      G.709 OCh, Lambda, Fiber




3.2. G.709 Traffic Parameters

   When G.709 Digital Path Layer or G.709 Optical Channel Layer is
   specified in the LSP Encoding Type field, the information referred to
   as technology dependent (or simply traffic parameters) is carried
   additionally to the one included in the Generalized Label Request.



   The G.709 traffic parameters are defined as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|  Signal Type  |   Reserved    |              NMC              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              NVC              |        Multiplier (MT)        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           Reserved                            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   In this frame, NMC stands for Number of Multiplexed Components, NVC
   for Number of Virtual Components, and MT for Multiplier.  Each of
   these fields is tailored to support G.709 LSP requests.



   The RSVP-TE encoding of the G.709 traffic-parameters is detailed in
   Section 6.




3.2.1. Signal Type (ST)

   This field (8 bits) indicates the type of G.709 Elementary Signal
   that comprises the requested LSP.  The permitted values are:



Value     Type
‑‑‑‑‑     ‑‑‑‑
  0       Not significant
  1       ODU1 (i.e., 2.5 Gbps)
  2       ODU2 (i.e., 10  Gbps)
  3       ODU3 (i.e., 40  Gbps)
  4       Reserved (for future use)

  5       Reserved (for future use)
  6       OCh at 2.5 Gbps
  7       OCh at 10  Gbps
  8       OCh at 40  Gbps
  9‑255   Reserved (for future use)



   The value of the Signal Type field depends on LSP Encoding Type value
   defined in Section 3.1.1 and [RFC3471]:



‑ if the LSP Encoding Type value is the G.709 Digital Path layer,
  then the valid values are the ODUk signals (k = 1, 2 or 3).
‑ if the LSP Encoding Type value is the G.709 Optical Channel
  layer, then the valid values are the OCh at 2.5, 10, or 40 Gbps.
‑ if the LSP Encoding Type is "Lambda" (which includes the pre‑OTN
  Optical Channel layer) then the valid value is irrelevant (Signal
  Type = 0).
‑ if the LSP Encoding Type is "Digital Wrapper", then the valid
  value is irrelevant (Signal Type = 0).



   Several transforms can be sequentially applied on the Elementary
   Signal to build the Final Signal that is actually requested for the
   LSP.  Each transform application is optional and must be ignored if
   zero; this does not include the Multiplier (MT), which cannot be zero
   and must be ignored if equal to one.  Transforms must be applied
   strictly in the following order:



‑ First, virtual concatenation (by using the NVC field) can be
  optionally applied directly on the Elementary Signal to form a
  Composed Signal
‑ Second, a multiplication (by using the Multiplier field) can be
  optionally applied, either directly on the Elementary Signal, or
  on the virtually concatenated signal obtained from the first
  phase.  The resulting signal is referred to as Final Signal.




3.2.2. Number of Multiplexed Components (NMC)

   The NMC field (16 bits) indicates the number of ODU tributary slots
   used by an ODUj when multiplexed into an ODUk (k > j) for the
   requested LSP.  This field is not applicable when an ODUk is mapped
   into an OTUk and irrelevant at the Optical Channel layer.  In both
   cases, it MUST be set to zero (NMC = 0) when sent and should be
   ignored when received.



   When applied at the Digital Path layer, in particular for ODU2
   connections multiplexed into one ODU3 payload, the NMC field
   specifies the number of individual tributary slots (NMC = 4) that
   constitute the requested connection.  These components are still
   processed within the context of a single connection entity.  For all
   other currently defined multiplexing cases (see Section 2), the NMC
   field is set to 1.




3.2.3. Number of Virtual Components (NVC)

   The NVC field (16 bits) is dedicated to ODUk virtual concatenation
   (i.e., ODUk Inverse Multiplexing) purposes.  It indicates the number
   of ODU1, ODU2, or ODU3 Elementary Signals that are requested to be
   virtually concatenated to form an ODUk-Xv signal.  By definition,
   these signals MUST be of the same type.



   This field is set to 0 (default value) to indicate that no virtual
   concatenation is requested.



   Note that the current usage of this field only applies for G.709 ODUk
   LSPs, i.e., values greater than zero, are only acceptable for ODUk
   Signal Types.  Therefore, it MUST be set to zero (NVC = 0), and
   should be ignored when received, when a G.709 OCh LSP is requested.




3.2.4. Multiplier (MT)

   The Multiplier field (16 bits) indicates the number of identical
   Elementary Signals or Composed Signals that are requested for the
   LSP, i.e., that form the Final Signal.  A Composed Signal is the
   resulting signal from the application of the NMC and NVC fields to an
   elementary Signal Type.  GMPLS signaling currently implies that all
   the Composed Signals must be part of the same LSP.



   This field is set to one (default value) to indicate that exactly one
   instance of a signal is being requested.  Intermediate and egress
   nodes MUST verify that the node itself and the interfaces on which
   the LSP will be established can support the requested multiplier
   value.  If the requested values cannot be supported, the receiver
   node MUST generate a PathErr message (see Section 6).



   Zero is an invalid value for the MT field.  If received, the node
   MUST generate a PathErr message (see Section 6).




3.2.5. Reserved Fields

   The reserved fields (8 bits in row 1 and 32 bits in row 3) are
   dedicated for future use.  Reserved bits SHOULD be set to zero when
   sent and MUST be ignored when received.




4. Generalized Label

   This section describes the Generalized Label value space for Digital
   Paths and Optical Channels.  The Generalized Label is defined in
   [RFC3471].  The format of the corresponding RSVP-TE GENERALIZED_LABEL
   object is specified in [RFC3473] Section 2.3.



   The label distribution rules detailed in Section 4.2 follow (when
   applicable) the ones defined in [RFC3946].




4.1. ODUk Label Space

   At the Digital Path layer (i.e., ODUk layers), G.709 defines three
   different client payload bit rates.  An Optical Data Unit (ODU) frame
   has been defined for each of these bit rates.  ODUk refers to the
   frame at bit rate k, where k = 1 (for 2.5 Gbps), 2 (for 10 Gbps), or
   3 (for 40 Gbps).



   In addition to the support of ODUk mapping into OTUk, the G.709
   label space supports the sub-levels of ODUk multiplexing.  ODUk
   multiplexing refers to multiplexing of ODUj (j = 1, 2) into an ODUk
   (k > j), in particular:



‑ ODU1 into ODU2 multiplexing
‑ ODU1 into ODU3 multiplexing
‑ ODU2 into ODU3 multiplexing
‑ ODU1 and ODU2 into ODU3 multiplexing



   More precisely, ODUj into ODUk multiplexing (k > j) is defined when
   an ODUj is multiplexed into an ODUk Tributary Unit Group (i.e., an
   ODTUG constituted by ODU tributary slots) that is mapped into an
   OPUk.  The resulting OPUk is mapped into an ODUk, and the ODUk is
   mapped into an OTUk.



   Therefore, the label space structure is a tree whose root is an OTUk
   signal and whose leaves are the ODUj signals (k >= j) that can be
   transported via the tributary slots and switched between these slots.
   A G.709 Digital Path layer label identifies the exact position of a
   particular ODUj signal in an ODUk multiplexing structure.



   The G.709 Digital Path Layer label or ODUk label has the following
   format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                   Reserved                |     t3    | t2  |t1|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Reserved bits MUST be set to zero when sent and SHOULD be ignored
   when received.



   The specification of the fields t1, t2, and t3 self-consistently
   characterizes the ODUk label space.  The value space for the t1, t2,
   and t3 fields is defined as follows:



1. t1 (1‑bit):
     ‑ t1=1 indicates an ODU1 signal.
     ‑ t1 is not significant for the other ODUk signal types (i.e.,
       t1 value MUST be set to 0 and ignored).

2. t2 (3‑bit):
     ‑ t2=1 indicates an ODU2 signal that is not further sub‑
       divided.
     ‑ t2=[2..5] indicates the tributary slot (t2th‑2) used by the
       ODU1 in an ODTUG2 mapped into an ODU2 (via OPU2).
     ‑ t2 is not significant for an ODU3 (i.e., t2 value MUST be
       set to 0 and ignored).

3. t3 (6‑bit):
     ‑ t3=1 indicates an ODU3 signal that is not further sub‑
       divided.
     ‑ t3=[2..17] indicates the tributary slot (t3th‑1) used by the
       ODU1 in an ODTUG3 mapped into an ODU3 (via OPU3).
     ‑ t3=[18..33] indicates the tributary slot (t3th‑17) used by
       the ODU2 in an ODTUG3 mapped into an ODU3 (via OPU3).



   Note: in case of ODU2 into ODU3 multiplexing, 4 labels are required
   to identify the 4 tributary slots used by the ODU2; these tributary
   time slots have to be allocated in ascending order.



   If the label sub-field value t[i]=1 (i, j = 1, 2 or 3) and t[j]=0 (j
   > i), the corresponding ODUk signal ODU[i] is directly mapped into
   the corresponding OTUk signal (k=i).  This is referred to as the
   mapping of an ODUk signal into an OTUk of the same order.  Therefore,
   the numbering starts at 1; zero is used to indicate a non-significant
   field.  A label field equal to zero is an invalid value.



   Examples:



‑ t3=0, t2=0, t1=1 indicates an ODU1 mapped into an OTU1
‑ t3=0, t2=1, t1=0 indicates an ODU2 mapped into an OTU2
‑ t3=1, t2=0, t1=0 indicates an ODU3 mapped into an OTU3
‑ t3=0, t2=3, t1=0 indicates the ODU1 in the second tributary slot
  of the ODTUG2 mapped into an ODU2 (via OPU2) mapped into an OTU2
‑ t3=5, t2=0, t1=0 indicates the ODU1 in the fourth tributary slot
  of the ODTUG3 mapped into an ODU3 (via OPU3) mapped into an OTU3




4.2. Label Distribution Rules

   In case of ODUk in OTUk mapping, only one label can appear in the
   Generalized Label.  The unique label is encoded as a single 32-bit
   label value (as defined in Section 4.1) of the GENERALIZED_LABEL
   object (Class-Num = 16, C-Type = 2).



   In case of ODUj in ODUk (k > j) multiplexing, the explicit ordered
   list of the labels in the multiplex is given (this list can be
   restricted to only one label when NMC = 1).  Each label indicates a
   component (ODUj tributary slot) of the multiplexed signal.  The order
   of the labels must reflect the order of the ODUj into the multiplex
   (not the physical order of tributary slots).  This ordered list of
   labels is encoded as a sequence of 32-bit label values (as defined in
   Section 4.1) of the GENERALIZED_LABEL object (Class-Num = 16, C-Type
   = 2).



   In case of ODUk virtual concatenation, the explicit ordered list of
   all labels in the concatenation is given.  Each label indicates a
   component of the virtually concatenated signal.  The order of the
   labels must reflect the order of the ODUk to concatenate (not the
   physical order of time-slots).  This representation limits virtual
   concatenation to remain within a single (component) link.  In case of
   multiplexed virtually concatenated signals, the first set of labels
   indicates the components (ODUj tributary slots) of the first
   virtually concatenated signal, the second set of labels indicates the
   components (ODUj tributary slots) of the second virtually
   concatenated signal, and so on.  This ordered list of labels is
   encoded as a sequence of 32-bit label values (as defined in Section
   4.1) of the GENERALIZED_LABEL object (Class-Num = 16, C-Type = 2).
   In case of ODUk virtual concatenation, the number of label values is
   determined by the NVC value.  Multiplexed ODUk virtual concatenation
   additionally uses the NMC value to determine the number of labels per
   set (equal in size).



   In case of multiplication (i.e., when using the MT field), the
   explicit ordered list of all labels taking part in the composed
   signal is given.  The above representation limits multiplication to
   remain within a single (component) link.  In case of multiplication
   of multiplexed virtually concatenated signals, the first set of
   labels indicates the components of the first multiplexed virtually
   concatenated signal, the second set of labels indicates components of
   the second multiplexed virtually concatenated signal, and so on.
   This ordered list of labels is encoded as a sequence of 32-bit label
   values (as defined in Section 4.1) of the GENERALIZED_LABEL object
   (Class-Num = 16, C-Type = 2).  In case of multiplication of (equal)
   ODUk virtual concatenated signals, the number of label values per
   signal is determined by the NVC value.  Multiplication of multiplexed
   (equal) ODUk virtual concatenation additionally uses the NMC value to
   determine the number of labels per set (equal in size).




4.3. Optical Channel Label Space

   At the Optical Channel layer, the label space must be consistently
   defined as a flat space whose values reflect the local assignment of
   OCh identifiers that correspond to the OTM-n.m sub-interface signals
   (m = 1, 2 or 3).  Note that these identifiers do not cover OChr
   because the corresponding Connection Function (OChr-CF) between OTM-
   nr.m/OTM-0r.m is not defined in [ITUT-G798].



   The OCh label space values are defined by either absolute values
   (i.e., channel identifiers or Channel ID, also referred to as
   wavelength identifiers) or relative values (channel spacing, also
   referred to as inter-wavelength spacing).  The latter is strictly
   confined to a per-port label space, whereas the former could be
   defined as a local or a global (per node) label space.  Such an OCh
   label space is applicable to both OTN Optical Channel layer and pre-
   OTN Optical Channel layer.



   Optical Channel label encoding (and distribution) rules are defined
   in [RFC3471].  They MUST be used for the Upstream Label, the
   Suggested Label, and the Generalized Label.




5. Examples

   The following examples are given in order to illustrate the
   processing described in the previous sections of this document.



   1. ODUk in OTUk mapping: when one ODU1 (ODU2 or ODU3) signal is
      directly transported in an OTU1 (OTU2 or OTU3), the upstream node
      requests results simply in an ODU1 (ODU2 or ODU3) signal request.



      In such conditions, the downstream node has to return a unique
      label because the ODU1 (ODU2 or ODU3) is directly mapped into the
      corresponding OTU1 (OTU2 or OTU3).  Because a single ODUk signal
      is requested (Signal Type = 1, 2 or 3), the downstream node has to
      return a single ODUk label, which can be, for instance, one of the
      following when the Signal Type = 1:



‑ t3=0, t2=0, t1=1 indicating a single ODU1 mapped into an OTU1
‑ t3=0, t2=1, t1=0 indicating a single ODU2 mapped into an OTU2
‑ t3=1, t2=0, t1=0 indicating a single ODU3 mapped into an OTU3



   2. ODU1 into ODUk multiplexing (k > 1): when one ODU1 is multiplexed
      into the payload of a structured ODU2 (or ODU3), the upstream node
      requests results simply in an ODU1 signal request.



      In such conditions, the downstream node has to return a unique
      label because the ODU1 is multiplexed into one ODTUG2 (or ODTUG3).
      The latter is then mapped into the ODU2 (or ODU3) via OPU2 (or
      OPU3) and then mapped into the corresponding OTU2 (or OTU3).
      Because a single ODU1 multiplexed signal is requested (Signal Type
      = 1 and NMC = 1), the downstream node has to return a single ODU1
      label, which can take, for instance, one of the following values:



      - t3=0,t2=4,t1=0 indicates the ODU1 in the third TS of the ODTUG2
      - t3=2,t2=0,t1=0 indicates the ODU1 in the first TS of the ODTUG3
      - t3=7,t2=0,t1=0 indicates the ODU1 in the sixth TS of the ODTUG3



   3. ODU2 into ODU3 multiplexing: when one unstructured ODU2 is
      multiplexed into the payload of a structured ODU3, the upstream
      node requests results simply in an ODU2 signal request.



      In such conditions, the downstream node has to return four labels
      since the ODU2 is multiplexed into one ODTUG3.  The latter is
      mapped into an ODU3 (via OPU3) and then mapped into an OTU3.
      Since an ODU2 multiplexed signal is requested (Signal Type = 2,
      and NMC = 4), the downstream node has to return four ODU labels
      which can take for instance the following values:



‑ t3=18, t2=0, t1=0 (first  part of ODU2 in first TS of ODTUG3)
‑ t3=22, t2=0, t1=0 (second part of ODU2 in fifth TS of ODTUG3)
‑ t3=23, t2=0, t1=0 (third  part of ODU2 in sixth TS of ODTUG3)
‑ t3=26, t2=0, t1=0 (fourth part of ODU2 in ninth TS of ODTUG3)



   4. When a single OCh signal of 40 Gbps is requested (Signal Type =
      8), the downstream node must return a single wavelength label as
      specified in [RFC3471].



   5. When requesting multiple ODUk LSP (i.e., with a multiplier (MT)
      value > 1), an explicit list of labels is returned to the
      requestor node.



      When the downstream node receives a request for a 4 x ODU1 signal
      (Signal Type = 1, NMC = 1 and MT = 4) multiplexed into an ODU3, it
      returns an ordered list of four labels to the upstream node: the
      first ODU1 label corresponds to the first signal of the LSP, the
      second ODU1 label corresponds to the second signal of the LSP,
      etc.  For instance, the corresponding labels can take the
      following values:



‑ First  ODU1: t3=2,  t2=0, t1=0 (in first TS of ODTUG3)
‑ Second ODU1: t3=10, t2=0, t1=0 (in ninth TS of ODTUG3)
‑ Third  ODU1: t3=7,  t2=0, t1=0 (in sixth TS of ODTUG3)
‑ Fourth ODU1: t3=6,  t2=0, t1=0 (in fifth TS of ODTUG3)




6. RSVP-TE Signaling Protocol Extensions

   This section specifies the [RFC3473] protocol extensions needed to
   accommodate G.709 traffic parameters.



   The G.709 traffic parameters are carried in the G.709 SENDER_TSPEC
   and FLOWSPEC objects.  The same format is used both for SENDER_TSPEC
   object and FLOWSPEC objects.  The content of the objects is defined
   above in Section 3.2. The objects have the following class and type
   for G.709:



‑ G.709 SENDER_TSPEC Object: Class = 12, C‑Type = 5
‑ G.709 FLOWSPEC Object: Class = 9, C‑Type = 5



   There is no Adspec associated with the G.709 SENDER_TSPEC.  Either
   the Adspec is omitted or an Int-serv Adspec with the Default General
   Characterization Parameters and Guaranteed Service fragment is used,
   see [RFC2210].



   For a particular sender in a session, the contents of the FLOWSPEC
   object received in a Resv message SHOULD be identical to the contents
   of the SENDER_TSPEC object received in the corresponding Path
   message.  If the objects do not match, a ResvErr message with a
   "Traffic Control Error/Bad Flowspec value" error SHOULD be generated.



   Intermediate and egress nodes MUST verify that the node itself, and
   the interfaces on which the LSP will be established, can support the
   requested Signal Type, NMC, and NVC values (as defined in Section
   3.2).  If the requested value(s) cannot be supported, the receiver
   node MUST generate a PathErr message with a "Traffic Control
   Error/Service unsupported" indication (see [RFC2205]).



   In addition, if the MT field is received with a zero value, the node
   MUST generate a PathErr message with a "Traffic Control Error/Bad
   Tspec value" indication (see [RFC2205]).




7. Security Considerations

   This document introduces no new security considerations to [RFC3473].




8. IANA Considerations

   Two values have been defined by IANA for this document:



   Two RSVP C-Types in registry:



             http://www.iana.org/assignments/rsvp-parameters



             - A G.709 SENDER_TSPEC object: Class = 12, C-Type = 5 - see
               Section 6.



             - A G.709 FLOWSPEC object: Class = 9, C-Type = 5 - see
               Section 6.



   IANA will also track the code-point spaces extended and/or updated by
   this document.  For this purpose, the following new registry entries
   have been added in the newly requested registry entry:
   http://www.iana.org/assignments/gmpls-sig-parameters



‑ LSP Encoding Type:
  Name: LSP Encoding Type
  Format: 8‑bit number
  Values:
     [1..11]         defined in [RFC3471]
     12              defined in Section 3.1.1
     13              defined in Section 3.1.1
  Allocation Policy:
     [0..239]        Assigned by IANA via IETF Standards Track RFC
                     Action.
     [240..255]      Assigned temporarily for Experimental Usage.
                     These will not be registered with IANA

‑ Switching Type:
  Name: Switching Type
  Format: 8‑bit number
  Values: defined in [RFC3471]
  Allocation Policy:
     [0..255]        Assigned by IANA via IETF Standards Track RFC
                     Action.

‑ Generalized PID (G‑PID):
  Name: G‑PID
  Format: 16‑bit number
  Values:
     [0..31]         defined in [RFC3471]
     [32..35]        defined in [RFC3471] and updated by Section
                     3.1.3
     [36..46]        defined in [RFC3471]
     [47..58]        defined in Section 3.1.3
  Allocation Policy:
     [0..31743]      Assigned by IANA via IETF Standards Track RFC
                     Action.
     [31744..32767]  Assigned temporarily for Experimental Usage

     [32768..65535]  Not assigned.  Before any assignments can be
                     made in this range, there MUST be a Standards
                     Track RFC that specifies IANA Considerations
                     that covers the range being assigned.



   Note: per [RFC3471], Section 3.1.1, standard Ethertype values are
   used as G-PIDs for packet and Ethernet LSPs.
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Appendix A. Abbreviations

BSNT         Bit Stream without Octet Timing
BSOT         Bit Stream with Octet Timing
CBR          Constant Bit Rate
ESCON        Enterprise Systems Connection
FC           Fiber Channel
FEC          Forward Error Correction
FICON        Fiber Connection
FSC          Fiber Switch Capable
GCC          General Communication Channel
GFP          Generic Framing Procedure
LSC          Lambda Switch Capable
LSP          Label Switched Path
MS           Multiplex Section
naOH         non‑associated Overhead
NMC          Number of Multiplexed Components
NVC          Number of Virtual Components
OCC          Optical Channel Carrier
OCG          Optical Carrier Group
OCh          Optical Channel (with full functionality)
OChr         Optical Channel (with reduced functionality)
ODTUG        Optical Date Tributary Unit Group
ODU          Optical Channel Data Unit
OH           Overhead
OMS          Optical Multiplex Section
OMU          Optical Multiplex Unit
OOS          OTM Overhead Signal
OPS          Optical Physical Section
OPU          Optical Channel Payload Unit
OSC          Optical Supervisory Channel
OTH          Optical Transport Hierarchy
OTM          Optical Transport Module
OTN          Optical Transport Network
OTS          Optical Transmission Section
OTU          Optical Channel Transport Unit
OTUkV        Functionally Standardized OTUk
PPP          Point to Point Protocol
PSC          Packet Switch Capable
RES          Reserved
RS           Regenerator Section
TTI          Trail Trace Identifier
TDM          Time Division Multiplex




Appendix B. G.709 Indexes

   - Index k: The index "k" is used to represent a supported bit rate
   and the different versions of OPUk, ODUk and OTUk. k=1 represents an
   approximate bit rate of 2.5 Gbit/s, k=2 represents an approximate bit
   rate of 10 Gbit/s, k = 3 an approximate bit rate of 40 Gbit/s and k =
   4 an approximate bit rate of 160 Gbit/s (under definition).  The
   exact bit-rate values are in kbits/s:



. OPU: k=1: 2 488 320.000, k=2:  9 995 276.962, k=3: 40 150 519.322



    . ODU: k=1: 2 498 775.126, k=2: 10 037 273.924, k=3: 40 319 218.983



    . OTU: k=1: 2 666 057.143, k=2: 10 709 225.316, k=3: 43 018 413.559



   - Index m: The index "m" is used to represent the bit rate or set of
   bit rates supported on the interface.  This is a one or more digit
   "k", where each "k" represents a particular bit rate.  The valid
   values for m are (1, 2, 3, 12, 23, 123).



   - Index n: The index "n" is used to represent the order of the OTM,
   OTS, OMS, OPS, OCG and OMU.  This index represents the maximum number
   of wavelengths that can be supported at the lowest bit rate supported
   on the wavelength.  It is possible that a reduced number of higher
   bit rate wavelengths are supported.  The case n=0 represents a single
   channel without a specific wavelength assigned to the channel.



   - Index r: The index "r", if present, is used to indicate a reduced
   functionality OTM, OCG, OCC and OCh (non-associated overhead is not
   supported).  Note that for n=0 the index r is not required as it
   implies always reduced functionality.



Editor's Address



Dimitri Papadimitriou (Alcatel)
Francis Wellesplein 1,
B‑2018 Antwerpen, Belgium

Phone: +32 3 240‑8491
EMail: dimitri.papadimitriou@alcatel.be




Full Copyright Statement

   Copyright (C) The Internet Society (2006).



   This document is subject to the rights, licenses and restrictions
   contained in BCP 78, and except as set forth therein, the authors
   retain all their rights.



   This document and the information contained herein are provided on an
   "AS IS" basis and THE CONTRIBUTOR, THE ORGANIZATION HE/SHE REPRESENTS
   OR IS SPONSORED BY (IF ANY), THE INTERNET SOCIETY AND THE INTERNET
   ENGINEERING TASK FORCE DISCLAIM ALL WARRANTIES, EXPRESS OR IMPLIED,
   INCLUDING BUT NOT LIMITED TO ANY WARRANTY THAT THE USE OF THE
   INFORMATION HEREIN WILL NOT INFRINGE ANY RIGHTS OR ANY IMPLIED
   WARRANTIES OF MERCHANTABILITY OR FITNESS FOR A PARTICULAR PURPOSE.



Intellectual Property



   The IETF takes no position regarding the validity or scope of any
   Intellectual Property Rights or other rights that might be claimed to
   pertain to the implementation or use of the technology described in
   this document or the extent to which any license under such rights
   might or might not be available; nor does it represent that it has
   made any independent effort to identify any such rights.  Information
   on the procedures with respect to rights in RFC documents can be
   found in BCP 78 and BCP 79.



   Copies of IPR disclosures made to the IETF Secretariat and any
   assurances of licenses to be made available, or the result of an
   attempt made to obtain a general license or permission for the use of
   such proprietary rights by implementers or users of this
   specification can be obtained from the IETF on-line IPR repository at
   http://www.ietf.org/ipr.



   The IETF invites any interested party to bring to its attention any
   copyrights, patents or patent applications, or other proprietary
   rights that may cover technology that may be required to implement
   this standard.  Please address the information to the IETF at
   ietf-ipr@ietf.org.



Acknowledgement



   Funding for the RFC Editor function is provided by the IETF
   Administrative Support Activity (IASA).












4394 - A Transport Network View of the Link Management Protocol (LMP)

Index
Back 5
Prev
Next
Forward 5


Network Working Group

Request for Comments: 4394

Category: Informational
















D. Fedyk

O. Aboul-Magd

Nortel Networks

D. Brungard

AT&T

J. Lang

Sonos, Inc.

D. Papadimitriou

Alcatel

February 2006

A Transport Network View of the Link Management Protocol (LMP) 


Status of This Memo

   This memo provides information for the Internet community.  It does
   not specify an Internet standard of any kind.  Distribution of this
   memo is unlimited.




Copyright Notice

   Copyright (C) The Internet Society (2006).




Abstract

   The Link Management Protocol (LMP) has been developed as part of the
   Generalized MPLS (GMPLS) protocol suite to manage Traffic Engineering
   (TE) resources and links.  The GMPLS control plane (routing and
   signaling) uses TE links for establishing Label Switched Paths
   (LSPs).  This memo describes the relationship of the LMP procedures
   to 'discovery' as defined in the International Telecommunication
   Union (ITU-T), and ongoing ITU-T work.  This document provides an
   overview of LMP in the context of the ITU-T Automatically Switched
   Optical Networks (ASON) and transport network terminology and relates
   it to the ITU-T discovery work to promote a common understanding for
   progressing the work of IETF and ITU-T.
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1. Introduction

   The GMPLS control plane consists of several building blocks as
   described in [RFC3945].  The building blocks include signaling,
   routing, and link management for establishing LSPs.  For scalability
   purposes, multiple physical resources can be combined to form a
   single TE link for the purposes of path computation and GMPLS control
   plane signaling.



   As manual provisioning and management of these links are impractical
   in large networks, LMP was specified to manage TE links.  Two
   mandatory management capabilities of LMP are control channel
   management and TE link property correlation.  Additional optional
   capabilities include verifying physical connectivity and fault
   management.  [LMP] defines the messages and procedures for GMPLS TE
   link management.  [LMP-TEST] defines SONET/SDH-specific messages and
   procedures for link verification.



   ITU-T Recommendation G.8080 Amendment 1 [G.8080] defines control
   plane discovery as two separate processes; one process occurs within
   the transport plane space and the other process occurs within the
   control plane space.



   The ITU-T has developed Recommendation G.7714, "Generalized automatic
   discovery techniques" [G.7714], defining the functional processes and
   information exchange related to transport plane discovery aspects,
   i.e., layer adjacency discovery and physical media adjacency
   discovery.  Specific methods and protocols are not defined in
   Recommendation G.7714.  ITU-T Recommendation G.7714.1, "Protocol for
   automatic discovery in SDH and OTN networks" [G.7714.1], defines a
   protocol and procedure for transport plane layer adjacency discovery
   (e.g., discovering the transport plane layer endpoint relationships
   and verifying their connectivity).  The ITU-T is currently working to
   extend discovery to control plane aspects providing detail on a
   discovery framework architecture in G.8080 and a new Recommendation
   on "Control plane initial establishment, reconfiguration".




2. ASON Terminology and Abbreviations Related to Discovery

   ITU-T Recommendation G.8080 Amendment 1 [G.8080] and ITU-T
   Recommendation G.7714 [G.7714] provide definitions and mechanisms
   related to transport plane discovery.



   Note that in the context of this work, "Transport" relates to the
   data plane (sometimes called the transport plane or the user plane)
   and does not refer to the transport layer (layer 4) of the OSI seven
   layer model, nor to the concept of transport intended by protocols
   such as the Transmission Control Protocol (TCP).



   Special care must be taken with the acronym "TCP", which within the
   context of the rest of this document means "Termination Connection
   Point" and does not indicate the Transmission Control Protocol.




2.1. Terminology

   The reader is assumed to be familiar with the terminology in [LMP]
   and [LMP-TEST].  The following ITU-T terminology/abbreviations are
   used in this document:



   Connection Point (CP): A "reference point" that consists of a pair of
   co-located "unidirectional connection points" and therefore
   represents the binding of two paired bidirectional "connections".



   Connection Termination Point (CTP): A connection termination point
   represents the state of a CP [M.3100].



Characteristic Information:  Signal with a specific format, which is
transferred on "network connections".  The specific formats will be
defined in the technology‑specific recommendations.  For trails, the
Characteristic Information is the payload plus the overhead.  The
information transferred is characteristic of the layer network.



   Link: A subset of ports at the edge of a subnetwork or access group
   that are associated with a corresponding subset of ports at the edge
   of another subnetwork or access group.



   Link Connection (LC): A transport entity that transfers information
   between ports across a link.



   Network Connection (NC): A concatenation of link and subnetwork
   connections.



   Subnetwork: A set of ports that are available for the purpose of
   routing 'characteristic information'.



   Subnetwork Connection (SNC): A flexible connection that is set up and
   released using management or control plane procedures.



   Subnetwork Point (SNP): SNP is an abstraction that represents an
   actual or potential underlying connection point (CP) or termination
   connection point (TCP) for the purpose of control plane
   representation.



   Subnetwork Point Pool (SNPP): A set of SNPs that are grouped together
   for the purpose of routing.



   Termination Connection Point (TCP): A reference point that represents
   the output of a Trail Termination source function or the input to a
   Trail Termination sink function.  A network connection represents a
   transport entity between TCPs.



   Trail Termination source/sink function: A "transport processing
   function" that accepts the characteristic information of the layer
   network at its input, removes the information related to "trail"
   monitoring, and presents the remaining information at its output.



   Unidirectional Connection: A "transport entity" that transfers
   information transparently from input to output.



   Unidirectional Connection Point: A "reference point" that represents
   the binding of the output of a "unidirectional connection" to the
   input of another "unidirectional connection".




2.2. Abbreviations

   LMP: Link Management Protocol



   OTN: Optical Transport Network



   PDH: Plesiosynchronous Digital Hierarchy



   SDH: Synchronous Digital Hierarchy



   SONET: Synchronous Optical Network




3. Transport Network Architecture

   A generic functional architecture for transport networks is defined
   in International Telecommunication Union (ITU-T) Recommendation
   [G.805].  This recommendation describes the functional architecture
   of transport networks in a technology-independent way.  This
   architecture forms the basis for a set of technology-specific
   architectural recommendations for transport networks (e.g., SDH, PDH,
   OTN, etc.).



   The architecture defined in G.805 is designed using a layered model
   with a client-server relationship between layers.  The architecture
   is recursive in nature; a network layer is both a server to the
   client layer above it and a client to the server layer below it.
   There are two basic building blocks defined in G.805: "subnetworks"
   and "links".  A subnetwork is defined as a set of ports that are
   available for the purpose of routing "characteristic information".  A
   link consists of a subset of ports at the edge of one subnetwork (or
   "access group") and is associated with a corresponding subset of
   ports at the edge of another subnetwork or access group.



   Two types of connections are defined in G.805: link connection (LC)
   and subnetwork connection (SNC).  A link connection is a fixed and
   inflexible connection, while a subnetwork connection is flexible and
   is set up and released using management or control plane procedures.
   A network connection is defined as a concatenation of subnetwork and
   link connections.  Figure 1 illustrates link and subnetwork
   connections.



  (++++++++)              (++++++++)
 (   SNC    )   LC       (   SNC    )
(o)‑‑‑‑‑‑‑‑(o)‑‑‑‑‑‑‑‑‑‑(o)‑‑‑‑‑‑‑‑(o)
 (          ) CP      CP (          )
  (++++++++)              (++++++++)

  subnetwork              subnetwork



                Figure 1: Subnetwork and Link Connections



   G.805 defines a set of reference points for the purpose of
   identification in both the management and the control planes.  These
   identifiers are NOT required to be the same.  A link connection or a
   subnetwork connection is delimited by connection points (CPs).  A
   network connection is delimited by a termination connection point
   (TCP).  A link connection in the client layer is represented by a
   pair of adaptation functions and a trail in the server layer network.
   A trail represents the transfer of monitored adapted characteristics
   information of the client layer network between access points (APs).
   A trail is delimited by two access points, one at each end of the
   trail.  Figure 2 shows a network connection and its relationship with
   link and subnetwork connections.  Figure 2 also shows the CP and TCP
   reference points.



  |<‑‑‑‑‑‑‑Network Connection‑‑‑‑‑‑‑‑‑‑>|
  |                                     |
  | (++++++++)              (++++++++)  |
  |(   SNC    )   LC       (   SNC    ) |
  (o)‑‑‑‑‑‑‑‑(o)‑‑‑‑‑‑‑‑‑‑(o)‑‑‑‑‑‑‑‑(o)|
TCP(          )| CP    CP |(          )TCP
    (++++++++) |          | (++++++++)
               |          |
               |  Trail   |
               |<‑‑‑‑‑‑‑‑>|
               |          |
              ‑‑‑        ‑‑‑
              \ /        \ /
               ‑          ‑
            AP 0          0 AP
               |          |
              (oo)‑‑‑‑‑‑(oo)



     Figure 2: Network Connection with Link and Subnetwork Connections



   For management plane purposes, the G.805 reference points are
   represented by a set of management objects described in ITU-T
   Recommendation M.3100 [M.3100].  Connection termination points (CTPs)
   and trail termination points (TTPs) are the management plane objects
   for CP and TCP, respectively.



   In the same way as in M.3100, the transport resources in G.805 are
   identified for the purposes of the control plane by entities suitable
   for connection control.  G.8080 introduces the reference architecture
   for the control plane of the Automatically Switched Optical Networks
   (ASONs).  G.8080 introduces a set of reference points relevant to the
   ASON control plane and their relationship to the corresponding points
   in the transport plane.  A subnetwork point (SNP) is an abstraction
   that represents an actual or potential underlying CP or an actual or
   potential TCP.  A set of SNPs that are grouped together for the
   purpose of routing is called SNP pool (SNPP).  Similar to LC and SNC,
   the SNP-SNP relationship may be static and inflexible (this is
   referred to as an SNP link connection), or it can be dynamic and
   flexible (this is referred to as an SNP subnetwork connection).




3.1. G.8080 Discovery Framework

   G.8080 provides a reference control plane architecture based on the
   descriptive use of functional components representing abstract
   entities and abstract component interfaces.  The description is
   generic, and no particular physical partitioning of functions is
   implied.  The input/output information flows associated with the
   functional components serve for defining the functions of the
   components and are considered to be conceptual, not physical.
   Components can be combined in different ways, and the description is
   not intended to limit implementations.  Control plane discovery is
   described in G.8080 by using three components: Discovery Agent (DA),
   Termination and Adaptation Performer (TAP), and Link Resource Manager
   (LRM).



   The objective of the discovery framework in G.8080 is to establish
   the relationship between CP-CP link connections (transport plane) and
   SNP-SNP link connections (control plane).  The fundamental
   characteristics of G.8080 discovery framework is the functional
   separation between the control and the transport plane discovery
   processes and name spaces.  From G.8080: "This separation allows
   control plane names to be completely separate from transport plane
   names, and completely independent of the method used to populate the
   DAs with those transport names.  In order to assign an SNP-SNP link
   connection to an SNPP link, it is only necessary for the transport
   name for the link connection to exist".  Thus, it is possible to
   assign link connections to the control plane without the link
   connection being physically connected.



   Discovery encompasses two separate processes: (1) transport plane
   discovery, i.e., CP-to-CP and TCP-to-TCP connectivity; and (2)
   control plane discovery, i.e., SNP-to-SNP and SNPP links.



   G.8080 Amendment 1 defines the Discovery Agent (DA) as the entity
   responsible for discovery in the transport plane.  The DA operates in
   the transport name space only and in cooperation with the Termination
   and Adaptation Performer (TAP), provides the separation between that
   space and the control plane names.  A local DA is only aware of the
   CPs and TCPs that are assigned to it.  The DA holds the CP-CP link
   connection in the transport plane to enable SNP-SNP link connections
   to be bound to them at a later time by the TAP.  The CP-CP
   relationship may be discovered (e.g., per G.7714.1) or provided by a
   management system.



   Control plane discovery takes place entirely within the control plane
   name space (SNPs).  The Link Resource Manager (LRM) holds the SNP-SNP
   binding information necessary for the control plane name of the link
   connection, while the termination adaptation performer (TAP) holds
   the relation between the control plane name (SNP) and the transport
   plane name (CP) of the resource.  Figure 3 shows the relationship and
   the different entities for transport and control discoveries.



     LRM                             LRM
   +‑‑‑‑‑+ holds SNP‑SNP Relation  +‑‑‑‑‑+
   |     |‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑|     |
   +‑‑‑‑‑+                         +‑‑‑‑‑+
      |                               |
      v                               v
   +‑‑‑‑‑+                         +‑‑‑‑‑+
   |  o  | SNPs in SNPP            |  o  |
   |     |                         |     |
   |  o  |                         |  o  |
   |     |                         |     |
   |  o  |                         |  o  |
   +‑‑‑‑‑+                         +‑‑‑‑‑+
      |                               |
      v                               v        Control Plane
   +‑‑‑‑‑+                         +‑‑‑‑‑+        Discovery
   |     | Termination and         |     |
‑‑‑|‑‑‑‑‑|‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑|‑‑‑‑‑|‑‑‑‑‑‑‑‑‑
   |     | Adaptation Performer    |     |
   +‑‑‑‑‑+       (TAP)             +‑‑‑‑‑+     Transport Plane
     |   \                           /  |          Discovery
     |    \                         /   |
     |  +‑‑‑‑‑+                +‑‑‑‑‑+  |
     |  | DA  |                |  DA |  |
     |  |     |                |     |  |
     |  +‑‑‑‑‑+                +‑‑‑‑‑+  |
     | /                              \ |
     V/                                \V
     O  CP (Transport Name)             O   CP (Transport Name)



      Figure 3: Discovery in the Control and the Transport Planes




4. Discovery Technologies


4.1. Generalized Automatic Discovery Techniques G.7714

   Generalized automatic discovery techniques are described in G.7714 to
   aid resource management and routing for G.8080.  The term routing
   here is described in the transport context of routing connections in
   an optical network as opposed to the routing context typically
   associated in packet networks.



   G.7714 is concerned with two types of discovery:



‑ Layer adjacency discovery
‑ Physical media adjacency discovery



   Layer adjacency discovery can be used to correlate physical
   connections with management configured attributes.  Among other
   features this capability allows reduction in configuration and the
   detection of mis-wired equipment.



   Physical media adjacency discovery is a process that allows the
   physical testing of the media for the purpose of inventory capacity
   and verifying the port characteristics of physical media adjacent
   networks.



   G.7714 does not specify specific protocols but rather the type of
   techniques that can be used.  G.7714.1 specifies a protocol for layer
   adjacency with respect to SDH and OTN networks for layer adjacency
   discovery.  A GMPLS method for layer discovery using elements of LMP
   is included in this set of procedures.



   An important point about the G.7714 specification is that it
   specifies a discovery mechanism for optical networks but not
   necessarily how the information will be used.  It is intended that
   the transport management plane or a transport control plane may
   subsequently make use of the discovered information.




4.2. LMP and G.8080 Terminology Mapping

   GMPLS is a set of IP-based protocols, including LMP, providing a
   control plane for multiple data plane technologies, including
   optical/transport networks and their resources (i.e., wavelengths,
   timeslots, etc.) and without assuming any restriction on the control
   plane architecture (see [RFC3945]).  On the other hand, G.8080
   defines a control plane reference architecture for optical/transport
   networks without any restriction on the control plane implementation.
   Being developed in separate standards forums, and with different
   scopes, they use different terms and definitions.



   Terminology mapping between LMP and ASON (G.805/G.8080) is an
   important step towards the understanding of the two architectures and
   allows for potential cooperation in areas where cooperation is
   possible.  To facilitate this mapping, we differentiate between the
   two types of data links in LMP.  According to LMP, a data link may be
   considered by each node that it terminates on as either a 'port' or a
   'component link'.  The LMP notions of port and component link are
   supported by the G.805/G.8080 architecture.  G.8080's variable
   adaptation function is broadly equivalent to LMP's component link,
   i.e., a single server-layer trail dynamically supporting different
   multiplexing structures.  Note that when the data plane delivers its
   own addressing space, LMP Interface_IDs and Data Links IDs are used
   as handles by the control plane to the actual CP Name and CP-to-CP
   Name, respectively.



   The terminology mapping is summarized in the following table: Note
   that the table maps ASON terms to GMPLS terms that refer to
   equivalent objects, but in many cases there is not a one-to-one
   mapping.  Additional information beyond discovery terminology can be
   found in [LEXICO].



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| ASON Terms     | GMPLS/LMP Terms    | GMPLS/LMP Terms   |
|                | Port               | Component Link    |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| CP             | TE Resource;       | TE Resource;      |
|                | Interface (Port)   | Interface.        |
|                |                    |(Comp. link)       |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| CP Name        | Interface ID       | Interface ID(s)   |
|                | no further sub‑    | resources (such as|
|                | division for(label)| timeslots, etc.)  |
|                | resource allocation| on this interface |
|                |                    | are identified by |
|                |                    | set of labels     |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| CP‑to‑CP Link  | Data Link          | Data Link         |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| CP‑to‑CP Name  | Data Link ID       | Data Link ID      |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| SNP            | TE Resource        | TE Resource       |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| SNP Name       | Link ID            | Link ID           |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| SNP LC         | TE Link            | TE Link           |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| SNP LC Name    | TE Link ID         | TE Link ID        |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| SNPP           | TE Link End        | TE Link End       |
|                | (Port)             | (Comp. Link)      |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| SNPP Name      | Link ID            | Link ID           |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| SNPP Link      | TE Link            | TE Link           |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| SNPP Link Name | TE Link ID         | TE Link ID        |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



   where composite identifiers are:



‑ Data Link ID: <Local Interface ID; Remote Interface ID>
‑ TE Link ID:   <Local Link ID; Remote Link ID>



   Composite Identifiers are defined in the RFC 4204 [LMP].  LMP
   discovers data links and identifies them by the pair of local and
   remote interface IDs.  TE links are composed of data links or
   component TE links.  TE links are similarly identified by pair of
   local and remote link ID.




4.2.1. TE Link Definition and Scope

   In the table, TE link/resource is equated with the concept of SNP,
   SNP LC, SNPP, and SNPP link.  The definition of the TE link is broad
   in scope, and it is useful to repeat it here.  The original
   definition appears in [GMPLS-RTG]:



   "A TE link is a logical construct that represents a way to group/map
   the information about certain physical resources (and their
   properties) that interconnects LSRs into the information that is used
   by Constrained SPF for GMPLS path computation, and GMPLS signaling".



   While this definition is concise, it is probably worth pointing out
   some of the implications of the definition.



   A component of the TE link may follow different paths between the
   pair of LSRs.  For example, a TE link comprising multiple STS-3cs,
   the individual STS-3cs component links may take identical or
   different physical (OC-3 and/or OC-48) paths between LSRs.



   The TE link construct is a logical construction encompassing many
   layers in networks [RFC3471].  A TE link can represent either
   unallocated potential or allocated actual resources.  Further
   allocation is represented by bandwidth reservation, and the resources
   may be real or, in the case of packets, virtual to allow for
   overbooking or other forms of statistical multiplexing schemes.



   Since TE links may represent large numbers of parallel resources,
   they can be bundled for efficient summarization of resource capacity.
   Typically, bundling represents a logical TE link resource at a
   particular Interface Switching Capability.  Once TE link resources
   are allocated, the actual capacity may be represented as LSP
   hierarchical (tunneled) TE link capability in another logical TE link
   [HIER].



   TE links also incorporate the notion of a Forwarding Adjacency (FA)
   and Interface Switching Capability [RFC3945].  The FA allows
   transport resources to be represented as TE links.  The Interface
   Switching Capability specifies the type of transport capability such
   as Packet Switch Capable (PSC), Layer-2 Switch Capable (L2SC), Time-
   Division Multiplex (TDM), Lambda Switch Capable (LSC), and Fiber-
   Switch Capable (FSC).



   A TE link between GMPLS-controlled optical nodes may consist of a
   bundled TE link, which itself consists of a mix of point-to-point
   component links [BUNDLE].  A TE link is identified by the tuple (link
   Identifier (32-bit number), Component link Identifier (32-bit
   number), and generalized label (media specific)).




4.3. LMP and G.8080 Discovery Relationship

   LMP currently consists of four primary procedures, of which the first
   two are mandatory and the last two are optional:



1.  Control channel management
2.  Link property correlation
3.  Link verification
4.  Fault management



   LMP procedures that are relevant to G.8080 control plane discovery
   are control channel management, link property correlation, and link
   verification.  Key to understanding G.8080 discovery aspects in
   relation to [LMP] is that LMP procedures are specific for an IP-based
   control plane abstraction of the transport plane.



   LMP control channel management is used to establish and maintain
   control channel connectivity between LMP adjacent nodes.  In GMPLS,
   the control channels between two adjacent nodes are not required to
   use the same physical medium as the TE links between those nodes.
   The control channels that are used to exchange the GMPLS control
   plane information exist independently of the TE links they manage
   (i.e., control channels may be in-band or out-of-band, provided the
   associated control points terminate the LMP packets).  The Link
   Management Protocol [LMP] was designed to manage TE links,
   independently of the physical medium capabilities of the data links.



   Link property correlation is used to aggregate multiple data links
   into a single TE link and to synchronize the link properties.



   Link verification is used to verify the physical connectivity of the
   data links and verify the mapping of the Interface-ID to Link-ID (CP
   to SNP).  The local-to-remote associations can be obtained using a
   priori knowledge or using the link verification procedure.



   Fault management is primarily used to suppress alarms and to localize
   failures.  It is an optional LMP procedure; its use will depend on
   the specific technology's capabilities.



   [LMP] supports distinct transport and control plane name spaces with
   the (out-of-band) TRACE object (see [LMP-TEST]).  The LMP TRACE
   object allows transport plane names to be associated with interface
   identifiers [LMP-TEST].



   Aspects of LMP link verification appear similar to G.7714.1
   discovery; however, the two procedures are different.  G.7714.1
   provides discovery of the transport plane layer adjacencies.  It
   provides a generic procedure to discover the connectivity of two
   endpoints in the transport plane.  On the other hand, the LMP link
   verification procedure is a control-plane-driven procedure and
   assumes either (1) a priori knowledge of the associated data plane's
   local and remote endpoint connectivity and Interface_IDs (e.g., via
   management plane or use of G.7714.1), or (2) support of the remote
   node for associating the data interface being verified with the
   content of the TRACE object (inferred mapping).  For SONET/SDH
   transport networks, LMP verification uses the SONET/SDH Trail Trace
   identifier (see [G.783]).



   G.7714.1 supports the use of transport plane discovery independent of
   the platform using the capability.  Furthermore, G.7714.1 specifies
   the use of a Discovery Agent that could be located in an external
   system and the need to support the use of text-oriented man-machine
   language to provide the interface.  Therefore, G.7714.1 limits the
   discovery messages to printable characters defined by [T.50] and
   requires Base64 encoding for the TCP-ID and DA ID.  External name-
   servers may be used to resolve the G.7714.1 TCP name, allowing the
   TCP to have an IP, Network Service Access Protocol (NSAP), or any
   other address format.  On the other hand, LMP is based on the use of
   an IP-based control plane, and the LMP interface ID uses IPv4, IPv6,
   or unnumbered interface IDs.




4.4. Comparing LMP and G.8080

   LMP exists to support GMPLS TE resource and TE link discovery.  In
   section 4.2.1, we elaborated on the definition of the TE link.  LMP
   enables the aspects of TE links to be discovered and reported to the
   control plane, more specifically, the routing plane.  G.8080 and
   G.7714 are agnostic to the type of control plane and discovery
   protocol used.  LMP is a valid realization of a control plane
   discovery process under a G.8080 model.



   G.7714 specifies transport plane discovery with respect to the
   transport layer CTPs or TCPs using ASON conventions and naming for
   the elements of the ASON control plane and the ASON management plane.
   This discovery supports a centralized management model of
   configuration as well as a distributed control plane model; in other
   words, discovered items can be reported to the management plane or
   the control plane.  G.7714.1 provides one realization of a transport
   plane discovery process.



   Today, LMP and G.7714, G7714.1 are defined in different standards
   organizations.  They have evolved out of different naming schemes and
   architectural concepts.  Whereas G.7714.1 supports a transport plane
   layer adjacency connectivity verification that can be used by a
   control plane or a management plane, LMP is a control plane procedure
   for managing GMPLS TE links (GMPLS's control plane representation of
   the transport plane connections).




5. Security Considerations

   Since this document is purely descriptive in nature, it does not
   introduce any security issues.



   G.8080 and G.7714/G.7714.1 provide security as associated with the
   Data Communications Network on which they are implemented.



   LMP is specified using IP, which provides security mechanisms
   associated with the IP network on which it is implemented.
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Abstract

   Generalized Multiprotocol Label Switching (GMPLS) has been developed
   by the IETF to facilitate the establishment of Label Switched Paths
   (LSPs) in a variety of data plane technologies and across several
   architectural models.  The ITU-T has specified an architecture for
   the control of Automatically Switched Optical Networks (ASON).



   This document provides a lexicography for the interpretation of GMPLS
   terminology within the context of the ASON architecture.



   It is important to note that GMPLS is applicable in a wider set of
   contexts than just ASON.  The definitions presented in this document
   do not provide exclusive or complete interpretations of GMPLS
   concepts.  This document simply allows the GMPLS terms to be applied
   within the ASON context.
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1. Introduction

   Generalized Multiprotocol Label Switching (GMPLS) has been developed
   by the IETF to facilitate the establishment of Label Switched Paths
   (LSPs) in a variety of data plane technologies such as Packet
   Switching Capable (PSC), Layer Two Switching Capable (L2SC), Time
   Division Multiplexing (TDM), Lambda Switching Capable (LSC), and
   Fiber Switching Capable (FSC).



   The ITU-T has specified an architecture for the control of
   Automatically Switched Optical Networks (ASON).  This architecture
   forms the basis of many Recommendations within the ITU-T.



   Because the GMPLS and ASON architectures were developed by different
   people in different standards bodies, and because the architectures
   have very different historic backgrounds (the Internet, and transport
   networks respectively), the terminology used is different.



   This document provides a lexicography for the interpretation of GMPLS
   terminology within the context of the ASON architecture.  This allows
   GMPLS documents to be generally understood by those familiar with
   ASON Recommendations.  The definitions presented in this document do
   not provide exclusive or complete interpretations of the GMPLS
   concepts.




2. Terminology

   Throughout this document, angle brackets ("<" and ">") are used to
   indicate the context in which a term applies.  For example, "<Data
   Plane>" as part of a description of a term means that the term
   applies within the data plane.




2.1. GMPLS Terminology Sources

   GMPLS terminology is principally defined in [RFC3945].  Other
   documents provide further key definitions including [RFC4201],
   [RFC4202], [RFC4204], and [RFC4206].



   The reader is recommended to become familiar with these other
   documents before attempting to use this document to provide a more
   general mapping between GMPLS and ASON.



   For details of GMPLS signaling, please refer to [RFC3471] and
   [RFC3473].  For details of GMPLS routing, please refer to [RFC4203]
   and [RFC4205].




2.2. ASON Terminology Sources

   The ASON architecture is specified in ITU-T Recommendation G.8080
   [G-8080].  This is developed from generic functional architectures
   and requirements specified in [G-805], [G-807], and [G-872].  The
   ASON terminology is defined in several Recommendations in the ASON
   family such as [G-8080], [G-8081], [G-7713], [G-7714], and [G-7715].
   The reader must be familiar with these documents before attempting to
   apply the lexicography set out in this document.




2.3. Common Terminology Sources

   The work in this document builds on the shared view of ASON
   requirements and requirements expressed in [RFC4139], [RFC4258], and
   [RFC4394].




3. Lexicography


3.1. Network Presences


3.1.1. GMPLS Terms

   Transport node <Data Plane> is a logical network device that is

      capable of originating and/or terminating of a data flow and/or
      switching it on the route to its destination.



   Controller <Control Plane> is a logical entity that models all

      control plane intelligence (routing, traffic engineering (TE), and
      signaling protocols, path computation, etc.).  A single controller
      can manage one or more transport nodes.  Separate functions (such
      as routing and signaling) may be hosted at distinct sites and
      hence could be considered as separate logical entities referred
      to, for example, as the routing controller, the signaling
      controller, etc.



   Label Switching Router (LSR) <Control & Data Planes> is a logical

      combination of a transport node and the controller that manages
      the transport node.  Many implementations of LSRs collocate all
      control plane and data plane functions associated with a transport
      node within a single physical presence making the term LSR
      concrete rather than logical.



      In some instances, the term LSR may be applied more loosely to
      indicate just the transport node or just the controller function
      dependent on the context.



   Node <Control & Data Planes> is a synonym for an LSR.



   Control plane network <Control Plane> is an IP network used for

      delivery of control plane (protocol) messages exchanged by
      controllers.




3.1.2. ASON Terms

   A GMPLS transport node is an ASON network element.



   A GMPLS controller is the set of ASON functional components
   controlling a given ASON network element (or partition of a network
   element).  In ASON, this set of functional components may exist in
   one place or multiple places.



   A GMPLS node is the combination of an ASON network element (or
   partition of a network element) and its associated control
   components.



   The GMPLS control plane network is the ASON Signaling Communication
   Network (SCN).  Note that both routing and signaling exchanges are
   carried by the SCN.




3.2. Resources


3.2.1. GMPLS Terms

   Non-packet-based resource <Data Plane> is a channel of a certain

      bandwidth that could be allocated in a network data plane of a
      particular technology for the purpose of user traffic delivery.
      Examples of non-packet-based resources are timeslots, lambda
      channels, etc.



   Packet-based resource <Data Plane> is an abstraction hiding the means

      related to the delivery of traffic with particular parameters
      (most importantly, bandwidth) with particular quality of service
      (QoS) over PSC media.  Examples of packet-based resources are
      forwarding queues, schedulers, etc.



   Layer Resource (Resource) <Data Plane>.  A non-packet-based data

      plane technology may yield resources in different network layers
      (see section 3.3).  For example, some TDM devices can operate with
      VC-12 timeslots, some with VC-4 timeslots, and some with VC4-4c
      timeslots.  There are also multiple layers of packet-based
      resources (i.e., one per label in the label stack).  Therefore, we
      define layer resource (or simply resource) irrespective of the
      underlying data plane technology as a basic data plane construct.
      It is defined by a combination of a particular data encoding type
      and a switching/terminating bandwidth granularity.  Examples of
      layer resources are: PSC1, PSC4, ATM VP, ATM VC, Ethernet, VC-12,
      VC-4, Lambda 10G, and Lambda 40G.



   These three definitions give rise to the concept of Resource Type.
   Although not a formal term, this is useful shorthand to identify how
   and where a resource can be used dependent on the switching type,
   data encoding type, and switching/terminating bandwidth granularity
   (see section 3.8).



   All other descriptions provided in this memo are tightly bound to the
   resource.




3.2.2. ASON Terms

   ASON terms for resource:



   - In the context of link discovery and resource management
     (allocation, binding into cross-connects, etc.), a GMPLS resource
     is one end of a link connection.



   - In the context of routing, path computation, and signaling, a GMPLS
     resource is a link connection or trail termination.



   Resource type is identified by a client CI (Characteristics
   Information) that could be carried by the resource.




3.3. Layers


3.3.1. GMPLS Terms

   Layer <Data Plane> is a set of resources of the same type that could

      be used for establishing a connection or used for connectionless
      data delivery.



   Note.  In GMPLS, the existence of non-blocking switching function in
   a transport node in a particular layer is modeled explicitly as one
   of the functions of the link interfaces connecting the transport node
   to its data links.



   A GMPLS layer is not the same as a GMPLS region.  See section 3.12.




3.3.2. ASON Terms

   A GMPLS layer is an ASON layer network.




3.4. Labels


3.4.1. GMPLS Terms

   Label <Control Plane> is an abstraction that provides an identifier

      for use in the control plane in order to identify a transport
      plane resource.




3.4.2. ASON Terms

      A GMPLS label is the portion of an ASON SNP name that follows the
      SNPP name.




3.5. Data Links


3.5.1. GMPLS Terms

   Unidirectional data link end <Data Plane> is a set of resources that

      belong to the same layer and that could be allocated for the
      transfer of traffic in that layer from a particular transport node
      to the same neighboring transport node in the same direction.  A
      unidirectional data link end is connected to a transport node by
      one or more link interfaces (see section 3.6).



   Bidirectional data link end <Data Plane> is an association of two

      unidirectional data link ends that exist in the same layer and
      that could be used for the transfer of traffic in that layer
      between a particular transport node and the same neighbor in both
      directions.  A bidirectional data link end is connected to a
      transport node by one or more link interfaces (see section 3.6).



   Unidirectional data link <Data Plane> is an association of two

      unidirectional data link ends that exist in the same layer, that
      are connected to two transport nodes adjacent in that layer, and
      that could be used for the transfer of traffic between the two
      transport nodes in one direction.



   Bidirectional data link <Data Plane> is an association of two

      bidirectional data link ends that exist in the same layer, that
      are connected to two transport nodes adjacent in that layer, and
      that could be used for the transfer of traffic between the two
      transport nodes in both directions.




3.5.2. ASON Terms

   A GMPLS unidirectional data link end is a collection of connection
   points from the same client layer that are supported by a single
   trail termination (access point).



   A GMPLS data link is an ASON link supported by a single server trail.




3.6. Link Interfaces


3.6.1. GMPLS Terms

   Unidirectional link interface <Data Plane> is an abstraction that

      connects a transport node to a unidirectional data link end and
      represents (hides) the data plane intelligence like switching,
      termination, and adaptation in one direction.  In GMPLS, link
      interfaces are often referred to as "GMPLS interfaces" and it
      should be understood that these are data plane interfaces and the
      term does not refer to the ability of a control plane interface to
      handle GMPLS protocols.



      A single unidirectional data link end could be connected to a
      transport node by multiple link interfaces with one of them, for
      example, realizing switching function, while others realize the
      function of termination/adaptation.



   Bidirectional link interface <Data Plane> is an association of two or

      more unidirectional link interfaces that connects a transport node
      to a bidirectional data link end and represents the data plane
      intelligence like switching, termination, and adaptation in both
      directions.



   Link interface type <Data Plane> is identified by the function the

      interface provides.  There are three distinct functions --
      switching, termination, and adaptation; hence, there are three
      types of link interface.  Thus, when a Wavelength Division
      Multiplexing (WDM) link can do switching for some lambda channels,
      and termination and TDM OC48 adaptation for some other lambda
      channels, we say that the link is connected to the transport node
      by three interfaces each of a separate type: switching,
      termination, and adaptation.




3.6.2. ASON Terms

   A GMPLS interface is the set of trail termination and adaptation
   functions between one or more server layer trails and a specific
   client layer subnetwork (which commonly is a matrix in a network
   element).



   The GMPLS interface type may be identified by the ASON adapted client
   layer, or by the terminated server layer, or a combination of the
   two, depending on the context.  In some cases, a GMPLS interface
   comprises a set of ASON trail termination/adaptation functions, for
   which some connection points are bound to trail terminations and
   others to matrices.




3.7. Connections


3.7.1. GMPLS Terms

   In GMPLS a connection is known as a Label Switched Path (LSP).



   Unidirectional LSP (connection) <Data Plane> is a single resource or

      a set of cross-connected resources of a particular layer that
      could deliver traffic in that layer between a pair of transport
      nodes in one direction.



   Unidirectional LSP (connection) <Control Plane> is the signaling

      state necessary to maintain a unidirectional data plane LSP.



   Bidirectional LSP (connection) <Data Plane> is an association of two

      unidirectional LSPs (connections) that could simultaneously
      deliver traffic in a particular layer between a pair of transport
      nodes in opposite directions.



      In the context of GMPLS, both unidirectional constituents of a
      bidirectional LSP (connection) take identical paths in terms of
      data links, are provisioned concurrently, and require a single
      (shared) control state.



   Bidirectional LSP (connection) <Control Plane> is the signaling state

      necessary to maintain a bidirectional data plane LSP.



   LSP (connection) segment <Data Plane> is a single resource or a set

      of cross-connected resources that constitutes a segment of an LSP
      (connection).




3.7.2. ASON Terms

   A GMPLS LSP (connection) is an ASON network connection.



   A GMPLS LSP segment is an ASON serial compound link connection.




3.8. Switching, Termination, and Adaptation Capabilities


3.8.1. GMPLS Terms

   Switching capability <Data Plane> is a property (and defines a type)

      of a link interface that connects a particular data link to a
      transport node.  This property/type characterizes the interface's
      ability to cooperate with other link interfaces connecting data
      links within the same layer to the same transport node for the
      purpose of binding resources into cross-connects.  Switching
      capability is advertised as an attribute of the TE link local end
      associated with the link interface.



   Termination capability <Data Plane> is a property of a link interface

      that connects a particular data link to a transport node.  This
      property characterizes the interface's ability to terminate
      connections within the layer that the data link belongs to.



   Adaptation capability <Data Plane> is a property of a link interface

      that connects a particular data link to a transport node.  This
      property characterizes the interface's ability to perform a
      nesting function -- to use a locally terminated connection that
      belongs to one layer as a data link for some other layer.



   The need for advertisement of adaptation and termination capabilities
   within GMPLS has been recognized, and work is in progress to
   determine how these will be advertised.  It is likely that they will
   be advertised as a single combined attribute, or as separate
   attributes of the TE link local end associated with the link
   interface.




3.8.2. ASON Terms

   In ASON applications:



   The GMPLS switching capability is a property of an ASON link end
   representing its association with a matrix.



   The GMPLS termination capability is a property of an ASON link end
   representing potential binding to a termination point.



   The GMPLS adaptation capability is a property of an ASON link end
   representing potential adaptation to/from a client layer network.




3.9. TE Links and FAs


3.9.1. GMPLS Terms

   TE link end <Control Plane> is a grouping for the purpose of

      advertising and routing of resources of a particular layer.



      Such a grouping allows for decoupling of path selection from
      resource assignment.  Specifically, a path could be selected in a
      centralized way in terms of TE link ends, while the resource
      assignment (resource reservation and label allocation) could be
      performed in a distributed way during the connection setup.  A TE
      link end may reflect zero, one or more data link ends in the data
      plane.  A TE link end is associated with exactly one layer.



   TE link <Control Plane> is a grouping of two TE link ends associated

      with two neighboring transport nodes in a particular layer.



      In contrast to a data link, which provides network flexibility in
      a particular layer and, therefore, is a "real" topological
      element, a TE link is a logical routing element.  For example, an
      LSP path is computed in terms of TE links (or more precisely, in
      terms of TE link ends), while the LSP is provisioned over (that
      is, resources are allocated from) data links.



   Virtual TE link is a TE link associated with zero data links.



   TE link end advertising <Control Plane>.  A controller managing a

      particular transport node advertises local TE link ends.  Any
      controller in the TE domain makes a TE link available for its
      local path computation if it receives consistent advertisements of
      both TE link ends.  Strictly speaking, there is no such thing as
      TE link advertising -- only TE link end advertising.  TE link end
      advertising may contain information about multiple switching
      capabilities.  This, however, should not be interpreted as
      advertising of a multi-layer TE link end, but rather as joint
      advertisement of ends of multiple parallel TE links, each
      representing resources in a separate layer.  The advertisement may
      contain attributes shared by all TE links in the group (for
      example, protection capabilities, Shared Risk Link Groups (SRLGs),
      etc.), separate information related to each TE link (for example,
      switching capability, data encoding, unreserved bandwidth, etc.)
      as well as information related to inter-layer relationships of the
      advertised resources (for example, termination and adaptation
      capabilities) should the control plane decide to use them as the
      termination points of higher-layer data links.  These higher-layer
      data links, however, are not real yet -- they are abstract until
      the underlying connections are established in the lower layers.
      LSPs created in lower layers for the purpose of providing data
      links (extra network flexibility) in higher layers are called
      hierarchical connections or LSPs (H-LSPs), or simply hierarchies.
      LSPs created for the purpose of providing data links in the same
      layer are called stitching segments.  H-LSPs and stitching
      segments could, but do not have to, be advertised as TE links.
      Naturally, if they are advertised as TE links (LSPs advertised as
      TE links are often referred to as TE-LSPs), they are made
      available for path computations performed on any controller within
      the TE domain into which they are advertised.  H-LSPs and
      stitching segments could be advertised either individually or in
      TE bundles.  An H-LSP or a stitching segment could be advertised
      as a TE link either into the same or a separate TE domain compared
      to the one within which it was provisioned.



      A set of H-LSPs that is created (or could be created) in a
      particular layer to provide network flexibility (data links) in
      other layers is called a Virtual Network Topology (VNT).  A single
      H-LSP could provide several (more than one) data links (each in a
      different layer).



   Forwarding Adjacency (FA) <Control Plane> is a TE link that does not

      require a direct routing adjacency (peering) between the
      controllers managing its ends in order to guarantee control plane
      connectivity (a control channel) between the controllers.  An
      example of an FA is an H-LSP or stitching segment advertised as a
      TE link into the same TE domain within which it was dynamically
      provisioned.  In such cases, the control plane connectivity
      between the controllers at the ends of the H-LSP/stitching segment
      is guaranteed by the concatenation of control channels
      interconnecting the ends of each of its constituents.  In
      contrast, an H-LSP or stitching segment advertised as a TE link
      into a TE domain (different than one where it was provisioned)
      generally requires a direct routing adjacency to be established
      within the TE domain where the TE link is advertised in order to
      guarantee control plane connectivity between the TE link ends.
      Therefore, is not an FA.




3.9.2. ASON Terms

   The ITU term for a TE link end is Subnetwork Point (SNP) pool (SNPP).



   The ITU term for a TE link is SNPP link.



   The ITU term for an H-LSP is trail.




3.10. TE Domains


3.10.1 GMPLS Terms

   TE link attribute is a parameter of the set of resources associated

      with a TE link end that is significant in the context of path
      computation.



   Full TE visibility is a situation when a controller receives all

      unmodified TE advertisements from every other controller in a
      particular set of controllers.



   Limited TE visibility is a situation when a controller receives

      summarized TE information, or does not receive TE advertisements
      from at least one of a particular set of controllers.



   TE domain is a set of controllers each of which has full TE

      visibility within the set.



   TE database (TED) is a memory structure within a controller that

      contains all TE advertisements generated by all controllers within
      a particular TE domain.



   Vertical network integration is a set of control plane mechanisms and

      coordinated data plane mechanisms that span multiple layers.  The
      control plane mechanisms exist on one or more controllers and
      operate either within a single control plane instance or between
      control plane instances.  The data plane mechanisms consist of
      collaboration and adaptation between layers within a single
      transport node.



   Horizontal network integration is a set of control plane mechanisms

      and coordinated data plane mechanisms that span multiple TE
      domains within the same layer.  The control plane mechanisms exist
      on one or more controllers and operate either within a single
      control plane instance or between control plane instances.  The
      data plane mechanisms consist of collaboration between TE domains.




3.11. Component Links and Bundles


3.11.1. GMPLS Terms

   Component link end <Control Plane> is a grouping of resources of a

      particular layer that is not advertised as an individual TE link
      end.  A component link end could represent one or more data link
      ends or any subset of resources that belong to one or more data
      link ends.



   Component link <Control Plane> is a grouping of two or more component

      link ends associated with neighboring transport nodes (that is,
      directly interconnected by one or more data links) in a particular
      layer.  Component links are equivalent to TE links except that the
      component link ends are not advertised separately.



   TE bundle <Control Plane> is an association of several parallel (that

      is, connecting the same pair of transport nodes) component links
      whose attributes are identical or whose differences are
      sufficiently negligible that the TE domain can view the entire
      association as a single TE link.  A TE bundle is advertised in the
      same way as a TE link, that is, by representing the associated
      component link ends as a single TE link end (TE bundle end) which
      is advertised.




3.12. Regions


3.12.1. GMPLS Terms

   TE region <Control Plane> is a set of one or more layers that are

      associated with the same type of data plane technology.  A TE
      region is sometimes called an LSP region or just a region.
      Examples of regions are: IP, ATM, TDM, photonic, fiber switching,
      etc.  Regions and region boundaries are significant for the
      signaling sub-system of the control plane because LSPs are
      signaled substantially differently (i.e., use different signaling
      object formats and semantics) in different regions.  Furthermore,
      advertising, routing, and path computation could be performed
      differently in different regions.  For example, computation of
      paths across photonic regions requires a wider set of constraints
      (e.g., optical impairments, wavelength continuity, etc) and needs
      to be performed in different terms (e.g., in terms of individual
      resources -- lambda channels, rather than in terms of TE links)
      compared to path computation in other regions like IP or TDM.




4. Guidance on the Application of this Lexicography

   As discussed in the introduction to this document, this lexicography
   is intended to bring the concepts and terms associated with GMPLS
   into the context of the ITU-T's ASON architecture.  Thus, it should
   help those familiar with ASON to see how they may use the features
   and functions of GMPLS in order to meet the requirements of an ASON.
   For example, service providers wishing to establish a protected end-
   to-end service might read [SEG-PROT] and [E2E-PROT] and wish to
   understand how the GMPLS terms used relate to the ASON architecture
   so that they can confirm that they will satisfy their requirements.
   This lexicography should not be used in order to obtain or derive
   definitive definitions of GMPLS terms.  To obtain definitions of
   GMPLS terms that are applicable across all GMPLS architectural
   models, the reader should refer to the RFCs listed in the references
   sections of this document.  [RFC3945] provides an overview of the
   GMPLS architecture and should be read first.




5. Management Considerations

   Both GMPLS and ASON networks require management.  Both GMPLS and ASON
   specifications include considerable efforts to provide operator
   control and monitoring, as well as Operations and Management (OAM)
   functionality.



   These concepts are, however, out of scope of this document.




6. Security Considerations

   Security is also a significant requirement of both GMPLS and ASON
   architectures.



   Again, however, this informational document is intended only to
   provide a lexicography, and the security concerns are, therefore, out
   of scope.
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1. Introduction

   A requirement for the development of a common control plane for both
   optical and electronic switching equipment is that there must be
   signaling, routing, and link management mechanisms that support data
   plane fault recovery.  In this document, the term "recovery" is
   generically used to denote both protection and restoration; the
   specific terms "protection" and "restoration" are used only when
   differentiation is required.  The subtle distinction between
   protection and restoration is made based on the resource allocation
   done during the recovery period (see [RFC4427]).



   A label-switched path (LSP) may be subject to local (span), segment,
   and/or end-to-end recovery.  Local span protection refers to the
   protection of the link (and hence all the LSPs marked as required for
   span protection and routed over the link) between two neighboring
   switches.  Segment protection refers to the recovery of an LSP
   segment (i.e., an SNC in the ITU-T terminology) between two nodes,
   i.e., the boundary nodes of the segment.  End-to-end protection
   refers to the protection of an entire LSP from the ingress to the
   egress port.  The end-to-end recovery models discussed in this
   document apply to segment protection where the source and destination
   refer to the protected segment rather than the entire LSP.  Multiple
   recovery levels may be used concurrently by a single LSP for added
   resiliency; however, the interaction between levels affects any one
   direction of the LSP results in both directions of the LSP being
   switched to a new span, segment, or end-to-end path.



   Unless otherwise stated, all references to "link" in this document
   indicate a bi-directional link (which may be realized as a pair of
   unidirectional links).



   Consider the control plane message flow during the establishment of
   an LSP.  This message flow proceeds from an initiating (or source)
   node to a terminating (or destination) node, via a sequence of
   intermediate nodes.  A node along the LSP is said to be "upstream"
   from another node if the former occurs first in the sequence.  The
   latter node is said to be "downstream" from the former node.  That
   is, an "upstream" node is closer to the initiating node than a node
   further "downstream".  Unless otherwise stated, all references to
   "upstream" and "downstream" are in terms of the control plane message
   flow.



   The flow of the data traffic is defined from ingress (source node) to
   egress (destination node).  Note that for bi-directional LSPs, there
   are two different data plane flows, one for each direction of the
   LSP.  This document presents a protocol functional description to
   support Generalized Multi-Protocol Label Switching (GMPLS)-based
   recovery (i.e., protection and restoration).  Protocol-specific
   formats, encoding, and mechanisms will be described in companion
   documents.




1.1. Conventions Used in This Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   In addition, the reader is assumed to be familiar with the
   terminology used in [RFC3945], [RFC3471] and referenced as well as
   [RFC4427].




2. Span Protection

   Consider a (working) link i between two nodes A and B.  There are two
   fundamental models for span protection.  The first is referred to as
   1+1 protection.  Under this model, a dedicated link j is pre-assigned
   to protect link i.  LSP traffic is permanently bridged onto both
   links i and j at the ingress node, and the egress node selects the
   signal (i.e., normal traffic) from i or j, based on a selection
   function (e.g., signal quality).  Under unidirectional 1+1 span
   protection (Section 2.1), each node A and B acts autonomously to
   select the signal from the working link i or the protection link j.
   Under bi-directional 1+1 span protection (Section 2.2) the two nodes
   A and B coordinate the selection function such that they select the
   signal from the same link, i or j.



   Under the second model, a set of N working links are protected by a
   set of M protection links, usually with M =< N.  A failure in any of
   the N working links results in traffic being switched to one of the M
   protection links that is available.  This is typically a three-step
   process: first the data plane failure is detected at the egress node
   and reported (notification), then a protection link is selected, and
   finally, the LSPs on the failed link are moved to the protection
   link.  If reversion is supported, a fourth step is included, i.e.,
   return of the traffic to the working link (when the working link has
   recovered from the failure).  In Section 2.3, 1:1 span protection is
   described.  In Section 2.4, M:N span protection is described, where
   M =< N.




2.1. Unidirectional 1+1 Dedicated Protection

   Suppose a bi-directional LSP is routed over link i between two nodes
   A and B.  Under unidirectional 1+1 protection, a dedicated link j is
   pre-assigned to protect the working link i.  LSP traffic is
   permanently bridged on both links at the ingress node, and the egress
   node selects the normal traffic from one of the links, i or j.  If a
   node (A or B) detects a failure of a span, it autonomously invokes a
   process to receive the traffic from the protection span.  Thus, it is
   possible that node A selects the signal from link i in the B to A
   direction of the LSP, and node B selects the signal from link j in
   the A to B direction.



   The following functionality is required for 1+1 unidirectional span
   protection:



      o  Routing: A single TE link encompassing both working and
         protection links SHOULD be announced with a Link Protection
         Type "Dedicated 1+1", along with the bandwidth parameters for
         the working link.  As the resources are consumed/released, the
         bandwidth parameters of the TE link are adjusted accordingly.
         Encoding of the Link Protection Type and bandwidth parameters
         in IS-IS is specified in [RFC4205].  Encoding of this
         information in OSPF is specified in [RFC4203].



      o  Signaling: The Link Protection object/TLV SHOULD be used to
         request "Dedicated 1+1" link protection for that LSP.  This
         object/TLV is defined in [RFC3471].  If the Link Protection
         object/TLV is not used, link selection is a matter of local
         policy.  No additional signaling is required when a fail-over
         occurs.



      o  Link management: Both nodes MUST have a consistent view of the
         link protection association for the spans.  This can be done
         using the Link Management Protocol (LMP) [RFC4204], or if LMP
         is not used, this MUST be configured manually.




2.2. Bi-directional 1+1 Dedicated Protection

   Suppose a bi-directional LSP is routed over link i between two nodes
   A and B.  Under bi-directional 1+1 protection, a dedicated link j is
   pre-assigned to protect the working link i.  LSP traffic is
   permanently duplicated on both links, and under normal conditions,
   the traffic from link i is received by nodes A and B (in the
   appropriate directions).  A failure affecting link i results in both
   A and B switching to the traffic on link j in the respective
   directions.  Note that some form of signaling is required to ensure
   that both A and B start receiving traffic from the protection link.



   The basic steps in 1+1 bi-directional span protection are as follows:



      1. If a node (A or B) detects the failure of the working link (or
         a degradation of signal quality over the working link), it
         SHOULD begin receiving on the protection link and send a
         Switchover Request message reliably to the other node (B or A,
         respectively).  This message SHOULD indicate the identity of
         the failed working link and provide other relevant information.



      2. Upon receipt of the Switchover Request message, a node MUST
         begin receiving from the protection link and send a Switchover
         Response message to the other node (A or B, respectively).
         Because both the working/protect spans are exposed to routing
         and signaling as a single link, the switchover SHOULD be
         transparent to routing and signaling.



   The following functionality is required for 1+1 bi-directional span
   protection:



      o  The routing procedures are the same as in 1+1 unidirectional.



      o  The signaling procedures are the same as in 1+1 unidirectional.



      o  In addition to the procedures described in 1+1
         (unidirectional), a Switchover Request message MUST be used to
         signal the Switchover Request.  This can be done using LMP
         [RFC4204].  Note that GMPLS-based mechanisms MAY not be
         necessary when the underlying span (transport) technology
         provides such a mechanism.




2.3. Dedicated 1:1 Protection with Extra Traffic

   Consider two adjacent nodes, A and B.  Under 1:1 protection, a
   dedicated link j between A and B is pre-assigned to protect working
   link i.  Link j may be carrying (pre-emptable) Extra Traffic.  A
   failure affecting link i results in the corresponding LSP(s) being
   restored to link j.  Extra Traffic being routed over link j may need
   to be pre-empted to accommodate the LSPs that have to be restored.



   Once a fault is isolated/localized, the affected LSP(s) must be moved
   to the protection link.  The process of moving an LSP from a failed
   (working) link to a protection link must be initiated by one of the
   nodes, A or B.  This node is referred to as the "master".  The other
   node is called the "slave".  The determination of the master and the
   slave may be based on configured information or protocol specific
   requirements.



   The basic steps in dedicated 1:1 span protection (ignoring reversion)
   are as follows:



      1. If the master detects/localizes a link failure event, it
         invokes a process to allocate the protection link to the
         affected LSP(s).



      2. If the slave detects a link failure event, it informs the
         master of the failure using a failure indication message.  The
         master then invokes the same procedure as (1) to move the LSPs
         to the protection link.  If the protection link is carrying
         Extra Traffic, the slave stops using the span for the Extra
         Traffic.



      3. Once the span protection procedure is invoked in the master, it
         requests the slave to switch the affected LSP(s) to the
         protection link.  Prior to this, if the protection link is
         carrying Extra Traffic, the master stops using the span for
         this traffic (i.e., the traffic is dropped by the master and
         not forwarded into or out of the protection link).



      4. The slave sends an acknowledgement to the master.  Prior to
         this, the slave stops using the link for Extra Traffic (i.e.,
         the traffic is dropped by the slave and not forwarded into or
         out of the protection link).  It then starts sending the normal
         traffic on the selected protection link.



      5. When the master receives the acknowledgement, it starts sending
         and receiving the normal traffic over the new link.  The
         switchover of the LSPs is thus completed.



      Note: Although this mechanism implies more traffic dropped than
      necessary, it is preferred over possible misconnections during the
      recovery process.



   From the description above, it is clear that 1:1 span protection may
   require up to three signaling messages for each failed span: a
   failure indication message, an LSP Switchover Request message, and an
   LSP Switchover Response message.  Furthermore, it may be possible to
   switch multiple LSPs from the working span to the protection span
   simultaneously.



   The following functionality is required for dedicated 1:1 span
   protection:



      o  Pre-emption MUST be supported to accommodate Extra Traffic.



      o  Routing: A single TE link encompassing both working and
         protection links is announced with a Link Protection Type
         "Dedicated 1:1".  If Extra Traffic is supported over the
         protection link, then the bandwidth parameters for the
         protection link MUST also be announced.  The differentiation
         between bandwidth for working and protect links is made using
         priority mechanisms.  In other words, the network MUST be
         configured such that bandwidth at priority X or lower is
         considered Extra Traffic.



         If there is a failure on the working link, then the normal
         traffic is switched to the protection link, pre-empting Extra
         Traffic if necessary.  The bandwidth for the protection link
         MUST be adjusted accordingly.



      o  Signaling: To establish an LSP on the working link, the Link
         Protection object/TLV indicating "Dedicated 1:1" SHOULD be
         included in the signaling request message for that LSP.  To
         establish an LSP on the protection link, the appropriate
         priority (indicating Extra Traffic) SHOULD be used for that
         LSP.  These objects/TLVs are defined in [RFC3471].  If the Link
         Protection object/TLV is not used, link selection is a matter
         of local policy.



      o  Link management: Both nodes MUST have a consistent view of the
         link protection association for the spans.  This can be done
         using LMP [RFC4204] or via manual configuration.



      o  When a link failure is detected at the slave, a failure
         indication message MUST be sent to the master informing the
         node of the link failure.




2.4. Shared M:N Protection

   Shared M:N protection is described with respect to two neighboring
   nodes, A and B.  The scenario considered is as follows:



      o  At any point in time, there are two sets of links between A and
         B, i.e., a working set of N (bi-directional) links carrying
         traffic subject to protection and a protection set of M (bi-
         directional) links.  A protection link may be carrying Extra
         Traffic.  There is no a priori relationship between the two
         sets of links, but the value of M and N MAY be pre-configured.
         The specific links in the protection set MAY be pre-configured
         to be physically diverse to avoid the possibility of failure
         events affecting a large proportion of protection links (along
         with working links).



      o  When a link in the working set is affected by a failure, the
         normal traffic is diverted to a link in the protection set, if
         such a link is available.  Note that such a link might be
         carrying more than one LSP, e.g., an OC-192 link carrying four
         STS-48 LSPs.



      o  More than one link in the working set may be affected by the
         same failure event.  In this case, there may not be an adequate
         number of protection links to accommodate all of the affected
         traffic carried by failed working links.  The set of affected
         working links that are actually restored over available
         protection links is then subject to policies (e.g., based on
         relative priority of working traffic).  These policies are not
         specified in this document.



      o  When normal traffic must be diverted from a failed link in the
         working set to a protection link, the decision as to which
         protection link is chosen is always made by one of the nodes, A
         or B.  This node is considered the "master" and it is required
         to both apply any policies and select specific protection links
         to divert working traffic.  The other node is considered the
         "slave".  The determination of the master and the slave MAY be
         based on configured information, protocol-specific
         requirements, or as a result of running a neighbor discovery
         procedure.



      o  Failure events are detected by transport layer mechanisms, if
         available (e.g., SONET Alarm Indication Signal (AIS)/Remote
         Defect Indication (RDI)).  Since the bi-directional links are
         formed by a pair of unidirectional links, a failure in the link
         from A to B is typically detected by B, and a failure in the
         opposite direction is detected by A.  It is possible for a



         failure to simultaneously affect both directions of the bi-
         directional link.  In this case, A and B will concurrently
         detect failures, in the B-to-A direction and in the A-to-B
         direction, respectively.



   The basic steps in M:N protection (ignoring reversion) are as
   follows:



      1. If the master detects a failure of a working link, it
         autonomously invokes a process to allocate a protection link to
         the affected traffic.



      2. If the slave detects a failure of a working link, it MUST
         inform the master of the failure using a failure indication
         message.  The master then invokes the same procedure as above
         to allocate a protection link.  (It is possible that the master
         has itself detected the same failure, for example, a failure
         simultaneously affecting both directions of a link.)



      3. Once the master has determined the identity of the protection
         link, it indicates this to the slave and requests the
         switchover of the traffic (using a "Switchover Request"
         message).  Prior to this, if the protection link is carrying
         Extra Traffic, the master stops using the link for this traffic
         (i.e., the traffic is dropped by the master and not forwarded
         into or out of the protection link).



      4. The slave sends a "Switchover Response" message back to the
         master.  Prior to this, if the selected protection link is
         carrying traffic that could be pre-empted, the slave stops
         using the link for this traffic (i.e., the traffic is dropped
         by the slave and not forwarded into or out of the protection
         link).  It then starts sending the normal traffic on the
         selected protection link.



      5. When the master receives the Switchover Response, it starts
         sending and receiving the traffic that was previously carried
         on the now-failed link over the new link.



      Note: Although this mechanism implies more traffic dropped than
      necessary, it is preferred over possible misconnections during the
      recovery process.



   From the description above, it is clear that M:N span restoration
   (involving LSP local recovery) MAY require up to three messages for
   each working link being switched: a failure indication message, a
   Switchover Request message, and a Switchover Response message.



   The following functionality is required for M:N span restoration:



      o  Pre-emption MUST be supported to accommodate Extra Traffic.



      o  Routing: A single TE link encompassing both sets of working and
         protect links should be announced with a Link Protection Type
         "Shared M:N".  If Extra Traffic is supported over a set of the
         protection links, then the bandwidth parameters for the set of
         protection links MUST also be announced.  The differentiation
         between bandwidth for working and protect links is made using
         priority mechanisms.



         If there is a failure on a working link, then the affected
         LSP(s) MUST be switched to a protection link, pre-empting Extra
         Traffic if necessary.  The bandwidth for the protection link
         MUST be adjusted accordingly.



      o  Signaling: To establish an LSP on the working link, the Link
         Protection object/TLV indicating "Shared M:N" SHOULD be
         included in the signaling request message for that LSP.  To
         establish an LSP on the protection link, the appropriate
         priority (indicating Extra Traffic) SHOULD be used.  These
         objects/TLVs are defined in [RFC3471].  If the Link Protection
         object/TLV is not used, link selection is a matter of local
         policy.



      o  For link management, both nodes MUST have a consistent view of
         the link protection association for the links.  This can be
         done using LMP [RFC4204] or via manual configuration.




2.5. Messages

   The following messages are used in local span protection procedures.



   These messages SHOULD be delivered reliably.  Therefore, the protocol
   mechanisms used to deliver these messages SHOULD provide sequencing,
   acknowledgement, and retransmission.  The protocol SHOULD also handle
   situations where the message(s) cannot be delivered.



   The messages described in the following subsections are abstract;
   their format and encoding will be described in separate documents.




2.5.1. Failure Indication Message

   This message is sent from the slave to the master to indicate the
   identities of one or more failed working links.  This message MAY not
   be necessary when the transport plane technology itself provides for
   such a notification.



   The number of links included in the message depends on the number of
   failures detected within a window of time by the sending node.  A
   node MAY choose to send separate failure indication messages in the
   interest of completing the recovery for a given link within an
   implementation-dependent time constraint.




2.5.2. Switchover Request Message

   Under bi-directional 1+1 span protection, this message is used to
   coordinate the selecting function at both nodes.  This message
   originated at the node that detected the failure.



   Under dedicated 1:1 and shared M:N span protection, this message is
   used as an LSP Switchover Request.  This message is sent from the
   master node to the slave node (reliably) to indicate that the LSP(s)
   on the (failed) working link can be switched to an available
   protection link.  If so, the ID of the protection link, as well as
   the LSP labels (if necessary), MUST be indicated.  These identifiers
   MUST be consistent with those used in GMPLS signaling.



   A working link may carry multiple LSPs.  Since the normal traffic
   carried over the working link is switched to the protection link, it
   MAY be possible for the LSPs on the working link to be mapped to the
   protection link without re-signaling each individual LSP.  For
   example, if link bundling [RFC4201] is used where the working and
   protect links are mapped to component links, and the labels are the
   same on the working and protection links, it MAY be possible to
   change the component links without needing to re-signal each
   individual LSP.  Optionally, the labels MAY need to be explicitly
   coordinated between the two nodes.  In this case, the Switchover
   Request message SHOULD carry the new label mappings.



   The master may not be able to find protection links to accommodate
   all failed working links.  Thus, if this message is generated in
   response to a Failure Indication message from the slave, then the set
   of failed links in the message MAY be a sub-set of the links received
   in the Failure Indication message.  Depending on time constraints,
   the master may switch the normal traffic from the set of failed links
   in smaller batches.  Thus, a single failure indication message MAY
   result in the master sending more than one Switchover Request message
   to the same slave node.




2.5.3. Switchover Response Message

   This message is sent from the slave to the master (reliably) to
   indicate the completion (or failure) of switchover at the slave.  In
   this message, the slave MAY indicate that it cannot switch over to
   the corresponding free link for some reason.  In this case, the
   master and slave notify the user (operator) of the failed switchover.
   A notification of the failure MAY also be used as a trigger in an
   end-to-end recovery.




2.6. Preventing Unintended Connections

   An unintended connection occurs when traffic from the wrong source is
   delivered to a receiver.  This MUST be prevented during protection
   switching.  This is primarily a concern when the protection link is
   being used to carry Extra Traffic.  In this case, it MUST be ensured
   that the LSP traffic being switched from the (failed) working link to
   the protection link is not delivered to the receiver of the pre-
   empted traffic.  Thus, in the message flow described above, the
   master node MUST disconnect (any) pre-empted traffic on the selected
   protection link before sending the Switchover Request.  The slave
   node MUST also disconnect pre-empted traffic before sending the
   Switchover Response.  In addition, the master node SHOULD start
   receiving traffic for the protected LSP from the protection link.
   Finally, the master node SHOULD start sending protected traffic on
   the protection link upon receipt of the Switchover Response.




3. End-to-End (Path) Protection and Restoration

   End-to-end path protection and restoration refer to the recovery of
   an entire LSP from the initiator to the terminator.  Suppose the
   primary path of an LSP is routed from the initiator (Node A) to the
   terminator (Node B) through a set of intermediate nodes.



   The following subsections describe three previously proposed end-to-
   end protection schemes and the functional steps needed to implement
   them.




3.1. Unidirectional 1+1 Protection

   A dedicated, resource-disjoint alternate path is pre-established to
   protect the LSP.  Traffic is simultaneously sent on both paths and
   received from one of the functional paths by the end nodes A and B.



   There is no explicit signaling involved with this mode of protection.




3.2. Bi-directional 1+1 Protection

   A dedicated, resource-disjoint alternate path is pre-established to
   protect the LSP.  Traffic is simultaneously sent on both paths; under
   normal conditions, the traffic from the working path is received by
   nodes A and B (in the appropriate directions).  A failure affecting
   the working path results in both A and B switching to the traffic on
   the protection path in the respective directions.



   Note that this requires coordination between the end nodes to switch
   to the protection path.



   The basic steps in bi-directional 1+1 path protection are as follows:



      o  Failure detection: There are two possibilities for this.



            1. A node in the working path detects a failure event.  Such
               a node MUST send a Failure Indication message toward the
               upstream or/and downstream end node of the LSP (node A or
               B).  This message MAY be forwarded along the working path
               or routed over a different path if the network has
               general routing intelligence.



               Mechanisms provided by the data transport plane MAY also
               be used for this, if available.



            2. The end nodes (A or B) detect the failure themselves
               (e.g., loss of signal).



      o  Switchover: The action taken when an end node detects a failure
         in the working path is as follows: Start receiving from the
         protection path; at the same time, send a Switchover Request
         message to the other end node to enable switching at the other
         end.



         The action taken when an end node receives a Switchover Request
         message is as follows:



            -  Start receiving from the protection path; at the same
               time, send a Switchover Response message to the other end
               node.



   GMPLS signaling mechanisms MAY be used to (reliably) signal the
   Failure Indication message, as well as the Switchover Request and
   Response message.  These messages MAY be forwarded along the
   protection path if no other routing intelligence is available in the
   network.




3.2.1. Identifiers

   LSP Identifier: A unique identifier for each LSP.  The LSP identifier
   is within the scope of the Source ID and Destination ID.



   Source ID: ID of the source (e.g., IP address).



   Destination ID: ID of the destination (e.g., IP address).




3.2.2. Nodal Information

   Each node that is on the working or protection path of an LSP MUST
   have knowledge of the LSP identifier.  If the network does not
   provide routing intelligence, nodal information MAY also include
   previous and next nodes in the LSP so that restoration-related
   messages can be forwarded properly.  When the network provides
   general routing intelligence, messages MAY be forwarded along paths
   other than that of the LSP.



   At the end-point nodes, the working and protection paths MUST be
   associated.  The association of these paths MAY be either provisioned
   using signaling or MAY be configured when LSP provisioning does not
   involve signaling (e.g., provisioning through a management system).
   The related association information MUST remain until the LSP is
   explicitly de-provisioned.




3.2.3. End-to-End Failure Indication Message

   This message is sent (reliably) by an intermediate node toward the
   source of an LSP.  For instance, such a node might have attempted
   local span protection and failed.  This message MAY not be necessary
   if the data transport layer provides mechanisms for the notification
   of LSP failure by the endpoints (i.e., if LSP endpoints are co-
   located with a corresponding data (transport) maintenance/recovery
   domain).



   Consider a node that detects a link failure.  The node MUST determine
   the identities of all LSPs that are affected by the failure of the
   link and send an End-to-End Failure Indication message to the source
   of each LSP.  For scalability reasons, Failure Indication messages
   MAY contain the identity and the status of multiple LSPs rather than
   a single one.  Each intermediate node receiving such a message MUST
   forward the message to the appropriate next node such that the
   message would ultimately reach the LSP source.  However, there is no
   requirement that this message flows toward the source along the same
   path as the failed LSP.  Furthermore, if an intermediate node is
   itself generating a Failure Indication message, there SHOULD be a
   mechanism to suppress all but one source of Failure Indication
   messages.  Finally, the Failure Indication message MUST be sent
   reliably from the node detecting the failure to the LSP source.
   Reliability MAY be achieved, for example, by retransmitting the
   message until an acknowledgement is received.  However,
   retransmission of Failure Indication messages SHOULD not cause
   further message drops.  This MAY be achieved through the appropriate
   configuration and use of congestion and flow control mechanisms.




3.2.4. End-to-End Failure Acknowledgement Message

   This message is sent by the source node to acknowledge the receipt of
   an End-to-End Failure Indication message.  This message is sent to
   the originator of the Failure Indication message.  The Acknowledge
   message SHOULD be sent for each Failure Indication Message received.
   Each intermediate node receiving the Failure Acknowledgement message
   MUST forward it toward the destination of the message.  However,
   there is no requirement that this message flows toward the
   destination along the same path as the failed LSP.



   This message MAY not be required if other means of ensuring reliable
   message delivery are used.




3.2.5. End-to-End Switchover Request Message

   This message is generated by the source node receiving an indication
   of failure in an LSP.  It is sent to the LSP destination, and it
   carries the identifier of the LSP being restored.  The End-to-End
   Switchover Request message MUST be sent reliably from the source to
   the destination of the LSP.




3.2.6. End-to-End Switchover Response Message

   This message is sent by the destination node receiving an End-to-End
   Switchover Request message toward the source of the LSP.  This
   message SHOULD identify the LSP being switched over.  This message
   MUST be transmitted in response to each End-to-End Switchover Request
   message received and MAY indicate either a positive or negative
   outcome.




3.3. Shared Mesh Restoration

   Shared mesh restoration refers to schemes under which protection
   paths for multiple LSPs share common link and node resources.  Under
   these schemes, the protection capacity is pre-reserved, i.e., link
   capacity is allocated to protect one or more LSPs, but explicit
   action is required to instantiate a specific protection LSP.  This
   requires restoration signaling along the protection path.  Typically,
   the protection capacity is shared only amongst LSPs whose working
   paths are physically diverse.  This criterion can be enforced when
   provisioning the protection path.  Specifically, provisioning-related
   signaling messages may carry information about the working path to
   nodes along the protection path.  This can be used as call admission
   control to accept/reject connections along the protection path based
   on the identification of the resources used for the primary path.
   Thus, shared mesh restoration is designed to protect an LSP after a
   single failure event, i.e., a failure that affects the working path
   of at most one LSP sharing the protection capacity.  It is possible
   that a protection path may not be successfully activated when
   multiple, concurrent failure events occur.  In this case, shared mesh
   restoration capacity may be claimed for more than one failed LSP and
   the protection path can be activated only for one of them (at most).



   For implementing shared mesh restoration, the identifier and nodal
   information related to signaling along the control path are as
   defined for 1+1 protection in Sections 3.2.1 and 3.2.2.  In addition,
   each node MUST also keep (local) information needed to establish the
   data plane of the protection path.  This information MUST indicate
   the local resources to be allocated, the fabric cross-connect to be
   established to activate the path, etc.  The precise nature of this
   information would depend on the type of node and LSP (the GMPLS
   signaling document describes different type of switches [RFC3471]).
   It would also depend on whether the information is fine or coarse-
   grained.  For example, fine-grained information would indicate pre-
   selection of all details pertaining to protection path activation,
   such as outgoing link, labels, etc.  Coarse-grained information, on
   the other hand, would allow some details to be determined during
   protection path activation.  For example, protection resources may be
   pre-selected at the level of a TE link, while the selection of the
   specific component link and label occurs during protection path
   activation.



   While the coarser specification allows some flexibility in the
   selection of the precise resource to activate, it also adds
   complexity in decision making and signaling during the time-critical
   restoration phase.  Furthermore, the procedures for the assignment of
   bandwidth to protection paths MUST take into account the total
   resources in a TE link so that single-failure survivability
   requirements are satisfied.




3.3.1. End-to-End Failure Indication and Acknowledgement Message

   The End-to-End failure indication and acknowledgement procedures and
   messages are as defined in Sections 3.2.3 and 3.2.4.




3.3.2. End-to-End Switchover Request Message

   This message is generated by the source node receiving an indication
   of failure in an LSP.  It is sent to the LSP destination along the
   protection path, and it identifies the LSP being restored.  If any
   intermediate node is unable to establish cross-connects for the
   protection path, then it is desirable that no other node in the path
   establishes cross-connects for the path.  This would allow shared
   mesh restoration paths to be efficiently utilized.



   The End-to-End Switchover message MUST be sent reliably from the
   source to the destination of the LSP along the protection path.




3.3.3. End-to-End Switchover Response Message

   This message is sent by the destination node receiving an End-to-End
   Switchover Request message toward the source of the LSP, along the
   protection path.  This message SHOULD identify the LSP that is being
   switched over.  Prior to activating the secondary bandwidth at each
   hop along the path, Extra Traffic (if used) MUST be dropped and not
   forwarded.



   This message MUST be transmitted in response to each End-to-End
   Switchover Request message received.




4. Reversion and Other Administrative Procedures

   Reversion refers to the process of moving an LSP back to the original
   working path after a failure is cleared and the path is repaired.
   Reversion applies both to local span and end-to-end path-protected
   LSPs.  Reversion is desired for the following reasons.  First, the
   protection path may not be optimal in comparison to the working path
   from a routing and resource consumption point of view.  Second,
   moving an LSP to its working path allows the protection resources to
   be used to protect other LSPs.  Reversion has the disadvantage of
   causing a second service disruption.  Use of reversion is at the
   option of the operator.  Reversion implies that a working path
   remains allocated to the LSP that was originally routed over it, even
   after a failure.  It is important to have mechanisms that allow
   reversion to be performed with minimal service disruption to the
   customer.  This can be achieved using a "bridge-and-switch" approach
   (often referred to as make-before-break).



   The basic steps involved in bridge-and-switch are as follows:



      1. The source node commences the process by "bridging" the normal
         traffic onto both the working and the protection paths (or
         links in the case of span protection).



      2. Once the bridging process is complete, the source node sends a
         Bridge and Switch Request message to the destination,
         identifying the LSP and other information necessary to perform
         reversion.  Upon receipt of this message, the destination
         selects the traffic from the working path.  At the same time,
         it bridges the transmitted traffic onto both the working and
         protection paths.



      3. The destination then sends a Bridge and Switch Response message
         to the source confirming the completion of the operation.



      4. When the source receives this message, it switches to receive
         from the working path, and stops transmitting traffic on the
         protection path.  The source then sends a Bridge and Switch
         Completed message to the destination confirming that the LSP
         has been reverted.



      5. Upon receipt of this message, the destination stops
         transmitting along the protection path and de-activates the LSP
         along this path.  The de-activation procedure should remove the
         crossed connections along the protection path (and frees the
         resources to be used for restoring other failures).



   Administrative procedures other than reversion include the ability to
   force a switchover (from working to protection or vice versa) and
   locking out switchover, i.e., preventing an LSP from moving from
   working to protection administratively.  These administrative
   conditions have to be supported by signaling.




5. Discussion


5.1. LSP Priorities During Protection

   Under span protection, a failure event could affect more than one
   working link and there could be fewer protection links than the
   number of failed working links.  Furthermore, a working link may
   contain multiple LSPs of varying priority.  Under this scenario, a
   decision must be made as to which working links (and therefore LSPs)
   should be protected.  This decision MAY be based on LSP priorities.



   In general, a node might detect failures sequentially, i.e., all
   failed working links may not be detected simultaneously, but only
   sequentially.  In this case, as per the proposed signaling
   procedures, LSPs on a working link MAY be switched over to a given
   protection link, but another failure (of a working link carrying
   higher priority LSPs) may be detected soon afterward.  In this case,
   the new LSPs may bump the ones previously switched over the
   protection link.



   In the case of end-to-end shared mesh restoration, priorities MAY be
   implemented for allocating shared link resources under multiple
   failure scenarios.  As described in Section 3.3, more than one LSP
   can claim shared resources under multiple failure scenarios.  If such
   resources are first allocated to a lower-priority LSP, they MAY have
   to be reclaimed and allocated to a higher-priority LSP.




6. Security Considerations

   There are a number of security threats that MAY be experienced due to
   the exchange of messages and information, as detailed in this
   document.  Some examples include interception, spoofing,
   modification, and replay of control messages.  Therefore, the
   following security requirements are applicable to the mechanisms of
   this document.



      o  Signaling MUST be able to provide authentication, integrity,
         and protection against replay attacks.



      o  Privacy and confidentiality are not required.  Only
         authentication is required to ensure that the signaling
         messages are originating from the right place and have not been
         modified in transit.



      o  Protection of the identity of the data plane end-points (in
         Failure Indication messages) is not required



   The consequences of poorly secured protection may increase the risk
   of triggering recovery actions under false Failure Indication
   messages, including LSP identifiers that are not under failure.  Such
   information could subsequently trigger the initiation of "false"
   recovery actions while there are no reasons to do so.  Additionally,
   if the identification of the LSP is tampered with from a Failure
   Indication message, recovery actions will involve nodes for which the
   LSPs do not indicate any failure condition or for which no Failure
   Indication message has been received.  The consequences of such
   actions is unpredictable and MAY lead to de-synchronisation between
   the control and the data plane, as well as increase the risk of
   misconnections.  Moreover, the consequences of poorly applied
   protection may increase the risk of misconnection.  In particular,
   when Extra Traffic is involved, it is easily possible to deliver the
   wrong traffic to the wrong destination.  Similarly, an intrusion that
   sets up what appears to be a valid protection LSP and then causes a
   fault may be able to divert traffic.



   Moreover, tampering with a routing information exchange may also have
   an effect on traffic engineering.  Therefore, any mechanisms used for
   securing and authenticating the transmission of routing information
   SHOULD be applied in the present context.
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Abstract

   This document defines a common terminology for Generalized Multi-
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1. Introduction

   This document defines a common terminology for Generalized Multi-
   Protocol Label Switching (GMPLS)-based recovery mechanisms (i.e.,
   protection and restoration).



   The terminology proposed in this document is independent of the
   underlying transport technologies and borrows from the G.808.1 ITU-T
   Recommendation [G.808.1] and from the G.841 ITU-T Recommendation
   [G.841].  The restoration terminology and concepts have been gathered
   from numerous sources including IETF documents.



   In the context of this document, the term "recovery" denotes both
   protection and restoration.  The specific terms "protection" and
   "restoration" will only be used when differentiation is required.



   This document focuses on the terminology for the recovery of Label
   Switched Paths (LSPs) controlled by a GMPLS control plane.  The
   proposed terminology applies to end-to-end, segment, and span (i.e.,
   link) recovery.  Note that the terminology for recovery of the
   control plane itself is not in the scope of this document.



   Protection and restoration of switched LSPs under tight time
   constraints is a challenging problem.  This is particularly relevant
   to optical networks that consist of Time Division Multiplex (TDM)
   and/or all-optical (photonic) cross-connects referred to as GMPLS
   nodes (or simply nodes, or even sometimes "Label Switching Routers,
   or LSRs") connected in a general topology [RFC3945].



   Recovery typically involves the activation of a recovery (or
   alternate) LSP when a failure is encountered in the working LSP.



   A working or recovery LSP is characterized by an ingress interface,
   an egress interface, and a set of intermediate nodes and spans
   through which the LSP is routed.  The working and recovery LSPs are
   typically resource disjoint (e.g., node and/or span disjoint).  This
   ensures that a single failure will not affect both the working and
   recovery LSPs.



   A bi-directional span between neighboring nodes is usually realized
   as a pair of unidirectional spans.  Therefore, the end-to-end path
   for a bi-directional LSP consists of a series of bi-directional
   segments (i.e., Sub-Network Connections, or SNCs, in the ITU-T
   terminology) between the source and destination nodes, traversing
   intermediate nodes.
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3. Conventions Used in this Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].




4. Recovery Terminology Common to Protection and Restoration

   This section defines the following general terms common to both
   protection and restoration (i.e., recovery).  In addition, most of
   these terms apply to end-to-end, segment, and span LSP recovery.
   Note that span recovery does not protect the nodes at each end of the
   span, otherwise end-to-end or segment LSP recovery should be used.



   The terminology and the definitions were originally taken from
   [G.808.1].  However, for generalization, the following language,
   which is not directly related to recovery, has been adapted to GMPLS
   and the common IETF terminology:



   An LSP is used as a generic term to designate either an SNC (Sub-
   Network Connection) or an NC (Network Connection) in ITU-T
   terminology.  The ITU-T uses the term transport entity to designate
   either a link, an SNC, or an NC.  The term "Traffic" is used instead
   of "Traffic Signal".  The term protection or restoration "scheme" is
   used instead of protection or restoration "architecture".



   The reader is invited to read [G.841] and [G.808.1] for references to
   SDH protection and Generic Protection Switching terminology,
   respectively.  Note that restoration is not in the scope of
   [G.808.1].




4.1. Working and Recovery LSP/Span

   A working LSP/span is an LSP/span transporting "normal" user traffic.
   A recovery LSP/span is an LSP/span used to transport "normal" user
   traffic when the working LSP/span fails.  Additionally, the recovery
   LSP/span may transport "extra" user traffic (i.e., pre-emptable
   traffic) when normal traffic is carried over the working LSP/span.




4.2. Traffic Types

   The different types of traffic that can be transported over an
   LSP/span, in the context of this document, are defined hereafter:



   A. Normal traffic:



   User traffic that may be protected by two alternative LSPs/spans (the
   working and recovery LSPs/spans).



   B. Extra traffic:



   User traffic carried over recovery resources (e.g., a recovery
   LSP/span) when these resources are not being used for the recovery of
   normal traffic (i.e., when the recovery resources are in standby
   mode).  When the recovery resources are required to recover normal
   traffic from the failed working LSP/span, the extra traffic is pre-
   empted.  Extra traffic is not protected by definition, but may be
   restored.  Moreover, extra traffic does not need to commence or be
   terminated at the ends of the LSPs/spans that it uses.



   C. Null traffic:



   Traffic carried over the recovery LSP/span if it is not used to carry
   normal or extra traffic.  Null traffic can be any kind of traffic
   that conforms to the signal structure of the specific layer, and it
   is ignored (not selected) at the egress of the recovery LSP/span.




4.3. LSP/Span Protection and Restoration

   The following subtle distinction is generally made between the terms
   "protection" and "restoration", even though these terms are often
   used interchangeably [RFC3386].



   The distinction between protection and restoration is made based on
   the resource allocation done during the recovery LSP/span
   establishment.  The distinction between different types of
   restoration is made based on the level of route computation,
   signaling, and resource allocation during the restoration LSP/span
   establishment.



   A. LSP/Span Protection



   LSP/span protection denotes the paradigm whereby one or more
   dedicated protection LSP(s)/span(s) is/are fully established to
   protect one or more working LSP(s)/span(s).



   For a protection LSP, this implies that route computation took place,
   that the LSP was fully signaled all the way, and that its resources
   were fully selected (i.e., allocated) and cross-connected between the
   ingress and egress nodes.



   For a protection span, this implies that the span has been selected
   and reserved for protection.



   Indeed, it means that no signaling takes place to establish the
   protection LSP/span when a failure occurs.  However, various other
   kinds of signaling may take place between the ingress and egress
   nodes for fault notification, to synchronize their use of the
   protection LSP/span, for reversion, etc.



   B. LSP/Span Restoration



   LSP/span restoration denotes the paradigm whereby some restoration
   resources may be pre-computed, signaled, and selected a priori, but
   not cross-connected to restore a working LSP/span.  The complete
   establishment of the restoration LSP/span occurs only after a failure
   of the working LSP/span, and requires some additional signaling.



   Both protection and restoration require signaling.  Signaling to
   establish the recovery resources and signaling associated with the
   use of the recovery LSP(s)/span(s) are needed.




4.4. Recovery Scope

   Recovery can be applied at various levels throughout the network.  An
   LSP may be subject to local (span), segment, and/or end-to-end
   recovery.



   Local (span) recovery refers to the recovery of an LSP over a link
   between two nodes.



   End-to-end recovery refers to the recovery of an entire LSP from its
   source (ingress node end-point) to its destination (egress node end-
   point).



   Segment recovery refers to the recovery over a portion of the network
   of a segment LSP (i.e., an SNC in the ITU-T terminology) of an end-
   to-end LSP.  Such recovery protects against span and/or node failure
   over a particular portion of the network that is traversed by an
   end-to-end LSP.




4.5. Recovery Domain

   A recovery domain is defined as a set of nodes and spans, over which
   one or more recovery schemes are provided.  A recovery domain served
   by one single recovery scheme is referred to as a "single recovery
   domain", while a recovery domain served by multiple recovery schemes
   is referred to as a "multi recovery domain".



   The recovery operation is contained within the recovery domain.  A
   GMPLS recovery domain must be entirely contained within a GMPLS
   domain.  A GMPLS domain (defined as a set of nodes and spans
   controlled by GMPLS) may contain multiple recovery domains.




4.6. Recovery Types

   The different recovery types can be classified depending on the
   number of recovery LSPs/spans that are protecting a given number of
   working LSPs/spans.  The definitions given hereafter are from the
   point of view of a working LSP/span that needs to be protected by a
   recovery scheme.



   A. 1+1 type: dedicated protection



   One dedicated protection LSP/span protects exactly one working
   LSP/span, and the normal traffic is permanently duplicated at the
   ingress node on both the working and protection LSPs/spans.  No extra
   traffic can be carried over the protection LSP/span.



   This type is applicable to LSP/span protection, but not to LSP/span
   restoration.



   B. 0:1 type: unprotected



   No specific recovery LSP/span protects the working LSP/span.
   However, the working LSP/span can potentially be restored through any
   alternate available route/span, with or without any pre-computed
   restoration route.  Note that no resources are pre-established for
   this recovery type.



   This type is applicable to LSP/span restoration, but not to LSP/span
   protection.  Span restoration can be achieved, for instance, by
   moving all the LSPs transported over a failed span to a dynamically
   selected span.



   C. 1:1 type: dedicated recovery with extra traffic



   One specific recovery LSP/span protects exactly one specific working
   LSP/span, but the normal traffic is transmitted over only one LSP
   (working or recovery) at a time.  Extra traffic can be transported
   using the recovery LSP/span resources.



   This type is applicable to LSP/span protection and LSP restoration,
   but not to span restoration.



   D. 1:N (N > 1) type: shared recovery with extra traffic



   A specific recovery LSP/span is dedicated to the protection of up to
   N working LSPs/spans.  The set of working LSPs/spans is explicitly
   identified.  Extra traffic can be transported over the recovery
   LSP/span.  All these LSPs/spans must start and end at the same nodes.



   Sometimes, the working LSPs/spans are assumed to be resource disjoint
   in the network so that they do not share any failure probability, but
   this is not mandatory.  Obviously, if more than one working LSP/span
   in the set of N are affected by some failure(s) at the same time, the
   traffic on only one of these failed LSPs/spans may be recovered over
   the recovery LSP/span.  Note that N can be arbitrarily large (i.e.,
   infinite).  The choice of N is a policy decision.



   This type is applicable to LSP/span protection and LSP restoration,
   but not to span restoration.



   Note: a shared recovery where each recovery resource can be shared by
   a maximum of X LSPs/spans is not defined as a recovery type but as a
   recovery scheme.  The choice of X is a network resource management
   policy decision.



   E. M:N (M, N > 1, N >= M) type:



   A set of M specific recovery LSPs/spans protects a set of up to N
   specific working LSPs/spans.  The two sets are explicitly identified.
   Extra traffic can be transported over the M recovery LSPs/spans when
   available.  All the LSPs/spans must start and end at the same nodes.



   Sometimes, the working LSPs/spans are assumed to be resource disjoint
   in the network so that they do not share any failure probability, but
   this is not mandatory.  Obviously, if several working LSPs/spans in
   the set of N are concurrently affected by some failure(s), the
   traffic on only M of these failed LSPs/spans may be recovered.  Note
   that N can be arbitrarily large (i.e., infinite).  The choice of N
   and M is a policy decision.



   This type is applicable to LSP/span protection and LSP restoration,
   but not to span restoration.




4.7. Bridge Types

   A bridge is the function that connects the normal traffic and extra
   traffic to the working and recovery LSP/span.



   A. Permanent bridge



   Under a 1+1 type, the bridge connects the normal traffic to both the
   working and protection LSPs/spans.  This type of bridge is not
   applicable to restoration types.  There is, of course, no extra
   traffic connected to the recovery LSP/span.



   B. Broadcast bridge



   For 1:N and M:N types, the bridge permanently connects the normal
   traffic to the working LSP/span.  In the event of recovery switching,
   the normal traffic is additionally connected to the recovery
   LSP/span.  Extra traffic is either not connected or connected to the
   recovery LSP/span.



   C. Selector bridge



   For 1:N and M:N types, the bridge connects the normal traffic to
   either the working or the recovery LSP/span.  Extra traffic is either
   not connected or connected to the recovery LSP/span.




4.8. Selector Types

   A selector is the function that extracts the normal traffic from
   either the working or the recovery LSP/span.  Extra traffic is either
   extracted from the recovery LSP/span, or is not extracted.



   A. Selective selector



   Is a selector that extracts the normal traffic from either the
   working LSP/span output or the recovery LSP/span output.



   B. Merging selector



   For 1:N and M:N protection types, the selector permanently extracts
   the normal traffic from both the working and recovery LSP/span



   outputs.  This alternative works only in combination with a selector
   bridge.




4.9. Recovery GMPLS Nodes

   This section defines the GMPLS nodes involved during recovery.



   A. Ingress GMPLS node of an end-to-end LSP/segment LSP/span



   The ingress node of an end-to-end LSP/segment LSP/span is where the
   normal traffic may be bridged to the recovery end-to-end LSP/segment
   LSP/span.  Also known as source node in the ITU-T terminology.



   B. Egress GMPLS node of an end-to-end LSP/segment LSP/span



   The egress node of an end-to-end LSP/segment LSP/span is where the
   normal traffic may be selected from either the working or the
   recovery end-to-end LSP/segment LSP/span.  Also known as sink node in
   the ITU-T terminology.



   C. Intermediate GMPLS node of an end-to-end LSP/segment LSP



   A node along either the working or recovery end-to-end LSP/segment
   LSP route between the corresponding ingress and egress nodes.  Also
   known as intermediate node in the ITU-T terminology.




4.10. Switch-over Mechanism

   A switch-over is an action that can be performed at both the bridge
   and the selector.  This action is as follows:



   A. For the selector:



   The action of selecting normal traffic from the recovery LSP/span
   rather than from the working LSP/span.



   B. For the bridge:



   In case of permanent connection to the working LSP/span, the action
   of connecting or disconnecting the normal traffic to or from the
   recovery LSP/span.  In case of non-permanent connection to the
   working LSP/span, the action of connecting the normal traffic to the
   recovery LSP/span.




4.11. Reversion operations

   A revertive recovery operation refers to a recovery switching
   operation, where the traffic returns to (or remains on) the working
   LSP/span when the switch-over requests are terminated (i.e., when the
   working LSP/span has recovered from the failure).



   Therefore, a non-revertive recovery switching operation is when the
   traffic does not return to the working LSP/span when the switch-over
   requests are terminated.




4.12. Failure Reporting

   This section gives (for information) several signal types commonly
   used in transport planes to report a failure condition.  Note that
   fault reporting may require additional signaling mechanisms.



   A. Signal Degrade (SD): a signal indicating that the associated data
   has degraded.



   B. Signal Fail (SF): a signal indicating that the associated data has
   failed.



   C. Signal Degrade Group (SDG): a signal indicating that the
   associated group data has degraded.



   D. Signal Fail Group (SFG): a signal indicating that the associated
   group has failed.



   Note: SDG and SFG definitions are under discussion at the ITU-T.




4.13. External commands

   This section defines several external commands, typically issued by
   an operator through the Network Management System (NMS)/Element
   Management System (EMS), that can be used to influence or command the
   recovery schemes.



   A. Lockout of recovery LSP/span:



   A configuration action, initiated externally, that results in the
   recovery LSP/span being temporarily unavailable to transport traffic
   (either normal or extra traffic).



   B. Lockout of normal traffic:



   A configuration action, initiated externally, that results in the
   normal traffic being temporarily not allowed to be routed over its
   recovery LSP/span.  Note that in this case extra-traffic is still
   allowed on the recovery LSP/span.



   C. Freeze:



   A configuration action, initiated externally, that prevents any
   switch-over action from being taken, and, as such, freezes the
   current state.



   D. Forced switch-over for normal traffic:



   A switch-over action, initiated externally, that switches normal
   traffic to the recovery LSP/span, unless an equal or higher priority
   switch-over command is in effect.



   E. Manual switch-over for normal traffic:



   A switch-over action, initiated externally, that switches normal
   traffic to the recovery LSP/span, unless a fault condition exists on
   other LSPs/spans (including the recovery LSP/span) or an equal or
   higher priority switch-over command is in effect.



   F. Manual switch-over for recovery LSP/span:



   A switch-over action, initiated externally, that switches normal
   traffic to the working LSP/span, unless a fault condition exists on
   the working LSP/span or an equal or higher priority switch-over
   command is in effect.



   G. Clear:



   An action, initiated externally, that clears the active external
   command.




4.14. Unidirectional versus Bi-Directional Recovery Switching

   A. Unidirectional recovery switching:



   A recovery switching mode in which, for a unidirectional fault (i.e.,
   a fault affecting only one direction of transmission), only the
   normal traffic transported in the affected direction (of the LSP or
   span) is switched to the recovery LSP/span.



   B. Bi-directional recovery switching:



   A recovery switching mode in which, for a unidirectional fault, the
   normal traffic in both directions (of the LSP or span), including the
   affected direction and the unaffected direction, are switched to the
   recovery LSP/span.




4.15. Full versus Partial Span Recovery Switching

   Bulk LSP recovery is initiated upon reception of either span failure
   notification or bulk failure notification of the S LSPs carried by
   this span.  In either case, the corresponding recovery switching
   actions are performed at the LSP level, such that the ratio between
   the number of recovery switching messages and the number of recovered
   LSP (in one given direction) is minimized.  If this ratio equals 1,
   one refers to full span recovery; otherwise, if this ratio is greater
   than 1, one refers to partial span recovery.



   A. Full Span Recovery



   All the S LSP carried over a given span are recovered under span
   failure condition.  Full span recovery is also referred to as "bulk
   recovery".



   B. Partial Span Recovery



   Only a subset s of the S LSP carried over a given span is recovered
   under span failure condition.  Both selection criteria of the
   entities belonging to this subset, and the decision concerning the
   recovery of the remaining (S - s) LSP, are based on local policy.




4.16. Recovery Schemes Related Time and Durations

   This section gives several typical timing definitions that are of
   importance for recovery schemes.



   A. Detection time:



   The time between the occurrence of the fault or degradation and its
   detection.  Note that this is a rather theoretical time because, in
   practice, this is difficult to measure.



   B. Correlation time:



   The time between the detection of the fault or degradation and the
   reporting of the signal fail or degrade.  This time is typically used
   in correlating related failures or degradations.



   C. Notification time:



   The time between the reporting of the signal fail or degrade and the
   reception of the indication of this event by the entities that decide
   on the recovery switching operation(s).



   D. Recovery Switching time:



   The time between the initialization of the recovery switching
   operation and the moment the normal traffic is selected from the
   recovery LSP/span.



   E. Total Recovery time:



   The total recovery time is defined as the sum of the detection, the
   correlation, the notification, and the recovery switching time.



   F. Wait To Restore time:



   A period of time that must elapse after a recovered fault before an
   LSP/span can be used again to transport the normal traffic and/or to
   select the normal traffic from.



   Note: the hold-off time is defined as the time between the reporting
   of signal fail or degrade, and the initialization of the recovery
   switching operation.  This is useful when multiple layers of recovery
   are being used.




4.17. Impairment

   A defect or performance degradation, which may lead to SF or SD
   trigger.




4.18. Recovery Ratio

   The quotient of the actual recovery bandwidth divided by the traffic
   bandwidth that is intended to be protected.




4.19. Hitless Protection Switch-over

   Protection switch-over, which does not cause data loss, data
   duplication, data disorder, or bit errors upon recovery switching
   action.




4.20. Network Survivability

   The set of capabilities that allows a network to restore affected
   traffic in the event of a failure.  The degree of survivability is
   determined by the network's capability to survive single and multiple
   failures.




4.21. Survivable Network

   A network that is capable of restoring traffic in the event of a
   failure.




4.22. Escalation

   A network survivability action caused by the impossibility of the
   survivability function in lower layers.




5. Recovery Phases

   It is commonly accepted that recovery implies that the following
   generic operations need to be performed when an LSP/span or a node
   failure occurs:



   - Phase 1: Failure Detection



   The action of detecting the impairment (defect of performance
   degradation) as a defect condition and the consequential activation
   of SF or SD trigger to the control plane (through internal interface
   with the transport plane).  Thus, failure detection (which should
   occur at the transport layer closest to the failure) is the only
   phase that cannot be achieved by the control plane alone.



   - Phase 2: Failure Localization (and Isolation)



   Failure localization provides, to the deciding entity, information
   about the location (and thus the identity) of the transport plane
   entity that causes the LSP(s)/span(s) failure.  The deciding entity
   can then make an accurate decision to achieve finer grained recovery
   switching action(s).



   - Phase 3: Failure Notification



   Failure notification phase is used 1) to inform intermediate nodes
   that LSP(s)/span(s) failure has occurred and has been detected and 2)
   to inform the recovery deciding entities (which can correspond to any
   intermediate or end-point of the failed LSP/span) that the
   corresponding LSP/span is not available.



   - Phase 4: Recovery (Protection or Restoration)



   See Section 4.3.



   - Phase 5: Reversion (Normalization)



   See Section 4.11.



   The combination of Failure Detection and Failure Localization and
   Notification is referred to as Fault Management.




5.1. Entities Involved During Recovery

   The entities involved during the recovery operations can be defined
   as follows; these entities are parts of ingress, egress, and
   intermediate nodes, as defined previously:



   A. Detecting Entity (Failure Detection):



   An entity that detects a failure or group of failures; thus providing
   a non-correlated list of failures.



   B. Reporting Entity (Failure Correlation and Notification):



   An entity that can make an intelligent decision on fault correlation
   and report the failure to the deciding entity.  Fault reporting can
   be automatically performed by the deciding entity detecting the
   failure.



   C. Deciding Entity (part of the failure recovery decision process):



   An entity that makes the recovery decision or selects the recovery
   resources.  This entity communicates the decision to the impacted
   LSPs/spans with the recovery actions to be performed.



   D. Recovering Entity (part of the failure recovery activation
   process):



   An entity that participates in the recovery of the LSPs/spans.



   The process of moving failed LSPs from a failed (working) span to a
   protection span must be initiated by one of the nodes that terminates
   the span, e.g., A or B.  The deciding (and recovering) entity is
   referred to as the "master", while the other node is called the
   "slave" and corresponds to a recovering only entity.



   Note: The determination of the master and the slave may be based on
   configured information or protocol-specific requirements.




6. Protection Schemes

   This section clarifies the multiple possible protection schemes and
   the specific terminology for the protection.




6.1. 1+1 Protection

   1+1 protection has one working LSP/span, one protection LSP/span, and
   a permanent bridge.  At the ingress node, the normal traffic is
   permanently bridged to both the working and protection LSP/span.  At
   the egress node, the normal traffic is selected from the better of
   the two LSPs/spans.



   Due to the permanent bridging, the 1+1 protection does not allow an
   unprotected extra traffic signal to be provided.




6.2. 1:N (N >= 1) Protection

   1:N protection has N working LSPs/spans that carry normal traffic and
   1 protection LSP/span that may carry extra-traffic.



   At the ingress, the normal traffic is either permanently connected to
   its working LSP/span and may be connected to the protection LSP/span
   (case of broadcast bridge), or is connected to either its working
   LSP/span or the protection LSP/span (case of selector bridge).  At
   the egress node, the normal traffic is selected from either its
   working or protection LSP/span.



   Unprotected extra traffic can be transported over the protection
   LSP/span whenever the protection LSP/span is not used to carry a
   normal traffic.




6.3. M:N (M, N > 1, N >= M) Protection

   M:N protection has N working LSPs/spans carrying normal traffic and M
   protection LSP/span that may carry extra-traffic.



   At the ingress, the normal traffic is either permanently connected to
   its working LSP/span and may be connected to one of the protection
   LSPs/spans (case of broadcast bridge), or is connected to either its
   working LSP/span or one of the protection LSPs/spans (case of
   selector bridge).  At the egress node, the normal traffic is selected
   from either its working or one of the protection LSP/span.



   Unprotected extra traffic can be transported over the M protection
   LSP/span whenever the protection LSPs/spans is not used to carry a
   normal traffic.




6.4. Notes on Protection Schemes

   All protection types are either uni- or bi-directional; obviously,
   the latter applies only to bi-directional LSPs/spans and requires
   coordination between the ingress and egress node during protection
   switching.



   All protection types except 1+1 unidirectional protection switching
   require a communication channel between the ingress and the egress
   node.



   In the GMPLS context, span protection refers to the full or partial
   span recovery of the LSPs carried over that span (see Section 4.15).




7. Restoration Schemes

   This section clarifies the multiple possible restoration schemes and
   the specific terminology for the restoration.




7.1. Pre-Planned LSP Restoration

   Also referred to as pre-planned LSP re-routing.  Before failure
   detection and/or notification, one or more restoration LSPs are
   instantiated between the same ingress-egress node pair as the working
   LSP.  Note that the restoration resources must be pre-computed, must
   be signaled, and may be selected a priori, but may not cross-
   connected.  Thus, the restoration LSP is not able to carry any
   extra-traffic.



   The complete establishment of the restoration LSP (i.e., activation)
   occurs only after failure detection and/or notification of the
   working LSP and requires some additional restoration signaling.
   Therefore, this mechanism protects against working LSP failure(s) but
   requires activation of the restoration LSP after failure occurrence.
   After the ingress node has activated the restoration LSP, the latter
   can carry the normal traffic.



   Note: when each working LSP is recoverable by exactly one restoration
   LSP, one refers also to 1:1 (pre-planned) re-routing without extra-
   traffic.




7.1.1. Shared-Mesh Restoration

   "Shared-mesh" restoration is defined as a particular case of pre-
   planned LSP re-routing that reduces the restoration resource
   requirements by allowing multiple restoration LSPs (initiated from
   distinct ingress nodes) to share common resources (including links
   and nodes.)




7.2. LSP Restoration

   Also referred to as LSP re-routing.  The ingress node switches the
   normal traffic to an alternate LSP that is signaled and fully
   established (i.e., cross-connected) after failure detection and/or
   notification.  The alternate LSP path may be computed after failure
   detection and/or notification.  In this case, one also refers to
   "Full LSP Re-routing."



   The alternate LSP is signaled from the ingress node and may reuse the
   intermediate node's resources of the working LSP under failure
   condition (and may also include additional intermediate nodes.)




7.2.1. Hard LSP Restoration

   Also referred to as hard LSP re-routing.  A re-routing operation
   where the LSP is released before the full establishment of an
   alternate LSP (i.e., break-before-make).




7.2.2. Soft LSP Restoration

   Also referred to as soft LSP re-routing.  A re-routing operation
   where the LSP is released after the full establishment of an
   alternate LSP (i.e., make-before-break).




8. Security Considerations

   Security considerations are detailed in [RFC4428] and [RFC4426].
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1. Introduction

   This document provides an analysis grid to evaluate, compare, and
   contrast the Generalized MPLS (GMPLS) protocol suite capabilities
   with the recovery mechanisms proposed at the IETF CCAMP Working
   Group.  The focus is on transport plane survivability and recovery
   issues and not on control-plane-resilience-related aspects.  Although
   the recovery mechanisms described in this document impose different
   requirements on GMPLS-based recovery protocols, the protocols'
   specifications will not be covered in this document.  Though the
   concepts discussed are technology independent, this document
   implicitly focuses on SONET [T1.105]/SDH [G.707], Optical Transport
   Networks (OTN) [G.709], and pre-OTN technologies, except when
   specific details need to be considered (for instance, in the case of
   failure detection).



   A detailed analysis is provided for each of the recovery phases as
   identified in [RFC4427].  These phases define the sequence of generic
   operations that need to be performed when a LSP/Span failure (or any
   other event generating such failures) occurs:



‑ Phase 1: Failure Detection
‑ Phase 2: Failure Localization (and Isolation)
‑ Phase 3: Failure Notification
‑ Phase 4: Recovery (Protection or Restoration)
‑ Phase 5: Reversion (Normalization)



   Together, failure detection, localization, and notification phases
   are referred to as "fault management".  Within a recovery domain, the
   entities involved during the recovery operations are defined in
   [RFC4427]; these entities include ingress, egress, and intermediate
   nodes.  The term "recovery mechanism" is used to cover both
   protection and restoration mechanisms.  Specific terms such as
   "protection" and "restoration" are used only when differentiation is
   required.  Likewise the term "failure" is used to represent both
   signal failure and signal degradation.



   In addition, when analyzing the different hierarchical recovery
   mechanisms including disjointness-related issues, a clear distinction
   is made between partitioning (horizontal hierarchy) and layering
   (vertical hierarchy).  In order to assess the current GMPLS protocol
   capabilities and the potential need for further extensions, the
   dimensions for analyzing each of the recovery mechanisms detailed in
   this document are introduced.  This document concludes by detailing
   the applicability of the current GMPLS protocol building blocks for
   recovery purposes.
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3. Conventions Used in this Document

The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED",  "MAY", and "OPTIONAL" in this
document are to be interpreted as described in [RFC2119].



   Any other recovery-related terminology used in this document conforms
   to that defined in [RFC4427].  The reader is also assumed to be
   familiar with the terminology developed in [RFC3945], [RFC3471],
   [RFC3473], [RFC4202], and [RFC4204].




4. Fault Management


4.1. Failure Detection

   Transport failure detection is the only phase that cannot be achieved
   by the control plane alone because the latter needs a hook to the
   transport plane in order to collect the related information.  It has
   to be emphasized that even if failure events themselves are detected
   by the transport plane, the latter, upon a failure condition, must
   trigger the control plane for subsequent actions through the use of
   GMPLS signaling capabilities (see [RFC3471] and [RFC3473]) or Link
   Management Protocol capabilities (see [RFC4204], Section 6).



   Therefore, by definition, transport failure detection is transport
   technology dependent (and so exceptionally, we keep here the
   "transport plane" terminology).  In transport fault management,
   distinction is made between a defect and a failure.  Here, the
   discussion addresses failure detection (persistent fault cause).  In
   the technology-dependent descriptions, a more precise specification
   will be provided.



   As an example, SONET/SDH (see [G.707], [G.783], and [G.806]) provides
   supervision capabilities covering:



   - Continuity: SONET/SDH monitors the integrity of the continuity of a
     trail (i.e., section or path).  This operation is performed by
     monitoring the presence/absence of the signal.  Examples are Loss
     of Signal (LOS) detection for the physical layer, Unequipped (UNEQ)
     Signal detection for the path layer, Server Signal Fail Detection
     (e.g., AIS) at the client layer.



   - Connectivity: SONET/SDH monitors the integrity of the routing of
     the signal between end-points.  Connectivity monitoring is needed
     if the layer provides flexible connectivity, either automatically
     (e.g., cross-connects) or manually (e.g., fiber distribution
     frame).  An example is the Trail (i.e., section or path) Trace
     Identifier used at the different layers and the corresponding Trail
     Trace Identifier Mismatch detection.



   - Alignment: SONET/SDH checks that the client and server layer frame
     start can be correctly recovered from the detection of loss of
     alignment.  The specific processes depend on the signal/frame
     structure and may include: (multi-)frame alignment, pointer
     processing, and alignment of several independent frames to a common
     frame start in case of inverse multiplexing.  Loss of alignment is
     a generic term.  Examples are loss of frame, loss of multi-frame,
     or loss of pointer.



   - Payload type: SONET/SDH checks that compatible adaptation functions
     are used at the source and the destination.  Normally, this is done
     by adding a payload type identifier (referred to as the "signal
     label") at the source adaptation function and comparing it with the
     expected identifier at the destination.  For instance, the payload
     type identifier is compared with the corresponding mismatch
     detection.



   - Signal Quality: SONET/SDH monitors the performance of a signal.
     For instance, if the performance falls below a certain threshold, a
     defect -- excessive errors (EXC) or degraded signal (DEG) -- is
     detected.



   The most important point is that the supervision processes and the
   corresponding failure detection (used to initiate the recovery
   phase(s)) result in either:



   - Signal Degrade (SD): A signal indicating that the associated data
     has degraded in the sense that a degraded defect condition is
     active (for instance, a dDEG declared when the Bit Error Rate
     exceeds a preset threshold).  Or



   - Signal Fail (SF): A signal indicating that the associated data has
     failed in the sense that a signal interrupting near-end defect
     condition is active (as opposed to the degraded defect).



   In Optical Transport Networks (OTN), equivalent supervision
   capabilities are provided at the optical/digital section layers
   (i.e., Optical Transmission Section (OTS), Optical Multiplex Section
   (OMS) and Optical channel Transport Unit (OTU)) and at the
   optical/digital path layers (i.e., Optical Channel (OCh) and Optical
   channel Data Unit (ODU)).  Interested readers are referred to the
   ITU-T Recommendations [G.798] and [G.709] for more details.



   The above are examples that illustrate cases where the failure
   detection and reporting entities (see [RFC4427]) are co-located.  The
   following example illustrates the scenario where the failure
   detecting and reporting entities (see [RFC4427]) are not co-located.



   In pre-OTN networks, a failure may be masked by intermediate O-E-O
   based Optical Line System (OLS), preventing a Photonic Cross-Connect
   (PXC) from detecting upstream failures.  In such cases, failure
   detection may be assisted by an out-of-band communication channel,
   and failure condition may be reported to the PXC control plane.  This
   can be provided by using [RFC4209] extensions that deliver IP
   message-based communication between the PXC and the OLS control
   plane.  Also, since PXCs are independent of the framing format,
   failure conditions can only be triggered either by detecting the
   absence of the optical signal or by measuring its quality.  These
   mechanisms are generally less reliable than electrical (digital)
   ones.  Both types of detection mechanisms are outside the scope of
   this document.  If the intermediate OLS supports electrical (digital)
   mechanisms, using the LMP communication channel, these failure
   conditions are reported to



   the PXC and subsequent recovery actions are performed as described in
   Section 5.  As such, from the control plane viewpoint, this mechanism
   turns the OLS-PXC-composed system into a single logical entity, thus
   having the same failure management mechanisms as any other O-E-O
   capable device.



   More generally, the following are typical failure conditions in
   SONET/SDH and pre-OTN networks:



   - Loss of Light (LOL)/Loss of Signal (LOS): Signal Failure (SF)
     condition where the optical signal is not detected any longer on
     the receiver of a given interface.



   - Signal Degrade (SD): detection of the signal degradation over

     a specific period of time.



   - For SONET/SDH payloads, all of the above-mentioned supervision
     capabilities can be used, resulting in SD or SF conditions.



   In summary, the following cases apply when considering the
   communication between the detecting and reporting entities:



   - Co-located detecting and reporting entities: both the detecting and
     reporting entities are on the same node (e.g., SONET/SDH equipment,
     Opaque cross-connects, and, with some limitations, Transparent
     cross-connects, etc.)



   - Non-co-located detecting and reporting entities:



     o with in-band communication between entities: entities are
       physically separated, but the transport plane provides in-band
       communication between them (e.g., Server Signal Failures such as
       Alarm Indication Signal (AIS), etc.)



     o with out-of-band communication between entities: entities are
       physically separated, but an out-of-band communication channel is
       provided between them (e.g., using [RFCF4204]).




4.2. Failure Localization and Isolation

   Failure localization provides information to the deciding entity
   about the location (and so the identity) of the transport plane
   entity that detects the LSP(s)/span(s) failure.  The deciding entity
   can then make an accurate decision to achieve finer grained recovery
   switching action(s).  Note that this information can also be included
   as part of the failure notification (see Section 4.3).



   In some cases, this accurate failure localization information may be
   less urgent to determine if it requires performing more time-
   consuming failure isolation (see also Section 4.4).  This is
   particularly the case when edge-to-edge LSP recovery is performed
   based on a simple failure notification (including the identification
   of the working LSPs under failure condition).  Note that "edge"
   refers to a sub-network end-node, for instance.  In this case, a more
   accurate localization and isolation can be performed after recovery
   of these LSPs.



   Failure localization should be triggered immediately after the fault
   detection phase.  This operation can be performed at the transport
   plane and/or (if the operation is unavailable via the transport
   plane) the control plane level where dedicated signaling messages can
   be used.  When performed at the control plane level, a protocol such
   as LMP (see [RFC4204], Section 6) can be used for failure
   localization purposes.




4.3. Failure Notification

   Failure notification is used 1) to inform intermediate nodes that an
   LSP/span failure has occurred and has been detected and 2) to inform
   the deciding entities (which can correspond to any intermediate or
   end-point of the failed LSP/span) that the corresponding service is
   not available.  In general, these deciding entities will be the ones
   making the appropriate recovery decision.  When co-located with the
   recovering entity, these entities will also perform the corresponding
   recovery action(s).



   Failure notification can be provided either by the transport or by
   the control plane.  As an example, let us first briefly describe the
   failure notification mechanism defined at the SONET/SDH transport
   plane level (also referred to as maintenance signal supervision):



   - AIS (Alarm Indication Signal) occurs as a result of a failure
     condition such as Loss of Signal and is used to notify downstream
     nodes (of the appropriate layer processing) that a failure has
     occurred.  AIS performs two functions: 1) inform the intermediate
     nodes (with the appropriate layer monitoring capability) that a
     failure has been detected and 2) notify the connection end-point
     that the service is no longer available.



   For a distributed control plane supporting one (or more) failure
   notification mechanism(s), regardless of the mechanism's actual
   implementation, the same capabilities are needed with more (or less)
   information provided about the LSPs/spans under failure condition,
   their detailed statuses, etc.



   The most important difference between these mechanisms is related to
   the fact that transport plane notifications (as defined today) would
   directly initiate either a certain type of protection switching (such
   as those described in [RFC4427]) via the transport plane or
   restoration actions via the management plane.



   On the other hand, using a failure notification mechanism through the
   control plane would provide the possibility of triggering either a
   protection or a restoration action via the control plane.  This has
   the advantage that a control-plane-recovery-responsible entity does
   not necessarily have to be co-located with a transport
   maintenance/recovery domain.  A control plane recovery domain can be
   defined at entities not supporting a transport plane recovery.



   Moreover, as specified in [RFC3473], notification message exchanges
   through a GMPLS control plane may not follow the same path as the
   LSP/spans for which these messages carry the status.  In turn, this
   ensures a fast, reliable (through acknowledgement and the use of
   either a dedicated control plane network or disjoint control
   channels), and efficient (through the aggregation of several LSP/span
   statuses within the same message) failure notification mechanism.



   The other important properties to be met by the failure notification
   mechanism are mainly the following:



   - Notification messages must provide enough information such that the
     most efficient subsequent recovery action will be taken at the
     recovering entities (in most of the recovery types and schemes this
     action is even deterministic).  Remember here that these entities
     can be either intermediate or end-points through which normal
     traffic flows.  Based on local policy, intermediate nodes may not
     use this information for subsequent recovery actions (see for
     instance the APS protocol phases as described in [RFC4427]).  In
     addition, since fast notification is a mechanism running in
     collaboration with the existing GMPLS signaling (see [RFC3473])
     that also allows intermediate nodes to stay informed about the
     status of the working LSP/spans under failure condition.



     The trade-off here arises when defining what information the
     LSP/span end-points (more precisely, the deciding entities) need in
     order for the recovering entity to take the best recovery action:
     If not enough information is provided, the decision cannot be
     optimal (note that in this eventuality, the important issue is to
     quantify the level of sub-optimality).  If too much information is
     provided, the control plane may be overloaded with unnecessary
     information and the aggregation/correlation of this notification
     information will be more complex and time-consuming to achieve.
     Note that a more detailed quantification of the amount of
     information to be exchanged and processed is strongly dependent on
     the failure notification protocol.



   - If the failure localization and isolation are not performed by one
     of the LSP/span end-points or some intermediate points, the points
     should receive enough information from the notification message in
     order to locate the failure.  Otherwise, they would need to (re-)
     initiate a failure localization and isolation action.



   - Avoiding so-called notification storms implies that 1) the failure
     detection output is correlated (i.e., alarm correlation) and
     aggregated at the node detecting the failure(s), 2) the failure
     notifications are directed to a restricted set of destinations (in
     general the end-points), and 3) failure notification suppression
     (i.e., alarm suppression) is provided in order to limit flooding in
     case of multiple and/or correlated failures detected at several
     locations in the network.



   - Alarm correlation and aggregation (at the failure-detecting node)
     implies a consistent decision based on the conditions for which a
     trade-off between fast convergence (at detecting node) and fast
     notification (implying that correlation and aggregation occurs at
     receiving end-points) can be found.




4.4. Failure Correlation

   A single failure event (such as a span failure) can cause multiple
   failure (such as individual LSP failures) conditions to be reported.
   These can be grouped (i.e., correlated) to reduce the number of
   failure conditions communicated on the reporting channel, for both
   in-band and out-of-band failure reporting.



   In such a scenario, it can be important to wait for a certain period
   of time, typically called failure correlation time, and gather all
   the failures to report them as a group of failures (or simply group
   failure).  For instance, this approach can be provided using LMP-WDM
   for pre-OTN networks (see [RFC4209]) or when using Signal
   Failure/Degrade Group in the SONET/SDH context.



   Note that a default average time interval during which failure
   correlation operation can be performed is difficult to provide since
   it is strongly dependent on the underlying network topology.
   Therefore, providing a per-node configurable failure correlation time
   can be advisable.  The detailed selection criteria for this time
   interval are outside of the scope of this document.



   When failure correlation is not provided, multiple failure
   notification messages may be sent out in response to a single failure
   (for instance, a fiber cut).  Each failure notification message
   contains a set of information on the failed working resources (for
   instance, the individual lambda LSP flowing through this fiber).
   This allows for a more prompt response, but can potentially overload
   the control plane due to a large amount of failure notifications.




5. Recovery Mechanisms


5.1. Transport vs. Control Plane Responsibilities

   When applicable, recovery resources are provisioned, for both
   protection and restoration, using GMPLS signaling capabilities.
   Thus, these are control plane-driven actions (topological and
   resource-constrained) that are always performed in this context.



   The following tables give an overview of the responsibilities taken
   by the control plane in case of LSP/span recovery:



   1. LSP/span Protection



‑ Phase 1: Failure Detection                  Transport plane
‑ Phase 2: Failure Localization/Isolation     Transport/Control plane
‑ Phase 3: Failure Notification               Transport/Control plane
‑ Phase 4: Protection Switching               Transport/Control plane
‑ Phase 5: Reversion (Normalization)          Transport/Control plane



   Note: in the context of LSP/span protection, control plane actions
   can be performed either for operational purposes and/or
   synchronization purposes (vertical synchronization between transport
   and control plane) and/or notification purposes (horizontal
   synchronization between end-nodes at control plane level).  This
   suggests the selection of the responsible plane (in particular for
   protection switching) during the provisioning phase of the
   protected/protection LSP.



   2. LSP/span Restoration



‑ Phase 1: Failure Detection                  Transport plane
‑ Phase 2: Failure Localization/Isolation     Transport/Control plane
‑ Phase 3: Failure Notification               Control plane
‑ Phase 4: Recovery Switching                 Control plane
‑ Phase 5: Reversion (Normalization)          Control plane



   Therefore, this document primarily focuses on provisioning of LSP
   recovery resources, failure notification mechanisms, recovery
   switching, and reversion operations.  Moreover, some additional
   considerations can be dedicated to the mechanisms associated to the
   failure localization/isolation phase.




5.2. Technology-Independent and Technology-Dependent Mechanisms

   The present recovery mechanisms analysis applies to any circuit-
   oriented data plane technology with discrete bandwidth increments
   (like SONET/SDH, G.709 OTN, etc.) being controlled by a GMPLS-based
   distributed control plane.



   The following sub-sections are not intended to favor one technology
   versus another.  They list pro and cons for each technology in order
   to determine the mechanisms that GMPLS-based recovery must deliver to
   overcome their cons and make use of their pros in their respective
   applicability context.




5.2.1. OTN Recovery

   OTN recovery specifics are left for further consideration.




5.2.2. Pre-OTN Recovery

   Pre-OTN recovery specifics (also referred to as "lambda switching")
   present mainly the following advantages:



   - They benefit from a simpler architecture, making it more suitable
     for mesh-based recovery types and schemes (on a per-channel basis).



   - Failure suppression at intermediate node transponders, e.g., use of
     squelching, implies that failures (such as LoL) will propagate to
     edge nodes.  Thus, edge nodes will have the possibility to initiate
     recovery actions driven by upper layers (vs. use of non-standard
     masking of upstream failures).



   The main disadvantage is the lack of interworking due to the large
   amount of failure management (in particular failure notification
   protocols) and recovery mechanisms currently available.



   Note also, that for all-optical networks, combination of recovery
   with optical physical impairments is left for a future release of
   this document because corresponding detection technologies are under
   specification.




5.2.3. SONET/SDH Recovery

   Some of the advantages of SONET [T1.105]/SDH [G.707], and more
   generically any Time Division Multiplexing (TDM) transport plane
   recovery, are that they provide:



   - Protection types operating at the data plane level that are
     standardized (see [G.841]) and can operate across protected domains
     and interwork (see [G.842]).



   - Failure detection, notification, and path/section Automatic
     Protection Switching (APS) mechanisms.



   - Greater control over the granularity of the TDM LSPs/links that can
     be recovered with respect to coarser optical channel (or whole
     fiber content) recovery switching



   Some of the limitations of the SONET/SDH recovery are:



   - Limited topological scope: Inherently the use of ring topologies,
     typically, dedicated Sub-Network Connection Protection (SNCP) or
     shared protection rings, has reduced flexibility and resource
     efficiency with respect to the (somewhat more complex) meshed
     recovery.



   - Inefficient use of spare capacity: SONET/SDH protection is largely
     applied to ring topologies, where spare capacity often remains
     idle, making the efficiency of bandwidth usage a real issue.



   - Support of meshed recovery requires intensive network management
     development, and the functionality is limited by both the network
     elements and the capabilities of the element management systems
     (thus justifying the development of GMPLS-based distributed
     recovery mechanisms.)




5.3. Specific Aspects of Control Plane-Based Recovery Mechanisms


5.3.1. In-Band vs. Out-Of-Band Signaling

   The nodes communicate through the use of IP terminating control
   channels defining the control plane (transport) topology.  In this
   context, two classes of transport mechanisms can be considered here:
   in-fiber or out-of-fiber (through a dedicated physically diverse
   control network referred to as the Data Communication Network or
   DCN).  The potential impact of the usage of an in-fiber (signaling)
   transport mechanism is briefly considered here.



   In-fiber transport mechanisms can be further subdivided into in-band
   and out-of-band.  As such, the distinction between in-fiber in-band
   and in-fiber out-of-band signaling reduces to the consideration of a
   logically- versus physically-embedded control plane topology with
   respect to the transport plane topology.  In the scope of this
   document, it is assumed that at least one IP control channel between
   each pair of adjacent nodes is continuously available to enable the
   exchange of recovery-related information and messages.  Thus, in
   either case (i.e., in-band or out-of-band) at least one logical or
   physical control channel between each pair of nodes is always
   expected to be available.



   Therefore, the key issue when using in-fiber signaling is whether one
   can assume independence between the fault-tolerance capabilities of
   control plane and the failures affecting the transport plane
   (including the nodes).  Note also that existing specifications like
   the OTN provide a limited form of independence for in-fiber signaling
   by dedicating a separate optical supervisory channel (OSC, see
   [G.709] and [G.874]) to transport the overhead and other control
   traffic.  For OTNs, failure of the OSC does not result in failing the
   optical channels.  Similarly, loss of the control channel must not
   result in failing the data channels (transport plane).




5.3.2. Uni- vs. Bi-Directional Failures

   The failure detection, correlation, and notification mechanisms
   (described in Section 4) can be triggered when either a uni-
   directional or a bi-directional LSP/Span failure occurs (or a
   combination of both).  As illustrated in Figures 1 and 2, two
   alternatives can be considered here:



   1. Uni-directional failure detection: the failure is detected on the
      receiver side, i.e., it is detected by only the downstream node to
      the failure (or by the upstream node depending on the failure
      propagation direction, respectively).



   2. Bi-directional failure detection: the failure is detected on the
      receiver side of both downstream node AND upstream node to the
      failure.



   Notice that after the failure detection time, if only control-plane-
   based failure management is provided, the peering node is unaware of
   the failure detection status of its neighbor.



 ‑‑‑‑‑‑‑             ‑‑‑‑‑‑‑           ‑‑‑‑‑‑‑             ‑‑‑‑‑‑‑
|       |           |       |Tx     Rx|       |           |       |
| NodeA |‑‑‑‑...‑‑‑‑| NodeB |xxxxxxxxx| NodeC |‑‑‑‑...‑‑‑‑| NodeD |
|       |‑‑‑‑...‑‑‑‑|       |‑‑‑‑‑‑‑‑‑|       |‑‑‑‑...‑‑‑‑|       |
 ‑‑‑‑‑‑‑             ‑‑‑‑‑‑‑           ‑‑‑‑‑‑‑             ‑‑‑‑‑‑‑

t0                                >>>>>>> F

t1                      x <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑x
                            Notification
t2  <‑‑‑‑‑‑‑‑...‑‑‑‑‑‑‑‑x                 x‑‑‑‑‑‑‑‑...‑‑‑‑‑‑‑‑>
       Up Notification                      Down Notification



              Figure 1: Uni-directional failure detection



 ‑‑‑‑‑‑‑             ‑‑‑‑‑‑‑           ‑‑‑‑‑‑‑             ‑‑‑‑‑‑‑
|       |           |       |Tx     Rx|       |           |       |
| NodeA |‑‑‑‑...‑‑‑‑| NodeB |xxxxxxxxx| NodeC |‑‑‑‑...‑‑‑‑| NodeD |
|       |‑‑‑‑...‑‑‑‑|       |xxxxxxxxx|       |‑‑‑‑...‑‑‑‑|       |
 ‑‑‑‑‑‑‑             ‑‑‑‑‑‑‑           ‑‑‑‑‑‑‑             ‑‑‑‑‑‑‑

t0                      F <<<<<<< >>>>>>> F

t1                      x <‑‑‑‑‑‑‑‑‑‑‑‑‑> x
                            Notification
t2  <‑‑‑‑‑‑‑‑...‑‑‑‑‑‑‑‑x                 x‑‑‑‑‑‑‑‑...‑‑‑‑‑‑‑‑>
       Up Notification                      Down Notification



               Figure 2: Bi-directional failure detection



   After failure detection, the following failure management operations
   can be subsequently considered:



   - Each detecting entity sends a notification message to the
     corresponding transmitting entity.  For instance, in Figure 1, node
     C sends a notification message to node B.  In Figure 2, node C
     sends a notification message to node B while node B sends a
     notification message to node C.  To ensure reliable failure
     notification, a dedicated acknowledgement message can be returned
     back to the sender node.



   - Next, within a certain (and pre-determined) time window, nodes
     impacted by the failure occurrences may perform their correlation.
     In case of uni-directional failure, node B only receives the
     notification message from node C, and thus the time for this
     operation is negligible.  In case of bi-directional failure, node B
     has to correlate the received notification message from node C with
     the corresponding locally detected information (and node C has to
     do the same with the message from node B).



   - After some (pre-determined) period of time, referred to as the
     hold-off time, if the local recovery actions (see Section 5.3.4)
     were not successful, the following occurs.  In case of uni-
     directional failure and depending on the directionality of the LSP,
     node B should send an upstream notification message (see [RFC3473])
     to the ingress node A.  Node C may send a downstream notification
     message (see [RFC3473]) to the egress node D.  However, in that
     case, only node A would initiate an edge to edge recovery action.
     Node A is referred to as the "master", and node D is referred to as
     the "slave", per [RFC4427].  Note that the other LSP end-node (node
     D in this case) may be optionally notified using a downstream
     notification message (see [RFC3473]).



     In case of bi-directional failure, node B should send an upstream
     notification message (see [RFC3473]) to the ingress node A.  Node C
     may send a downstream notification message (see [RFC3473]) to the
     egress node D.  However, due to the dependence on the LSP
     directionality, only ingress node A would initiate an edge-to-edge
     recovery action.  Note that the other LSP end-node (node D in this
     case) should also be notified of this event using a downstream
     notification message (see [RFC3473]).  For instance, if an LSP
     directed from D to A is under failure condition, only the
     notification message sent from node C to D would initiate a
     recovery action.  In this case, per [RFC4427], the deciding and
     recovering node D is referred to as the "master", while node A is
     referred to as the "slave" (i.e., recovering only entity).



     Note: The determination of the master and the slave may be based
     either on configured information or dedicated protocol capability.



   In the above scenarios, the path followed by the upstream and
   downstream notification messages does not have to be the same as the
   one followed by the failed LSP (see [RFC3473] for more details on the
   notification message exchange).  The important point concerning this
   mechanism is that either the detecting/reporting entity (i.e., nodes
   B and C) is also the deciding/recovery entity or the
   detecting/reporting entity is simply an intermediate node in the
   subsequent recovery process.  One refers to local recovery in the
   former case, and to edge-to-edge recovery in the latter one (see also
   Section 5.3.4).




5.3.3. Partial vs. Full Span Recovery

   When a given span carries more than one LSP or LSP segment, an
   additional aspect must be considered.  In case of span failure, the
   LSPs it carries can be recovered individually, as a group (aka bulk
   LSP recovery), or as independent sub-groups.  When correlation time
   windows are used and simultaneous recovery of several LSPs can be
   performed using a single request, the selection of this mechanism
   would be triggered independently of the failure notification
   granularity.  Moreover, criteria for forming such sub-groups are
   outside of the scope of this document.



   Additional complexity arises in the case of (sub-)group LSP recovery.
   Between a given pair of nodes, the LSPs that a given (sub-)group
   contains may have been created from different source nodes (i.e.,
   initiator) and directed toward different destination nodes.
   Consequently the failure notification messages following a bi-
   directional span failure that affects several LSPs (or the whole
   group of LSPs it carries) are not necessarily directed toward the
   same initiator nodes.  In particular, these messages may be directed
   to both the upstream and downstream nodes to the failure.  Therefore,
   such span failure may trigger recovery actions to be performed from
   both sides (i.e., from both the upstream and the downstream nodes to
   the failure).  In order to facilitate the definition of the
   corresponding recovery mechanisms (and their sequence), one assumes
   here as well that, per [RFC4427], the deciding (and recovering)
   entity (referred to as the "master") is the only initiator of the
   recovery of the whole LSP (sub-)group.




5.3.4. Difference between LSP, LSP Segment and Span Recovery

   The recovery definitions given in [RFC4427] are quite generic and
   apply for link (or local span) and LSP recovery.  The major
   difference between LSP, LSP Segment and span recovery is related to
   the number of intermediate nodes that the signaling messages have to
   travel.  Since nodes are not necessarily adjacent in the case of LSP
   (or LSP Segment) recovery, signaling message exchanges from the
   reporting to the deciding/recovery entity may have to cross several
   intermediate nodes.  In particular, this applies to the notification
   messages due to the number of hops separating the location of a
   failure occurrence from its destination.  This results in an
   additional propagation and forwarding delay.  Note that the former
   delay may in certain circumstances be non-negligible; e.g., in a
   copper out-of-band network, the delay is approximately 1 ms per
   200km.



   Moreover, the recovery mechanisms applicable to end-to-end LSPs and
   to the segments that may compose an end-to-end LSP (i.e., edge-to-
   edge recovery) can be exactly the same.  However, one expects in the
   latter case, that the destination of the failure notification message
   will be the ingress/egress of each of these segments.  Therefore,
   using the mechanisms described in Section 5.3.2, failure notification
   messages can be exchanged first between terminating points of the LSP
   segment, and after expiration of the hold-off time, between
   terminating points of the end-to-end LSP.



   Note: Several studies provide quantitative analysis of the relative
   performance of LSP/span recovery techniques. [WANG] for instance,
   provides an analysis grid for these techniques showing that dynamic
   LSP restoration (see Section 5.5.2) performs well under medium
   network loads, but suffers performance degradations at higher loads
   due to greater contention for recovery resources.  LSP restoration
   upon span failure, as defined in [WANG], degrades at higher loads
   because paths around failed links tend to increase the hop count of
   the affected LSPs and thus consume additional network resources.
   Also, performance of LSP restoration can be enhanced by a failed
   working LSP's source node that initiates a new recovery attempt if an
   initial attempt fails.  A single retry attempt is sufficient to
   produce large increases in the restoration success rate and ability
   to initiate successful LSP restoration attempts, especially at high
   loads, while not adding significantly to the long-term average
   recovery time.  Allowing additional attempts produces only small
   additional gains in performance.  This suggests using additional
   (intermediate) crankback signaling when using dynamic LSP restoration
   (described in Section 5.5.2 - case 2).  Details on crankback
   signaling are outside the scope of this document.




5.4. Difference between Recovery Type and Scheme

   [RFC4427] defines the basic LSP/span recovery types.  This section
   describes the recovery schemes that can be built using these recovery
   types.  In brief, a recovery scheme is defined as the combination of
   several ingress-egress node pairs supporting a given recovery type
   (from the set of the recovery types they allow).  Several examples
   are provided here to illustrate the difference between recovery types
   such as 1:1 or M:N, and recovery schemes such as (1:1)^n or (M:N)^n
   (referred to as shared-mesh recovery).



   1. (1:1)^n with recovery resource sharing



   The exponent, n, indicates the number of times a 1:1 recovery type is
   applied between at most n different ingress-egress node pairs.  Here,
   at most n pairs of disjoint working and recovery LSPs/spans share a
   common resource at most n times.  Since the working LSPs/spans are
   mutually disjoint, simultaneous requests for use of the shared
   (common) resource will only occur in case of simultaneous failures,
   which are less likely to happen.



   For instance, in the common (1:1)^2 case, if the 2 recovery LSPs in
   the group overlap the same common resource, then it can handle only
   single failures; any multiple working LSP failures will cause at
   least one working LSP to be denied automatic recovery.  Consider for
   instance the following topology with the working LSPs A-B-C and F-G-H
   and their respective recovery LSPs A-D-E-C and F-D-E-H that share a
   common D-E link resource.



A‑‑‑‑‑‑‑‑‑B‑‑‑‑‑‑‑‑‑C
 \                 /
  \               /
   D‑‑‑‑‑‑‑‑‑‑‑‑‑E
  /               \
 /                 \
F‑‑‑‑‑‑‑‑‑G‑‑‑‑‑‑‑‑‑H



   2. (M:N)^n with recovery resource sharing



   The (M:N)^n scheme is documented here for the sake of completeness
   only (i.e., it is not mandated that GMPLS capabilities support this
   scheme).  The exponent, n, indicates the number of times an M:N
   recovery type is applied between at most n different ingress-egress
   node pairs.  So the interpretation follows from the previous case,
   except that here disjointness applies to the N working LSPs/spans and
   to the M recovery LSPs/spans while sharing at most n times M common
   resources.



   In both schemes, it results in a "group" of sum{n=1}^N N{n} working
   LSPs and a pool of shared recovery resources, not all of which are
   available to any given working LSP.  In such conditions, defining a
   metric that describes the amount of overlap among the recovery LSPs
   would give some indication of the group's ability to handle
   simultaneous failures of multiple LSPs.



   For instance, in the simple (1:1)^n case, if n recovery LSPs in a
   (1:1)^n group overlap, then the group can handle only single
   failures; any simultaneous failure of multiple working LSPs will
   cause at least one working LSP to be denied automatic recovery.  But
   if one considers, for instance, a (2:2)^2 group in which there are
   two pairs of overlapping recovery LSPs, then two LSPs (belonging to
   the same pair) can be simultaneously recovered.  The latter case can
   be illustrated by the following topology with 2 pairs of working LSPs
   A-B-C and F-G-H and their respective recovery LSPs A-D-E-C and
   F-D-E-H that share two common D-E link resources.



A========B========C
\\               //
 \\             //
  D =========== E
 //             \\
//               \\
F========G========H



   Moreover, in all these schemes, (working) path disjointness can be
   enforced by exchanging information related to working LSPs during the
   recovery LSP signaling.  Specific issues related to the combination
   of shared (discrete) bandwidth and disjointness for recovery schemes
   are described in Section 8.4.2.




5.5. LSP Recovery Mechanisms


5.5.1. Classification

   The recovery time and ratio of LSPs/spans depend on proper recovery
   LSP provisioning (meaning pre-provisioning when performed before
   failure occurrence) and the level of overbooking of recovery
   resources (i.e., over-provisioning).  A proper balance of these two
   operations will result in the desired LSP/span recovery time and
   ratio when single or multiple failures occur.  Note also that these
   operations are mostly performed during the network planning phases.



   The different options for LSP (pre-)provisioning and overbooking are
   classified below to structure the analysis of the different recovery
   mechanisms.



   1. Pre-Provisioning



   Proper recovery LSP pre-provisioning will help to alleviate the
   failure of the working LSPs (due to the failure of the resources that
   carry these LSPs).  As an example, one may compute and establish the
   recovery LSP either end-to-end or segment-per-segment, to protect a
   working LSP from multiple failure events affecting link(s), node(s)
   and/or SRLG(s).  The recovery LSP pre-provisioning options are
   classified as follows in the figure below:



   (1) The recovery path can be either pre-computed or computed on-

       demand.



   (2) When the recovery path is pre-computed, it can be either pre-

       signaled (implying recovery resource reservation) or signaled
       on-demand.



   (3) When the recovery resources are pre-signaled, they can be either

       pre-selected or selected on-demand.



   Recovery LSP provisioning phases:



(1) Path Computation ‑‑> On‑demand
        |
        |
         ‑‑> Pre‑Computed
                 |
                 |
                (2) Signaling ‑‑> On‑demand
                        |
                        |
                         ‑‑> Pre‑Signaled
                                 |
                                 |
                                (3) Resource Selection ‑‑> On‑demand
                                             |
                                             |
                                              ‑‑> Pre‑Selected



   Note that these different options lead to different LSP/span recovery
   times.  The following sections will consider the above-mentioned
   pre-provisioning options when analyzing the different recovery
   mechanisms.



   2. Overbooking



   There are many mechanisms available that allow the overbooking of the
   recovery resources.  This overbooking can be done per LSP (as in the
   example mentioned above), per link (such as span protection), or even
   per domain.  In all these cases, the level of overbooking, as shown
   in the below figure, can be classified as dedicated (such as 1+1 and
   1:1), shared (such as 1:N and M:N), or unprotected (and thus
   restorable, if enough recovery resources are available).



   Overbooking levels:



                 +‑‑‑‑‑ Dedicated (for instance: 1+1, 1:1, etc.)
                 |
                 |

                 +‑‑‑‑‑ Shared (for instance: 1:N, M:N, etc.)
                 |
Level of         |
Overbooking ‑‑‑‑‑+‑‑‑‑‑ Unprotected (for instance: 0:1, 0:N)



   Also, when using shared recovery, one may support preemptible extra-
   traffic; the recovery mechanism is then expected to allow preemption
   of this low priority traffic in case of recovery resource contention
   during recovery operations.  The following sections will consider the
   above-mentioned overbooking options when analyzing the different
   recovery mechanisms.




5.5.2. LSP Restoration

   The following times are defined to provide a quantitative estimation
   about the time performance of the different LSP restoration
   mechanisms (also referred to as LSP re-routing):



‑ Path Computation Time: Tc
‑ Path Selection Time: Ts
‑ End‑to‑end LSP Resource Reservation Time: Tr (a delta for resource
  selection is also considered, the corresponding total time is then
  referred to as Trs)
‑ End‑to‑end LSP Resource Activation Time: Ta (a delta for
  resource selection is also considered, the corresponding total
  time is then referred to as Tas)



   The Path Selection Time (Ts) is considered when a pool of recovery
   LSP paths between a given pair of source/destination end-points is
   pre-computed, and after a failure occurrence one of these paths is
   selected for the recovery of the LSP under failure condition.



   Note: failure management operations such as failure detection,
   correlation, and notification are considered (for a given failure
   event) as equally time-consuming for all the mechanisms described
   below:



   1. With Route Pre-computation (or LSP re-provisioning)



   An end-to-end restoration LSP is established after the failure(s)
   occur(s) based on a pre-computed path.  As such, one can define this
   as an "LSP re-provisioning" mechanism.  Here, one or more (disjoint)
   paths for the restoration LSP are computed (and optionally pre-
   selected) before a failure occurs.



   No reservation or selection of resources is performed along the
   restoration path before failure occurrence.  As a result, there is no
   guarantee that a restoration LSP is available when a failure occurs.



   The expected total restoration time T is thus equal to Ts + Trs or to
   Trs when a dedicated computation is performed for each working LSP.



   2. Without Route Pre-computation (or Full LSP re-routing)



   An end-to-end restoration LSP is dynamically established after the
   failure(s) occur(s).  After failure occurrence, one or more
   (disjoint) paths for the restoration LSP are dynamically computed and
   one is selected.  As such, one can define this as a complete "LSP
   re-routing" mechanism.



   No reservation or selection of resources is performed along the
   restoration path before failure occurrence.  As a result, there is no
   guarantee that a restoration LSP is available when a failure occurs.



   The expected total restoration time T is thus equal to Tc (+ Ts) +
   Trs.  Therefore, time performance between these two approaches
   differs by the time required for route computation Tc (and its
   potential selection time, Ts).




5.5.3. Pre-Planned LSP Restoration

   Pre-planned LSP restoration (also referred to as pre-planned LSP re-
   routing) implies that the restoration LSP is pre-signaled.  This in
   turn implies the reservation of recovery resources along the
   restoration path.  Two cases can be defined based on whether the
   recovery resources are pre-selected.



   1. With resource reservation and without resource pre-selection



   Before failure occurrence, an end-to-end restoration path is pre-
   selected from a set of pre-computed (disjoint) paths.  The
   restoration LSP is signaled along this pre-selected path to reserve
   resources at each node, but these resources are not selected.



   In this case, the resources reserved for each restoration LSP may be
   dedicated or shared between multiple restoration LSPs whose working
   LSPs are not expected to fail simultaneously.  Local node policies
   can be applied to define the degree to which these resources can be
   shared across independent failures.  Also, since a restoration scheme
   is considered, resource sharing should not be limited to restoration
   LSPs that start and end at the same ingress and egress nodes.
   Therefore, each node participating in this scheme is expected to
   receive some feedback information on the sharing degree of the
   recovery resource(s) that this scheme involves.



   Upon failure detection/notification message reception, signaling is
   initiated along the restoration path to select the resources, and to
   perform the appropriate operation at each node crossed by the
   restoration LSP (e.g., cross-connections).  If lower priority LSPs
   were established using the restoration resources, they must be
   preempted when the restoration LSP is activated.



   Thus, the expected total restoration time T is equal to Tas (post-
   failure activation), while operations performed before failure
   occurrence take Tc + Ts + Tr.



   2. With both resource reservation and resource pre-selection



   Before failure occurrence, an end-to-end restoration path is pre-
   selected from a set of pre-computed (disjoint) paths.  The
   restoration LSP is signaled along this pre-selected path to reserve
   AND select resources at each node, but these resources are not
   committed at the data plane level.  So that the selection of the
   recovery resources is committed at the control plane level only, no
   cross-connections are performed along the restoration path.



   In this case, the resources reserved and selected for each
   restoration LSP may be dedicated or even shared between multiple
   restoration LSPs whose associated working LSPs are not expected to
   fail simultaneously.  Local node policies can be applied to define
   the degree to which these resources can be shared across independent
   failures.  Also, because a restoration scheme is considered, resource
   sharing should not be limited to restoration LSPs that start and end
   at the same ingress and egress nodes.  Therefore, each node
   participating in this scheme is expected to receive some feedback
   information on the sharing degree of the recovery resource(s) that
   this scheme involves.



   Upon failure detection/notification message reception, signaling is
   initiated along the restoration path to activate the reserved and
   selected resources, and to perform the appropriate operation at each
   node crossed by the restoration LSP (e.g., cross-connections).  If
   lower priority LSPs were established using the restoration resources,
   they must be preempted when the restoration LSP is activated.



   Thus, the expected total restoration time T is equal to Ta (post-
   failure activation), while operations performed before failure
   occurrence take Tc + Ts + Trs.  Therefore, time performance between
   these two approaches differs only by the time required for resource
   selection during the activation of the recovery LSP (i.e., Tas - Ta).




5.5.4. LSP Segment Restoration

   The above approaches can be applied on an edge-to-edge LSP basis
   rather than end-to-end LSP basis (i.e., to reduce the global recovery
   time) by allowing the recovery of the individual LSP segments
   constituting the end-to-end LSP.



   Also, by using the horizontal hierarchy approach described in Section
   7.1, an end-to-end LSP can be recovered by multiple recovery
   mechanisms applied on an LSP segment basis (e.g., 1:1 edge-to-edge
   LSP protection in a metro network, and M:N edge-to-edge protection in
   the core).  These mechanisms are ideally independent and may even use
   different failure localization and notification mechanisms.




6. Reversion

   Reversion (a.k.a. normalization) is defined as the mechanism allowing
   switching of normal traffic from the recovery LSP/span to the working
   LSP/span previously under failure condition.  Use of normalization is
   at the discretion of the recovery domain policy.  Normalization may
   impact the normal traffic (a second hit) depending on the
   normalization mechanism used.



   If normalization is supported, then 1) the LSP/span must be returned
   to the working LSP/span when the failure condition clears and 2) the
   capability to de-activate (turn-off) the use of reversion should be
   provided.  De-activation of reversion should not impact the normal
   traffic, regardless of whether it is currently using the working or
   recovery LSP/span.



   Note: during the failure, the reuse of any non-failed resources
   (e.g., LSP and/or spans) belonging to the working LSP/span is under
   the discretion of recovery domain policy.




6.1. Wait-To-Restore (WTR)

   A specific mechanism (Wait-To-Restore) is used to prevent frequent
   recovery switching operations due to an intermittent defect (e.g.,
   Bit Error Rate (BER) fluctuating around the SD threshold).



   First, an LSP/span under failure condition must become fault-free,
   e.g., a BER less than a certain recovery threshold.  After the
   recovered LSP/span (i.e., the previously working LSP/span) meets this
   criterion, a fixed period of time shall elapse before normal traffic
   uses the corresponding resources again.  This duration called Wait-
   To-Restore (WTR) period or timer is generally on the order of a few
   minutes (for instance, 5 minutes) and should be capable of being set.
   The WTR timer may be either a fixed period, or provide for
   incrementally longer periods before retrying.  An SF or SD condition
   on the previously working LSP/span will override the WTR timer value
   (i.e., the WTR cancels and the WTR timer will restart).




6.2. Revertive Mode Operation

   In revertive mode of operation, when the recovery LSP/span is no
   longer required, i.e., the failed working LSP/span is no longer in SD
   or SF condition, a local Wait-to-Restore (WTR) state will be
   activated before switching the normal traffic back to the recovered
   working LSP/span.



   During the reversion operation, since this state becomes the highest
   in priority, signaling must maintain the normal traffic on the
   recovery LSP/span from the previously failed working LSP/span.
   Moreover, during this WTR state, any null traffic or extra traffic
   (if applicable) request is rejected.



   However, deactivation (cancellation) of the wait-to-restore timer may
   occur if there are higher priority request attempts.  That is, the
   recovery LSP/span usage by the normal traffic may be preempted if a
   higher priority request for this recovery LSP/span is attempted.




6.3. Orphans

   When a reversion operation is requested, normal traffic must be
   switched from the recovery to the recovered working LSP/span.  A
   particular situation occurs when the previously working LSP/span
   cannot be recovered, so normal traffic cannot be switched back.  In
   that case, the LSP/span under failure condition (also referred to as
   "orphan") must be cleared (i.e., removed) from the pool of resources
   allocated for normal traffic.  Otherwise, potential de-
   synchronization between the control and transport plane resource
   usage can appear.  Depending on the signaling protocol capabilities
   and behavior, different mechanisms are expected here.



   Therefore, any reserved or allocated resources for the LSP/span under
   failure condition must be unreserved/de-allocated.  Several ways can
   be used for that purpose: wait for the clear-out time interval to
   elapse, initiate a deletion from the ingress or the egress node, or
   trigger the initiation of deletion from an entity (such as an EMS or
   NMS) capable of reacting upon reception of an appropriate
   notification message.




7. Hierarchies

   Recovery mechanisms are being made available at multiple (if not all)
   transport layers within so-called "IP/MPLS-over-optical" networks.
   However, each layer has certain recovery features, and one needs to
   determine the exact impact of the interaction between the recovery
   mechanisms provided by these layers.



   Hierarchies are used to build scalable complex systems.  By hiding
   the internal details, abstraction is used as a mechanism to build
   large networks or as a technique for enforcing technology,
   topological, or administrative boundaries.  The same hierarchical
   concept can be applied to control the network survivability.  Network
   survivability is the set of capabilities that allow a network to
   restore affected traffic in the event of a failure.  Network
   survivability is defined further in [RFC4427].  In general, it is
   expected that the recovery action is taken by the recoverable
   LSP/span closest to the failure in order to avoid the multiplication
   of recovery actions.  Moreover, recovery hierarchies also can be
   bound to control plane logical partitions (e.g., administrative or
   topological boundaries).  Each logical partition may apply different
   recovery mechanisms.



   In brief, it is commonly accepted that the lower layers can provide
   coarse but faster recovery while the higher layers can provide finer
   but slower recovery.  Moreover, it is also desirable to avoid similar
   layers with functional overlaps in order to optimize network resource
   utilization and processing overhead, since repeating the same
   capabilities at each layer does not create any added value for the
   network as a whole.  In addition, even if a lower layer recovery
   mechanism is enabled, it does not prevent the additional provision of
   a recovery mechanism at the upper layer.  The inverse statement does
   not necessarily hold; that is, enabling an upper layer recovery
   mechanism may prevent the use of a lower layer recovery mechanism.
   In this context, this section analyzes these hierarchical aspects
   including the physical (passive) layer(s).




7.1. Horizontal Hierarchy (Partitioning)

   A horizontal hierarchy is defined when partitioning a single-layer
   network (and its control plane) into several recovery domains.
   Within a domain, the recovery scope may extend over a link (or span),
   LSP segment, or even an end-to-end LSP.  Moreover, an administrative
   domain may consist of a single recovery domain or can be partitioned
   into several smaller recovery domains.  The operator can partition
   the network into recovery domains based on physical network topology,
   control plane capabilities, or various traffic engineering
   constraints.



   An example often addressed in the literature is the metro-core-metro
   application (sometimes extended to a metro-metro/core-core) within a
   single transport layer (see Section 7.2).  For such a case, an end-
   to-end LSP is defined between the ingress and egress metro nodes,
   while LSP segments may be defined within the metro or core sub-
   networks.  Each of these topological structures determines a so-
   called "recovery domain" since each of the LSPs they carry can have
   its own recovery type (or even scheme).  The support of multiple
   recovery types and schemes within a sub-network is referred to as a
   "multi-recovery capable domain" or simply "multi-recovery domain".




7.2. Vertical Hierarchy (Layers)

   It is very challenging to combine the different recovery capabilities
   available across the path (i.e., switching capable) and section
   layers to ensure that certain network survivability objectives are
   met for the network-supported services.



   As a first analysis step, one can draw the following guidelines for
   a vertical coordination of the recovery mechanisms:



   - The lower the layer, the faster the notification and switching.



   - The higher the layer, the finer the granularity of the recoverable
     entity and therefore the granularity of the recovery resource.



   Moreover, in the context of this analysis, a vertical hierarchy
   consists of multiple layered transport planes providing different:



   - Discrete bandwidth granularities for non-packet LSPs such as OCh,
     ODUk, STS_SPE/HOVC, and VT_SPE/LOVC LSPs and continuous bandwidth
     granularities for packet LSPs.



   - Potential recovery capabilities with different temporal
     granularities: ranging from milliseconds to tens of seconds



   Note: based on the bandwidth granularity, we can determine four
   classes of vertical hierarchies: (1) packet over packet, (2) packet
   over circuit, (3) circuit over packet, and (4) circuit over circuit.
   Below we briefly expand on (4) only. (2) is covered in [RFC3386]. (1)
   is extensively covered by the MPLS Working Group, and (3) by the PWE3
   Working Group.



   In SONET/SDH environments, one typically considers the VT_SPE/LOVC
   and STS SPE/HOVC as independent layers (for example, VT_SPE/LOVC LSP
   uses the underlying STS_SPE/HOVC LSPs as links).  In OTN, the ODUk
   path layers will lie on the OCh path layer, i.e., the ODUk LSPs use
   the underlying OCh LSPs as OTUk links.  Note here that lower layer
   LSPs may simply be provisioned and not necessarily dynamically
   triggered or established (control driven approach).  In this context,
   an LSP at the path layer (i.e., established using GMPLS signaling),
   such as an optical channel LSP, appears at the OTUk layer as a link,
   controlled by a link management protocol such as LMP.



   The first key issue with multi-layer recovery is that achieving
   individual or bulk LSP recovery will be as efficient as the
   underlying link (local span) recovery.  In such a case, the span can
   be either protected or unprotected, but the LSP it carries must be
   (at least locally) recoverable.  Therefore, the span recovery process
   can be either independent when protected (or restorable), or
   triggered by the upper LSP recovery process.  The former case
   requires coordination to achieve subsequent LSP recovery.  Therefore,
   in order to achieve robustness and fast convergence, multi-layer
   recovery requires a fine-tuned coordination mechanism.



   Moreover, in the absence of adequate recovery mechanism coordination
   (for instance, a pre-determined coordination when using a hold-off
   timer), a failure notification may propagate from one layer to the
   next one within a recovery hierarchy.  This can cause "collisions"
   and trigger simultaneous recovery actions that may lead to race
   conditions and, in turn, reduce the optimization of the resource
   utilization and/or generate global instabilities in the network (see
   [MANCHESTER]).  Therefore, a consistent and efficient escalation
   strategy is needed to coordinate recovery across several layers.



   One can expect that the definition of the recovery mechanisms and
   protocol(s) is technology-independent so that they can be
   consistently implemented at different layers; this would in turn
   simplify their global coordination.  Moreover, as mentioned in
   [RFC3386], some looser form of coordination and communication between
   (vertical) layers such as a consistent hold-off timer configuration
   (and setup through signaling during the working LSP establishment)
   can be considered, thereby allowing the synchronization between
   recovery actions performed across these layers.




7.2.1. Recovery Granularity

   In most environments, the design of the network and the vertical
   distribution of the LSP bandwidth are such that the recovery
   granularity is finer at higher layers.  The OTN and SONET/SDH layers
   can recover only the whole section or the individual connections they
   transports whereas the IP/MPLS control plane can recover individual
   packet LSPs or groups of packet LSPs independently of their
   granularity.  On the other side, the recovery granularity at the
   sub-wavelength level (i.e., SONET/SDH) can be provided only when the
   network includes devices switching at the same granularity (and thus
   not with optical channel level).  Therefore, the network layer can
   deliver control-plane-driven recovery mechanisms on a per-LSP basis
   if and only if these LSPs have their corresponding switching
   granularity supported at the transport plane level.




7.3. Escalation Strategies

   There are two types of escalation strategies (see [DEMEESTER]):
   bottom-up and top-down.



   The bottom-up approach assumes that lower layer recovery types and
   schemes are more expedient and faster than upper layer ones.
   Therefore, we can inhibit or hold off higher layer recovery.
   However, this assumption is not entirely true.  Consider for instance
   a SONET/SDH based protection mechanism (with a protection switching
   time of less than 50 ms) lying on top of an OTN restoration mechanism
   (with a restoration time of less than 200 ms).  Therefore, this
   assumption should be (at least) clarified as: the lower layer
   recovery mechanism is expected to be faster than the upper level one,
   if the same type of recovery mechanism is used at each layer.



   Consequently, taking into account the recovery actions at the
   different layers in a bottom-up approach: if lower layer recovery
   mechanisms are provided and sequentially activated in conjunction
   with higher layer ones, the lower layers must have an opportunity to
   recover normal traffic before the higher layers do.  However, if
   lower layer recovery is slower than higher layer recovery, the lower
   layer must either communicate the failure-related information to the
   higher layer(s) (and allow it to perform recovery), or use a hold-off
   timer in order to temporarily set the higher layer recovery action in
   a "standby mode".  Note that the a priori information exchange
   between layers concerning their efficiency is not within the current
   scope of this document.  Nevertheless, the coordination functionality
   between layers must be configurable and tunable.



   For example, coordination between the optical and packet layer
   control plane enables the optical layer to perform the failure
   management operations (in particular, failure detection and
   notification) while giving to the packet layer control plane the
   authority to decide and perform the recovery actions.  If the packet
   layer recovery action is unsuccessful, fallback at the optical layer
   can be performed subsequently.



   The top-down approach attempts service recovery at the higher layers
   before invoking lower layer recovery.  Higher layer recovery is
   service selective, and permits "per-CoS" or "per-connection" re-
   routing.  With this approach, the most important aspect is that the
   upper layer should provide its own reliable and independent failure
   detection mechanism from the lower layer.



   [DEMEESTER] also suggests recovery mechanisms incorporating a
   coordinated effort shared by two adjacent layers with periodic status
   updates.  Moreover, some of these recovery operations can be pre-
   assigned (on a per-link basis) to a certain layer, e.g., a given link
   will be recovered at the packet layer while another will be recovered
   at the optical layer.




7.4. Disjointness

   Having link and node diverse working and recovery LSPs/spans does not
   guarantee their complete disjointness.  Due to the common physical
   layer topology (passive), additional hierarchical concepts, such as
   the Shared Risk Link Group (SRLG), and mechanisms, such as SRLG
   diverse path computation, must be developed to provide complete
   working and recovery LSP/span disjointness (see [IPO-IMP] and
   [RFC4202]).  Otherwise, a failure affecting the working LSP/span
   would also potentially affect the recovery LSP/span; one refers to
   such an event as "common failure".




7.4.1. SRLG Disjointness

   A Shared Risk Link Group (SRLG) is defined as the set of links
   sharing a common risk (such as a common physical resource such as a
   fiber link or a fiber cable).  For instance, a set of links L belongs
   to the same SRLG s, if they are provisioned over the same fiber link
   f.



   The SRLG properties can be summarized as follows:



   1) A link belongs to more than one SRLG if and only if it crosses one
      of the resources covered by each of them.



   2) Two links belonging to the same SRLG can belong individually to
      (one or more) other SRLGs.



   3) The SRLG set S of an LSP is defined as the union of the individual
      SRLG s of the individual links composing this LSP.



   SRLG disjointness is also applicable to LSPs:



      The LSP SRLG disjointness concept is based on the following
      postulate: an LSP (i.e., a sequence of links and nodes) covers an
      SRLG if and only if it crosses one of the links or nodes belonging
      to that SRLG.



      Therefore, the SRLG disjointness for LSPs, can be defined as
      follows: two LSPs are disjoint with respect to an SRLG s if and
      only if they do not cover simultaneously this SRLG s.



      Whilst the SRLG disjointness for LSPs with respect to a set S of
      SRLGs, is defined as follows: two LSPs are disjoint with respect
      to a set of SRLGs S if and only if the set of SRLGs that are
      common to both LSPs is disjoint from set S.



   The impact on recovery is noticeable: SRLG disjointness is a
   necessary (but not a sufficient) condition to ensure network
   survivability.  With respect to the physical network resources, a
   working-recovery LSP/span pair must be SRLG-disjoint in case of
   dedicated recovery type.  On the other hand, in case of shared
   recovery, a group of working LSP/spans must be mutually SRLG-disjoint
   in order to allow for a (single and common) shared recovery LSP that
   is itself SRLG-disjoint from each of the working LSPs/spans.




8. Recovery Mechanisms Analysis

   In order to provide a structured analysis of the recovery mechanisms
   detailed in the previous sections, the following dimensions can be
   considered:



   1. Fast convergence (performance): provide a mechanism that
      aggregates multiple failures (implying fast failure detection and
      correlation mechanisms) and fast recovery decision independently
      of the number of failures occurring in the optical network (also
      implying a fast failure notification).



   2. Efficiency (scalability): minimize the switching time required for
      LSP/span recovery independently of the number of LSPs/spans being
      recovered (this implies efficient failure correlation, fast
      failure notification, and time-efficient recovery mechanisms).



   3. Robustness (availability): minimize the LSP/span downtime
      independently of the underlying topology of the transport plane
      (this implies a highly responsive recovery mechanism).



   4. Resource optimization (optimality): minimize the resource
      capacity, including LSPs/spans and nodes (switching capacity),
      required for recovery purposes; this dimension can also be
      referred to as optimizing the sharing degree of the recovery
      resources.



   5. Cost optimization: provide a cost-effective recovery type/scheme.



   However, these dimensions are either outside the scope of this
   document (such as cost optimization and recovery path computational
   aspects) or mutually conflicting.  For instance, it is obvious that
   providing a 1+1 LSP protection minimizes the LSP downtime (in case of
   failure) while being non-scalable and consuming recovery resource
   without enabling any extra-traffic.



   The following sections analyze the recovery phases and mechanisms
   detailed in the previous sections with respect to the dimensions
   described above in order to assess the GMPLS protocol suite
   capabilities and applicability.  In turn, this allows the evaluation
   of the potential need for further GMPLS signaling and routing
   extensions.




8.1. Fast Convergence (Detection/Correlation and Hold-off Time)

   Fast convergence is related to the failure management operations.  It
   refers to the time elapsed between failure detection/correlation and
   hold-off time, the point at which the recovery switching actions are
   initiated.  This point has been detailed in Section 4.




8.2. Efficiency (Recovery Switching Time)

   In general, the more pre-assignment/pre-planning of the recovery
   LSP/span, the more rapid the recovery is.  Because protection implies
   pre-assignment (and cross-connection) of the protection resources, in
   general, protection recovers faster than restoration.



   Span restoration is likely to be slower than most span protection
   types; however this greatly depends on the efficiency of the span
   restoration signaling.  LSP restoration with pre-signaled and pre-
   selected recovery resources is likely to be faster than fully dynamic
   LSP restoration, especially because of the elimination of any
   potential crankback during the recovery LSP establishment.



   If one excludes the crankback issue, the difference between dynamic
   and pre-planned restoration depends on the restoration path
   computation and selection time.  Since computational considerations
   are outside the scope of this document, it is up to the vendor to
   determine the average and maximum path computation time in different
   scenarios and to the operator to decide whether or not dynamic
   restoration is advantageous over pre-planned schemes that depend on
   the network environment.  This difference also depends on the
   flexibility provided by pre-planned restoration versus dynamic
   restoration.  Pre-planned restoration implies a somewhat limited
   number of failure scenarios (that can be due, for instance, to local
   storage capacity limitation).  Dynamic restoration enables on-demand
   path computation based on the information received through failure
   notification message, and as such, it is more robust with respect to
   the failure scenario scope.



   Moreover, LSP segment restoration, in particular, dynamic restoration
   (i.e., no path pre-computation, so none of the recovery resource is
   pre-reserved) will generally be faster than end-to-end LSP
   restoration.  However, local LSP restoration assumes that each LSP
   segment end-point has enough computational capacity to perform this
   operation while end-to-end LSP restoration requires only that LSP
   end-points provide this path computation capability.



   Recovery time objectives for SONET/SDH protection switching (not
   including time to detect failure) are specified in [G.841] at 50 ms,
   taking into account constraints on distance, number of connections
   involved, and in the case of ring enhanced protection, number of
   nodes in the ring.  Recovery time objectives for restoration
   mechanisms have been proposed through a separate effort [RFC3386].




8.3. Robustness

   In general, the less pre-assignment (protection)/pre-planning
   (restoration) of the recovery LSP/span, the more robust the recovery
   type or scheme is to a variety of single failures, provided that
   adequate resources are available.  Moreover, the pre-selection of the
   recovery resources gives (in the case of multiple failure scenarios)
   less flexibility than no recovery resource pre-selection.  For
   instance, if failures occur that affect two LSPs sharing a common
   link along their restoration paths, then only one of these LSPs can
   be recovered.  This occurs unless the restoration path of at least
   one of these LSPs is re-computed, or the local resource assignment is
   modified on the fly.



   In addition, recovery types and schemes with pre-planned recovery
   resources (in particular, LSP/spans for protection and LSPs for
   restoration purposes) will not be able to recover from failures that
   simultaneously affect both the working and recovery LSP/span.  Thus,
   the recovery resources should ideally be as disjoint as possible
   (with respect to link, node, and SRLG) from the working ones, so that
   any single failure event will not affect both working and recovery
   LSP/span.  In brief, working and recovery resources must be fully
   diverse in order to guarantee that a given failure will not affect
   simultaneously the working and the recovery LSP/span.  Also, the risk
   of simultaneous failure of the working and the recovery LSPs can be
   reduced.  It is reduced by computing a new recovery path whenever a
   failure occurs along one of the recovery LSPs or by computing a new
   recovery path and provision the corresponding LSP whenever a failure
   occurs along a working LSP/span.  Both methods enable the network to
   maintain the number of available recovery path constant.



   The robustness of a recovery scheme is also determined by the amount
   of pre-reserved (i.e., signaled) recovery resources within a given
   shared resource pool: as the sharing degree of recovery resources
   increases, the recovery scheme becomes less robust to multiple
   LSP/span failure occurrences.  Recovery schemes, in particular
   restoration, with pre-signaled resource reservation (with or without
   pre-selection) should be capable of reserving an adequate amount of
   resource to ensure recovery from any specific set of failure events,
   such as any single SRLG failure, any two SRLG failures, etc.




8.4. Resource Optimization

   It is commonly admitted that sharing recovery resources provides
   network resource optimization.  Therefore, from a resource
   utilization perspective, protection schemes are often classified with
   respect to their degree of sharing recovery resources with the
   working entities.  Moreover, non-permanent bridging protection types
   allow (under normal conditions) for extra-traffic over the recovery
   resources.



   From this perspective, the following statements are true:



   1) 1+1 LSP/Span protection is the most resource-consuming protection
      type because it does not allow for any extra traffic.



   2) 1:1 LSP/span recovery requires dedicated recovery LSP/span
      allowing for extra traffic.



   3) 1:N and M:N LSP/span recovery require 1 (and M, respectively)
      recovery LSP/span (shared between the N working LSP/span) allowing
      for extra traffic.



   Obviously, 1+1 protection precludes, and 1:1 recovery does not allow
   for any recovery LSP/span sharing, whereas 1:N and M:N recovery do
   allow sharing of 1 (M, respectively) recovery LSP/spans between N
   working LSP/spans.  However, despite the fact that 1:1 LSP recovery
   precludes the sharing of the recovery LSP, the recovery schemes that
   can be built from it (e.g., (1:1)^n, see Section 5.4) do allow
   sharing of its recovery resources.  In addition, the flexibility in
   the usage of shared recovery resources (in particular, shared links)
   may be limited because of network topology restrictions, e.g., fixed
   ring topology for traditional enhanced protection schemes.



   On the other hand, when using LSP restoration with pre-signaled
   resource reservation, the amount of reserved restoration capacity is
   determined by the local bandwidth reservation policies.  In LSP
   restoration schemes with re-provisioning, a pool of spare resources
   can be defined from which all resources are selected after failure
   occurrence for the purpose of restoration path computation.  The
   degree to which restoration schemes allow sharing amongst multiple
   independent failures is then directly inferred from the size of the
   resource pool.  Moreover, in all restoration schemes, spare resources
   can be used to carry preemptible traffic (thus over preemptible
   LSP/span) when the corresponding resources have not been committed
   for LSP/span recovery purposes.



   From this, it clearly follows that less recovery resources (i.e.,
   LSP/spans and switching capacity) have to be allocated to a shared
   recovery resource pool if a greater sharing degree is allowed.  Thus,
   the network survivability level is determined by the policy that
   defines the amount of shared recovery resources and by the maximum
   sharing degree allowed for these recovery resources.




8.4.1. Recovery Resource Sharing

   When recovery resources are shared over several LSP/Spans, the use of
   the Maximum Reservable Bandwidth, the Unreserved Bandwidth, and the
   Maximum LSP Bandwidth (see [RFC4202]) provides the information needed
   to obtain the optimization of the network resources allocated for
   shared recovery purposes.



   The Maximum Reservable Bandwidth is defined as the Maximum Link
   Bandwidth but it may be greater in case of link over-subscription.



   The Unreserved Bandwidth (at priority p) is defined as the bandwidth
   not yet reserved on a given TE link (its initial value for each
   priority p corresponds to the Maximum Reservable Bandwidth).  Last,
   the Maximum LSP Bandwidth (at priority p) is defined as the smaller
   of Unreserved Bandwidth (at priority p) and Maximum Link Bandwidth.



   Here, one generally considers a recovery resource sharing degree (or
   ratio) to globally optimize the shared recovery resource usage.  The
   distribution of the bandwidth utilization per TE link can be inferred
   from the per-priority bandwidth pre-allocation.  By using the Maximum
   LSP Bandwidth and the Maximum Reservable Bandwidth, the amount of
   (over-provisioned) resources that can be used for shared recovery
   purposes is known from the IGP.



   In order to analyze this behavior, we define the difference between
   the Maximum Reservable Bandwidth (in the present case, this value is
   greater than the Maximum Link Bandwidth) and the Maximum LSP
   Bandwidth per TE link i as the Maximum Shareable Bandwidth or
   max_R[i].  Within this quantity, the amount of bandwidth currently
   allocated for shared recovery per TE link i is defined as R[i].  Both
   quantities are expressed in terms of discrete bandwidth units (and
   thus, the Minimum LSP Bandwidth is of one bandwidth unit).



   The knowledge of this information available per TE link can be
   exploited in order to optimize the usage of the resources allocated
   per TE link for shared recovery.  If one refers to r[i] as the actual
   bandwidth per TE link i (in terms of discrete bandwidth units)
   committed for shared recovery, then the following quantity must be
   maximized over the potential TE link candidates:



        sum {i=1}^N [(R{i} - r{i})/(t{i} - b{i})]



        or equivalently: sum {i=1}^N [(R{i} - r{i})/r{i}]



        with R{i} >= 1 and r{i} >= 1 (in terms of per component
        bandwidth unit)



   In this formula, N is the total number of links traversed by a given
   LSP, t[i] the Maximum Link Bandwidth per TE link i, and b[i] the sum
   per TE link i of the bandwidth committed for working LSPs and other
   recovery LSPs (thus except "shared bandwidth" LSPs).  The quantity
   [(R{i} - r{i})/r{i}] is defined as the Shared (Recovery) Bandwidth
   Ratio per TE link i.  In addition, TE links for which R[i] reaches
   max_R[i] or for which r[i] = 0 are pruned during shared recovery path
   computation as well as TE links for which max_R[i] = r[i] that can
   simply not be shared.



   More generally, one can draw the following mapping between the
   available bandwidth at the transport and control plane level:



                              ‑ ‑‑‑‑‑‑‑‑‑‑ Max Reservable Bandwidth
                             |  ‑‑‑‑‑  ^
                             |R ‑‑‑‑‑  |
                             |  ‑‑‑‑‑  |
                              ‑ ‑‑‑‑‑  |max_R
                                ‑‑‑‑‑  |
‑‑‑‑‑‑‑‑  TE link Capacity    ‑ ‑‑‑‑‑‑ | ‑ Maximum TE Link Bandwidth
‑‑‑‑‑                        |r ‑‑‑‑‑  v
‑‑‑‑‑     <‑‑‑‑‑‑ b ‑‑‑‑‑‑>   ‑ ‑‑‑‑‑‑‑‑‑‑ Maximum LSP Bandwidth
‑‑‑‑‑                           ‑‑‑‑‑
‑‑‑‑‑                           ‑‑‑‑‑
‑‑‑‑‑                           ‑‑‑‑‑
‑‑‑‑‑                           ‑‑‑‑‑
‑‑‑‑‑                           ‑‑‑‑‑ <‑‑‑ Minimum LSP Bandwidth
‑‑‑‑‑‑‑‑ 0                      ‑‑‑‑‑‑‑‑‑‑ 0



   Note that the above approach does not require the flooding of any per
   LSP information or any detailed distribution of the bandwidth
   allocation per component link or individual ports or even any per-
   priority shareable recovery bandwidth information (using a dedicated
   sub-TLV).  The latter would provide the same capability as the
   already defined Maximum LSP bandwidth per-priority information.  This
   approach is referred to as a Partial (or Aggregated) Information
   Routing as described in [KODIALAM1] and [KODIALAM2].  They show that
   the difference obtained with a Full (or Complete) Information Routing
   approach (where for the whole set of working and recovery LSPs, the
   amount of bandwidth units they use per-link is known at each node and
   for each link) is clearly negligible.  The Full Information Routing
   approach is detailed in [GLI].  Note also that both approaches rely
   on the deterministic knowledge (at different degrees) of the network
   topology and resource usage status.



   Moreover, extending the GMPLS signaling capabilities can enhance the
   Partial Information Routing approach.  It is enhanced by allowing
   working-LSP-related information and, in particular, its path
   (including link and node identifiers) to be exchanged with the
   recovery LSP request.  This enables more efficient admission control
   at upstream nodes of shared recovery resources, and in particular,
   links (see Section 8.4.3).




8.4.2. Recovery Resource Sharing and SRLG Recovery

   Resource shareability can also be maximized with respect to the
   number of times each SRLG is protected by a recovery resource (in
   particular, a shared TE link) and methods can be considered for
   avoiding contention of the shared recovery resources in case of
   single SRLG failure.  These methods enable the sharing of recovery
   resources between two (or more) recovery LSPs, if their respective
   working LSPs are mutually disjoint with respect to link, node, and
   SRLGs.  Then, a single failure does not simultaneously disrupt
   several (or at least two) working LSPs.



   For instance, [BOUILLET] shows that the Partial Information Routing
   approach can be extended to cover recovery resource shareability with
   respect to SRLG recoverability (i.e., the number of times each SRLG
   is recoverable).  By flooding this aggregated information per TE
   link, path computation and selection of SRLG-diverse recovery LSPs
   can be optimized with respect to the sharing of recovery resource
   reserved on each TE link.  This yields a performance difference of
   less than 5%, which is negligible compared to the corresponding Full
   Information Flooding approach (see [GLI]).



   For this purpose, additional extensions to [RFC4202] in support of
   path computation for shared mesh recovery have been often considered
   in the literature.  TE link attributes would include, among others,
   the current number of recovery LSPs sharing the recovery resources
   reserved on the TE link, and the current number of SRLGs recoverable
   by this amount of (shared) recovery resources reserved on the TE
   link.  The latter is equivalent to the current number of SRLGs that
   will be recovered by the recovery LSPs sharing the recovery resource
   reserved on the TE link.  Then, if explicit SRLG recoverability is
   considered, a TE link attribute would be added that includes the
   explicit list of SRLGs (recoverable by the shared recovery resource
   reserved on the TE link) and their respective shareable recovery
   bandwidths.  The latter information is equivalent to the shareable
   recovery bandwidth per SRLG (or per group of SRLGs), which implies
   that the amount of shareable bandwidth and the number of listed SRLGs
   will decrease over time.



   Compared to the case of recovery resource sharing only (regardless of
   SRLG recoverability, as described in Section 8.4.1), these additional
   TE link attributes would potentially deliver better path computation
   and selection (at a distinct ingress node) for shared mesh recovery
   purposes.  However, due to the lack of evidence of better efficiency
   and due to the complexity that such extensions would generate, they
   are not further considered in the scope of the present analysis.  For
   instance, a per-SRLG group minimum/maximum shareable recovery
   bandwidth is restricted by the length that the corresponding (sub-)
   TLV may take and thus the number of SRLGs that it can include.
   Therefore, the corresponding parameter should not be translated into
   GMPLS routing (or even signaling) protocol extensions in the form of
   TE link sub-TLV.



8.4.3.  Recovery Resource Sharing, SRLG Disjointness and Admission
        Control



   Admission control is a strict requirement to be fulfilled by nodes
   giving access to shared links.  This can be illustrated using the
   following network topology:



A ‑‑‑‑‑‑ C ====== D
|        |        |
|        |        |
|        B        |
|        |        |
|        |        |
 ‑‑‑‑‑‑‑ E ‑‑‑‑‑‑ F



   Node A creates a working LSP to D (A-C-D), B creates simultaneously a
   working LSP to D (B-C-D) and a recovery LSP (B-E-F-D) to the same
   destination.  Then, A decides to create a recovery LSP to D (A-E-F-
   D), but since the C-D span carries both working LSPs, node E should
   either assign a dedicated resource for this recovery LSP or reject
   this request if the C-D span has already reached its maximum recovery
   bandwidth sharing ratio.  In the latter case, C-D span failure would
   imply that one of the working LSP would not be recoverable.



   Consequently, node E must have the required information to perform
   admission control for the recovery LSP requests it processes
   (implying for instance, that the path followed by the working LSP is
   carried with the corresponding recovery LSP request).  If node E can
   guarantee that the working LSPs (A-C-D and B-C-D) are SRLG disjoint
   over the C-D span, it may securely accept the incoming recovery LSP
   request and assign to the recovery LSPs (A-E-F-D and B-E-F-D) the
   same resources on the link E-F.  This may occur if the link E-F has
   not yet reached its maximum recovery bandwidth sharing ratio.  In
   this example, one assumes that the node failure probability is
   negligible compared to the link failure probability.



   To achieve this, the path followed by the working LSP is transported
   with the recovery LSP request and examined at each upstream node of
   potentially shareable links.  Admission control is performed using
   the interface identifiers (included in the path) to retrieve in the
   TE DataBase the list of SRLG IDs associated to each of the working
   LSP links.  If the working LSPs (A-C-D and B-C-D) have one or more
   link or SRLG ID in common (in this example, one or more SRLG id in
   common over the span C-D), node E should not assign the same resource
   over link E-F to the recovery LSPs (A-E-F-D and B-E-F-D).  Otherwise,
   one of these working LSPs would not be recoverable if C-D span
   failure occurred.



   There are some issues related to this method; the major one is the
   number of SRLG IDs that a single link can cover (more than 100, in
   complex environments).  Moreover, when using link bundles, this
   approach may generate the rejection of some recovery LSP requests.
   This occurs when the SRLG sub-TLV corresponding to a link bundle
   includes the union of the SRLG id list of all the component links
   belonging to this bundle (see [RFC4202] and [RFC4201]).



   In order to overcome this specific issue, an additional mechanism may
   consist of querying the nodes where the information would be
   available (in this case, node E would query C).  The main drawback of
   this method is that (in addition to the dedicated mechanism(s) it
   requires) it may become complex when several common nodes are
   traversed by the working LSPs.  Therefore, when using link bundles,
   solving this issue is closely related to the sequence of the recovery
   operations.  Per-component flooding of SRLG identifiers would deeply
   impact the scalability of the link state routing protocol.
   Therefore, one may rely on the usage of an on-line accessible network
   management system.




9. Summary and Conclusions

   The following table summarizes the different recovery types and
   schemes analyzed throughout this document.



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
           |       Path Search (computation and selection)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
           |       Pre‑planned (a)      |         Dynamic (b)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
       |   | faster recovery            | Does not apply
       |   | less flexible              |
       | 1 | less robust                |
       |   | most resource‑consuming    |
Path   |   |                            |
Setup   ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
       |   | relatively fast recovery   | Does not apply
       |   | relatively flexible        |
       | 2 | relatively robust          |
       |   | resource consumption       |
       |   |  depends on sharing degree |
        ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
       |   | relatively fast recovery   | less faster (computation)
       |   | more flexible              | most flexible
       | 3 | relatively robust          | most robust
       |   | less resource‑consuming    | least resource‑consuming
       |   |  depends on sharing degree |
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑



   1a. Recovery LSP setup (before failure occurrence) with resource

       reservation (i.e., signaling) and selection is referred to as LSP
       protection.



   2a. Recovery LSP setup (before failure occurrence) with resource

       reservation (i.e., signaling) and with resource pre-selection is
       referred to as pre-planned LSP re-routing with resource pre-
       selection.  This implies only recovery LSP activation after
       failure occurrence.



   3a. Recovery LSP setup (before failure occurrence) with resource

       reservation (i.e., signaling) and without resource selection is
       referred to as pre-planned LSP re-routing without resource pre-
       selection.  This implies recovery LSP activation and resource
       (i.e., label) selection after failure occurrence.



   3b. Recovery LSP setup after failure occurrence is referred to as to

       as LSP re-routing, which is full when recovery LSP path
       computation occurs after failure occurrence.



   Thus, the term pre-planned refers to recovery LSP path pre-
   computation, signaling (reservation), and a priori resource selection
   (optional), but not cross-connection.  Also, the shared-mesh recovery
   scheme can be viewed as a particular case of 2a) and 3a), using the
   additional constraint described in Section 8.4.3.



   The implementation of these recovery mechanisms requires only
   considering extensions to GMPLS signaling protocols (i.e., [RFC3471]
   and [RFC3473]).  These GMPLS signaling extensions should mainly focus
   in delivering (1) recovery LSP pre-provisioning for the cases 1a, 2a,
   and 3a, (2) LSP failure notification, (3) recovery LSP switching
   action(s), and (4) reversion mechanisms.



   Moreover, the present analysis (see Section 8) shows that no GMPLS
   routing extensions are expected to efficiently implement any of these
   recovery types and schemes.




10. Security Considerations

   This document does not introduce any additional security issue or
   imply any specific security consideration from [RFC3945] to the
   current RSVP-TE GMPLS signaling, routing protocols (OSPF-TE, IS-IS-
   TE) or network management protocols.



   However, the authorization of requests for resources by GMPLS-capable
   nodes should determine whether a given party, presumably already
   authenticated, has a right to access the requested resources.  This
   determination is typically a matter of local policy control, for
   example, by setting limits on the total bandwidth made available to
   some party in the presence of resource contention.  Such policies may
   become quite complex as the number of users, types of resources, and
   sophistication of authorization rules increases.  This is
   particularly the case for recovery schemes that assume pre-planned
   sharing of recovery resources, or contention for resources in case of
   dynamic re-routing.



   Therefore, control elements should match the requests against the
   local authorization policy.  These control elements must be capable
   of making decisions based on the identity of the requester, as
   verified cryptographically and/or topologically.
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Abstract

   Use of Node-ID based Resource Reservation Protocol (RSVP) Hello
   messages is implied in a number of cases, e.g., when data and control
   planes are separated, when TE links are unnumbered.  Furthermore,
   when link level failure detection is performed by some means other
   than exchanging RSVP Hello messages, use of a Node-ID based Hello
   session is optimal for detecting signaling adjacency failure for
   Resource reSerVation Protocol-Traffic Engineering (RSVP-TE).
   Nonetheless, this implied behavior is unclear, and this document
   formalizes use of the Node-ID based RSVP Hello session in some
   scenarios.  The procedure described in this document applies to both
   Multi-Protocol Label Switching (MPLS) and Generalized MPLS (GMPLS)
   capable nodes.




1. Introduction

   The RSVP Hello message exchange was introduced in [RFC3209].  The
   usage of RSVP Hello has been extended in [RFC3473] to support RSVP
   Graceful Restart (GR) procedures.



   More specifically, [RFC3473] specifies the use of the RSVP Hello
   messages for GR procedures for Generalized MPLS (GMPLS).  GMPLS
   introduces the notion of control plane and data plane separation.  In
   other words, in GMPLS networks, the control plane information is
   carried over a control network whose end-points are IP capable and
   that may be physically or logically disjoint from the data bearer
   links it controls.  One of the consequences of separation of data
   bearer links from control channels is that RSVP Hello messages are
   not terminated on data bearer links' interfaces even if (some of)
   those are numbered.  Instead, RSVP Hello messages are terminated at
   the control channel (IP-capable) end-points.  The latter MAY be
   identified by the value assigned to the node hosting these control
   channels, i.e., Node-ID.  Consequently, the use of RSVP Hello
   messages for GR applications introduces a need for clarifying the
   behavior and usage of Node-ID based Hello sessions.



   Even in the case of packet switching capable interfaces, when link
   failure detection is performed by some means other than RSVP Hello
   messages (e.g., [BFD]), the use of Node-ID based Hello sessions is
   also optimal for detection of signaling adjacency failures for
   GMPLS-RSVP-TE and RSVP-TE when there is more than one link between a
   pair of nodes.  Similarly, when all TE links between neighbor nodes
   are unnumbered, it is implied that the nodes will exchange Node-ID
   based Hello messages for detection of signaling adjacency failures.
   This document also clarifies the use of Node-ID based Hello message
   exchanges when all or a sub-set of TE links are unnumbered.




2. Terminology

   Node-ID: TE Router ID as advertised in the Router Address TLV for
   OSPF [OSPF-TE] and Traffic Engineering Router ID TLV for ISIS
   [ISIS-TE].  For IPv6, the Node-ID refers to the Router_IPv6_Address
   for OSPFv3 [OSPFv3-TE] and the IPv6 TE Router_ID for IS-IS
   [IS-ISv6-TE].



   Node-ID based Hello Session: A Hello session in which local and
   remote Node-IDs are used in the source and destination fields of the
   Hello packet, respectively.



   Interface bounded Hello Session: A Hello session in which local and
   remote addresses of the interface in question are used in the source
   and destination fields of the Hello packet, respectively.




2.1. Conventions Used in This Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].




3. Node-ID Based RSVP Hello Messages

   A Node-ID based Hello session is established through the exchange of
   RSVP Hello messages such that local and remote Node-IDs are
   respectively used in the source and destination fields of Hello
   packets.  Here, for IPv4, Node-ID refers to the TE router-id as
   defined in the Router Address TLV for OSPF [OSPF-TE] and the Traffic
   Engineering router ID TLV for ISIS [ISIS-TE].  For IPv6, the Node-ID
   refers to the Router_IPv6_Address for OSPFv3 [OSPFv3-TE] and the IPv6
   TE Router_ID for IS-IS [IS-ISv6-TE].  This section formalizes a
   procedure for establishing Node-ID based Hello sessions.



   If a node wishes to establish a Node-ID based RSVP Hello session with
   its neighbor, it sends a Hello message with its Node-ID in the source
   IP address field of the Hello packet.  Furthermore, the node also
   puts the neighbor's Node-ID in the destination address field of the
   IP packet.



   When a node receives a Hello packet where the destination IP address
   is its local Node-ID as advertised in the IGP-TE topology, the node
   MUST use its Node-ID in replying to the Hello message.  In other
   words, nodes MUST ensure that the Node-IDs used in RSVP Hello
   messages are those derived/contained in the IGP-TE topology.
   Furthermore, a node can only run one Node-ID based RSVP Hello session
   per IGP instance (i.e., per Node-ID pair) with its neighbor.



   Even in the case of packet switching capable interfaces, when link
   failure detection is performed by some means other than exchanging
   RSVP Hello messages, use of Node-ID based Hello sessions is also
   optimal in detecting signaling adjacency failures for GMPLS-RSVP-TE
   and RSVP-TE when there is more than one link between a pair of nodes.
   Similarly, if all interfaces between a pair of nodes are unnumbered,
   the optimal way to use RSVP to detect signaling adjacency failure is
   to run Node-ID based Hello sessions.  Furthermore, in the case of an
   optical network with single or multiple numbered or unnumbered
   control channels, use of Node-ID based Hello messages for detecting
   signaling adjacency failure is also optimal.  Therefore, when link
   failure detection is performed by some means other than exchanging
   RSVP Hello messages, or if all interfaces between a pair of nodes are
   unnumbered, or in a GMPLS network with data and control plane
   separation, a node MUST run Node-ID based Hello sessions for
   detection of signaling adjacency failure for RSVP-TE.  Nonetheless,
   if it is desirable to distinguish between signaling adjacency and
   link failures, Node-ID based Hello sessions can co-exist with the
   exchange of interface bound Hellos messages.  Similarly, if a pair of
   nodes share numbered and unnumbered TE links, Node-ID and interface
   based Hello sessions can co-exist.




4. Backward Compatibility Note

   The procedure presented in this document is backward compatible with
   both [RFC3209] and [RFC3473].



   Per [RFC3209], the Hello mechanism is intended for use between
   immediate neighbors, and Hello messages are by default sent between
   direct RSVP neighbors.  This document does not modify this behavior,
   as it uses as "local node_id" the IPv4/IPv6 source address of the
   sending node and as "remote node_id" the IPv4/IPv6 destination
   address of the neighbor node.  TTL/Hop Limit setting and processing
   are also left unchanged.



   Moreover, this document does not modify the use of Hello Processing
   for State Recovery as defined in Section 9.3 of [RFC3473] (including
   definition and processing of the RESTART_CAP object).




5. Security Considerations

   As this document does not modify or extend the RSVP Hello messages
   exchange between immediate RSVP neighbors, it does not introduce new
   security considerations.



   The security considerations pertaining to the original [RFC3209]
   remain relevant.  RSVP message security is described in [RFC2747] and
   provides Hello message integrity and authentication of the Node-ID
   ownership.
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1. Introduction

   As described in [RFC3945], Generalized MPLS (GMPLS) extends MPLS from
   supporting packet (Packet Switching Capable, or PSC) interfaces and
   switching to include support of four new classes of interfaces and
   switching: Layer-2 Switch Capable (L2SC), Time-Division Multiplex
   (TDM), Lambda Switch Capable (LSC) and Fiber-Switch Capable (FSC).  A
   functional description of the extensions to MPLS signaling needed to
   support the new classes of interfaces and switching is provided in
   [RFC3471].  [RFC3473] describes RSVP-TE-specific formats and
   mechanisms needed to support all five classes of interfaces, and CR-
   LDP extensions can be found in [RFC3472].



   This document presents details that are specific to Synchronous
   Optical Network (SONET)/Synchronous Digital Hierarchy (SDH).  Per
   [RFC3471], SONET/SDH-specific parameters are carried in the signaling
   protocol in traffic parameter specific objects.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   Moreover, the reader is assumed to be familiar with the terminology
   in American National Standards Institute (ANSI) [T1.105] and ITU-T
   [G.707], as well as with that in [RFC3471], [RFC3472], and [RFC3473].
   The following abbreviations are used in this document:



DCC: Data Communications Channel.
LOVC: Lower‑Order Virtual Container
HOVC: Higher‑Order Virtual Container
MS: Multiplex Section.
MSOH: Multiplex Section overhead.
POH: Path overhead.
RS: Regenerator Section.
RSOH: Regenerator Section overhead.
SDH: Synchronous digital hierarchy.
SOH: Section overhead.
SONET: Synchronous Optical Network.
SPE: Synchronous Payload Envelope.
STM(‑N): Synchronous Transport Module (‑N) (SDH).
STS(‑N): Synchronous Transport Signal‑Level N (SONET).
VC‑n: Virtual Container‑n (SDH).
VTn: Virtual Tributary‑n (SONET).




2. SONET and SDH Traffic Parameters

   This section defines the GMPLS traffic parameters for SONET/SDH.  The
   protocol-specific formats, for the SONET/SDH-specific RSVP-TE objects
   and CR-LDP TLVs, are described in Sections 2.2 and 2.3, respectively.



   These traffic parameters specify a base set of capabilities for SONET
   ANSI [T1.105] and SDH ITU-T [G.707], such as concatenation and
   transparency.  Other documents may further enhance this set of
   capabilities in the future.  For instance, signaling for SDH over PDH
   ITU-T G.832 or sub-STM-0 ITU-T G.708 interfaces could be defined.



   The traffic parameters defined hereafter (see Section 2.1) MUST be
   used when the label is encoded as SUKLM as defined in this memo (see
   Section 3).  They MUST also be used when requesting one of Section/RS
   or Line/MS overhead transparent STS-1/STM-0, STS-3*N/STM-N (N=1, 4,
   16, 64, 256) signals.



   The traffic parameters and label encoding defined in [RFC3471],
   Section 3.2, MUST be used for fully transparent STS-1/STM-0,
   STS-3*N/STM-N (N=1, 4, 16, 64, 256) signal requests.  A fully
   transparent signal is one for which all overhead is left unmodified
   by intermediate nodes; i.e., when all defined Transparency (T) bits
   would be set if the traffic parameters defined in Section 2.1 were
   used.




2.1. SONET/SDH Traffic Parameters

   The traffic parameters for SONET/SDH are organized as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|  Signal Type  |      RCC      |              NCC              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              NVC              |        Multiplier (MT)        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                       Transparency (T)                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           Profile (P)                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Annex 1 lists examples of SONET and SDH signal coding.



   o) Signal Type (ST): 8 bits



   This field indicates the type of Elementary Signal that constitutes
   the requested Label Switched Path (LSP).  Several transforms can be
   applied successively on the Elementary Signal to build the Final
   Signal actually being requested for the LSP.



   Each transform application is optional and must be ignored if zero,
   except the Multiplier (MT), which cannot be zero and is ignored if
   equal to one.



   Transforms must be applied strictly in the following order:



   - First, contiguous concatenation (by using the RCC and NCC fields)
     can be optionally applied on the Elementary Signal, resulting in a
     contiguously concatenated signal.



   - Second, virtual concatenation (by using the NVC field) can be
     optionally applied on the Elementary Signal, resulting in a
     virtually concatenated signal.



   - Third, some transparency (by using the Transparency field) can be
     optionally specified when a frame is requested as signal rather
     than an SPE- or VC-based signal.



   - Fourth, a multiplication (by using the Multiplier field) can be
     optionally applied directly on the Elementary Signal, on the
     contiguously concatenated signal obtained from the first phase, on
     the virtually concatenated signal obtained from the second phase,
     or on these signals combined with some transparency.



   Permitted Signal Type values for SONET/SDH are



Value  Type (Elementary Signal)
‑‑‑‑‑  ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
  1     VT1.5  SPE / VC‑11
  2     VT2    SPE / VC‑12
  3     VT3    SPE
  4     VT6    SPE / VC‑2
  5     STS‑1  SPE / VC‑3
  6     STS‑3c SPE / VC‑4
  7     STS‑1      / STM‑0   (only when transparency is requested)
  8     STS‑3      / STM‑1   (only when transparency is requested)
  9     STS‑12     / STM‑4   (only when transparency is requested)
  10    STS‑48     / STM‑16  (only when transparency is requested)
  11    STS‑192    / STM‑64  (only when transparency is requested)
  12    STS‑768    / STM‑256 (only when transparency is requested)



   A dedicated signal type is assigned to a SONET STS-3c SPE instead of
   being coded as a contiguous concatenation of three STS-1 SPEs.  This
   is done in order to provide easy interworking between SONET and SDH
   signaling.



   Appendix 1 adds one signal type (optional) to the above values.



   o) Requested Contiguous Concatenation (RCC): 8 bits



   This field is used to request the optional SONET/SDH contiguous
   concatenation of the Elementary Signal.



   This field is a vector of flags.  Each flag indicates the support of
   a particular type of contiguous concatenation.  Several flags can be
   set at the same time to indicate a choice.



   These flags allow an upstream node to indicate to a downstream node
   the different types of contiguous concatenation that it supports.
   However, the downstream node decides which one to use according to
   its own rules.



   A downstream node receiving simultaneously more than one flag chooses
   a particular type of contiguous concatenation, if any is supported,
   and according to criteria that are out of this document's scope.  A
   downstream node that doesn't support any of the concatenation types
   indicated by the field must refuse the LSP request.  In particular,
   it must refuse the LSP request if it doesn't support contiguous
   concatenation at all.



   When several flags have been set, the upstream node retrieves the
   (single) type of contiguous concatenation the downstream node has
   selected by looking at the position indicated by the first label and
   the number of labels as returned by the downstream node (see also
   Section 3).



   The entire field is set to zero to indicate that no contiguous
   concatenation is requested at all (default value).  A non-zero field
   indicates that some contiguous concatenation is requested.



   The following flag is defined:



      Flag 1 (bit 1): Standard contiguous concatenation.



   Flag 1 indicates that the standard SONET/SDH contiguous
   concatenation, as defined in [T1.105]/[G.707], is supported.  Note
   that bit 1 is the low-order bit.  Other flags are reserved for
   extensions; if not used, they must be set to zero when sent and
   should be ignored when received.



   See note 1 in the section on the NCC about the SONET contiguous
   concatenation of STS-1 SPEs when the number of components is a
   multiple of three.



   o) Number of Contiguous Components (NCC): 16 bits



   This field indicates the number of identical SONET SPEs/SDH VCs
   (i.e., Elementary Signal) that are requested to be concatenated, as
   specified in the RCC field.



   Note 1: When a SONET STS-Nc SPE with N=3*X is requested, the
   Elementary Signal to be used must always be an STS-3c_SPE signal
   type, and the value of NCC must always be equal to X.  This allows
   facilitating the interworking between SONET and SDH.  In particular,
   it means that the contiguous concatenation of three STS-1 SPEs cannot
   be requested, as according to this specification this type of signal
   must be coded using the STS-3c SPE signal type.



   Note 2: When a transparent STS-N/STM-N signal is requested that is
   limited to a single contiguously concatenated STS-Nc_SPE/VC-4-Nc, the
   signal type must be STS-N/STM-N, RCC with flag 1, NCC set to 1.



   The NCC value must be consistent with the type of contiguous
   concatenation being requested in the RCC field.  In particular, this
   field is irrelevant if no contiguous concatenation is requested (RCC
   = 0).  In that case, it must be set to zero when sent and should be
   ignored when received.  A RCC value different from 0 implies a number
   of contiguous components greater than or equal to 1.



   Note 3: Following these rules, when a VC-4 signal is requested, the
   RCC and the NCC values SHOULD be set to 0, whereas for an STS-3c SPE
   signal, the RCC and the NCC values SHOULD be set 1.  However, if
   local conditions allow, since the setting of the RCC and NCC values
   is locally driven, the requesting upstream node MAY set the RCC and
   NCC values to either SDH or SONET settings without impacting the
   function.  Moreover, the downstream node SHOULD accept the requested
   values if local conditions allow.  If these values cannot be
   supported, the receiver downstream node SHOULD generate a
   PathErr/NOTIFICATION message (see Sections 2.2 and 2.3,
   respectively).



   o) Number of Virtual Components (NVC): 16 bits



   This field indicates the number of signals that are requested to be
   virtually concatenated.  These signals are all of the same type by
   definition.  They are Elementary Signal SPEs/VCs for which signal
   types are defined in this document; i.e., VT1.5_SPE/VC-11,
   VT2_SPE/VC-12, VT3_SPE, VT6_SPE/VC-2, STS-1_SPE/VC-3, or
   STS-3c_SPE/VC-4.



   This field is set to 0 (default value) to indicate that no virtual
   concatenation is requested.



   o) Multiplier (MT): 16 bits



   This field indicates the number of identical signals that are
   requested for the LSP; i.e., that form the Final Signal.  These
   signals can be identical Elementary Signals, identical contiguously
   concatenated signals, or identical virtually concatenated signals.
   Note that all of these signals thus belong to the same LSP.



   The distinction between the components of multiple virtually
   concatenated signals is done via the order of the labels that are
   specified in the signaling.  The first set of labels must describe
   the first component (set of individual signals belonging to the first
   virtual concatenated signal), the second set must describe the second
   component (set of individual signals belonging to the second virtual
   concatenated signal), and so on.



   This field is set to one (default value) to indicate that exactly one
   instance of a signal is being requested.  Intermediate and egress
   nodes MUST verify that the node itself and the interfaces on which
   the LSP will be established can support the requested multiplier
   value.  If the requested values cannot be supported, the receiver
   node MUST generate a PathErr/NOTIFICATION message (see Sections 2.2
   and 2.3, respectively).



   Zero is an invalid value.  If a zero is received, the node MUST
   generate a PathErr/NOTIFICATION message (see Sections 2.2 and 2.3,
   respectively).



   Note 1: When a transparent STS-N/STM-N signal is requested that is
   limited to a single contiguously concatenated STS-Nc-SPE/VC-4-Nc, the
   multiplier field MUST be equal to 1 (only valid value).



   o) Transparency (T): 32 bits



   This field is a vector of flags that indicates the type of
   transparency being requested.  Several flags can be combined to
   provide different types of transparency.  Not all combinations are
   necessarily valid.  The default value for this field is zero, i.e.,
   no transparency is requested.



   Transparency, as defined from the point of view of this signaling
   specification, is only applicable to the fields in the SONET/SDH
   frame overheads.  In the SONET case, these are the fields in the
   Section Overhead (SOH) and the Line Overhead (LOH).  In the SDH case,
   these are the fields in the Regenerator Section Overhead (RSOH), the
   Multiplex Section overhead (MSOH), and the pointer fields between the
   two.  With SONET, the pointer fields are part of the LOH.



   Note also that transparency is only applicable when the following
   signal types are used: STS-1/STM-0, STS-3/STM-1, STS-12/STM-4,
   STS-48/STM-16, STS-192/STM-64, and STS-768/STM-256.  At least one
   transparency type must be specified when such a signal type is
   requested.



   Transparency indicates precisely which fields in these overheads must
   be delivered unmodified at the other end of the LSP.  An ingress
   Label Switching Router (LSR) requesting transparency will pass these
   overhead fields that must be delivered to the egress LSR without any
   change.  From the ingress and egress LSRs point of views, these
   fields must be seen as being unmodified.



   Transparency is applied not at the interfaces with the initiating and
   terminating LSRs but only between intermediate LSRs.  The
   transparency field is used to request an LSP that supports the
   requested transparency type; it may also be used to set up the
   transparency process to be applied at each intermediate LSR.



   The different transparency flags are as follows:



Flag 1 (bit 1): Section/Regenerator Section layer
Flag 2 (bit 2): Line/Multiplex Section layer



   where bit 1 is the low-order bit.  Other flags are reserved; they
   should be set to zero when sent and ignored when received.  A flag is
   set to one to indicate that the corresponding transparency is
   requested.



   Intermediate and egress nodes MUST verify that the node itself and
   the interfaces on which the LSP will be established can support the
   requested transparency.  If the requested flags cannot be supported,
   the receiver node MUST generate a PathErr/NOTIFICATION message (see
   Sections 2.2 and 2.3, respectively).



   Section/Regenerator Section layer transparency means that the entire
   frames must be delivered unmodified.  This implies that pointers
   cannot be adjusted.  When Section/Regenerator Section layer
   transparency is used all other flags MUST be ignored.
   Line/Multiplex Section layer transparency means that the LOH/MSOH
   must be delivered unmodified.  This implies that pointers cannot be
   adjusted.



   o) Profile (P): 32 bits



   This field is intended to indicate particular capabilities that must
   be supported for the LSP; for example, monitoring capabilities.



   No standard profile is currently defined, and this field SHOULD be
   set to zero when transmitted and ignored when received.



   In the future, TLV-based extensions may be created.




2.2. RSVP-TE Details

   For RSVP-TE, the SONET/SDH traffic parameters are carried in the
   SONET/SDH SENDER_TSPEC and FLOWSPEC objects.  The same format is used
   both for the SENDER_TSPEC object and for FLOWSPEC objects.  The
   content of the objects is defined above, in Section 2.1.  The objects
   have the following class and type for SONET ANSI T1.105 and SDH ITU-T
   G.707:



SONET/SDH SENDER_TSPEC object: Class = 12, C‑Type = 4
SONET/SDH FLOWSPEC object: Class = 9, C‑Type = 4



   There is no Adspec associated with the SONET/SDH SENDER_TSPEC.
   Either the Adspec is omitted, or an int-serv Adspec with the Default
   General Characterization Parameters and Guaranteed Service fragment
   is used; see [RFC2210].



   For a particular sender in a session, the contents of the FLOWSPEC
   object received in a Resv message SHOULD be identical to the contents
   of the SENDER_TSPEC object received in the corresponding Path
   message.  If the objects do not match, a ResvErr message with a
   "Traffic Control Error/Bad Flowspec value" error SHOULD be generated.



   Intermediate and egress nodes MUST verify that the node itself and
   the interfaces on which the LSP will be established can support the
   requested Signal Type, RCC, NCC, NVC and Multiplier (as defined in
   Section 2.1).  If the requested value(s) can not be supported, the
   receiver node MUST generate a PathErr message with a "Traffic Control
   Error/ Service unsupported" indication (see [RFC2205]).



   In addition, if the MT field is received with a zero value, the node
   MUST generate a PathErr message with a "Traffic Control Error/Bad
   Tspec value" indication (see [RFC2205]).



   Intermediate nodes MUST also verify that the node itself and the
   interfaces on which the LSP will be established can support the
   requested Transparency (as defined in Section 2.1).  If the requested
   value(s) cannot be supported, the receiver node MUST generate a
   PathErr message with a "Traffic Control Error/Service unsupported"
   indication (see [RFC2205]).




2.3. CR-LDP Details

   For CR-LDP, the SONET/SDH traffic parameters are carried in the
   SONET/SDH Traffic Parameters TLV.  The content of the TLV is defined
   above, in Section 2.1.  The header of the TLV has the following
   format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|U|F|          Type             |      Length                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The type field for the SONET/SDH Traffic Parameters TLV is 0x0838.



   Intermediate and egress nodes MUST verify that the node itself and
   the interfaces on which the LSP will be established can support the
   requested Signal Type, RCC, NCC, NVC, and Multiplier (as defined in
   Section 2.1).  If the requested value(s) cannot be supported, the
   receiver node MUST generate a NOTIFICATION message with a "Resource
   Unavailable" status code (see [RFC3212]).



   In addition, if the MT field is received with a zero value, the node
   MUST generate a NOTIFICATION message with a "Resource Unavailable"
   status code (see [RFC3212]).



   Intermediate nodes MUST also verify that the node itself and the
   interfaces on which the LSP will be established can support the
   requested Transparency (as defined in Section 2.1).  If the requested
   value(s) cannot be supported, the receiver node MUST generate a
   NOTIFICATION message with a "Resource Unavailable" status code (see
   [RFC3212]).




3. SONET and SDH Labels

   SONET and SDH each define a multiplexing structure.  Both structures
   are trees whose roots are, respectively, an STS-N or an STM-N and
   whose leaves are the signals that can be transported via the time-
   slots and switched between time-slots within an ingress port and
   time-slots within an egress port; i.e., a VTx SPE, an STS-x SPE, or a
   VC-x.  A SONET/SDH label will identify the exact position (i.e.,
   first time-slot) of a particular VTx SPE, STS-x SPE, or VC-x signal
   in a multiplexing structure.  SONET and SDH labels are carried in the
   Generalized Label per [RFC3473] and [RFC3472].



   Note that by time-slots we mean the time-slots as they appear
   logically and sequentially in the multiplex, not as they appear after
   any possible interleaving.



   These multiplexing structures will be used as naming trees to create
   unique multiplex entry names or labels.  The same format of label is
   used for SONET and SDH.  As explained in [RFC3471], a label does not
   identify the "class" to which the label belongs.  This is implicitly
   determined by the link on which the label is used.



   In case of signal concatenation or multiplication, a list of labels
   can appear in the Label field of a Generalized Label.



   In case of contiguous concatenation, only one label appears in the
   Label field.  This unique label is encoded as a single 32-bit label
   value (as defined in this section) of the Generalized Label object
   (Class-Num = 16, C-Type = 2)/TLV (0x0825).  This label identifies the
   lowest time-slot occupied by the contiguously concatenated signal.
   By lowest time-slot, we mean the one having the lowest label (value)
   when compared as an integer value; i.e., the time-slot occupied by
   the first component signal of the concatenated signal encountered
   descending the tree.



   In case of virtual concatenation, the explicit ordered list of all
   labels in the concatenation is given.  This ordered list of labels is
   encoded as a sequence of 32-bit label values (as defined in this
   section) of the Generalized Label object (Class-Num = 16, C-Type =
   2)/TLV (0x0825).  Each label indicates the first time-slot occupied
   by a component of the virtually concatenated signal.  The order of
   the labels must reflect the order of the payloads to concatenate (not
   the physical order of time-slots).  The above representation limits
   virtual concatenation to remain within a single (component) link; it
   imposes, as such, a restriction compared to the ANSI [T1.105]/ ITU-T
   [G.707] recommendations.  The standard definition for virtual
   concatenation allows each virtual concatenation components to travel
   over diverse paths.  Within GMPLS, virtual concatenation components
   must travel over the same (component) link if they are part of the
   same LSP.  This is due to the way that labels are bound to a
   (component) link.  Note, however, that the routing of components on
   different paths is indeed equivalent to establishing different LSPs,
   each one having its own route.  Several LSPs can be initiated and
   terminated between the same nodes, and their corresponding components
   can then be associated together (i.e., virtually concatenated).



   In case of multiplication (i.e., using the multiplier transform), the
   explicit ordered list of all labels that take part in the Final
   Signal is given.  This ordered list of labels is encoded as a
   sequence of 32-bit label values (as defined in this section) of the
   Generalized Label object (Class-Num = 16, C-Type = 2)/TLV (0x0825).
   In case of multiplication of virtually concatenated signals, the
   explicit ordered list of the set of labels that take part in the
   Final Signal is given.  The first set of labels indicates the time-
   slots occupied by the first virtually concatenated signal, the second
   set of labels indicates the time-slots occupied by the second
   virtually concatenated signal, and so on.  The above representation
   limits multiplication to remain within a single (component) link.



   The format of the label for SONET and/or SDH TDM-LSR link is



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|               S               |   U   |   K   |   L   |   M   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   This is an extension of the numbering scheme defined in [G.707],
   Sections 7.3.7 through 7.3.13; i.e., the (K, L, M) numbering.  Note
   that the higher order numbering scheme defined in [G.707], Sections
   7.3.1 through 7.3.6, is not used here.



   Each letter indicates a possible branch number starting at the parent
   node in the multiplex structure.  Branches are considered as being
   numbered in increasing order, starting from the top of the
   multiplexing structure.  The numbering starts at 1; zero is used to
   indicate a non-significant or ignored field.



   When a field is not significant or ignored in a particular context,
   it MUST be set to zero when transmitted and ignored when received.



   When a hierarchy of SONET/SDH LSPs is used, a higher-order LSP with a
   given bandwidth can be used to carry lower-order LSPs.  Remember that
   a higher-order LSP is established through a SONET/SDH higher-order
   path layer network, and a lower-order LSP through a SONET/SDH lower-
   order path layer network (see also ITU-T G.803, Section 3, for the
   corresponding definitions).  In this context, the higher-order
   SONET/SDH LSP behaves as a "virtual link" with a given bandwidth
   (e.g., VC-3); it may also be used as a Forwarding Adjacency.  A
   lower-order SONET/SDH LSP can be established through that higher-
   order LSP.  Since a label is local to a (virtual) link, the highest
   part of that label (i.e., the S, U, and K fields) is non-significant
   and is set to zero; i.e., the label is "0,0,0,L,M".  Similarly, if
   the structure of the lower-order LSP is unknown or not relevant, the
   lowest part of that label (i.e., the L and M fields) is non-
   significant and is set to zero; i.e., the label is "S,U,K,0,0".



   For instance, a VC-3 LSP can be used to carry lower-order LSPs.  In
   that case, the labels allocated between the two ends of the VC-3 LSP
   for the lower-order LSPs will have S, U, and K set to zero (i.e.,
   non-significant) while L and M will be used to indicate the signal
   allocated in that VC-3.



   In case of tunneling, such as VC-4 containing VC-3 containing
   VC-12/VC-11, where the SUKLM structure is not adequate to represent
   the full signal structure, a hierarchical approach must be used;
   i.e., per layer network signaling.



   The possible values of S, U, K, L, and M are defined as follows:



   1.  S=1->N is the index of a particular STS-3/AUG-1 inside an
       STS-N/STM-N multiplex.  S is only significant for SONET STS-N
       (N>1) and SDH STM-N (N>0).  S must be 0 and ignored for STS-1 and
       STM-0.



   2.  U=1->3 is the index of a particular STS-1_SPE/VC-3 within an
       STS-3/AUG-1.  U is only significant for SONET STS-N (N>1) and SDH
       STM-N (N>0).  U must be 0 and ignored for STS-1 and STM-0.



   3.  K=1->3 is the index of a particular TUG-3 within a VC-4.  K is
       only significant for an SDH VC-4 structured in TUG-3s.  K must be
       0 and ignored in all other cases.



   4.  L=1->7 is the index of a particular VT_Group/TUG-2 within an
       STS-1_SPE/TUG-3 or VC-3.  L must be 0 and ignored in all other
       cases.



   5.  M is the index of a particular VT1.5_SPE/VC-11, VT2_SPE/VC-12, or
       VT3_SPE within a VT_Group/TUG-2.  M=1->2 indicates a specific VT3
       SPE inside the corresponding VT Group; these values MUST NOT be
       used for SDH, since there is no equivalent of VT3 with SDH.
       M=3->5 indicates a specific VT2_SPE/VC-12 inside the
       corresponding VT_Group/TUG-2.  M=6->9 indicates a specific
       VT1.5_SPE/VC-11 inside the corresponding VT_Group/TUG-2.



   Note that a label always has to be interpreted according the
   SONET/SDH traffic parameters; i.e., a label by itself does not allow
   knowing which signal is being requested (a label is context
   sensitive).



   The label format defined in this section, referred to as SUKLM, MUST
   be used for any SONET/SDH signal requests that are not transparent;
   i.e., when all Transparency (T) bits defined in Section 2.1 are set
   to zero.  Any transparent STS-1/STM-0/STS-3*N/STM-N (N=1, 4, 16, 64,
   256) signal request MUST use a label format as defined in [RFC3471].



   The S encoding is summarized in the following table:



 S    SDH                     SONET
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other                   other
 1    1st AUG‑1               1st STS‑3
 2    2nd AUG‑1               2nd STS‑3
 3    3rd AUG‑1               3rd STS‑3
 4    4rd AUG‑1               4rd STS‑3
 :    :                       :
 N    Nth AUG‑1               Nth STS‑3




   The U encoding is summarized in the following table:



 U    SDH AUG‑1               SONET STS‑3
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other                   other
 1    1st VC‑3                1st STS‑1 SPE
 2    2nd VC‑3                2nd STS‑1 SPE
 3    3rd VC‑3                3rd STS‑1 SPE




   The K encoding is summarized in the following table:



 K    SDH VC‑4
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other
 1    1st TUG‑3
 2    2nd TUG‑3
 3    3rd TUG‑3



   The L encoding is summarized in the following table:



 L    SDH TUG‑3    SDH VC‑3    SONET STS‑1 SPE
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other        other       other
 1    1st TUG‑2    1st TUG‑2   1st VTG
 2    2nd TUG‑2    2nd TUG‑2   2nd VTG
 3    3rd TUG‑2    3rd TUG‑2   3rd VTG
 4    4th TUG‑2    4th TUG‑2   4th VTG
 5    5th TUG‑2    5th TUG‑2   5th VTG
 6    6th TUG‑2    6th TUG‑2   6th VTG
 7    7th TUG‑2    7th TUG‑2   7th VTG




   The M encoding is summarized in the following table:



 M    SDH TUG‑2                 SONET VTG
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 0    other                     other
 1    ‑                         1st VT3 SPE
 2    ‑                         2nd VT3 SPE
 3    1st VC‑12                 1st VT2 SPE
 4    2nd VC‑12                 2nd VT2 SPE
 5    3rd VC‑12                 3rd VT2 SPE
 6    1st VC‑11                 1st VT1.5 SPE
 7    2nd VC‑11                 2nd VT1.5 SPE
 8    3rd VC‑11                 3rd VT1.5 SPE
 9    4th VC‑11                 4th VT1.5 SPE



   Examples of Labels



   Example 1: the label for the STS-3c_SPE/VC-4 in the Sth

              STS-3/AUG-1 is: S>0, U=0, K=0, L=0, M=0.



   Example 2: the label for the VC-3 within the Kth-1 TUG-3 within

              the VC-4 in the Sth AUG-1 is: S>0, U=0, K>0, L=0, M=0.



   Example 3: the label for the Uth-1 STS-1_SPE/VC-3 within the Sth

              STS-3/AUG-1 is: S>0, U>0, K=0, L=0, M=0.



   Example 4: the label for the VT6/VC-2 in the Lth-1 VT Group/TUG-2

              in the Uth-1 STS-1_SPE/VC-3 within the Sth STS-3/AUG-1
              is: S>0, U>0, K=0, L>0, M=0.



   Example 5: the label for the 3rd VT1.5_SPE/VC-11 in the Lth-1 VT

              Group/TUG-2 within the Uth-1 STS-1_SPE/VC-3 within the
              Sth STS-3/AUG-1 is: S>0, U>0, K=0, L>0, M=8.



Example 6: the label for the STS‑12c SPE/VC‑4‑4c which uses the
           9th STS‑3/AUG‑1 as its first timeslot is: S=9, U=0,
           K=0, L=0, M=0.



   In case of contiguous concatenation, the label that is used is the
   lowest label (value) of the contiguously concatenated signal, as
   explained before.  The higher part of the label indicates where the
   signal starts, and the lowest part is not significant.



   In case of STM-0/STS-1, the values of S, U, and K must be equal to
   zero, according to the field coding rules.  For instance, when a VC-3
   in an STM-0 is requested, the label is S=0, U=0, K=0, L=0, M=0.  When
   a VC-11 in a VC-3 in an STM-0 is requested, the label is S=0, U=0,
   K=0, L>0, M=6..9.




   Note: when a Section/RS or Line/MS transparent STS-1/STM-0/
   STS-3*N/STM-N (N=1, 4, 16, 64, 256) signal is requested, the SUKLM
   label format and encoding is not applicable, and the label encoding
   MUST follow the rules defined in [RFC3471], Section 3.2.
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5. Security Considerations

   This document introduces no new security considerations to either
   [RFC3473] or [RFC3472].  GMPLS security is described in Section 11 of
   [RFC3471] and refers to [RFC3209] for RSVP-TE and to [RFC3212] for
   CR-LDP.




6. IANA Considerations

   Three values defined by IANA for RFC 3946 now apply to this document.



   Two RSVP C-Types in registry:

      http://www.iana.org/assignments/rsvp-parameters



   -  A SONET/SDH SENDER_TSPEC object: Class = 12, C-Type = 4 (see
      Section 2.2).



   -  A SONET/SDH FLOWSPEC object: Class = 9, C-Type = 4 (see Section
      2.2).



   One LDP TLV Type in registry:

      http://www.iana.org/assignments/ldp-namespaces



   -  A type field for the SONET/SDH Traffic Parameters TLV (see Section
      2.3).
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Appendix 1. Signal Type Values Extension for VC-3

This appendix defines the following optional additional Signal
Type value for the Signal Type field of Section 2.1:

Value         Type
‑‑‑‑‑  ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 20     "VC‑3 via AU‑3 at the end"



   According to the ITU-T [G.707] recommendation, a VC-3 in the TU-
   3/TUG-3/VC-4/AU-4 branch of the SDH multiplex cannot be structured in
   TUG-2s; however, a VC-3 in the AU-3 branch can be.  In addition, a
   VC-3 could be switched between the two branches, if required.



   A VC-3 circuit could be terminated on an ingress interface of an LSR
   (e.g., forming a VC-3 forwarding adjacency).  This LSR could then
   want to demultiplex this VC-3 and switch internal low-order LSPs.
   For implementation reasons, this could be only possible if the LSR
   receives the VC-3 in the AU-3 branch.  For example, for an LSR not
   able to switch internally from a TU-3 branch to an AU-3 branch on its
   incoming interface before demultiplexing and then switching the
   content with its switch fabric.



   In that case, it is useful to indicate that the VC-3 LSP must be
   terminated at the end in the AU-3 branch instead of the TU-3 branch.



   This is achieved by using the "VC-3 via AU-3 at the end" signal type.
   This information can be used, for instance, by the penultimate LSR to
   switch an incoming VC-3 received in any branch to the AU-3 branch on
   the outgoing interface to the destination LSR.



   The "VC-3 via AU-3 at the end" signal type does not imply that the
   VC-3 must be switched via the AU-3 branch at some other places in the
   network.  The VC-3 signal type just indicates that a VC-3 in any
   branch is suitable.



Annex 1.  Examples



   This annex defines examples of SONET and SDH signal coding.  The
   objective is to help the reader to understand how the traffic
   parameter coding works and not to give examples of typical SONET or
   SDH signals.



   As stated above, signal types are Elementary Signals to which
   successive concatenation, multiplication, and transparency transforms
   can be applied to obtain Final Signals.



   1.   A VC-4 signal is formed by the application of RCC with value 0,
        NCC with value 0, NVC with value 0, MT with value 1, and T with
        value 0 to a VC-4 Elementary Signal.



   2.   A VC-4-7v signal is formed by the application of RCC with value
        0, NCC with value 0, NVC with value 7 (virtual concatenation of
        7 components), MT with value 1, and T with value 0 to a VC-4
        Elementary Signal.



   3.   A VC-4-16c signal is formed by the application of RCC with value
        1 (standard contiguous concatenation), NCC with value 16, NVC
        with value 0, MT with value 1, and T with value 0 to a VC-4
        Elementary Signal.



   4.   An STM-16 signal with Multiplex Section layer transparency is
        formed by the application of RCC with value 0, NCC with value 0,
        NVC with value 0, MT with value 1, and T with flag 2 to an
        STM-16 Elementary Signal.



   5.   An STM-4 signal with Multiplex Section layer transparency is
        formed by the application of RCC with value 0, NCC with value 0,
        NVC with value 0, MT with value 1, and T with flag 2 applied to
        an STM-4 Elementary Signal.



   6.   An STM-256 signal with Multiplex Section layer transparency is
        formed by the application of RCC with value 0, NCC with value 0,
        NVC with value 0, MT with value 1, and T with flag 2 applied to
        an STM-256 Elementary Signal.



   7.   An STS-1 SPE signal is formed by the application of RCC with
        value 0, NCC with value 0, NVC with value 0, MT with value 1,
        and T with value 0 to an STS-1 SPE Elementary Signal.



   8.   An STS-3c SPE signal is formed by the application of RCC with
        value 1 (standard contiguous concatenation), NCC with value 1,
        NVC with value 0, MT with value 1, and T with value 0 to an
        STS-3c SPE Elementary Signal.



   9.   An STS-48c SPE signal is formed by the application of RCC with
        value 1 (standard contiguous concatenation), NCC with value 16,
        NVC with value 0, MT with value 1, and T with value 0 to an
        STS-3c SPE Elementary Signal.



   10.  An STS-1-3v SPE signal is formed by the application of RCC with
        value 0, NVC with value 3 (virtual concatenation of 3
        components), MT with value 1, and T with value 0 to an STS-1 SPE
        Elementary Signal.



   11.  An STS-3c-9v SPE signal is formed by the application of RCC with
        value 1, NCC with value 1, NVC with value 9 (virtual
        concatenation of 9 STS-3c), MT with value 1, and T with value 0
        to an STS-3c SPE Elementary Signal.



   12.  An STS-12 signal with Section layer (full) transparency is
        formed by the application of RCC with value 0, NCC with value 0,
        NVC with value 0, MT with value 1, and T with flag 1 to an
        STS-12 Elementary Signal.



   13.  A 3 x STS-768c SPE signal is formed by the application of RCC
        with value 1, NCC with value 256, NVC with value 0, MT with
        value 3, and T with value 0 to an STS-3c SPE Elementary Signal.



   14.  A 5 x VC-4-13v composed signal is formed by the application of
        RCC with value 0, NVC with value 13, MT with value 5, and T with
        value 0 to a VC-4 Elementary Signal.



   The encoding of these examples is summarized in the following table:



Signal                     ST   RCC   NCC   NVC   MT   T
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
VC‑4                        6     0     0     0    1   0
VC‑4‑7v                     6     0     0     7    1   0
VC‑4‑16c                    6     1    16     0    1   0
STM‑16 MS transparent      10     0     0     0    1   2
STM‑4 MS transparent        9     0     0     0    1   2
STM‑256 MS transparent     12     0     0     0    1   2
STS‑1 SPE                   5     0     0     0    1   0
STS‑3c SPE                  6     1     1     0    1   0
STS‑48c SPE                 6     1    16     0    1   0
STS‑1‑3v SPE                5     0     0     3    1   0
STS‑3c‑9v SPE               6     1     1     9    1   0
STS‑12 Section transparent  9     0     0     0    1   1
3 x STS‑768c SPE            6     1   256     0    3   0
5 x VC‑4‑13v                6     0     0    13    5   0
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Abstract
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   This memo defines a portion of the Management Information Base (MIB)
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1. The Internet-Standard Management Framework

   For a detailed overview of the documents that describe the current
   Internet-Standard Management Framework, please refer to section 7 of
   RFC 3410 [RFC3410].



   Managed objects are accessed via a virtual information store, termed
   the Management Information Base or MIB.  MIB objects are generally
   accessed through the Simple Network Management Protocol (SNMP).
   Objects in the MIB are defined using the mechanisms defined in the
   Structure of Management Information (SMI).  This memo specifies a MIB
   module that is compliant to the SMIv2, which is described in STD 58,
   RFC 2578 [RFC2578], STD 58, RFC 2579 [RFC2579] and STD 58, RFC 2580
   [RFC2580].




2. Introduction

   Current work is under way in the IETF to specify a suite of protocols
   to be used as a common control plane and a separate common
   measurement plane.  Generalized MPLS (GMPLS) [RFC3471] and the Link
   Management Protocol [RFC4204] are key components of this
   standardization activity.  The primary purpose of LMP is to manage
   traffic engineering (TE) links.  Primary goals of LMP are the
   maintenance of the control channel connectivity, correlation of link
   properties, verification of data-bearing links, and detection and
   isolation of link faults.



   We describe in this document a MIB module that can be used to manage
   LMP implementations.  This MIB module covers both configuration and
   performance-monitoring aspects of LMP.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].




3. Terminology

   This document uses terminology from the document describing the Link
   Management Protocol [RFC4204].  An "LMP adjacency" is formed between
   two nodes that support the same capabilities, and LMP messages are
   exchanged between the node pair over control channels that form this
   adjacency.  Several control channels can be active at the same time.
   With the exception of messages related to control channel management,
   anytime an LMP message needs to be transferred to a neighbor node, it
   can be sent on any of the active control channels.  The control
   channels can also be used to exchange MPLS control plane information
   or routing information.



   LMP is designed to support aggregation of one or more data-bearing
   links into a traffic-engineering (TE) link.  The data-bearing links
   can be either component links or ports, depending on their
   multiplexing capability (see [RFC4204] for the distinction between
   port and component link).



   Each TE link is associated with an LMP adjacency, and one or more
   control channels are used to exchange LMP messages for a particular
   adjacency.  In turn, control channels are used to manage the TE links
   associated with the LMP adjacency.




4. Feature Checklist

   The Link Management Protocol MIB module (LMP-MIB) is designed to
   satisfy the following requirements and constraints:



   -  The MIB module supports the enabling and disabling of LMP
      capability on LMP-capable interfaces of a photonic switch, optical
      cross-connect, or router.



   -  The MIB module is used to provide information about LMP
      adjacencies.



   -  Support is provided for configuration of the keep-alive and link
      verification parameters.



   -  The MIB module is used to express the mapping between local and
      remote TE links, as well as local and remote interface identifiers
      for port or component link.



   -  Performance counters are provided for measuring LMP performance on
      a per-control channel basis.  Performance counters are also
      provided for measuring LMP performance on the data-bearing links.



   Note that the LMP MIB module goes hand-in-hand with the TE Link (TE-
   LINK-STD-MIB) MIB module [RFC4220].  The TE link table, which is used
   to associate data-bearing links to TE links, is defined in the TE
   Link MIB.  The TE link table in the LMP MIB module contains TE link
   information specific to LMP.




5. Outline

   Configuring LMP through an optical device involves the following
   steps:



   -  Enabling LMP on LMP-capable interfaces through control channel
      configuration.



   -  Optionally, specifying link verification parameters.



   -  Configuring the data-bearing links and associating them to the
      appropriate TE link (this association is stored in the
      ifStackTable of the Interfaces Group MIB).



   TE links are managed by the control channels that run between the
   same pair of nodes (LMP adjacency).




6. Brief Description of MIB Objects

   Sections 6.1 - 6.8 describe objects pertaining to LMP.  The MIB
   objects were derived from the LMP document [RFC4204].




6.1. lmpNbrTable

   The remote node table is used to identify the pair of nodes that
   exchange LMP messages over control channels.




6.2. lmpControlChannelTable

   The control channel table is used for enabling the LMP protocol on
   LMP-capable interfaces.  A photonic switch, optical cross-connect, or
   router creates an entry in this table for every LMP-capable interface
   in that device.




6.3. lmpControlChannelPerfTable

   The control channel performance table is used for collecting LMP
   performance counts on a per-control channel basis.  Each entry in the
   lmpControlChannelTable has a corresponding entry in the
   lmpControlChannelPerfTable.




6.4. lmpTeLinkTable

   The TE link table is used for specifying LMP information associated
   with TE links.




6.5. lmpLinkVerificationTable

   The link verification table is used for configuring the LMP link
   verification parameters of TE links.  For every TE link entry in the
   lmpTeLinkTable that supports the link verification procedure, there
   is a corresponding entry in the lmpLinkVerificationTable.




6.6. lmpTeLinkPerfTable

   The TE link performance table is used for collecting LMP performance
   counts on a per-TE link basis.  Each entry in the lmpTeLinkTable has
   a corresponding entry in the lmpTeLinkPerfTable.




6.7. lmpDataLinkTable

   The data-bearing link table is used to specify the data-bearing links
   that are associated with TE links.




6.8. lmpDataLinkPerfTable

   The data-bearing link performance table is used for collecting LMP
   performance counts on data-bearing links.




7. Example of LMP Control Channel Setup

   In this section, we provide a brief example of using the MIB objects
   described in Section 9 to set up an LMP control channel.  This
   example is not meant to illustrate every nuance of the MIB module,
   but it is intended as an aid to understanding some of the key
   concepts.  It is meant to be read after one goes through the MIB
   itself.



   Suppose that one would like to form an LMP adjacency between two
   nodes using two control channels.  Suppose also that there are three
   data-bearing links.  We also assume that the data-bearing links are
   ports (lambdas) and that the link verification procedure is not
   enabled.  The following example illustrates which rows and
   corresponding objects might be created to accomplish this.



   First, LMP must be enabled between the pair of nodes.



In lmpNbrTable:
{
   lmpNbrNodeId                       = 'c0000201'H, ‑‑ 192.0.2.1
   lmpNbrAdminStatus                  = up(1),
   lmpNbrRowStatus                    = createAndGo(4),
   lmpNbrStorageType                  = nonVolatile(3)
}

Then, the control channels must be set up.  These are created in
the lmpControlChannelTable.

In lmpControlChannelTable:
{
   lmpCcId                           = 1,

   lmpCcUnderlyingIfIndex            = 1,
   lmpCcIsIf                         = false(2),
   lmpCcAuthentication               = false(2),
   lmpCcHelloInterval                = 15,
   lmpCcHelloIntervalMin             = 15,
   lmpCcHelloIntervalMax             = 1000,
   lmpCcHelloDeadInterval            = 45,
   lmpCcHelloDeadIntervalMin         = 45,
   lmpCcHelloDeadIntervalMax         = 1000,
   lmpCcAdminStatus                  = up(1),
   lmpCcRowStatus                    = createAndGo(4),
   lmpCcStorageType                  = nonVolatile(3)
}

{
   lmpCcId                           = 2,
   lmpCcUnderlyingIfIndex            = 2,
   lmpCcIsIf                         = false(2),
   lmpCcAuthentication               = false(2),
   lmpCcHelloInterval                = 15,
   lmpCcHelloIntervalMin             = 15,
   lmpCcHelloIntervalMax             = 1000,
   lmpCcHelloDeadInterval            = 45,
   lmpCcHelloDeadIntervalMin         = 45,
   lmpCcHelloDeadIntervalMax         = 1000,
   lmpCcAdminStatus                  = up(1),
   lmpCcRowStatus                    = createAndGo(4),
   lmpCcStorageType                  = nonVolatile(3)
}



   Next, the three data-bearing links are created.  For each data-
   bearing link, an ifEntry with the same ifIndex needs to be created
   beforehand.



   In lmpDataLinkTable:
{
   ifIndex                         = 41,
   lmpDataLinkAddressType          = unknown(0),
   lmpDataLinkIpAddr               = ''H,
   lmpDataLinkRemoteIpAddress      = ''H,
   lmpDataLinkRemoteIfId           = 47,
   lmpDataLinkRowStatus            = createAndGo(4),
   lmpDataLinkStorageType          = nonVolatile(3)
}

{
   ifIndex                         = 43,
   lmpDataLinkAddressType          = unknown(0),

   lmpDataLinkIpAddr               = ''H,
   lmpDataLinkRemoteIpAddress      = ''H,
   lmpDataLinkRemoteIfId           = 42,
   lmpDataLinkRowStatus            = createAndGo(4),
   lmpDataLinkStorageType          = nonVolatile(3)
}
{
   ifIndex                         = 44,
   lmpDataLinkAddressType          = unknown(0),
   lmpDataLinkIpAddr               = ''H,
   lmpDataLinkRemoteIpAddress      = ''H,
   lmpDataLinkRemoteIfId           = 48,
   lmpDataLinkRowStatus            = createAndGo(4),
   lmpDataLinkStorageType          = nonVolatile(3)
}



   Note that the data-bearing link type (lmpDataLinkType) does not need
   to be provisioned, as it is automatically populated by the node.  The
   definition of the protection role (primary or secondary) for the
   data-bearing links is stored in the componentLinkTable of the TE Link
   MIB module [RFC4220].



   Then, a TE link is created as an ifEntry with ifType teLink in the
   ifTable.



   Once the TE link is created in the ifTable, a TE link entry is
   created in the LMP MIB module to specify TE link information specific
   to LMP.



   In lmpTeLinkTable:
{
   ifIndex                     = 20,
   lmpTeLinkVerification       = true(1),
   lmpTeLinkFaultManagement    = true(1),
   lmpTeLinkDwdm               = false(2),
   lmpTeLinkRowStatus          = createAndGo(4),
   lmpTeLinkStorageType        = nonVolatile(3)
}

and in lmpLinkVerificationTable:
{
   ifIndex                         = 20,
   lmpLinkVerifyInterval           = 100,
   lmpLinkVerifyDeadInterval       = 300,
   lmpLinkVerifyTransportMechanism = j0Trace(3),
   lmpLinkVerifyAllLinks           = true(1),
   lmpLinkVerifyTransmissionRate   = 100000,
   lmpLinkVerifyWavelength         = 0,

   lmpLinkVerifyRowStatus          = createAndGo(4),
   lmpLinkVerifyStorageType        = nonVolatile(3)
}



   The association between the data-bearing links and the TE links is
   stored in the ifStackTable [RFC2863].



   In parallel with the entry created in the lmpTeLinkTable, an entry
   may be created in the teLinkTable of the TE Link MIB module
   [RFC4220].




8. Application of the Interfaces Group to LMP

   The Interfaces Group [RFC2863] defines generic managed objects for
   managing interfaces.  This memo contains the media-specific
   extensions to the Interfaces Group for managing LMP control channels
   that are modeled as interfaces.  If the control channel as defined in
   the lmpControlChannelTable is modeled as an ifEntry, then the
   following definition applies.  An lmpControlChannelTable entry is
   designated as being represented as an Interfaces MIB ifEntry if the
   lmpControlChannelEntry object lmpCcIsIf is set to true (1).  In this
   case, the control channel SHOULD be modeled as an ifEntry and provide
   appropriate interface stacking, as defined below.



   This memo assumes the interpretation of the Interfaces Group to be in
   accordance with [RFC2863], which states that the interfaces table
   (ifTable) contains information on the managed resource's interfaces
   and that each sub-layer below the internetwork layer of a network
   interface is considered an interface.  Since the LMP interface only
   carries control traffic, it is considered to be below the
   internetwork layer.  Thus, the LMP interface may be represented as an
   entry in the ifTable.  The interrelation of entries in the ifTable is
   defined by Interfaces Stack Group defined in [RFC2863].



   When LMP control channels are modeled as interfaces, the interface
   stack table must appear as follows for the LMP control channel
   interfaces:



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| LMP‑interface ifType = lmp(227)        +
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Underlying Layer...                    +
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



   In the above diagram, "Underlying Layer..." refers to the ifIndex of
   any interface type over which the LMP interface will transmit its
   traffic.  Note that if the underlying layer provides multiple access
   to its media (i.e., Ethernet), then it is possible to stack multiple
   LMP interfaces on top of this interface in parallel.



   Note that it is not a requirement that LMP control channels be
   modeled as interfaces.  It is acceptable that control channels simply
   exist as logical connections between adjacent LMP-capable nodes.  In
   this case, lmpCcIsIf is set to false(2), and no corresponding entry
   is made in the ifTable.




8.1. Support of the LMP Layer by ifTable

   Some specific interpretations of ifTable for the LMP layer follow.



Object        Use for the LMP layer.

ifIndex       Each LMP interface may be represented by an ifEntry.

ifDescr       Description of the LMP interface.

ifType        The value that is allocated for LMP is 227.  This
              number has been assigned by the IANA.

ifSpeed       The total bandwidth in bits per second for use by the
              LMP layer.



   ifPhysAddress Unused.



   ifAdminStatus This variable indicates the administrator's intent as

                 to whether LMP should be enabled, disabled, or running
                 in some diagnostic testing mode on this interface.
                 Also see [RFC2863].



ifOperStatus  This value reflects the actual or operational status of
              LMP on this interface.

ifLastChange  See [RFC2863].

ifInOctets    The number of received octets over the interface; i.e.,
              the number of octets received as LMP packets.

ifOutOctets   The number of transmitted octets over the interface;
              i.e., the number of octets transmitted as LMP packets.

ifInErrors    The number of LMP packets dropped due to uncorrectable
              errors.



   ifInUnknownProtos

                 The number of received packets discarded during packet
                 header validation, including packets with unrecognized
                 label values.



ifOutErrors   See [RFC2863].

ifName        Textual name (unique on this system) of the interface
              or an octet string of zero length.



   ifLinkUpDownTrapEnable

                 Default is disabled (2).



   ifConnectorPresent

                 Set to false (2).



ifHighSpeed   See [RFC2863].

ifHCInOctets  The 64‑bit version of ifInOctets; supported if required
              by the compliance statements in [RFC2863].



   ifHCOutOctets The 64-bit version of ifOutOctets; supported if

                 required by the compliance statements in [RFC2863].



ifAlias       The nonvolatile 'alias' name for the interface, as
              specified by a network manager.



   ifCounterDiscontinuityTime

                 See [RFC2863].




9. LMP MIB Module Definitions

   This MIB module IMPORTs objects from [RFC2578], [RFC2579], [RFC2580],
   [RFC2863], [RFC4001], and [RFC4220], and it has REFERENCE clauses to
   [RFC4204], [RFC4207], [RFC4209], [RFC3471], and [RFC2914].



LMP-MIB DEFINITIONS ::= BEGIN



IMPORTS
   MODULE‑IDENTITY, OBJECT‑TYPE, NOTIFICATION‑TYPE,
   transmission, Unsigned32, Counter32, TimeTicks
      FROM SNMPv2‑SMI              ‑‑ RFC 2578

   MODULE‑COMPLIANCE, OBJECT‑GROUP, NOTIFICATION‑GROUP
      FROM SNMPv2‑CONF             ‑‑ RFC 2580

   TEXTUAL‑CONVENTION, TruthValue, RowStatus, StorageType,
   TimeStamp

      FROM SNMPv2‑TC               ‑‑ RFC 2579

   InterfaceIndexOrZero, ifIndex
      FROM IF‑MIB                  ‑‑ RFC 2863

   InetAddressType, InetAddress
      FROM INET‑ADDRESS‑MIB        ‑‑ RFC 4001

   teLinkRemoteIpAddr, teLinkIncomingIfId, TeLinkEncodingType
      FROM TE‑LINK‑STD‑MIB;        ‑‑ RFC 4220

lmpMIB MODULE‑IDENTITY
   LAST‑UPDATED "200608140000Z"  ‑‑ 14 August 2006
   ORGANIZATION "Common Control and Measurement Protocols (CCAMP)
                 Working Group"
   CONTACT‑INFO
       "        Martin Dubuc
        Email:  dubuc.consulting@sympatico.ca

                Thomas D. Nadeau
        Email:  tnadeau@cisco.com

                Jonathan P. Lang
        Email:  jplang@ieee.org

                Evan McGinnis
        Email:  emcginnis@hammerheadsystems.com

                Adrian Farrel
        Email:  adrian@olddog.co.uk"

   DESCRIPTION
       "Copyright (C) 2006 The Internet Society.  This version of
        the MIB module is part of RFC 4631; see the RFC itself
        for full legal notices.

        This MIB module contains managed object definitions for
        the Link Management Protocol (LMP) as
        defined in 'Link Management Protocol'."

   ‑‑ Revision history.
   REVISION
       "200608140000Z"  ‑‑ 14 August 2006
   DESCRIPTION
       "Revised version:
        ‑ Fixes textual descriptions of TruthValue settings such that
          True is always 1 and False is always 2.
        ‑ Adds punctuation to REFERENCE clauses.

        This revision published as RFC 4631"
   REVISION
       "200601110000Z"  ‑‑ 11 January 2006
   DESCRIPTION
       "Initial version published as RFC 4327"
   ::= { transmission 227 }



-- Textual Conventions



LmpInterval ::= TEXTUAL‑CONVENTION
   DISPLAY‑HINT "d"
   STATUS        current
   DESCRIPTION
       "The interval delay, in milliseconds."
   SYNTAX        Unsigned32 (1..65535)

LmpRetransmitInterval ::= TEXTUAL‑CONVENTION
   DISPLAY‑HINT "d"
   STATUS        current
   DESCRIPTION
       "The retransmission interval delay in milliseconds."
   SYNTAX        Unsigned32 (1..4294967295)

LmpNodeId ::= TEXTUAL‑CONVENTION
   DISPLAY‑HINT  "1d.1d.1d.1d"
   STATUS        current
   DESCRIPTION
       "Represents a Node ID in network byte order.  Node ID is an
        address of type IPv4."
   REFERENCE
       "Section 1.1 of Link Management Protocol, RFC 4204."
   SYNTAX        OCTET STRING(SIZE(4))



-- Top level components of this MIB



‑‑ Notifications
lmpNotifications OBJECT IDENTIFIER ::= { lmpMIB 0 }
‑‑ Tables, Scalars
lmpObjects       OBJECT IDENTIFIER ::= { lmpMIB 1 }
‑‑ Conformance
lmpConformance   OBJECT IDENTIFIER ::= { lmpMIB 2 }

lmpAdminStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "The desired operational status of LMP on the node.



        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."



   DEFVAL        { up }
   ::= { lmpObjects 1 }

lmpOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of LMP on the node."
   ::= { lmpObjects 2 }



-- LMP Neighbor Table



lmpNbrTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpNbrEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies the neighbor node(s) to which control
        channels may be established."
   ::= { lmpObjects 3 }

lmpNbrEntry OBJECT‑TYPE
   SYNTAX        LmpNbrEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by a LMP‑enabled device for
        every pair of nodes that can establish control channels."
   INDEX         { lmpNbrNodeId }
   ::= { lmpNbrTable 1 }

LmpNbrEntry ::= SEQUENCE {
  lmpNbrNodeId              LmpNodeId,
  lmpNbrRetransmitInterval  LmpRetransmitInterval,
  lmpNbrRetryLimit          Unsigned32,
  lmpNbrRetransmitDelta     Unsigned32,
  lmpNbrAdminStatus         INTEGER,
  lmpNbrOperStatus          INTEGER,
  lmpNbrRowStatus           RowStatus,
  lmpNbrStorageType         StorageType
}

lmpNbrNodeId OBJECT‑TYPE
   SYNTAX        LmpNodeId

   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This is a unique index for an entry in the LmpNbrTable.
        This value represents the remote Node ID."
   ::= { lmpNbrEntry 1 }

lmpNbrRetransmitInterval OBJECT‑TYPE
   SYNTAX        LmpRetransmitInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the initial retransmission interval that
        is used for the retransmission of messages that require
        acknowledgement.  This object, along with lmpNbrRetryLimit,
        is used to implement the congestion‑handling mechanism defined
        in Section 10 of the Link Management Protocol specification,
        which is based on RFC 2914."
   REFERENCE
       "Link Management Protocol, RFC 4204.

        Congestion Control Principles, RFC 2914."
   DEFVAL        { 500 }
   ::= { lmpNbrEntry 2 }

lmpNbrRetryLimit OBJECT‑TYPE
   SYNTAX        Unsigned32
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the maximum number of times a message
        is transmitted without being acknowledged.  A value of 0 is used
        to indicate that a node should never stop retransmission.
        This object, along with lmpNbrRetransmitInterval, is
        used to implement the congestion‑handling mechanism as defined
        in Section 10 of the Link Management Protocol specification,
        which is based on RFC 2914."
   REFERENCE
       "Link Management Protocol, RFC 4204.
        Congestion Control Principles, RFC 2914."
   DEFVAL        { 3 }
   ::= { lmpNbrEntry 3 }

lmpNbrRetransmitDelta OBJECT‑TYPE
   SYNTAX        Unsigned32
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION

       "This object governs the speed with which the sender increases
        the retransmission interval, as explained in Section 10 of the
        Link Management Protocol specification, which is based on
        RFC 2914.  This value is a power used to express the
        exponential backoff.  The ratio of two successive retransmission
        intervals is (1 + Delta)."
   REFERENCE
       "Link Management Protocol, RFC 4204.
        Congestion Control Principles, RFC 2914."
   DEFVAL        { 1 }
   ::= { lmpNbrEntry 4 }

lmpNbrAdminStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The desired operational status of LMP to this remote node."
   ::= { lmpNbrEntry 5 }

lmpNbrOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of LMP to this remote node."
   ::= { lmpNbrEntry 6 }

lmpNbrRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpNbrEntry 7 }

lmpNbrStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpNbrTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any

        columnar object in the row."
   DEFVAL        { nonVolatile }
   ::= { lmpNbrEntry 8 }



-- End of lmpNbrTable



lmpCcHelloIntervalDefault OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default value for the HelloInterval
        parameter used in the Hello protocol keep‑alive phase.  It
        indicates how frequently LMP Hello messages will be sent.  It
        is used as the default value for lmpCcHelloInterval.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpObjects 4 }

lmpCcHelloIntervalDefaultMin OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default minimum value for the
        HelloInterval parameter.  It is used as a default value
        for lmpCcHelloIntervalMin.  Implementations should save the
        value of this object in persistent memory so that it survives
        restarts or reboot."
   ::= { lmpObjects 5 }

lmpCcHelloIntervalDefaultMax OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default maximum value for the
        HelloInterval parameter.  It is used as a default value
        for lmpCcHelloIntervalMax.  Implementations should save the
        value of this object in persistent memory so that it survives
        restarts or reboot."
   ::= { lmpObjects 6 }

lmpCcHelloDeadIntervalDefault OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write

   STATUS        current
   DESCRIPTION
       "This object specifies the default HelloDeadInterval parameter
        to use in the Hello protocol keep‑alive phase.  It indicates
        how long a device should wait before declaring the control
        channel dead.  The HelloDeadInterval parameter should be at
        least three times the value of HelloInterval.  It is used as
        a default value for lmpCcHelloDeadInterval.  Implementations
        should save the value of this object in persistent memory so
        that it survives restarts or reboot."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpObjects 7 }

lmpCcHelloDeadIntervalDefaultMin OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default minimum value for the
        HelloDeadInterval parameter.  It is used as a default value
        for lmpCcHelloDeadIntervalMin.  Implementations should save
        the value of this object in persistent memory so that it
        survives restarts or reboot."
   ::= { lmpObjects 8 }

lmpCcHelloDeadIntervalDefaultMax OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object specifies the default maximum value for the
        HelloDeadInterval parameter.  It is used as a default value
        for lmpCcHelloDeadIntervalMax.  Implementations should save the
        value of this object in persistent memory so that it survives
        restarts or reboot."
   ::= { lmpObjects 9 }



-- LMP Control Channel Table



lmpControlChannelTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpControlChannelEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies LMP control channel information."
   ::= { lmpObjects 10 }

lmpControlChannelEntry OBJECT‑TYPE
   SYNTAX        LmpControlChannelEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by an LMP‑enabled device for
        every control channel.  Whenever a new entry is created with
        lmpCcIsIf set to true(1), a corresponding entry is
        created in ifTable as well (see RFC 2863)."
   INDEX         { lmpCcId }
   ::= { lmpControlChannelTable 1 }

LmpControlChannelEntry ::= SEQUENCE {
  lmpCcId                            Unsigned32,
  lmpCcUnderlyingIfIndex             InterfaceIndexOrZero,
  lmpCcIsIf                          TruthValue,
  lmpCcNbrNodeId                     LmpNodeId,
  lmpCcRemoteId                      Unsigned32,
  lmpCcRemoteAddressType             InetAddressType,
  lmpCcRemoteIpAddr                  InetAddress,
  lmpCcSetupRole                     INTEGER,
  lmpCcAuthentication                TruthValue,
  lmpCcHelloInterval                 LmpInterval,
  lmpCcHelloIntervalMin              LmpInterval,
  lmpCcHelloIntervalMax              LmpInterval,
  lmpCcHelloIntervalNegotiated       LmpInterval,
  lmpCcHelloDeadInterval             LmpInterval,
  lmpCcHelloDeadIntervalMin          LmpInterval,
  lmpCcHelloDeadIntervalMax          LmpInterval,
  lmpCcHelloDeadIntervalNegotiated   LmpInterval,
  lmpCcLastChange                    TimeTicks,
  lmpCcAdminStatus                   INTEGER,
  lmpCcOperStatus                    INTEGER,
  lmpCcRowStatus                     RowStatus,
  lmpCcStorageType                   StorageType
}

lmpCcId OBJECT‑TYPE
   SYNTAX        Unsigned32 (1..4294967295)
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This value represents the local control channel identifier.
        The control channel identifier is a non‑zero 32‑bit number."
   ::= { lmpControlChannelEntry 1 }

lmpCcUnderlyingIfIndex OBJECT‑TYPE
   SYNTAX        InterfaceIndexOrZero

   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "If lmpCcIsIf is set to true(1), this object carries the
        index into the ifTable of the entry that represents the
        LMP interface over which LMP will transmit its traffic.
        If this object is set to zero but lmpCcIsIf is set to
        true(1), the control channel is not currently associated
        with any underlying interface, and the control channel's
        operational status must not be up(1); nor should the
        control channel forward or receive traffic.
        If lmpCcIsIf is set to false(2), this object should be set
        to zero and ignored."
   ::= { lmpControlChannelEntry 2 }

lmpCcIsIf OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "In implementations where the control channels are modeled
        as interfaces, the value of this object is true(1), and
        this control channel is represented by an interface in
        the interfaces group table as indicated by the value of
        lmpCcUnderlyingIfIndex.  If control channels are not
        modeled as interfaces, the value of this object is
        false(2), and there is no corresponding interface for
        this control channel in the interfaces group table;
        the value of lmpCcUnderlyingIfIndex should be
        ignored."
   ::= { lmpControlChannelEntry 3 }

lmpCcNbrNodeId OBJECT‑TYPE
   SYNTAX        LmpNodeId
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This is the Node ID of the control channel remote node.
        This value either is configured or gets created by the node
        when a Config message is received or when an outgoing Config
        message is acknowledged by the remote node."
   ::= { lmpControlChannelEntry 4 }

lmpCcRemoteId OBJECT‑TYPE
   SYNTAX        Unsigned32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION

       "This value represents the remote control channel identifier
        (32‑bit number).  It is determined during the negotiation
        phase.  A value of zero means that the remote control channel
        identifier has not yet been learned."
   ::= { lmpControlChannelEntry 5 }

lmpCcRemoteAddressType OBJECT‑TYPE
   SYNTAX        InetAddressType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This value represents the remote control channel IP address
        type.  In point‑to‑point configuration, this value can be set
        to unknown(0)."
   ::= { lmpControlChannelEntry 6 }

lmpCcRemoteIpAddr OBJECT‑TYPE
   SYNTAX        InetAddress
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This value represents the remote control channel Internet
        address for numbered control channel.  The type of this
        address is determined by lmpCcRemoteAddressType.
        The control channel must be numbered on non‑point‑to‑point
        configuration.  For point‑to‑point configuration, the
        remote control channel address can be of type unknown,
        in which case this object must be a zero‑length string.  The
        lmpCcRemoteId object then identifies the unnumbered
        address."
   ::= { lmpControlChannelEntry 7 }

lmpCcSetupRole OBJECT‑TYPE
   SYNTAX        INTEGER { active(1), passive(2) }
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The role that this node should take during establishment
        of this control channel.  An active node will initiate
        establishment.  A passive node will wait for the remote node
        to initiate.  A pair of nodes that both take the passive role
        will never establish communications."
   DEFVAL        { active }
   ::= { lmpControlChannelEntry 8 }

lmpCcAuthentication OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create

   STATUS        current
   DESCRIPTION
       "This object indicates whether the control channel must use
        authentication."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpControlChannelEntry 9 }

lmpCcHelloInterval OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the value of the HelloInterval
        parameter.  The default value for this object should be
        set to lmpCcHelloIntervalDefault."
   ::= { lmpControlChannelEntry 10 }

lmpCcHelloIntervalMin OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the minimum value for the
        HelloInterval parameter.  The default value for this
        object should be set to lmpCcHelloIntervalMinDefault."
   ::= { lmpControlChannelEntry 11 }

lmpCcHelloIntervalMax OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the maximum value for the
        HelloInterval parameter.  The default value for this
        object should be set to lmpCcHelloIntervalMaxDefault."
   ::= { lmpControlChannelEntry 12 }

lmpCcHelloIntervalNegotiated OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "Once the control channel is active, this object represents
        the negotiated HelloInterval value."
   ::= { lmpControlChannelEntry 13 }



lmpCcHelloDeadInterval OBJECT-TYPE



   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the value of the HelloDeadInterval
        parameter.  The default value for this object should be
        set to lmpCcHelloDeadIntervalDefault."
   ::= { lmpControlChannelEntry 14 }

lmpCcHelloDeadIntervalMin OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the minimum value for the
        HelloDeadInterval parameter.  The default value for this
        object should be set to lmpCcHelloDeadIntervalMinDefault."
   ::= { lmpControlChannelEntry 15 }

lmpCcHelloDeadIntervalMax OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the maximum value for the
        HelloDeadInterval parameter.  The default value for this
        object should be set to lmpCcHelloIntervalMaxDefault."
   ::= { lmpControlChannelEntry 16 }

lmpCcHelloDeadIntervalNegotiated OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "Once the control channel is active, this object represents
        the negotiated HelloDeadInterval value."
   ::= { lmpControlChannelEntry 17 }

lmpCcLastChange OBJECT‑TYPE
   SYNTAX       TimeTicks
   MAX‑ACCESS   read‑only
   STATUS       current
   DESCRIPTION
       "The value of sysUpTime at the time the control channel entered
        its current operational state.  If the current state was
        entered prior to the last re‑initialization of the local
        network management subsystem, then this object contains a
        zero value."



   ::= { lmpControlChannelEntry 18 }



lmpCcAdminStatus OBJECT‑TYPE
   SYNTAX        INTEGER { up(1), down(2) }
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The desired operational status of this control channel."
   ::= { lmpControlChannelEntry 19 }

lmpCcOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER {
                     up(1),
                     down(2),
                     configSnd(3),
                     configRcv(4),
                     active(5),
                     goingDown(6)
                 }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of this control channel."
   ::= { lmpControlChannelEntry 20 }

lmpCcRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpControlChannelEntry 21 }

lmpCcStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpControlChannelTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any
        columnar object in the row."

   DEFVAL        { nonVolatile }



   ::= { lmpControlChannelEntry 22 }



-- End of lmpControlChannelTable




-- LMP Control Channel Performance Table



lmpControlChannelPerfTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpControlChannelPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies LMP control channel performance
        counters."
   ::= { lmpObjects 11 }

lmpControlChannelPerfEntry OBJECT‑TYPE
   SYNTAX        LmpControlChannelPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by a LMP‑enabled device for
        every control channel.  lmpCcCounterDiscontinuityTime is used
        to indicate potential discontinuity for all counter objects
        in this table."
   INDEX         { lmpCcId }
   ::= { lmpControlChannelPerfTable 1 }

LmpControlChannelPerfEntry ::= SEQUENCE {
  lmpCcInOctets                    Counter32,
  lmpCcInDiscards                  Counter32,
  lmpCcInErrors                    Counter32,
  lmpCcOutOctets                   Counter32,
  lmpCcOutDiscards                 Counter32,
  lmpCcOutErrors                   Counter32,
  lmpCcConfigReceived              Counter32,
  lmpCcConfigSent                  Counter32,
  lmpCcConfigRetransmit            Counter32,
  lmpCcConfigAckReceived           Counter32,
  lmpCcConfigAckSent               Counter32,
  lmpCcConfigNackReceived          Counter32,
  lmpCcConfigNackSent              Counter32,
  lmpCcHelloReceived               Counter32,
  lmpCcHelloSent                   Counter32,
  lmpCcBeginVerifyReceived         Counter32,
  lmpCcBeginVerifySent             Counter32,
  lmpCcBeginVerifyRetransmit       Counter32,
  lmpCcBeginVerifyAckReceived      Counter32,

  lmpCcBeginVerifyAckSent          Counter32,
  lmpCcBeginVerifyNackReceived     Counter32,
  lmpCcBeginVerifyNackSent         Counter32,
  lmpCcEndVerifyReceived           Counter32,
  lmpCcEndVerifySent               Counter32,
  lmpCcEndVerifyRetransmit         Counter32,
  lmpCcEndVerifyAckReceived        Counter32,
  lmpCcEndVerifyAckSent            Counter32,
  lmpCcTestStatusSuccessReceived   Counter32,
  lmpCcTestStatusSuccessSent       Counter32,
  lmpCcTestStatusSuccessRetransmit Counter32,
  lmpCcTestStatusFailureReceived   Counter32,
  lmpCcTestStatusFailureSent       Counter32,
  lmpCcTestStatusFailureRetransmit Counter32,
  lmpCcTestStatusAckReceived       Counter32,
  lmpCcTestStatusAckSent           Counter32,
  lmpCcLinkSummaryReceived         Counter32,
  lmpCcLinkSummarySent             Counter32,
  lmpCcLinkSummaryRetransmit       Counter32,
  lmpCcLinkSummaryAckReceived      Counter32,
  lmpCcLinkSummaryAckSent          Counter32,
  lmpCcLinkSummaryNackReceived     Counter32,
  lmpCcLinkSummaryNackSent         Counter32,
  lmpCcChannelStatusReceived       Counter32,
  lmpCcChannelStatusSent           Counter32,
  lmpCcChannelStatusRetransmit     Counter32,
  lmpCcChannelStatusAckReceived    Counter32,
  lmpCcChannelStatusAckSent        Counter32,
  lmpCcChannelStatusReqReceived    Counter32,
  lmpCcChannelStatusReqSent        Counter32,
  lmpCcChannelStatusReqRetransmit  Counter32,
  lmpCcChannelStatusRspReceived    Counter32,
  lmpCcChannelStatusRspSent        Counter32,
  lmpCcCounterDiscontinuityTime    TimeStamp
}

lmpCcInOctets OBJECT‑TYPE
    SYNTAX      Counter32
    MAX‑ACCESS  read‑only
    STATUS      current
    DESCRIPTION
            "The total number of LMP message octets received on the
             control channel."
    ::= { lmpControlChannelPerfEntry 1 }

lmpCcInDiscards OBJECT‑TYPE
    SYNTAX      Counter32
    MAX‑ACCESS  read‑only

    STATUS      current
    DESCRIPTION
            "The number of inbound packets that were chosen to be
             discarded even though no errors had been detected.  One
             possible reason for discarding such a packet could be to
             free up buffer space."
    ::= { lmpControlChannelPerfEntry 2 }

lmpCcInErrors OBJECT‑TYPE
    SYNTAX      Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The number of inbound packets that contained errors
             preventing them from being processed by LMP."
    ::= { lmpControlChannelPerfEntry 3 }

lmpCcOutOctets OBJECT‑TYPE
    SYNTAX       Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The total number of LMP message octets transmitted out of
             the control channel."
    ::= { lmpControlChannelPerfEntry 4 }

lmpCcOutDiscards OBJECT‑TYPE
    SYNTAX       Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The number of outbound packets that were chosen to be
             discarded even though no errors had been detected to
             prevent their being transmitted.  One possible reason
             for discarding such a packet could be to free up buffer
             space."
    ::= { lmpControlChannelPerfEntry 5 }

lmpCcOutErrors OBJECT‑TYPE
    SYNTAX       Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The number of outbound packets that could not be
             transmitted because of errors."
    ::= { lmpControlChannelPerfEntry 6 }



lmpCcConfigReceived OBJECT-TYPE



   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Config messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 7 }

lmpCcConfigSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Config messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 8 }

lmpCcConfigRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Config messages that
        have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 9 }

lmpCcConfigAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ConfigAck messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 10 }

lmpCcConfigAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ConfigAck messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 11 }

lmpCcConfigNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current

   DESCRIPTION
       "This object counts the number of ConfigNack messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 12 }

lmpCcConfigNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ConfigNack messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 13 }

lmpCcHelloReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Hello messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 14 }

lmpCcHelloSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Hello messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 15 }

lmpCcBeginVerifyReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 16 }

lmpCcBeginVerifySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that have
        been sent on this control channel."



   ::= { lmpControlChannelPerfEntry 17 }



lmpCcBeginVerifyRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that
        have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 18 }

lmpCcBeginVerifyAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyAck messages that
        have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 19 }

lmpCcBeginVerifyAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyAck messages that
        have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 20 }

lmpCcBeginVerifyNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyNack messages that
        have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 21 }

lmpCcBeginVerifyNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyNack messages that
        have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 22 }



lmpCcEndVerifyReceived OBJECT-TYPE



   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that have
        been received on this control channel."
   ::= { lmpControlChannelPerfEntry 23 }

lmpCcEndVerifySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that have
        been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 24 }

lmpCcEndVerifyRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that
        have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 25 }

lmpCcEndVerifyAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerifyAck messages that
        have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 26 }

lmpCcEndVerifyAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerifyAck messages that
        have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 27 }

lmpCcTestStatusSuccessReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current

   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 28 }

lmpCcTestStatusSuccessSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 29 }

lmpCcTestStatusSuccessRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 30 }

lmpCcTestStatusFailureReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 31 }

lmpCcTestStatusFailureSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 32 }

lmpCcTestStatusFailureRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been retransmitted over this control channel."



   ::= { lmpControlChannelPerfEntry 33 }



lmpCcTestStatusAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusAck messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 34 }

lmpCcTestStatusAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusAck messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 35 }

lmpCcLinkSummaryReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 36 }

lmpCcLinkSummarySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 37 }

lmpCcLinkSummaryRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages that
        have been retransmitted over this control channel."
   ::= { lmpControlChannelPerfEntry 38 }



lmpCcLinkSummaryAckReceived OBJECT-TYPE



   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryAck messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 39 }

lmpCcLinkSummaryAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryAck messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 40 }

lmpCcLinkSummaryNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryNack messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 41 }

lmpCcLinkSummaryNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryNack messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 42 }

lmpCcChannelStatusReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 43 }

lmpCcChannelStatusSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current

   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 44 }

lmpCcChannelStatusRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been retransmitted on this control channel."
   ::= { lmpControlChannelPerfEntry 45 }

lmpCcChannelStatusAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusAck messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 46 }

lmpCcChannelStatusAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 47 }

lmpCcChannelStatusReqReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 48 }

lmpCcChannelStatusReqSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been sent on this control channel."



   ::= { lmpControlChannelPerfEntry 49 }



lmpCcChannelStatusReqRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been retransmitted on this control channel."
   ::= { lmpControlChannelPerfEntry 50 }

lmpCcChannelStatusRspReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusResponse messages
        that have been received on this control channel."
   ::= { lmpControlChannelPerfEntry 51 }

lmpCcChannelStatusRspSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusResponse messages
        that have been sent on this control channel."
   ::= { lmpControlChannelPerfEntry 52 }

lmpCcCounterDiscontinuityTime OBJECT‑TYPE
    SYNTAX       TimeStamp
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
        "The value of sysUpTime on the most recent occasion at which
         one or more of this control channel's counters suffered a
         discontinuity.  The relevant counters are the specific
         instances associated with this control channel of any
         Counter32 object contained in the lmpControlChannelPerfTable.
         If no such discontinuities have occurred since the last re‑
         initialization of the local management subsystem, then this
         object contains a zero value."
    ::= { lmpControlChannelPerfEntry 53 }



-- End of lmpControlChannelPerfTable



-- LMP TE Link Table



lmpTeLinkTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpTeLinkEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies the LMP‑specific TE link information.
        Overall TE link information is kept in three separate tables:
        ifTable for interface‑specific information, lmpTeLinkTable
        for LMP specific information, and teLinkTable for generic
        TE link information.  ifIndex is the common index to all
        tables."
   ::= { lmpObjects 12 }

lmpTeLinkEntry OBJECT‑TYPE
   SYNTAX        LmpTeLinkEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table exists for each ifEntry with an
        ifType of teLink(200) that is managed by LMP.  An ifEntry with
        an ifIndex must exist before the corresponding lmpTeLinkEntry is
        created.  If a TE link entry in the ifTable is destroyed, then
        so is the corresponding entry in the lmpTeLinkTable.  The
        administrative status value is controlled from the ifEntry.
        Setting the administrative status to testing prompts LMP to
        start link verification on the TE link.  Information about the
        TE link that is not LMP specific is contained in the
        teLinkTable of the TE‑LINK‑STD‑MIB MIB module."
   INDEX         { ifIndex }
   ::= { lmpTeLinkTable 1 }

LmpTeLinkEntry ::= SEQUENCE {
  lmpTeLinkNbrRemoteNodeId  LmpNodeId,
  lmpTeLinkVerification     TruthValue,
  lmpTeLinkFaultManagement  TruthValue,
  lmpTeLinkDwdm             TruthValue,
  lmpTeLinkOperStatus       INTEGER,
  lmpTeLinkRowStatus        RowStatus,
  lmpTeLinkStorageType      StorageType
}

lmpTeLinkNbrRemoteNodeId OBJECT‑TYPE
   SYNTAX        LmpNodeId
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This is the Node ID of the TE link remote node.  This value
        may be learned during the control channel parameter negotiation

        phase (in the Config message).  Node ID is an address whose
        type must be IPv4."
   ::= { lmpTeLinkEntry 1 }

lmpTeLinkVerification OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object indicates whether the LMP link verification
        procedure is enabled for this TE link."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpTeLinkEntry 2 }

lmpTeLinkFaultManagement OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object indicates whether the LMP fault management procedure
        is enabled on this TE link."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpTeLinkEntry 3 }

lmpTeLinkDwdm OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object indicates whether the LMP DWDM procedure is enabled
        on this TE link."
   REFERENCE
       "Link Management Protocol (LMP) for Dense Wavelength Division
        Multiplexing (DWDM) Optical Line Systems, RFC 4209."
   ::= { lmpTeLinkEntry 4 }

lmpTeLinkOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER {
                   up(1), down(2), testing(3), init(4), degraded(5)
                 }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of this TE link.  The status
        is set to testing when the TE link is performing link
        verification.  A degraded state indicates that there is

        no active control channel between the pair of nodes that
        form the endpoints of the TE link, but that at least one
        data‑bearing link on the TE link is allocated."
   ::= { lmpTeLinkEntry 5 }

lmpTeLinkRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpTeLinkEntry 6 }

lmpTeLinkStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpTeLinkTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any
        columnar object in the row."
   DEFVAL        { nonVolatile }
   ::= { lmpTeLinkEntry 7 }



-- End of lmpTeLinkTable




lmpGlobalLinkVerificationInterval OBJECT‑TYPE
   SYNTAX        Unsigned32
   UNITS         "milliseconds"
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "This object indicates how often the link verification
        procedure is executed.  The interval is in milliseconds.
        A value of 0 is used to indicate that the link
        verification procedure should not be executed.  The
        interval specified in this object should be large enough
        to allow the verification procedure to be completed
        before the start of the next interval.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   ::= { lmpObjects 13 }



-- LMP Link Verification Table



lmpLinkVerificationTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpLinkVerificationEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies TE link information associated with the
        LMP verification procedure."
   ::= { lmpObjects 14 }

lmpLinkVerificationEntry OBJECT‑TYPE
   SYNTAX        LmpLinkVerificationEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by an LMP‑enabled device for
        every TE link that supports the LMP verification
        procedure."
   INDEX         { ifIndex }
   ::= { lmpLinkVerificationTable 1 }

LmpLinkVerificationEntry ::= SEQUENCE {
  lmpLinkVerifyInterval           LmpInterval,
  lmpLinkVerifyDeadInterval       LmpInterval,
  lmpLinkVerifyTransportMechanism BITS,
  lmpLinkVerifyAllLinks           TruthValue,
  lmpLinkVerifyTransmissionRate   Unsigned32,
  lmpLinkVerifyWavelength         Unsigned32,
  lmpLinkVerifyRowStatus          RowStatus,
  lmpLinkVerifyStorageType        StorageType
}

lmpLinkVerifyInterval OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This object specifies the VerifyInterval parameter used
        in the LMP link verification process.  It indicates the
        interval at which the Test messages are sent."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpLinkVerificationEntry 1 }

lmpLinkVerifyDeadInterval OBJECT‑TYPE
   SYNTAX        LmpInterval
   MAX‑ACCESS    read‑create

   STATUS        current
   DESCRIPTION
       "This object specifies the VerifyDeadInterval parameter used
        in the verification of the physical connectivity of data‑
        bearing links.  It specifies the observation period used to
        detect a Test message at the remote node."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpLinkVerificationEntry 2 }

lmpLinkVerifyTransportMechanism OBJECT‑TYPE
   SYNTAX        BITS {
                     ‑‑ All encoding types:
                     payload(0),
                     ‑‑ SONET/SDH encoding type:
                     dccSectionOverheadBytes(1),
                     dccLineOverheadBytes(2),
                     j0Trace(3),
                     j1Trace(4),
                     j2Trace(5)
                 }
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This defines the transport mechanism for the Test messages.  The
        scope of this bit mask is restricted to each link encoding
        type.  The local node will set the bits corresponding to the
        various mechanisms it can support for transmitting LMP Test
        messages.  The receiver chooses the appropriate mechanism in the
        BeginVerifyAck message."
   REFERENCE
       "Link Management Protocol, RFC 4204
        Synchronous Optical Network (SONET)/Synchronous Digital
        Hierarchy (SDH) Encoding for Link Management Protocol (LMP)
        Test Messages, RFC 4207."
   ::= { lmpLinkVerificationEntry 3 }

lmpLinkVerifyAllLinks OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "A value of true(1) for this object indicates that the
        verification process checks all unallocated links; otherwise,
        only the new ports or component links that have been added to
        this TE link are verified."
   ::= { lmpLinkVerificationEntry 4 }

lmpLinkVerifyTransmissionRate OBJECT‑TYPE
   SYNTAX        Unsigned32
   UNITS         "bytes per second"
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This is the transmission rate of the data link over which
        the Test messages will be transmitted and is expressed in
        bytes per second."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpLinkVerificationEntry 5 }

lmpLinkVerifyWavelength OBJECT‑TYPE
   SYNTAX        Unsigned32
   UNITS         "nanometers"
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This value corresponds to the wavelength at
        which the Test messages will be transmitted and is
        measured in nanometers (nm).  If each data‑bearing link
        corresponds to a separate wavelength, then this value should
        be set to 0."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpLinkVerificationEntry 6 }

lmpLinkVerifyRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpLinkVerificationEntry 7 }

lmpLinkVerifyStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpLinkVerificationTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any

        columnar object in the row."
   DEFVAL        { nonVolatile }
   ::= { lmpLinkVerificationEntry 8 }



-- End of lmpLinkVerificationTable




-- LMP TE Link Performance Table



lmpTeLinkPerfTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpTeLinkPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies LMP TE link performance counters."
   ::= { lmpObjects 15 }

lmpTeLinkPerfEntry OBJECT‑TYPE
   SYNTAX        LmpTeLinkPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table is created by an LMP‑enabled device for
        every TE link.  lmpTeCounterDiscontinuityTime is used
        to indicate potential discontinuity for all counter objects
        in this table."
   INDEX         { ifIndex }
   ::= { lmpTeLinkPerfTable 1 }

LmpTeLinkPerfEntry ::= SEQUENCE {
  lmpTeInOctets                    Counter32,
  lmpTeOutOctets                   Counter32,
  lmpTeBeginVerifyReceived         Counter32,
  lmpTeBeginVerifySent             Counter32,
  lmpTeBeginVerifyRetransmit       Counter32,
  lmpTeBeginVerifyAckReceived      Counter32,
  lmpTeBeginVerifyAckSent          Counter32,
  lmpTeBeginVerifyNackReceived     Counter32,
  lmpTeBeginVerifyNackSent         Counter32,
  lmpTeEndVerifyReceived           Counter32,
  lmpTeEndVerifySent               Counter32,
  lmpTeEndVerifyRetransmit         Counter32,
  lmpTeEndVerifyAckReceived        Counter32,
  lmpTeEndVerifyAckSent            Counter32,
  lmpTeTestStatusSuccessReceived   Counter32,
  lmpTeTestStatusSuccessSent       Counter32,
  lmpTeTestStatusSuccessRetransmit Counter32,
  lmpTeTestStatusFailureReceived   Counter32,

  lmpTeTestStatusFailureSent       Counter32,
  lmpTeTestStatusFailureRetransmit Counter32,
  lmpTeTestStatusAckReceived       Counter32,
  lmpTeTestStatusAckSent           Counter32,
  lmpTeLinkSummaryReceived         Counter32,
  lmpTeLinkSummarySent             Counter32,
  lmpTeLinkSummaryRetransmit       Counter32,
  lmpTeLinkSummaryAckReceived      Counter32,
  lmpTeLinkSummaryAckSent          Counter32,
  lmpTeLinkSummaryNackReceived     Counter32,
  lmpTeLinkSummaryNackSent         Counter32,
  lmpTeChannelStatusReceived       Counter32,
  lmpTeChannelStatusSent           Counter32,
  lmpTeChannelStatusRetransmit     Counter32,
  lmpTeChannelStatusAckReceived    Counter32,
  lmpTeChannelStatusAckSent        Counter32,
  lmpTeChannelStatusReqReceived    Counter32,
  lmpTeChannelStatusReqSent        Counter32,
  lmpTeChannelStatusReqRetransmit  Counter32,
  lmpTeChannelStatusRspReceived    Counter32,
  lmpTeChannelStatusRspSent        Counter32,
  lmpTeCounterDiscontinuityTime    TimeStamp
}

lmpTeInOctets OBJECT‑TYPE
    SYNTAX      Counter32
    MAX‑ACCESS  read‑only
    STATUS      current
    DESCRIPTION
            "The total number of LMP message octets received for
             this TE link."
    ::= { lmpTeLinkPerfEntry 1 }

lmpTeOutOctets OBJECT‑TYPE
    SYNTAX       Counter32
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
            "The total number of LMP message octets transmitted out
             for this TE link."
    ::= { lmpTeLinkPerfEntry 2 }

lmpTeBeginVerifyReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that have

        been received for this TE link."
   ::= { lmpTeLinkPerfEntry 3 }

lmpTeBeginVerifySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that have
        been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 4 }

lmpTeBeginVerifyRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerify messages that
        have been retransmitted for this TE link."
   ::= { lmpTeLinkPerfEntry 5 }

lmpTeBeginVerifyAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyAck messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 6 }

lmpTeBeginVerifyAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyAck messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 7 }

lmpTeBeginVerifyNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyNack messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 8 }

lmpTeBeginVerifyNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of BeginVerifyNack messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 9 }

lmpTeEndVerifyReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that have
        been received for this TE link."
   ::= { lmpTeLinkPerfEntry 10 }

lmpTeEndVerifySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that have
        been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 11 }

lmpTeEndVerifyRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerify messages that
        have been retransmitted over this control channel."
   ::= { lmpTeLinkPerfEntry 12 }

lmpTeEndVerifyAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerifyAck messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 13 }

lmpTeEndVerifyAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only

   STATUS        current
   DESCRIPTION
       "This object counts the number of EndVerifyAck messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 14 }

lmpTeTestStatusSuccessReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 15 }

lmpTeTestStatusSuccessSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 16 }

lmpTeTestStatusSuccessRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusSuccess messages
        that have been retransmitted for this TE link."
   ::= { lmpTeLinkPerfEntry 17 }

lmpTeTestStatusFailureReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 18 }

lmpTeTestStatusFailureSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages

        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 19 }

lmpTeTestStatusFailureRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusFailure messages
        that have been retransmitted on this TE link."
   ::= { lmpTeLinkPerfEntry 20 }

lmpTeTestStatusAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusAck messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 21 }

lmpTeTestStatusAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of TestStatusAck messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 22 }

lmpTeLinkSummaryReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 23 }

lmpTeLinkSummarySent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 24 }

lmpTeLinkSummaryRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummary messages that
        have been retransmitted over this control channel."
   ::= { lmpTeLinkPerfEntry 25 }

lmpTeLinkSummaryAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryAck messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 26 }

lmpTeLinkSummaryAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryAck messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 27 }

lmpTeLinkSummaryNackReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryNack messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 28 }

lmpTeLinkSummaryNackSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of LinkSummaryNack messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 29 }

lmpTeChannelStatusReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only

   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages that
        have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 30 }

lmpTeChannelStatusSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages that
        have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 31 }

lmpTeChannelStatusRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages that
        have been retransmitted for this TE link."
   ::= { lmpTeLinkPerfEntry 32 }

lmpTeChannelStatusAckReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusAck messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 33 }

lmpTeChannelStatusAckSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatus messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 34 }

lmpTeChannelStatusReqReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages

        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 35 }

lmpTeChannelStatusReqSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 36 }

lmpTeChannelStatusReqRetransmit OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusRequest messages
        that have been retransmitted for this TE link."
   ::= { lmpTeLinkPerfEntry 37 }

lmpTeChannelStatusRspReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusResponse messages
        that have been received for this TE link."
   ::= { lmpTeLinkPerfEntry 38 }

lmpTeChannelStatusRspSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of ChannelStatusResponse messages
        that have been sent for this TE link."
   ::= { lmpTeLinkPerfEntry 39 }

lmpTeCounterDiscontinuityTime OBJECT‑TYPE
    SYNTAX       TimeStamp
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
        "The value of sysUpTime on the most recent occasion at which
         one or more of this TE link's counters suffered a
         discontinuity.  The relevant counters are the specific
         instances associated with this TE link of any Counter32

         object contained in the lmpTeLinkPerfTable.  If
         no such discontinuities have occurred since the last re‑
         initialization of the local management subsystem, then this
         object contains a zero value."
    ::= { lmpTeLinkPerfEntry 40 }



-- End of lmpTeLinkPerfTable




-- LMP Data Link Table



lmpDataLinkTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpDataLinkEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies the data‑bearing links managed by the
        LMP."
   ::= { lmpObjects 16 }

lmpDataLinkEntry OBJECT‑TYPE
   SYNTAX        LmpDataLinkEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table exists for each ifEntry that represents
        a data‑bearing link.  An ifEntry with an ifIndex must exist
        before the corresponding lmpDataLinkEntry is created.
        If an entry representing the data‑bearing link is destroyed in
        the ifTable, then so is the corresponding entry in the
        lmpDataLinkTable.  The administrative status value is
        controlled from the ifEntry.  The index to this table is also
        used to get information in the componentLinkTable
        of the TE‑LINK‑STD‑MIB MIB module."
   INDEX         { ifIndex }
   ::= { lmpDataLinkTable 1 }

LmpDataLinkEntry ::= SEQUENCE {
  lmpDataLinkType               INTEGER,
  lmpDataLinkAddressType        InetAddressType,
  lmpDataLinkIpAddr             InetAddress,
  lmpDataLinkRemoteIpAddress    InetAddress,
  lmpDataLinkRemoteIfId         InterfaceIndexOrZero,
  lmpDataLinkEncodingType       TeLinkEncodingType,
  lmpDataLinkActiveOperStatus   INTEGER,
  lmpDataLinkPassiveOperStatus  INTEGER,
  lmpDataLinkRowStatus          RowStatus,
  lmpDataLinkStorageType        StorageType



}



lmpDataLinkType OBJECT‑TYPE
   SYNTAX        INTEGER {
                     port(1),
                     componentLink(2)
                 }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This attribute specifies whether this data‑bearing link is
        a port or a component link.  Component links are multiplex
        capable, whereas ports are not multiplex capable."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpDataLinkEntry 1 }

lmpDataLinkAddressType OBJECT‑TYPE
   SYNTAX        InetAddressType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This attribute specifies the data‑bearing link IP address
        type.  If the data‑bearing link is unnumbered, the address
        type must be set to unknown(0)."
   ::= { lmpDataLinkEntry 2 }

lmpDataLinkIpAddr OBJECT‑TYPE
   SYNTAX        InetAddress
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The local Internet address for numbered links.  The type
        of this address is determined by the value of
        lmpDataLinkAddressType object.

        For IPv4 and IPv6 numbered links, this object represents
        the local IP address associated with the data‑bearing
        link.  For an unnumbered link, the local address is
        of type unknown, and this object is set to the zero‑length
        string; the ifIndex object then identifies the
        unnumbered address."
   ::= { lmpDataLinkEntry 3 }

lmpDataLinkRemoteIpAddress OBJECT‑TYPE
   SYNTAX        InetAddress
   MAX‑ACCESS    read‑create
   STATUS        current



   DESCRIPTION

       "The remote Internet address for numbered data-bearing links.
        The type of this address is determined by the
        lmpDataLinkAddressType object.



        For IPv4 and IPv6 numbered links, this object represents the
        remote IP address associated with the data‑bearing link.  For
        an unnumbered link, the remote address is of type unknown,
        and this object is set to the zero‑length string; the
        lmpDataLinkRemoteIfId object then identifies the unnumbered
        address.

        This information is either configured manually or
        communicated by the remote node during the link verification
        procedure."
   ::= { lmpDataLinkEntry 4 }

lmpDataLinkRemoteIfId OBJECT‑TYPE
   SYNTAX        InterfaceIndexOrZero
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "Interface identifier of the remote end point.  This
        information is either configured manually or
        communicated by the remote node during the link verification
        procedure."
   ::= { lmpDataLinkEntry 5 }

lmpDataLinkEncodingType OBJECT‑TYPE
   SYNTAX        TeLinkEncodingType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The encoding type of the data‑bearing link."
   REFERENCE
       "Generalized MPLS Signaling Functional Description, RFC 3471."
   ::= { lmpDataLinkEntry 6 }

lmpDataLinkActiveOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER {
                     upAlloc(1),
                     upFree(2),
                     down(3),
                     testing(4) }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of this data‑bearing link

        (active FSM)."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpDataLinkEntry 7 }

lmpDataLinkPassiveOperStatus OBJECT‑TYPE
   SYNTAX        INTEGER {
                     upAlloc(1),
                     upFree(2),
                     down(3),
                     psvTst(4) }
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "The actual operational status of this data‑bearing link
        (passive FSM)."
   REFERENCE
       "Link Management Protocol, RFC 4204."
   ::= { lmpDataLinkEntry 8 }

lmpDataLinkRowStatus OBJECT‑TYPE
   SYNTAX        RowStatus
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "This variable is used to create, modify, and/or
        delete a row in this table.  None of the writable objects
        in a row can be changed if the status is active(1).
        All read‑create objects must have valid and consistent
        values before the row can be activated."
   ::= { lmpDataLinkEntry 9 }

lmpDataLinkStorageType OBJECT‑TYPE
   SYNTAX        StorageType
   MAX‑ACCESS    read‑create
   STATUS        current
   DESCRIPTION
       "The storage type for this conceptual row in the
        lmpDataLinkTable.  Conceptual rows having the value
        'permanent' need not allow write‑access to any
        columnar object in the row."
   DEFVAL        { nonVolatile }
   ::= { lmpDataLinkEntry 10 }



-- End of lmpDataLinkTable




-- LMP Data Link Performance Table



lmpDataLinkPerfTable OBJECT‑TYPE
   SYNTAX        SEQUENCE OF LmpDataLinkPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "This table specifies the data‑bearing links LMP performance
        counters."
   ::= { lmpObjects 17 }

lmpDataLinkPerfEntry OBJECT‑TYPE
   SYNTAX        LmpDataLinkPerfEntry
   MAX‑ACCESS    not‑accessible
   STATUS        current
   DESCRIPTION
       "An entry in this table contains information about
        the LMP performance counters for the data‑bearing links.
        lmpDataLinkDiscontinuityTime is used to indicate potential
        discontinuity for all counter objects in this table."
   INDEX         { ifIndex }
   ::= { lmpDataLinkPerfTable 1 }

LmpDataLinkPerfEntry ::= SEQUENCE {
  lmpDataLinkTestReceived        Counter32,
  lmpDataLinkTestSent            Counter32,
  lmpDataLinkActiveTestSuccess   Counter32,
  lmpDataLinkActiveTestFailure   Counter32,
  lmpDataLinkPassiveTestSuccess  Counter32,
  lmpDataLinkPassiveTestFailure  Counter32,
  lmpDataLinkDiscontinuityTime   TimeStamp
}

lmpDataLinkTestReceived OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Test messages that have
        been received on this data‑bearing link."
   ::= { lmpDataLinkPerfEntry 1 }

lmpDataLinkTestSent OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of Test messages that have
        been sent on this data‑bearing link."
   ::= { lmpDataLinkPerfEntry 2 }

lmpDataLinkActiveTestSuccess OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of data‑bearing link tests
        that were successful on the active side of this data‑
        bearing link."
   ::= { lmpDataLinkPerfEntry 3 }

lmpDataLinkActiveTestFailure OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of data‑bearing link tests
        that failed on the active side of this data‑bearing link."
   ::= { lmpDataLinkPerfEntry 4 }

lmpDataLinkPassiveTestSuccess OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of data‑bearing link tests
        that were successful on the passive side of this data‑
        bearing link."
   ::= { lmpDataLinkPerfEntry 5 }

lmpDataLinkPassiveTestFailure OBJECT‑TYPE
   SYNTAX        Counter32
   MAX‑ACCESS    read‑only
   STATUS        current
   DESCRIPTION
       "This object counts the number of data‑bearing link tests
        that failed on the passive side of this data‑bearing link."
   ::= { lmpDataLinkPerfEntry 6 }

lmpDataLinkDiscontinuityTime OBJECT‑TYPE
    SYNTAX       TimeStamp
    MAX‑ACCESS   read‑only
    STATUS       current
    DESCRIPTION
        "The value of sysUpTime on the most recent occasion at which
         one or more of this data‑bearing link's counters suffered
         a discontinuity.  The relevant counters are the specific
         instances associated with this data‑bearing link of any
         Counter32 object contained in the lmpDataLinkPerfTable.  If

         no such discontinuities have occurred since the last re‑
         initialization of the local management subsystem, then this
         object contains a zero value."
    ::= { lmpDataLinkPerfEntry 7 }



-- End of lmpDataLinkPerfTable




-- Notification Configuration



lmpNotificationMaxRate OBJECT‑TYPE
   SYNTAX       Unsigned32
   MAX‑ACCESS   read‑write
   STATUS       current
   DESCRIPTION
       "The LMP notification rate depends on the size of the network,
        the type of links, the network configuration, the
        reliability of the network, etc.

        When this MIB was designed, care was taken to minimize the
        amount of notifications generated for LMP purposes.  Wherever
        possible, notifications are state driven, meaning that the
        notifications are sent only when the system changes state.
        The only notifications that are repeated and that could cause a
        problem as far as congestion is concerned are the ones
        associated with data link verification.
        Without any considerations to handling of these
        notifications, a problem may arise if the number of data
        links is high.  Since the data link verification notifications
        can happen only once per data link per link verification
        interval, the notification rate should be sustainable if one
        chooses an appropriate link verification interval for a given
        network configuration.  For instance, a network of 100 nodes
        with 5 links of 128 wavelengths each and a link verification
        of 1 minute, where no more than 10% of the links failed at any
        given time, would have 1 notification per second sent from
        each node, or 100 notifications per second for the whole
        network.  The rest of the notifications are negligible
        compared to this number.

        To alleviate the congestion problem, the
        lmpNotificationMaxRate object can be used to implement a
        throttling mechanism.  It is also possible to enable/disable
        certain type of notifications.

        This variable indicates the maximum number of
        notifications issued per minute.  If events occur
        more rapidly, the implementation may simply fail to

        emit these notifications during that period or may
        queue them until an appropriate time.  A value of 0
        means that no throttling is applied and events may be
        notified at the rate at which they occur.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   ::= { lmpObjects 18 }

lmpLinkPropertyNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true(1), then it enables the
        generation of lmpTeLinkPropertyMismatch
        and lmpDataLinkPropertyMismatch notifications;
        otherwise, these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 19 }

lmpUnprotectedNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true(1), then it enables the
        generation of lmpUnprotected notifications;
        otherwise, these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 20 }

lmpCcUpDownNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true(1), then it enables the generation of
        lmpControlChannelUp and lmpControlChannelDown notifications;
        otherwise, these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 21 }

lmpTeLinkNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true(1), then it enables the
        generation of lmpTeLinkDegraded and lmpTeLinkNotDegraded
        notifications; otherwise, these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 22 }

lmpDataLinkNotificationsEnabled OBJECT‑TYPE
   SYNTAX        TruthValue
   MAX‑ACCESS    read‑write
   STATUS        current
   DESCRIPTION
       "If this object is true(1), then it enables the
        generation of lmpDataLinkVerificationFailure
        notification; otherwise, these notifications are not emitted.
        Implementations should save the value of this object in
        persistent memory so that it survives restarts or reboot."
   DEFVAL        { false }
   ::= { lmpObjects 23 }




-- Notifications



-- Link Property Mismatch Notifications



lmpTeLinkPropertyMismatch NOTIFICATION‑TYPE
   OBJECTS       { teLinkRemoteIpAddr,
                   teLinkIncomingIfId }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a TE link property
        mismatch is detected on the node.  The received remote TE link
        ID of the misconfigured TE link is represented by either
        teLinkRemoteIpAddr or teLinkIncomingIfId, depending on whether
        the TE link is numbered or unnumbered.  This notification
        should not be sent unless lmpLinkPropertyNotificationsEnabled
        is true(1).  It is recommended that this notification be
        reported only the first time a mismatch is detected.
        Otherwise, for a given TE link, this notification can occur
        no more than once per verification interval
        (lmpGlobalLinkVerificationInterval)."
   ::= { lmpNotifications 1 }

lmpDataLinkPropertyMismatch NOTIFICATION‑TYPE
   OBJECTS       { lmpDataLinkType, lmpDataLinkRemoteIfId }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a data‑bearing link
        property mismatch is detected on the node.  lmpDataLinkType
        is used to identify the local identifiers associated with
        the data link.  (The data link interface index can be used
        to determine the TE link interface index, as this
        relationship is captured in the interface stack table.)
        The remote entity interface ID is the remote entity
        interface ID received in the LinkSummary message.
        This notification should not be sent unless
        lmpLinkPropertyNotificationsEnabled is true(1).  It is
        recommended that this notification be reported only the
        first time a mismatch is detected.  Otherwise, for a given
        data link, this notification can occur no more than once
        per verification interval (lmpGlobalLinkVerificationInterval)."
   ::= { lmpNotifications 2 }



-- Neighbor Notification



lmpUnprotected NOTIFICATION‑TYPE
   OBJECTS       { lmpCcNbrNodeId }
   STATUS        current
   DESCRIPTION
       "This notification is generated when there is more than one
        control channel between LMP neighbors and the last redundant
        control channel has failed.  If the remaining operational
        control channel fails, then there will be no more control
        channels between the pair of nodes and all the TE links
        between the pair of nodes, will go to degraded state.  This
        notification should not be sent unless
        lmpUnprotectedNotificationsEnabled is set to true(1)."
   ::= { lmpNotifications 3 }



-- Control Channel Notifications



lmpControlChannelUp NOTIFICATION‑TYPE
   OBJECTS       { lmpCcAdminStatus, lmpCcOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a control
        channel transitions to the up operational state.  This
        notification should not be sent unless
        lmpCcUpDownNotificationsEnabled is true(1)."
   ::= { lmpNotifications 4 }

lmpControlChannelDown NOTIFICATION‑TYPE
   OBJECTS       { lmpCcAdminStatus, lmpCcOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a control channel
        transitions out of the up operational state.  This
        notification should not be sent unless
        lmpCcUpDownNotificationsEnabled is true(1)."
   ::= { lmpNotifications 5 }



-- TE Link Notification



lmpTeLinkDegraded NOTIFICATION‑TYPE
   OBJECTS       { lmpTeLinkOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a lmpTeLinkOperStatus
        object for a TE link enters the degraded state.  This
        notification should not be sent unless
        lmpTeLinkNotificationsEnabled is true(1)."
   ::= { lmpNotifications 6 }

lmpTeLinkNotDegraded NOTIFICATION‑TYPE
   OBJECTS       { lmpTeLinkOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a lmpTeLinkOperStatus
        object for a TE link leaves the degraded state.  This
        notification should not be sent unless
        lmpTeLinkNotificationsEnabled is true(1)."
   ::= { lmpNotifications 7 }



-- Data-bearing Link Notification



lmpDataLinkVerificationFailure NOTIFICATION‑TYPE
   OBJECTS       { lmpDataLinkActiveOperStatus,
                   lmpDataLinkPassiveOperStatus }
   STATUS        current
   DESCRIPTION
       "This notification is generated when a data‑bearing
        link verification fails.  This notification should not be sent
        unless lmpDataLinkNotificationsEnabled is true(1).  For a given
        data link, this notification can occur no more than once per
        verification interval (lmpGlobalLinkVerificationInterval)."
   ::= { lmpNotifications 8 }



-- End of notifications



-- Module compliance



lmpCompliances
   OBJECT IDENTIFIER ::= { lmpConformance 1 }

lmpGroups
   OBJECT IDENTIFIER ::= { lmpConformance 2 }

lmpModuleFullCompliance MODULE‑COMPLIANCE
   STATUS current
   DESCRIPTION
       "Compliance statement for agents that support the
        configuration and monitoring of LMP MIB."
   MODULE ‑‑ this module

      MANDATORY‑GROUPS    { lmpNodeGroup,
                            lmpControlChannelGroup,
                            lmpLinkPropertyCorrelationGroup,
                            lmpPerfGroup,
                            lmpTeLinkGroup,
                            lmpDataLinkGroup }

      GROUP lmpCcIsNotInterfaceGroup
      DESCRIPTION
          "This group is mandatory for devices that support
           control channels that are not interfaces, in addition to
           lmpControlChannelGroup.  The following constraint applies:
           lmpCcIsIf must at least be read‑only, returning false(2)."

      GROUP lmpCcIsInterfaceGroup
      DESCRIPTION
          "This group is mandatory for devices that support
           control channels that are interfaces, in addition to
           lmpControlChannelGroup.  The following constraint applies:
           lmpCcIsIf must at least be read‑only, returning true(1)."

      GROUP lmpLinkVerificationGroup
      DESCRIPTION
          "This group is mandatory for devices that support
           the link verification procedure."

      GROUP lmpNotificationGroup
      DESCRIPTION
          "This group is optional."



      -- lmpNbrTable



OBJECT      lmpNbrRowStatus

SYNTAX      RowStatus { active(1), notInService(2) }
WRITE‑SYNTAX RowStatus { active(1), notInService(2),
                         createAndGo(4), destroy(6) }
DESCRIPTION
    "Support for notReady(3) and createAndWait(5) is
     not required."



      -- lmpControlChannelTable



OBJECT      lmpCcRemoteAddressType
SYNTAX      INTEGER { unknown(0), ipv4(1), ipv6(2) }
DESCRIPTION
    "Only ipv4(1) and ipv6(2) address types need to be
     supported for non‑point‑to‑point configurations."

OBJECT      lmpCcRemoteIpAddr
SYNTAX      InetAddress (SIZE(0|4|16))
DESCRIPTION
    "The size of the IP address depends on the address type."

OBJECT      lmpCcRowStatus
SYNTAX      RowStatus { active(1), notInService(2) }
WRITE‑SYNTAX RowStatus { active(1), notInService(2),
                         createAndGo(4), destroy(6) }
DESCRIPTION
    "Support for notReady(3) and createAndWait(5) is
     not required."

OBJECT      lmpCcOperStatus
SYNTAX      INTEGER { up(1), down(2) }
DESCRIPTION
    "A value of configSnd(3), configRcv(4), active(5), or
     goingDown(6) need not be supported."



      -- lmpTeLinkTable



OBJECT      lmpTeLinkOperStatus
SYNTAX      INTEGER { up(1), down(2), degraded(5) }
DESCRIPTION
    "The testing(3) and init(4) state need not be supported."

OBJECT      lmpTeLinkRowStatus
SYNTAX      RowStatus { active(1), notInService(2) }
WRITE‑SYNTAX RowStatus { active(1), notInService(2),
                         createAndGo(4), destroy(6) }
DESCRIPTION
    "Support for notReady(3) and createAndWait(5) is
     not required."



      -- lmpDataLinkTable



OBJECT      lmpDataLinkActiveOperStatus
SYNTAX      INTEGER { upAlloc(1), upFree(2), down(3) }
DESCRIPTION
    "A value of testing(4) need not be supported."
OBJECT      lmpDataLinkPassiveOperStatus
SYNTAX      INTEGER { upAlloc(1), upFree(2), down(3) }
DESCRIPTION
    "A value of psvTst(4) need not be supported."

OBJECT      lmpDataLinkRowStatus
SYNTAX      RowStatus { active(1), notInService(2) }
WRITE‑SYNTAX RowStatus { active(1), notInService(2),
                         createAndGo(4), destroy(6) }
DESCRIPTION
    "Support for notReady(3) and createAndWait(5) is
     not required."



   ::= { lmpCompliances 1 }



lmpModuleReadOnlyCompliance MODULE‑COMPLIANCE
   STATUS current
   DESCRIPTION
       "Compliance statement for agents that support the
        monitoring of the LMP MIB."
   MODULE ‑‑ this module

      ‑‑ The mandatory groups have to be implemented
      ‑‑ by all LMP‑enabled devices.  However, they may all be supported
      ‑‑ as read‑only objects in the case where manual
      ‑‑ configuration is not supported.

      MANDATORY‑GROUPS    { lmpNodeGroup,
                            lmpControlChannelGroup,
                            lmpLinkPropertyCorrelationGroup,
                            lmpPerfGroup,
                            lmpTeLinkGroup,
                            lmpDataLinkGroup }

      GROUP lmpCcIsNotInterfaceGroup
      DESCRIPTION
          "This group is mandatory for devices that support
           control channels that are not interfaces, in addition to
           lmpControlChannelGroup.  The following constraint applies:
           lmpCcIsIf must at least be read‑only, returning false(2)."



      GROUP lmpCcIsInterfaceGroup



DESCRIPTION
    "This group is mandatory for devices that support
     control channels that are interfaces, in addition to
     lmpControlChannelGroup.  The following constraint applies:
     lmpCcIsIf must at least be read‑only, returning true(1)."

GROUP lmpLinkVerificationGroup
DESCRIPTION
    "This group is mandatory for devices that support
     the link verification procedure."

GROUP lmpNotificationGroup
DESCRIPTION
    "This group is optional."



      -- Scalars



OBJECT      lmpAdminStatus
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpGlobalLinkVerificationInterval
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalDefault
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalDefaultMin
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalDefaultMax
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalDefault
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalDefaultMin

MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalDefaultMax
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpNotificationMaxRate
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpNbrTable



OBJECT      lmpNbrRetransmitInterval
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpNbrRetryLimit
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpNbrRetransmitDelta
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpNbrRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpNbrStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpControlChannelTable



OBJECT      lmpCcUnderlyingIfIndex
MIN‑ACCESS  read‑only
DESCRIPTION



          "Write access is not required."



OBJECT      lmpCcIsIf
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcNbrNodeId
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcRemoteAddressType
SYNTAX      INTEGER { unknown(0), ipv4(1), ipv6(2) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Only ipv4(1) and ipv6(2) address types need to be
     supported for non‑point‑to‑point configurations."

OBJECT      lmpCcRemoteIpAddr
SYNTAX      InetAddress (SIZE(0|4|16))
MIN‑ACCESS  read‑only
DESCRIPTION
    "The size of the IP address depends on the address type."

OBJECT      lmpCcSetupRole
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcAuthentication
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalMin
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloIntervalMax
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcHelloDeadIntervalMin
MIN‑ACCESS  read‑only
DESCRIPTION



          "Write access is not required."



OBJECT      lmpCcHelloDeadIntervalMax
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpCcRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpCcOperStatus
SYNTAX      INTEGER { up(1), down(2) }
DESCRIPTION
    "A value of configSnd(3), configRcv(4), active(5), or
     goingDown(6) need not be supported."

OBJECT      lmpCcStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpLinkVerificationTable



OBJECT      lmpLinkVerifyInterval
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpLinkVerifyDeadInterval
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpLinkVerifyAllLinks
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpTeLinkTable



OBJECT      lmpTeLinkNbrRemoteNodeId
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required if the link verification



           procedure is enabled."



OBJECT      lmpTeLinkVerification
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpTeLinkFaultManagement
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpTeLinkDwdm
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpTeLinkOperStatus
SYNTAX      INTEGER { up(1), down(2), degraded(5) }
DESCRIPTION
    "The testing(3) and init(4) state need not be supported."

OBJECT      lmpTeLinkRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpTeLinkStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpTeLinkVerificationTable



OBJECT      lmpLinkVerifyTransmissionRate
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpLinkVerifyWavelength
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpLinkVerifyRowStatus
SYNTAX      RowStatus { active(1) }

MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpLinkVerifyStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



      -- lmpDataLinkTable



OBJECT      lmpDataLinkAddressType
SYNTAX      INTEGER { unknown(0), ipv4(1), ipv6(2) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Only ipv4(1) and ipv6(2) address types need to be
     supported for numbered links.  For unnumbered links, the
     unknown(0) address type needs to be supported."

OBJECT      lmpDataLinkIpAddr
SYNTAX      InetAddress (SIZE(0|4|16))
MIN‑ACCESS  read‑only
DESCRIPTION
    "The size of the data‑bearing link IP address depends on
     the type of data‑bearing link.  Data‑bearing link IP
     address size is zero if the link is unnumbered, four if
     the link IP address is IPv4, and sixteen if the link IP
     address is IPv6."

OBJECT      lmpDataLinkRemoteIpAddress
SYNTAX      InetAddress (SIZE(0|4|16))
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required if the link verification
     procedure is enabled."

OBJECT      lmpDataLinkRemoteIfId
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required if the link verification
     procedure is enabled."

OBJECT      lmpDataLinkEncodingType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."

OBJECT      lmpDataLinkActiveOperStatus
SYNTAX      INTEGER { upAlloc(1), upFree(2), down(3) }
DESCRIPTION
    "A value of testing(4) need not be supported."

OBJECT      lmpDataLinkPassiveOperStatus
SYNTAX      INTEGER { upAlloc(1), upFree(2), down(3) }
DESCRIPTION
    "A value of psvTst(4) need not be supported."

OBJECT      lmpDataLinkRowStatus
SYNTAX      RowStatus { active(1) }
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required, and active(1) is the
     only status that needs to be supported."

OBJECT      lmpDataLinkStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
    "Write access is not required."



   ::= { lmpCompliances 2 }



-- Units of conformance



lmpNodeGroup OBJECT‑GROUP
   OBJECTS { lmpAdminStatus,
             lmpOperStatus,
             lmpNbrAdminStatus,
             lmpNbrOperStatus,
             lmpNbrRowStatus,
             lmpNbrStorageType,
             lmpUnprotectedNotificationsEnabled,
             lmpNotificationMaxRate
           }
   STATUS  current
   DESCRIPTION
          "Collection of objects that represent LMP node
           configuration."
   ::= { lmpGroups 1 }

lmpControlChannelGroup OBJECT‑GROUP
   OBJECTS {
             lmpNbrRetransmitInterval,
             lmpNbrRetryLimit,
             lmpNbrRetransmitDelta,
             lmpNbrAdminStatus,

             lmpNbrOperStatus,
             lmpNbrRowStatus,
             lmpNbrStorageType,
             lmpCcHelloIntervalDefault,
             lmpCcHelloIntervalDefaultMin,
             lmpCcHelloIntervalDefaultMax,
             lmpCcHelloDeadIntervalDefault,
             lmpCcHelloDeadIntervalDefaultMin,
             lmpCcHelloDeadIntervalDefaultMax,
             lmpCcNbrNodeId,
             lmpCcRemoteId,
             lmpCcRemoteAddressType,
             lmpCcRemoteIpAddr,
             lmpCcSetupRole,
             lmpCcAuthentication,
             lmpCcHelloInterval,
             lmpCcHelloIntervalMin,
             lmpCcHelloIntervalMax,
             lmpCcHelloIntervalNegotiated,
             lmpCcHelloDeadInterval,
             lmpCcHelloDeadIntervalMin,
             lmpCcHelloDeadIntervalMax,
             lmpCcHelloDeadIntervalNegotiated,
             lmpCcOperStatus,
             lmpCcRowStatus,
             lmpCcStorageType,
             lmpCcUpDownNotificationsEnabled
           }
   STATUS  current
   DESCRIPTION
          "Objects that can be used to configure LMP interface."
   ::= { lmpGroups 2 }

lmpCcIsInterfaceGroup OBJECT‑GROUP
   OBJECTS { lmpCcIsIf }
   STATUS  current
   DESCRIPTION
          "Objects that can be used to configure control channels
           that are interfaces."
   ::= { lmpGroups 3 }

lmpCcIsNotInterfaceGroup OBJECT‑GROUP
   OBJECTS { lmpCcUnderlyingIfIndex,
             lmpCcIsIf,
             lmpCcLastChange,
             lmpCcAdminStatus
           }
   STATUS  current

   DESCRIPTION
          "Objects that can be used to configure control channels
           that are not interfaces."
   ::= { lmpGroups 4 }

lmpLinkPropertyCorrelationGroup OBJECT‑GROUP
   OBJECTS { lmpLinkPropertyNotificationsEnabled }
   STATUS  current
   DESCRIPTION
          "Collection of objects used to configure the link
           property correlation procedure."
   ::= { lmpGroups 5 }

lmpLinkVerificationGroup OBJECT‑GROUP
   OBJECTS { lmpGlobalLinkVerificationInterval,
             lmpLinkVerifyInterval,
             lmpLinkVerifyDeadInterval,
             lmpLinkVerifyTransportMechanism,
             lmpLinkVerifyAllLinks,
             lmpLinkVerifyTransmissionRate,
             lmpLinkVerifyWavelength,
             lmpLinkVerifyRowStatus,
             lmpLinkVerifyStorageType,
             lmpDataLinkNotificationsEnabled
           }
   STATUS  current
   DESCRIPTION
          "Collection of objects that represent the link
           verification procedure configuration."
   ::= { lmpGroups 6 }

lmpPerfGroup OBJECT‑GROUP
   OBJECTS { lmpCcInOctets,
             lmpCcInDiscards,
             lmpCcInErrors,
             lmpCcOutOctets,
             lmpCcOutDiscards,
             lmpCcOutErrors,
             lmpCcConfigReceived,
             lmpCcConfigSent,
             lmpCcConfigRetransmit,
             lmpCcConfigAckReceived,
             lmpCcConfigAckSent,
             lmpCcConfigNackSent,
             lmpCcConfigNackReceived,
             lmpCcHelloReceived,
             lmpCcHelloSent,
             lmpCcBeginVerifyReceived,

             lmpCcBeginVerifySent,
             lmpCcBeginVerifyRetransmit,
             lmpCcBeginVerifyAckReceived,
             lmpCcBeginVerifyAckSent,
             lmpCcBeginVerifyNackReceived,
             lmpCcBeginVerifyNackSent,
             lmpCcEndVerifyReceived,
             lmpCcEndVerifySent,
             lmpCcEndVerifyRetransmit,
             lmpCcEndVerifyAckReceived,
             lmpCcEndVerifyAckSent,
             lmpCcTestStatusSuccessReceived,
             lmpCcTestStatusSuccessSent,
             lmpCcTestStatusSuccessRetransmit,
             lmpCcTestStatusFailureReceived,
             lmpCcTestStatusFailureSent,
             lmpCcTestStatusFailureRetransmit,
             lmpCcTestStatusAckReceived,
             lmpCcTestStatusAckSent,
             lmpCcLinkSummaryReceived,
             lmpCcLinkSummarySent,
             lmpCcLinkSummaryRetransmit,
             lmpCcLinkSummaryAckReceived,
             lmpCcLinkSummaryAckSent,
             lmpCcLinkSummaryNackReceived,
             lmpCcLinkSummaryNackSent,
             lmpCcChannelStatusReceived,
             lmpCcChannelStatusSent,
             lmpCcChannelStatusRetransmit,
             lmpCcChannelStatusAckReceived,
             lmpCcChannelStatusAckSent,
             lmpCcChannelStatusReqReceived,
             lmpCcChannelStatusReqSent,
             lmpCcChannelStatusReqRetransmit,
             lmpCcChannelStatusRspReceived,
             lmpCcChannelStatusRspSent,
             lmpCcCounterDiscontinuityTime,
             lmpTeInOctets,
             lmpTeOutOctets,
             lmpTeBeginVerifyReceived,
             lmpTeBeginVerifySent,
             lmpTeBeginVerifyRetransmit,
             lmpTeBeginVerifyAckReceived,
             lmpTeBeginVerifyAckSent,
             lmpTeBeginVerifyNackReceived,
             lmpTeBeginVerifyNackSent,
             lmpTeEndVerifyReceived,
             lmpTeEndVerifySent,

             lmpTeEndVerifyRetransmit,
             lmpTeEndVerifyAckReceived,
             lmpTeEndVerifyAckSent,
             lmpTeTestStatusSuccessReceived,
             lmpTeTestStatusSuccessSent,
             lmpTeTestStatusSuccessRetransmit,
             lmpTeTestStatusFailureReceived,
             lmpTeTestStatusFailureSent,
             lmpTeTestStatusFailureRetransmit,
             lmpTeTestStatusAckReceived,
             lmpTeTestStatusAckSent,
             lmpTeLinkSummaryReceived,
             lmpTeLinkSummarySent,
             lmpTeLinkSummaryRetransmit,
             lmpTeLinkSummaryAckReceived,
             lmpTeLinkSummaryAckSent,
             lmpTeLinkSummaryNackReceived,
             lmpTeLinkSummaryNackSent,
             lmpTeChannelStatusReceived,
             lmpTeChannelStatusSent,
             lmpTeChannelStatusRetransmit,
             lmpTeChannelStatusAckReceived,
             lmpTeChannelStatusAckSent,
             lmpTeChannelStatusReqReceived,
             lmpTeChannelStatusReqSent,
             lmpTeChannelStatusReqRetransmit,
             lmpTeChannelStatusRspSent,
             lmpTeChannelStatusRspReceived,
             lmpTeCounterDiscontinuityTime,
             lmpDataLinkTestReceived,
             lmpDataLinkTestSent,
             lmpDataLinkActiveTestSuccess,
             lmpDataLinkActiveTestFailure,
             lmpDataLinkPassiveTestSuccess,
             lmpDataLinkPassiveTestFailure,
             lmpDataLinkDiscontinuityTime
           }
   STATUS  current
   DESCRIPTION
          "Collection of objects used to provide performance
           information about LMP interfaces and data‑bearing links."
   ::= { lmpGroups 7 }

lmpTeLinkGroup OBJECT‑GROUP
   OBJECTS { lmpTeLinkNbrRemoteNodeId,
             lmpTeLinkVerification,
             lmpTeLinkFaultManagement,
             lmpTeLinkDwdm,

             lmpTeLinkOperStatus,
             lmpTeLinkRowStatus,
             lmpTeLinkStorageType,
             lmpTeLinkNotificationsEnabled
           }
   STATUS  current
   DESCRIPTION
          "Objects that can be used to configure TE links."
   ::= { lmpGroups 8 }

lmpDataLinkGroup OBJECT‑GROUP
   OBJECTS { lmpDataLinkType,
             lmpDataLinkAddressType,
             lmpDataLinkIpAddr,
             lmpDataLinkRemoteIpAddress,
             lmpDataLinkRemoteIfId,
             lmpDataLinkEncodingType,
             lmpDataLinkActiveOperStatus,
             lmpDataLinkPassiveOperStatus,
             lmpDataLinkRowStatus,
             lmpDataLinkStorageType
           }
   STATUS  current
   DESCRIPTION
          "Collection of objects that represent data‑bearing link
           configuration."
   ::= { lmpGroups 9 }

lmpNotificationGroup NOTIFICATION‑GROUP
   NOTIFICATIONS { lmpTeLinkPropertyMismatch,
                   lmpDataLinkPropertyMismatch,
                   lmpUnprotected,
                   lmpControlChannelUp,
                   lmpControlChannelDown,
                   lmpTeLinkDegraded,
                   lmpTeLinkNotDegraded,
                   lmpDataLinkVerificationFailure }
   STATUS  current
   DESCRIPTION
          "Set of notifications defined in this module."
   ::= { lmpGroups 10 }

‑‑ End of LMP‑MIB
END




10. Security Considerations

   There are a number of management objects defined in this MIB module
   with a MAX-ACCESS clause of read-write and/or read-create.  Such
   objects may be considered sensitive or vulnerable in some network
   environments.  The support for SET operations in a non-secure
   environment without proper protection can have a negative effect on
   network operations.  These are the tables and objects and their
   sensitivity/vulnerability:



   -   Unauthorized changes to the lmpNbrTable, lmpControlChannelTable,
       lmpTeLinkTable, and lmpDataLinkTable may disrupt allocation of
       resources in the network.



   Some of the readable objects in this MIB module (i.e., objects with a
   MAX-ACCESS other than not-accessible) may be considered sensitive or
   vulnerable in some network environments.  It is thus important to
   control even GET and/or NOTIFY access to these objects and possibly
   to even encrypt the values of these objects when sending them over
   the network via SNMP.  These are the tables and objects and their
   sensitivity/vulnerability:



   -   The lmpNbrTable exposes the network provider's node IP addresses.



   -   lmpControlChannelTable exposes the network provider's control
       network.



   -   lmpDataLinkTable exposes the network provider's data network.



   SNMP versions prior to SNMPv3 did not include adequate security.
   Even if the network itself is secure (for example by using IPSec),
   even then, there is no control as to who on the secure network is
   allowed to access and GET/SET (read/change/create/delete) the objects
   in this MIB module.



   It is RECOMMENDED that implementers consider the security features as
   provided by the SNMPv3 framework (see [RFC3410], section 8),
   including full support for the SNMPv3 cryptographic mechanisms (for
   authentication and privacy).



   Further, deployment of SNMP versions prior to SNMPv3 is NOT
   RECOMMENDED.  Instead, it is RECOMMENDED to deploy SNMPv3 and to
   enable cryptographic security.  It is then a customer/operator
   responsibility to ensure that the SNMP entity giving access to an
   instance of this MIB module is properly configured to give access to
   the objects only to those principals (users) that have legitimate
   rights to indeed GET or SET (change/create/delete) them.
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13. IANA Considerations

   No new IANA actions are requested in this document.  All IANA actions
   from RFC 4327 still hold and are reproduced here for information.



   Note that new assignments can only be made via a Standards Action as
   specified in [RFC2434].




13.1. IANA Considerations for LMP ifType

   The IANA has assigned 227 ifType for LMP interfaces.




13.2. IANA Considerations for LMP-MIB

   The IANA has assigned { transmission 227 } to the LMP-MIB module
   specified in this document.




14. Changes from RFC 4327 to RFC 4631

   The following changes have been made relative to RFC 4327.



a.  Show that this document obsoletes RFC 4327.
b.  Indicate in Abstract that this document provides minor
    corrections to RFC 4327.
c.  Correct use of TruthValue settings such that True is always 1,
    and False is always 2.
d.  Update to acknowledgements section.
e.  Note in IANA section to show no further action required.
f.  Remove identification of RFC 4327 and request RFC Editor to
    insert new RFC number.
g.  Update timestamps.

h.  Update author information.
i.  Added punctuation to REFERENCE clauses.
j.  Update Revision History clause.
k.  Add this section.
l.  Remove square braces from references to external documents from
    within the MIB module itself.
m.  Minor editorial corrections to text and DESCRIPTIONS clauses.
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Abstract

   The Generalized MPLS (GMPLS) suite of protocols has been defined to
   control different switching technologies as well as different
   applications.  These include support for requesting TDM connections
   including Synchronous Optical Network/Synchronous Digital Hierarchy
   (SONET/SDH) and Optical Transport Networks (OTNs).



   This document provides an evaluation of the IETF Routing Protocols
   against the routing requirements for an Automatically Switched
   Optical Network (ASON) as defined by ITU-T.




1. Introduction

   Certain capabilities are needed to support the ITU-T Automatically
   Switched Optical Network (ASON) control plane architecture as defined
   in [G.8080].



   [RFC4258] details the routing requirements for the GMPLS routing
   suite of protocols to support the capabilities and functionality of
   ASON control planes identified in [G.7715] and in [G.7715.1].  The
   ASON routing architecture provides for a conceptual reference
   architecture, with definition of functional components and common
   information elements to enable end-to-end routing in the case of
   protocol heterogeneity and to facilitate management of ASON networks.
   This description is only conceptual: no physical partitioning of
   these functions is implied.



   However, [RFC4258] does not address GMPLS routing protocol
   applicability or capabilities.  This document evaluates the IETF
   Routing Protocols against the requirements identified in [RFC4258].
   The result of this evaluation is detailed in Section 5.  Close
   examination of applicability scenarios and the result of the
   evaluation of these scenarios are provided in Section 6.



   ASON (Routing) terminology sections are provided in Appendices A and
   B.




2. Conventions Used in This Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].



   The reader is expected to be familiar with the terminology introduced
   in [RFC4258].
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   This document is the result of the CCAMP Working Group ASON Routing
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4. Requirements: Overview

   The following functionality is expected from GMPLS routing protocols
   to instantiate the ASON hierarchical routing architecture realization
   (see [G.7715] and [G.7715.1]):



   - Routing Areas (RAs) shall be uniquely identifiable within a
     carrier's network, each having a unique RA Identifier (RA ID)
     within the carrier's network.



   - Within a RA (one level), the routing protocol shall support
     dissemination of hierarchical routing information (including
     summarized routing information for other levels) in support of an
     architecture of multiple hierarchical levels of RAs; the number of
     hierarchical RA levels to be supported by a routing protocol is
     implementation specific.



   - The routing protocol shall support routing information based on a
     common set of information elements as defined in [G.7715] and
     [G.7715.1], divided between attributes pertaining to links and
     abstract nodes (each representing either a sub-network or simply a
     node).  [G.7715] recognizes that the manner in which the routing
     information is represented and exchanged will vary with the routing
     protocol used.



   - The routing protocol shall converge such that the distributed
     Routing DataBases (RDB) become synchronized after a period of time.



   To support dissemination of hierarchical routing information, the
   routing protocol must deliver:



   - Processing of routing information exchanged between adjacent levels
     of the hierarchy (i.e., Level N+1 and N), including reachability
     and (upon policy decision) summarized topology information.



   - Self-consistent information at the receiving level resulting from
     any transformation (filter, summarize, etc.) and forwarding of
     information from one Routing Controller (RC) to RC(s) at different
     levels when multiple RCs are bound to a single RA.



   - A mechanism to prevent re-introduction of information propagated
     into the Level N RA's RC back to the adjacent level RA's RC from
     which this information has been initially received.



   Note: The number of hierarchical levels to be supported is routing
   protocol specific and reflects a containment relationship.



   Reachability information may be advertised either as a set of UNI
   Transport Resource address prefixes, or as a set of associated
   Subnetwork Point Pool (SNPP) link IDs/SNPP link ID prefixes, assigned
   and selected consistently in their applicability scope.  The formats
   of the control plane identifiers in a protocol realization are
   implementation specific.  Use of a routing protocol within a RA
   should not restrict the choice of routing protocols for use in other
   RAs (child or parent).



   As ASON does not restrict the control plane architecture choice,
   either a co-located architecture or a physically separated
   architecture may be used.  A collection of links and nodes, such as a
   sub-network or RA, must be able to represent itself to the wider
   network as a single logical entity with only its external links
   visible to the topology database.




5. Evaluation

   This section evaluates support of existing IETF routing protocols
   with respect to the requirements summarized from [RFC4258] in Section
   4.  Candidate routing protocols are Interior Gateway Protocol (IGP)
   (OSPF and Intermediate System to Intermediate System (IS-IS)) and
   BGP.  The latter is not addressed in the current version of this
   document.  BGP is not considered a candidate protocol mainly because
   of the following reasons:



   - Non-support of TE information exchange.  Each BGP router advertises
     only its path to each destination in its vector for loop avoidance,
     with no costs or hop counts; each BGP router knows little about
     network topology.



   - BGP can only advertise routes that are eligible for use (local RIB)
     or routing loops can occur; there is one best route per prefix, and
     that is the route that is advertised.



   - BGP is not widely deployed in optical equipment and networks.




5.1. Terminology and Identification

   - Pi is a physical (bearer/data/transport plane) node.



   - Li is a logical control plane entity that is associated to a single
     data plane (abstract) node.  The Li is identified by the TE
     Router_ID.  The latter is a control plane identifier defined as
     follows:



        [RFC3630]: Router_Address (top level) TLV of the Type 1 TE LSA
        [RFC3784]: Traffic Engineering Router ID TLV (Type 134)



     Note: This document does not define what the TE Router ID is.  This
     document simply states the use of the TE Router ID to identify Li.
     [RFC3630] and [RFC3784] provide the definitions.



   - Ri is a logical control plane entity that is associated to a
     control plane "router".  The latter is the source for topology
     information that it generates and shares with other control plane
     "routers".  The Ri is identified by the (advertising) Router_ID



[RFC2328]: Router ID (32‑bit)
[RFC1195]: IS‑IS System ID (48‑bit)



     The Router_ID, which is represented by Ri and which corresponds to
     the RC_ID [RFC4258], does not enter into the identification of the
     logical entities representing the data plane resources such as
     links.  The Routing DataBase (RDB) is associated to the Ri.  Note
     that, in the ASON context, an arrangement consisting of multiple
     Ris announcing routing information related to a single Li is under
     evaluation.



   Aside from the Li/Pi mappings, these identifiers are not assumed to
   be in a particular entity relationship except that the Ri may have
   multiple Lis in its scope.  The relationship between Ri and Li is
   simple at any moment in time: an Li may be advertised by only one Ri
   at any time.  However, an Ri may advertise a set of one or more Lis.
   Thus, the routing protocol MUST be able to advertise multiple TE
   Router IDs (see Section 5.7).



   Note: Si is a control plane signaling function associated with one or
   more Lis.  This document does not assume any specific constraint on
   the relationship between Si and Li.  This document does not discuss
   issues of control plane accessibility for the signaling function, and
   it makes no assumptions about how control plane accessibility to the
   Si is achieved.




5.2. RA Identification

   G.7715.1 notes some necessary characteristics for RA identifiers,
   e.g., that they may provide scope for the Ri, and that they must be
   provisioned to be unique within an administrative domain.  The RA ID
   format itself is allowed to be derived from any global address space.
   Provisioning of RA IDs for uniqueness is outside the scope of this
   document.



   Under these conditions, GMPLS link state routing protocols provide
   the capability for RA Identification without further modification.




5.3. Routing Information Exchange

   In this section, the focus is on routing information exchange Ri
   entities (through routing adjacencies) within a single hierarchical
   level.  Routing information mapping between levels require specific
   processing (see Section 5.5).



   The control plane does not transport Pi identifiers, as these are
   data plane addresses for which the Li/Pi mapping is kept (link)
   local; see, for instance the transport LMP document [RFC4394] where
   such an exchange is described.  Example: The transport plane
   identifier is the Pi (the identifier assigned to the physical
   element) that could be, for instance, "666B.F999.AF10.222C", whereas
   the control plane identifier is the Li (the identifier assigned by
   the control plane), which could be, for instance, "192.0.2.1".



   The control plane exchanges the control plane identifier information,
   but not the transport plane identifier information (i.e., not
   "666B.F999.AF10.222C", but only "192.0.2.1").  The mapping Li/Pi is
   kept local.  So, when the Si receives a control plane message
   requesting the use of "192.0.2.1", Si knows locally that this
   information refers to the data plane entity identified by the
   transport plane identifier "666B.F999.AF10.222C".



   Note also that the Li and Pi addressing spaces may be identical.



   The control plane carries:



   1) its view of the data plane link end-points and other link
      connection end-points.



   2) the identifiers scoped by the Lis, i.e., referred to as an
      associated IPv4/IPv6 addressing space.  Note that these
      identifiers may be either bundled TE link addresses or component
      link addresses.



   3) when using OSPF or ISIS as the IGP in support of traffic
      engineering, [RFC3477] RECOMMENDS that the Li value (referred to
      the "LSR Router ID") be set to the TE Router ID value.



   Therefore, OSPF and IS-IS carry sufficient node identification
   information without further modification.




5.3.1. Link Attributes

   [RFC4258] provides a list of link attributes and characteristics that
   need to be advertised by a routing protocol.  All TE link attributes
   and characteristics are currently handled by OSPF and IS-IS (see
   Table 1) with the exception of Local Adaptation support.  Indeed,
   GMPLS routing does not currently consider the use of dedicated TE
   link attribute(s) to describe the cross/inter-layer relationships.



   In addition, the representation of bandwidth requires further
   consideration.  GMPLS Routing defines an Interface Switching
   Capability Descriptor (ISCD) that delivers information about the
   (maximum/ minimum) bandwidth per priority of which an LSP can make
   use.  This information is usually used in combination with the
   Unreserved Bandwidth sub-TLV that provides the amount of bandwidth
   not yet reserved on a TE link.



   In the ASON context, other bandwidth accounting representations are
   possible, e.g., in terms of a set of tuples <signal_type; number of
   unallocated timeslots>.  The latter representation may also require
   definition of additional signal types (from those defined in
   [RFC3946]) to represent support of contiguously concatenated signals,
   i.e., STS-(3xN)c SPE / VC-4-Nc, N = 4, 16, 64, 256.



   However, the method proposed in [RFC4202] is the most straightforward
   without requiring any bandwidth accounting change from an LSR
   perspective (in particular, when the ISCD sub-TLV information is
   combined with the information provided by the Unreserved Bandwidth
   sub-TLV).



Link Characteristics     GMPLS OSPF
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑  ‑‑‑‑‑‑‑‑‑‑
Local SNPP link ID       Link‑local part of the TE link identifier
                         sub‑TLV [RFC4203]
Remote SNPP link ID      Link remote part of the TE link identifier
                         sub‑TLV [RFC4203]
Signal Type              Technology specific part of the Interface
                         Switching Capability Descriptor sub‑TLV
                         [RFC4203]
Link Weight              TE metric sub‑TLV [RFC3630]
Resource Class           Administrative Group sub‑TLV [RFC3630]
Local Connection Types   Switching Capability field part of the
                         Interface Switching Capability Descriptor
                         sub‑TLV [RFC4203]
Link Capacity            Unreserved bandwidth sub‑TLV [RFC3630]
                         Max LSP Bandwidth part of the Interface
                         Switching Capability Descriptor sub‑TLV
                         [RFC4203]
Link Availability        Link Protection sub‑TLV [RFC4203]
Diversity Support        SRLG sub‑TLV [RFC4203]
Local Adaptation support See above



                Table 1.  TE link attributes in GMPLS OSPF-TE



Link Characteristics     GMPLS IS‑IS
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑  ‑‑‑‑‑‑‑‑‑‑‑
Local SNPP link ID       Link‑local part of the TE link identifier
                         sub‑TLV [RFC4205]
Remote SNPP link ID      Link‑remote part of the TE link identifier
                         sub‑TLV [RFC4205]
Signal Type              Technology specific part of the Interface
                         Switching Capability Descriptor sub‑TLV
                         [RFC4205]
Link Weight              TE Default metric [RFC3784]
Resource Class           Administrative Group sub‑TLV [RFC3784]
Local Connection Types   Switching Capability field part of the
                         Interface Switching Capability Descriptor
                         sub‑TLV [RFC4205]
Link Capacity            Unreserved bandwidth sub‑TLV [RFC3784]
                         Max LSP Bandwidth part of the Interface
                         Switching Capability Descriptor sub‑TLV
                         [RFC4205]
Link Availability        Link Protection sub‑TLV [RFC4205]
Diversity Support        SRLG sub‑TLV [RFC4205]
Local Adaptation support See above



               Table 2.  TE link attributes in GMPLS IS-IS-TE



   Note: Link Attributes represent layer resource capabilities and
   their utilization i.e. the IGP should be able to advertise these
   attributes on a per-layer basis.




5.3.2. Node Attributes

   Node attributes are the "Logical Node ID" (described in Section 5.1)
   and the reachability information described in Section 5.3.3.




5.3.3. Reachability Information

   Advertisement of reachability can be achieved using the techniques
   described in [OSPF-NODE], where the set of local addresses are
   carried in an OSPF TE LSA node attribute TLV (a specific sub-TLV is
   defined per address family, e.g., IPv4 and IPv6).  However,
   [OSPF-NODE] is restricted to advertisement of Host addresses and not
   prefixes, and therefore it requires enhancement (see below).  Thus,
   in order to advertise blocks of reachable address prefixes a
   summarization mechanism is additionally required.  This mechanism may
   take the form of a prefix length (which indicates the number of
   significant bits in the prefix) or a network mask.



   A similar mechanism does not exist for IS-IS.  Moreover, the Extended
   IP Reachability TLV [RFC3784] focuses on IP reachable end-points
   (terminating points), as its name indicates.




5.4. Routing Information Abstraction

   G.7715.1 describes both static and dynamic methods for abstraction of
   routing information for advertisement at a different level of the
   routing hierarchy.  However, the information that is advertised
   continues to be in the form of link and node advertisements
   consistent with the link state routing protocol used at that level.
   Hence, no specific capabilities need to be added to the routing
   protocol beyond the ability to locally identify when routing
   information originates outside of a particular RA.



   The methods used for abstraction of routing information are outside
   the scope of GMPLS routing protocols.



5.5.  Dissemination of Routing Information in Support of Multiple
      Hierarchal Levels of RAs



   G.7715.1 does not define specific mechanisms to support multiple
   hierarchical levels of RAs beyond the ability to support abstraction
   as discussed above.  However, if RCs bound to adjacent levels of the
   RA hierarchy are allowed to redistribute routing information in both
   directions between adjacent levels of the hierarchy without any
   additional mechanisms, they would not be able to determine looping of
   routing information.



   To prevent this looping of routing information between levels, IS-IS
   [RFC1195] allows only advertising routing information upward in the
   level hierarchy and disallows the advertising of routing information
   downward in the hierarchy.  [RFC2966] defines the up/down bit to
   allow advertising downward in the hierarchy the "IP Internal
   Reachability Information" TLV (Type 128) and "IP External
   Reachability Information" TLV (Type 130).  [RFC3784] extends its
   applicability for the "Extended IP Reachability" TLV (Type 135).
   Using this mechanism, the up/down bit is set to 0 when routing
   information is first injected into IS-IS.  If routing information is
   advertised from a higher level to a lower level, the up/down bit is
   set to 1, indicating that it has traveled down the hierarchy.
   Routing information that has the up/down bit set to 1 may only be
   advertised down the hierarchy, i.e., to lower levels.  This mechanism
   applies independently of the number of levels.  However, this
   mechanism does not apply to the "Extended IS Reachability" TLV (Type
   22) used to propagate the summarized topology (see Section 5.3),
   traffic engineering information as listed in Table 1, as well as
   reachability information (see Section 5.3.3).



   OSPFv2 [RFC2328] prevents inter-area routes (which are learned from
   area 0) from being passed back to area 0.  However, GMPLS makes use
   of Type 10 (area-local scope) LSAs to propagate TE information
   [RFC3630], [RFC4202].  Type 10 Opaque LSAs are not flooded beyond the
   borders of their associated area.  It is therefore necessary to have
   a means by which Type 10 Opaque LSA may carry the information that a
   particular piece of routing information has been learned from a
   higher-level RC when propagated to a lower-level RC.  Any downward RC
   from this level, which receives an LSA with this information would
   omit the information in this LSA and thus not re-introduce this
   information back into a higher-level RC.




5.6. Routing Protocol Convergence

   Link state protocols have been designed to propagate detected
   topological changes (such as interface failures and link attributes
   modification).  The convergence period is short and involves a
   minimum of routing information exchange.



   Therefore, existing routing protocol convergence involves mechanisms
   that are sufficient for ASON applications.




5.7. Routing Information Scoping

   The routing protocol MUST support a single Ri advertising on behalf
   of more than one Li.  Since each Li is identified by a unique TE
   Router ID, the routing protocol MUST be able to advertise multiple TE
   Router IDs.  That is, for [RFC3630], multiple Router Addresses and
   for [RFC3784] multiple Traffic Engineering Router Ids.



   The Link sub-TLV that is currently part of the top level Link TLV
   associates the link to the Router_ID.  However, having the Ri
   advertising on behalf of multiple Lis creates the following issue, as
   there is no longer a 1:1 relationship between the Router_ID and the
   TE Router_ID, but a 1:N relationship is possible (see Section 5.1).
   As the link-local and link-remote (unnumbered) ID association may not
   be unique per abstract node (per Li unicity), the advertisement needs
   to indicate the remote Lj value and rely on the initial discovery
   process to retrieve the {Li;Lj} relationship(s).  In brief, as
   unnumbered links have their ID defined on per Li bases, the remote Lj
   needs to be identified to scope the link remote ID to the local Li.
   Therefore, the routing protocol MUST be able to disambiguate the
   advertised TE links so that they can be associated with the correct
   TE Router ID.



   Moreover, when the Ri advertises on behalf multiple Lis, the routing
   protocol MUST be able to disambiguate the advertised reachability
   information (see Section 5.3.3) so that it can be associated with the
   correct TE Router ID.




6. Evaluation Scenarios

   The evaluation scenarios are the following; they are respectively
   referred to as cases 1, 2, 3, and 4.



   In Figure 1, below,



‑ R3 represents an LSR with all components collocated.
‑ R2 shows how the "router" component may be disjoint from the node.
‑ R1 shows how a single "router" may manage multiple nodes.

             ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑     ‑‑‑‑‑‑‑
            |R1                 |   |R2     |
            |                   |   |       |    ‑‑‑‑‑‑
            |  L1    L2    L3   |   |   L4  |   |R3    |
            |   :     :     :   |   |   :   |   |      |
            |   :     :     :   |   |   :   |   |  L5  |
Control      ‑‑‑+‑‑‑‑‑+‑‑‑‑‑+‑‑‑     ‑‑‑+‑‑‑    |   :  |
Plane           :     :     :           :       |   :  |
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑+‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑+‑‑‑+‑‑+‑
Data            :     :     :           :       |   :  |
Plane          ‑‑     :    ‑‑          ‑‑       |  ‑‑  |
          ‑‑‑‑|P1|‑‑‑‑‑‑‑‑|P3|‑‑‑‑‑‑‑‑|P4|‑‑‑‑‑‑+‑|P5|‑+‑
               ‑‑ \   :  / ‑‑          ‑‑       |  ‑‑  |
                   \ ‑‑ /                       |      |
                    |P2|                         ‑‑‑‑‑‑
                     ‑‑



                Figure 1.  Evaluation Cases 1, 2, and 3



   Case 1 as represented refers either to direct links between edges or
   to "logical links" as shown in Figure 2 (or any combination of them).



                ‑‑‑‑‑‑                        ‑‑‑‑‑‑
               |      |                      |      |
               |  L1  |                      |  L2  |
               |  :   |                      |  :   |
               |  : R1|                      |  : R2|
Control Plane   ‑‑+‑‑‑                        ‑‑+‑‑‑
Elements          :                             :
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
Data Plane        :                             :
Elements          :                             :
              ‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑
             |    :                             :     |
             |   ‑‑‑            ‑‑‑            ‑‑‑    |
             |  |   |‑‑‑‑‑‑‑‑‑‑| P |‑‑‑‑‑‑‑‑‑‑|   |   |
          ‑‑‑+‑‑|   |           ‑‑‑           |   |‑‑‑+‑‑‑
             |  |   |                         |   |   |
             |  | P1|‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑| P2|   |
             |   ‑‑‑                           ‑‑‑    |
              ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑



                    Figure 2.  Case 1 with Logical Links



   Another case (referred to as Case 4) is constituted by the Abstract
   Node as represented in Figure 3.  There is no internal structure
   associated (externally) to the abstract node.



                    ‑‑‑‑‑‑‑‑‑‑‑‑‑‑
                   |R4            |
                   |              |
                   |      L6      |
                   |       :      |
                   |    ......    |
                    ‑‑‑:‑‑‑‑‑‑:‑‑‑
Control Plane          :      :
                +‑‑‑‑‑‑+‑‑‑‑‑‑+‑‑‑‑‑‑+
Data Plane             :      :
                    ‑‑‑:‑‑‑‑‑‑:‑‑‑
                   |P8 :      :   |
                   |  ‑‑      ‑‑  |
                 ‑‑+‑|P |‑‑‑‑|P |‑+‑‑
                   |  ‑‑      ‑‑  |
                    ‑‑‑‑‑‑‑‑‑‑‑‑‑‑



                      Figure 3.  Case 4: Abstract Node



   Note: the "signaling function" referred to as Si, i.e., the control
   plane entity that processes the signaling messages, is not
   represented in these figures.




7. Summary of Necessary Additions to OSPF and IS-IS

   The following sections summarize the additions to be provided to OSPF
   and IS-IS in support of ASON routing.




7.1. OSPFv2

Reachability      Extend Node Attribute sub‑TLVs to support address
                  prefixes (see Section 5.3.3).

Link Attributes   Representation of cross/inter‑layer relationships
                  in link top‑level link TLV (see Section 5.3.1).



                     Optionally, provide for per-signal-type bandwidth
                     accounting (see Section 5.3.1).



Scoping           TE link advertisements to allow for retrieving
                  their respective local‑remote TE Router_ID
                  relationship(s) (see Section 5.7).



                     Prefixes part of the reachability advertisement
                     (using Node Attribute top-level TLV) needs to be
                     associated to its respective local TE Router_ID
                     (see Section 5.7).



Hierarchy         Provide a mechanism by which Type 10 Opaque LSA may
                  carry the information that a particular piece of
                  routing information has been learned from a
                  higher‑level RC when propagated to a lower‑level RC
                  (so as not to re‑introduce this information into a
                  higher‑level RC).




7.2. IS-IS

Reachability      Provide for reachability advertisement (in the form
                  of reachable TE prefixes).

Link Attributes   Representation of cross/inter‑layer relationships
                  in Extended IS Reachability TLV (see Section
                  5.3.1).



                     Optionally, provide for per-signal-type bandwidth
                     accounting (see Section 5.3.1).



Scoping           Extended IS Reachability TLVs to allow for
                  retrieving their respective local‑remote TE
                  Router_ID relationship(s) (see Section 5.7).



                     Prefixes part of the reachability advertisement
                     needs to be associated to its respective local TE
                     Router_ID (see Section 5.7).



Hierarchy         Extend the up/down bit mechanisms to propagate the
                  summarized topology (see Section 5.3) and traffic
                  engineering information as listed in Table 1, as
                  well as reachability information (see Section
                  5.3.3).




8. Security Considerations

   The introduction of a dynamic control plane to an ASON network
   exposes it to additional security risks that may have been controlled
   or limited by the use of management plane solutions.  The routing
   protocols play a part in the control plane and may be attacked so
   that they become unstable or provide incorrect information for use in
   path computation or by the signaling protocols.



   Nevertheless, there is no reason why the control plane components
   cannot be secured, and the security mechanisms developed for the
   routing protocol and used within the Internet are equally applicable
   within an ASON context.



   [RFC4258] describes the requirements for security of routing
   protocols for the Automatically Switched Optical Network.  Reference
   is made to [M.3016], which lays out the overall security objectives
   of confidentiality, integrity, and accountability.  These are well
   discussed for the Internet routing protocols in [THREATS].



   A detailed discussion of routing threats and mechanisms that are
   currently deployed in operational networks to counter these threats
   is found in [OPSECPRACTICES].  A detailed listing of the device
   capabilities that can be used to support these practices can be found
   in [RFC3871].
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Appendix A. ASON Terminology

   This document makes use of the following terms:



   Administrative domain (see Recommendation G.805): For the purposes of
   [G.7715.1], an administrative domain represents the extent of
   resources that belong to a single player such as a network operator,
   a service provider, or an end-user.  Administrative domains of
   different players do not overlap amongst themselves.



   Control plane: Performs the call control and connection control
   functions.  Through signaling, the control plane sets up and releases
   connections and may restore a connection in case of a failure.



   (Control) Domain: Represents a collection of (control) entities that
   are grouped for a particular purpose.  The control plane is
   subdivided into domains matching administrative domains.  Within an
   administrative domain, further subdivisions of the control plane are
   recursively applied.  A routing control domain is an abstract entity
   that hides the details of the RC distribution.



   External NNI (E-NNI): Interfaces are located between protocol
   controllers between control domains.



   Internal NNI (I-NNI): Interfaces are located between protocol
   controllers within control domains.



   Link (see Recommendation G.805): A "topological component" that
   describes a fixed relationship between a "subnetwork" or "access
   group" and another "subnetwork" or "access group".  Links are not
   limited to being provided by a single server trail.



   Management plane: Performs management functions for the Transport
   Plane, the control plane, and the system as a whole.  It also
   provides coordination between all the planes.  The following
   management functional areas are performed in the management plane:
   performance, fault, configuration, accounting, and security
   management



   Management domain (see Recommendation G.805): A management domain
   defines a collection of managed objects that are grouped to meet
   organizational requirements according to geography, technology,
   policy, or other structure, and for a number of functional areas such
   as fault, configuration, accounting, performance, and security
   (FCAPS), for the purpose of providing control in a consistent manner.
   Management domains can be disjoint, contained, or overlapping.  As
   such, the resources within an administrative domain can be
   distributed into several possible overlapping management domains.
   The same resource can therefore belong to several management domains
   simultaneously, but a management domain shall not cross the border of
   an administrative domain.



   Subnetwork Point (SNP): The SNP is a control plane abstraction that
   represents an actual or potential transport plane resource.  SNPs (in
   different subnetwork partitions) may represent the same transport
   resource.  A one-to-one correspondence should not be assumed.



   Subnetwork Point Pool (SNPP): A set of SNPs that are grouped together
   for the purposes of routing.



   Termination Connection Point (TCP): A TCP represents the output of a
   Trail Termination function or the input to a Trail Termination Sink
   function.



   Transport plane: Provides bi-directional or unidirectional transfer
   of user information, from one location to another.  It can also
   provide transfer of some control and network management information.
   The Transport Plane is layered; it is equivalent to the Transport
   Network defined in G.805 Recommendation.



   User Network Interface (UNI): Interfaces are located between protocol
   controllers between a user and a control domain.  Note: There is no
   routing function associated with a UNI reference point.




Appendix B. ASON Routing Terminology

   This document makes use of the following terms:



   Routing Area (RA): An RA represents a partition of the data plane,
   and its identifier is used within the control plane as the
   representation of this partition.  Per [G.8080], an RA is defined by
   a set of sub-networks, the links that interconnect them, and the
   interfaces representing the ends of the links exiting that RA.  An RA
   may contain smaller RAs inter-connected by links.  The limit of
   subdivision results in an RA that contains two sub-networks
   interconnected by a single link.



   Routing Database (RDB): Repository for the local topology, network
   topology, reachability, and other routing information that is updated
   as part of the routing information exchange and that may additionally
   contain information that is configured.  The RDB may contain routing
   information for more than one Routing Area (RA).



   Routing Components: ASON routing architecture functions.  These
   functions can be classified as being protocol independent (Link
   Resource Manager or LRM, Routing Controller or RC) and protocol
   specific (Protocol Controller or PC).



   Routing Controller (RC): Handles (abstract) information needed for
   routing and the routing information exchange with peering RCs by
   operating on the RDB.  The RC has access to a view of the RDB.  The
   RC is protocol independent.



   Note: Since the RDB may contain routing information pertaining to
   multiple RAs (and possibly to multiple layer networks), the RCs
   accessing the RDB may share the routing information.



   Link Resource Manager (LRM): Supplies all the relevant component and
   TE link information to the RC.  It informs the RC about any state
   changes of the link resources it controls.



   Protocol Controller (PC): Handles protocol-specific message exchanges
   according to the reference point over which the information is
   exchanged (e.g., E-NNI, I-NNI) and internal exchanges with the RC.
   The PC function is protocol dependent.
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Abstract

   This document provides a framework for establishing and controlling
   Multiprotocol Label Switching (MPLS) and Generalized MPLS (GMPLS)
   Traffic Engineered (TE) Label Switched Paths (LSPs) in multi-domain
   networks.



   For the purposes of this document, a domain is considered to be any
   collection of network elements within a common sphere of address
   management or path computational responsibility.  Examples of such
   domains include Interior Gateway Protocol (IGP) areas and Autonomous
   Systems (ASes).
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1. Introduction

   The Traffic Engineering Working Group has developed requirements for
   inter-area and inter-AS Multiprotocol Label Switching (MPLS) Traffic
   Engineering in [RFC4105] and [RFC4216].



   Various proposals have subsequently been made to address some or all
   of these requirements through extensions to the Resource Reservation
   Protocol Traffic Engineering extensions (RSVP-TE) and to the Interior
   Gateway Protocols (IGPs) (i.e., Intermediate System to Intermediate
   System (IS-IS) and OSPF).



   This document introduces the techniques for establishing Traffic
   Engineered (TE) Label Switched Paths (LSPs) across multiple domains.
   In this context and within the remainder of this document, we
   consider all source-based and constraint-based routed LSPs and refer
   to them interchangeably as "TE LSPs" or "LSPs".



   The functional components of these techniques are separated into the
   mechanisms for discovering reachability and TE information, for
   computing the paths of LSPs, and for signaling the LSPs.  Note that
   the aim of this document is not to detail each of those techniques,
   which are covered in separate documents referenced from the sections
   of this document that introduce the techniques, but rather to propose
   a framework for inter-domain MPLS Traffic Engineering.



   Note that in the remainder of this document, the term "MPLS Traffic
   Engineering" is used equally to apply to MPLS and Generalized MPLS
   (GMPLS) traffic.  Specific issues pertaining to the use of GMPLS in
   inter-domain environments (for example, policy implications of the
   use of the Link Management Protocol [RFC4204] on inter-domain links)
    are covered in separate documents such as [GMPLS-AS].



   For the purposes of this document, a domain is considered to be any
   collection of network elements within a common sphere of address
   management or path computational responsibility.  Examples of such
   domains include IGP areas and Autonomous Systems.  Wholly or
   partially overlapping domains (e.g., path computation sub-domains of
   areas or ASes) are not within the scope of this document.




1.1. Nested Domains

   Nested domains are outside the scope of this document.  It may be
   that some domains that are nested administratively or for the
   purposes of address space management can be considered as adjacent
   domains for the purposes of this document; however, the fact that the
   domains are nested is then immaterial.  In the context of MPLS TE,
   domain A is considered to be nested within domain B if domain A is
   wholly contained in domain B, and domain B is fully or partially
   aware of the TE characteristics and topology of domain A.




2. Signaling Options

   Three distinct options for signaling TE LSPs across multiple domains
   are identified.  The choice of which options to use may be influenced
   by the path computation technique used (see section 3), although some
   path computation techniques may apply to multiple signaling options.
   The choice may further depend on the application to which the TE LSPs
   are put and the nature, topology, and switching capabilities of the
   network.



   A comparison of the usages of the different signaling options is
   beyond the scope of this document and should be the subject of a
   separate applicability statement.




2.1. LSP Nesting

   Hierarchical LSPs form a fundamental part of MPLS [RFC3031] and are
   discussed in further detail in [RFC4206].  Hierarchical LSPs may
   optionally be advertised as TE links.  Note that a hierarchical LSP
   that spans multiple domains cannot be advertised in this way because
   there is no concept of TE information that spans domains.



   Hierarchical LSPs can be used in support of inter-domain TE LSPs.  In
   particular, a hierarchical LSP may be used to achieve connectivity
   between any pair of Label Switching Routers (LSRs) within a domain.
   The ingress and egress of the hierarchical LSP could be the edge
   nodes of the domain in which case connectivity is achieved across the
   entire domain, or they could be any other pair of LSRs in the domain.



   The technique of carrying one TE LSP within another is termed LSP
   nesting.  A hierarchical LSP may provide a TE LSP tunnel to transport
   (i.e., nest) multiple TE LSPs along a common part of their paths.
   Alternatively, a TE LSP may carry (i.e., nest) a single LSP in a
   one-to-one mapping.



   The signaling trigger for the establishment of a hierarchical LSP may
   be the receipt of a signaling request for the TE LSP that it will
   carry, or may be a management action to "pre-engineer" a domain to be
   crossed by TE LSPs that would be used as hierarchical LSPs by the
   traffic that has to traverse the domain.  Furthermore, the mapping
   (inheritance rules) between attributes of the nested and the
   hierarchical LSPs (including bandwidth) may be statically pre-
   configured or, for on-demand hierarchical LSPs, may be dynamic
   according to the properties of the nested LSPs.  Even in the dynamic
   case, inheritance from the properties of the nested LSP(s) can be
   complemented by local or domain-wide policy rules.



   Note that a hierarchical LSP may be constructed to span multiple
   domains or parts of domains.  However, such an LSP cannot be
   advertised as a TE link that spans domains.  The end points of a
   hierarchical LSP are not necessarily on domain boundaries, so nesting
   is not limited to domain boundaries.



   Note also that the Interior/Exterior Gateway Protocol (IGP/EGP)
   routing topology is maintained unaffected by the LSP connectivity and
   TE links introduced by hierarchical LSPs even if they are advertised
   as TE links.  That is, the routing protocols do not exchange messages
   over the hierarchical LSPs, and LSPs are not used to create routing
   adjacencies between routers.



   During the operation of establishing a nested LSP that uses a
   hierarchical LSP, the SENDER_TEMPLATE and SESSION objects remain
   unchanged along the entire length of the nested LSP, as do all other
   objects that have end-to-end significance.




2.2. Contiguous LSP

   A single contiguous LSP is established from ingress to egress in a
   single signaling exchange.  No further LSPs are required to be
   established to support this LSP so that hierarchical or stitched LSPs
   are not needed.



   A contiguous LSP uses the same Session/LSP ID along the whole of its
   path (that is, at each LSR).  The notions of "splicing" together
   different LSPs or of "shuffling" Session or LSP identifiers are not
   considered.




2.3. LSP Stitching

   LSP Stitching is described in [STITCH].  In the LSP stitching model,
   separate LSPs (referred to as a TE LSP segments) are established and
   are "stitched" together in the data plane so that a single end-to-end
   Label Switched Path is achieved.  The distinction is that the
   component LSP segments are signaled as distinct TE LSPs in the
   control plane.  Each signaled TE LSP segment has a different source
   and destination.



   LSP stitching can be used in support of inter-domain TE LSPs.  In
   particular, an LSP segment may be used to achieve connectivity
   between any pair of LSRs within a domain.  The ingress and egress of
   the LSP segment could be the edge nodes of the domain in which case
   connectivity is achieved across the entire domain, or they could be
   any other pair of LSRs in the domain.



   The signaling trigger for the establishment of a TE LSP segment may
   be the establishment of the previous TE LSP segment, the receipt of a
   setup request for TE LSP that it plans to stitch to a local TE LSP
   segment, or a management action.



   LSP segments may be managed and advertised as TE links.




2.4. Hybrid Methods

   There is nothing to prevent the mixture of signaling methods
   described above when establishing a single, end-to-end, inter-domain
   TE LSP.  It may be desirable in this case for the choice of the
   various methods to be reported along the path, perhaps through the
   Record Route Object (RRO).



   If there is a desire to restrict which methods are used, this must be
   signaled as described in the next section.




2.5. Control of Downstream Choice of Signaling Method

   Notwithstanding the previous section, an ingress LSR may wish to
   restrict the signaling methods applied to a particular LSP at domain
   boundaries across the network.  Such control, where it is required,
   may be achieved by the definition of appropriate new flags in the
   SESSION-ATTRIBUTE object or the Attributes Flags TLV of the
   LSP_ATTRIBUTES object [RFC4420].  Before defining a mechanism to
   provide this level of control, the functional requirement to control
   the way in which the network delivers a service must be established.
   Also, due consideration must be given to the impact on
   interoperability since new mechanisms must be backwards compatible,
   and care must be taken to avoid allowing standards-conformant
   implementations that each supports a different functional subset in
   such a way that they are not capable of establishing LSPs.




3. Path Computation Techniques

   The discussion of path computation techniques within this document is
   limited significantly to the determination of where computation may
   take place and what components of the full path may be determined.



   The techniques used are closely tied to the signaling methodologies
   described in the previous section in that certain computation
   techniques may require the use of particular signaling approaches and
   vice versa.



   Any discussion of the appropriateness of a particular path
   computation technique in any given circumstance is beyond the scope
   of this document and should be described in a separate applicability
   statement.



   Path computation algorithms are firmly out of the scope of this
   document.




3.1. Management Configuration

   Path computation may be performed by offline tools or by a network
   planner.  The resultant path may be supplied to the ingress LSR as
   part of the TE LSP or service request, and encoded by the ingress LSR
   as an Explicit Route Object (ERO) on the Path message that is sent
   out.



   There is no reason why the path provided by the operator should not
   span multiple domains if the relevant information is available to the
   planner or the offline tool.  The definition of what information is
   needed to perform this operation and how that information is
   gathered, is outside the scope of this document.




3.2. Head-End Computation

   The head-end, or ingress, LSR may assume responsibility for path
   computation when the operator supplies part or none of the explicit
   path.  The operator must, in any case, supply at least the
   destination address (egress) of the LSP.




3.2.1. Multi-Domain Visibility Computation

   If the ingress has sufficient visibility of the topology and TE
   information for all of the domains across which it will route the LSP
   to its destination, then it may compute and provide the entire path.
   The quality of this path (that is, its optimality as discussed in
   section 3.5) can be better if the ingress has full visibility into
   all relevant domains rather than just sufficient visibility to
   provide some path to the destination.



   Extreme caution must be exercised in consideration of the
   distribution of the requisite TE information.  See section 4.




3.2.2. Partial Visibility Computation

   It may be that the ingress does not have full visibility of the
   topology of all domains, but does have information about the
   connectedness of the domains and the TE resource availability across
   the domains.  In this case, the ingress is not able to provide a
   fully specified strict explicit path from ingress to egress.
   However, for example, the ingress might supply an explicit path that
   comprises:



‑ explicit hops from ingress to the local domain boundary
‑ loose hops representing the domain entry points across the
  network
‑ a loose hop identifying the egress.



   Alternatively, the explicit path might be expressed as:



‑ explicit hops from ingress to the local domain boundary
‑ strict hops giving abstract nodes representing each domain in
  turn
‑ a loose hop identifying the egress.



   These two explicit path formats could be mixed according to the
   information available resulting in different combinations of loose
   hops and abstract nodes.



   This form of explicit path relies on some further computation
   technique being applied at the domain boundaries.  See section 3.3.



   As with the multi-domain visibility option, extreme caution must be
   exercised in consideration of the distribution of the requisite TE
   information.  See section 4.




3.2.3. Local Domain Visibility Computation

   A final possibility for ingress-based computation is that the ingress
   LSR has visibility only within its own domain, and connectivity
   information only as far as determining one or more domain exit points
   that may be suitable for carrying the LSP to its egress.



   In this case, the ingress builds an explicit path that comprises
   just:



‑ explicit hops from ingress to the local domain boundary
‑ a loose hop identifying the egress.




3.3. Domain Boundary Computation

   If the partial explicit path methods described in sections 3.2.2 or
   3.2.3 are applied, then the LSR at each domain boundary is
   responsible for ensuring that there is sufficient path information
   added to the Path message to carry it at least to the next domain
   boundary (that is, out of the new domain).



   If the LSR at the domain boundary has full visibility to the egress
   then it can supply the entire explicit path.  Note, however, that the
   ERO processing rules of [RFC3209] state that it should only update
   the ERO as far as the next specified hop (that is, the next domain
   boundary if one was supplied in the original ERO) and, of course,
   must not insert ERO subobjects immediately before a strict hop.



   If the LSR at the domain boundary has only partial visibility (using
   the definitions of section 3.2.2), it will fill in the path as far as
   the next domain boundary, and will supply further domain/domain
   boundary information if not already present in the ERO.



   If the LSR at the domain boundary has only local visibility into the
   immediate domain, it will simply add information to the ERO to carry
   the Path message as far as the next domain boundary.



   Domain boundary path computations are performed independently from
   each other.  Domain boundary LSRs may have different computation
   capabilities, run different path computation algorithms, apply
   different sets of constraints and optimization criteria, and so
   forth, which might result in path segment quality that is
   unpredictable to and out of the control of the ingress LSR.  A
   solution to this issue lies in enhancing the information signaled
   during LSP setup to include a larger set of constraints and to
   include the paths of related LSPs (such as diverse protected LSPs) as
   described in [GMPLS-E2E].



   It is also the case that paths generated on domain boundaries may
   produce loops.  Specifically, the paths computed may loop back into a
   domain that has already been crossed by the LSP.  This may or may not
   be a problem, and might even be desirable, but could also give rise
   to real loops.  This can be avoided by using the recorded route (RRO)
   to provide exclusions within the path computation algorithm, but in
   the case of lack of trust between domains it may be necessary for the
   RRO to indicate the previously visited domains.  Even this solution
   is not available where the RRO is not available on a Path message.
   Note that when an RRO is used to provide exclusions, and a loop-free
   path is found to be not available by the computation at a downstream
   border node, crankback [CRANKBACK] may enable an upstream border node
   to select an alternate path.




3.4. Path Computation Element

   The computation techniques in sections 3.2 and 3.3 rely on topology
   and TE information being distributed to the ingress LSR and those
   LSRs at domain boundaries.  These LSRs are responsible for computing
   paths.  Note that there may be scaling concerns with distributing the
   required information; see section 4.



   An alternative technique places the responsibility for path
   computation with a Path Computation Element (PCE) [RFC4655].  There
   may be either a centralized PCE, or multiple PCEs (each having local
   visibility and collaborating in a distributed fashion to compute an
   end-to-end path) across the entire network and even within any one
   domain.  The PCE may collect topology and TE information from the
   same sources as would be used by LSRs in the previous paragraph, or
   though other means.



   Each LSR called upon to perform path computation (and even the
   offline management tools described in section 3.1) may abdicate the
   task to a PCE of its choice.  The selection of PCE(s) may be driven
   by static configuration or the dynamic discovery.




3.4.1. Multi-Domain Visibility Computation

   A PCE may have full visibility, perhaps through connectivity to
   multiple domains.  In this case, it is able to supply a full explicit
   path as in section 3.2.1.




3.4.2. Path Computation Use of PCE When Preserving Confidentiality

   Note that although a centralized PCE or multiple collaborative PCEs
   may have full visibility into one or more domains, it may be
   desirable (e.g., to preserve topology confidentiality) that the full
   path not be provided to the ingress LSR.  Instead, a partial path is
   supplied (as in section 3.2.2 or 3.2.3), and the LSRs at each domain
   boundary are required to make further requests for each successive
   segment of the path.



   In this way, an end-to-end path may be computed using the full
   network capabilities, but confidentiality between domains may be
   preserved.  Optionally, the PCE(s) may compute the entire path at the
   first request and hold it in storage for subsequent requests, or it
   may recompute each leg of the path on each request or at regular
   intervals until requested by the LSRs establishing the LSP.



   It may be the case that the centralized PCE or the collaboration
   between PCEs may define a trust relationship greater than that
   normally operational between domains.




3.4.3. Per-Domain Computation Elements

   A third way that PCEs may be used is simply to have one (or more) per
   domain.  Each LSR within a domain that wishes to derive a path across
   the domain may consult its local PCE.



   This mechanism could be used for all path computations within the
   domain, or specifically limited to computations for LSPs that will
   leave the domain where external connectivity information can then be
   restricted to just the PCE.




3.5. Optimal Path Computation

   There are many definitions of an optimal path depending on the
   constraints applied to the path computation.  In a multi-domain
   environment, the definitions are multiplied so that an optimal route
   might be defined as the route that would be computed in the absence
   of domain boundaries.  Alternatively, another constraint might be
   applied to the path computation to reduce or limit the number of
   domains crossed by the LSP.



   It is easy to construct examples that show that partitioning a
   network into domains, and the resulting loss or aggregation of
   routing information may lead to the computation of routes that are
   other than optimal.  It is impossible to guarantee optimal routing in
   the presence of aggregation / abstraction / summarization of routing
   information.



   It is beyond the scope of this document to define what is an optimum
   path for an inter-domain TE LSP.  This debate is abdicated in favor
   of requirements documents and applicability statements for specific
   deployment scenarios.  Note, however, that the meaning of certain
   computation metrics may differ between domains (see section 5.6).




4. Distributing Reachability and TE Information

   Traffic Engineering information is collected into a TE Database (TED)
   on which path computation algorithms operate either directly or by
   first constructing a network graph.



   The path computation techniques described in the previous section
   make certain demands upon the distribution of reachability
   information and the TE capabilities of nodes and links within domains
   as well as the TE connectivity across domains.



   Currently, TE information is distributed within domains by additions
   to IGPs [RFC3630], [RFC3784].



   In cases where two domains are interconnected by one or more links
   (that is, the domain boundary falls on a link rather than on a node),
   there should be a mechanism to distribute the TE information
   associated with the inter-domain links to the corresponding domains.
   This would facilitate better path computation and reduce TE-related
   crankbacks on these links.



   Where a domain is a subset of an IGP area, filtering of TE
   information may be applied at the domain boundary.  This filtering
   may be one way or two way.



   Where information needs to reach a PCE that spans multiple domains,
   the PCE may snoop on the IGP traffic in each domain, or play an
   active part as an IGP-capable node in each domain.  The PCE might
   also receive TED updates from a proxy within the domain.



   It is possible that an LSR that performs path computation (for
   example, an ingress LSR) obtains the topology and TE information of
   not just its own domain, but other domains as well.  This information
   may be subject to filtering applied by the advertising domain (for
   example, the information may be limited to Forwarding Adjacencies
   (FAs) across other domains, or the information may be aggregated or
   abstracted).



   Before starting work on any protocols or protocol extensions to
   enable cross-domain reachability and TE advertisement in support of
   inter-domain TE, the requirements and benefits must be clearly
   established.  This has not been done to date.  Where any cross-domain
   reachability and TE information needs to be advertised, consideration
   must be given to TE extensions to existing protocols such as BGP, and
   how the information advertised may be fed to the IGPs.  It must be
   noted that any extensions that cause a significant increase in the
   amount of processing (such as aggregation computation) at domain
   boundaries, or a significant increase in the amount of information
   flooded (such as detailed TE information) need to be treated with
   extreme caution and compared carefully with the scaling requirements
   expressed in [RFC4105] and [RFC4216].




5. Comments on Advanced Functions

   This section provides some non-definitive comments on the constraints
   placed on advanced MPLS TE functions by inter-domain MPLS.  It does
   not attempt to state the implications of using one inter-domain
   technique or another.  Such material is deferred to appropriate
   applicability statements where statements about the capabilities of
   existing or future signaling, routing, and computation techniques to
   deliver the functions listed should be made.




5.1. LSP Re-Optimization

   Re-optimization is the process of moving a TE LSP from one path to
   another, more preferable path (where no attempt is made in this
   document to define "preferable" as no attempt was made to define
   "optimal").  Make-before-break techniques are usually applied to
   ensure that traffic is disrupted as little as possible.  The Shared
   Explicit style is usually used to avoid double booking of network
   resources.



   Re-optimization may be available within a single domain.
   Alternatively, re-optimization may involve a change in route across
   several domains or might involve a choice of different transit
   domains.



   Re-optimization requires that all or part of the path of the LSP be
   re-computed.  The techniques used may be selected as described in
   section 3, and this will influence whether the whole or part of the
   path is re-optimized.



   The trigger for path computation and re-optimization may be an
   operator request, a timer, information about a change in availability
   of network resources, or a change in operational parameters (for
   example, bandwidth) of an LSP.  This trigger must be applied to the
   point in the network that requests re-computation and controls re-
   optimization and may require additional signaling.



   Note also that where multiple mutually-diverse paths are applied
   end-to-end (i.e., not simply within protection domains; see section
   5.5) the point of calculation for re-optimization (whether it is PCE,
   ingress, or domain entry point) needs to know all such paths before
   attempting re-optimization of any one path.  Mutual diversity here
   means that a set of computed paths has no commonality.  Such
   diversity might be link, node, Shared Risk Link Group (SRLG), or even
   domain disjointedness according to circumstances and the service
   being delivered.



   It may be the case that re-optimization is best achieved by
   recomputing the paths of multiple LSPs at once.  Indeed, this can be
   shown to be most efficient when the paths of all LSPs are known, not
   simply those LSPs that originate at a particular ingress.  While this
   problem is inherited from single domain re-optimization and is out of
   scope within this document, it should be noted that the problem grows
   in complexity when LSPs wholly within one domain affect the re-
   optimization path calculations performed in another domain.




5.2. LSP Setup Failure

   When an inter-domain LSP setup fails in some domain other than the
   first, various options are available for reporting and retrying the
   LSP.



   In the first instance, a retry may be attempted within the domain
   that contains the failure.  That retry may be attempted by nodes
   wholly within the domain, or the failure may be referred back to the
   LSR at the domain boundary.



   If the failure cannot be bypassed within the domain where the failure
   occurred (perhaps there is no suitable alternate route, perhaps
   rerouting is not allowed by domain policy, or perhaps the Path
   message specifically bans such action), the error must be reported
   back to the previous or head-end domain.



   Subsequent repair attempts may be made by domains further upstream,
   but will only be properly effective if sufficient information about
   the failure and other failed repair attempts is also passed back
   upstream [CRANKBACK].  Note that there is a tension between this
   requirement and that of topology confidentiality although crankback
   aggregation may be applicable at domain boundaries.



   Further attempts to signal the failed LSP may apply the information
   about the failures as constraints to path computation, or may signal
   them as specific path exclusions [EXCLUDE].



   When requested by signaling, the failure may also be systematically
   reported to the head-end LSR.




5.3. LSP Repair

   An LSP that fails after it has been established may be repaired
   dynamically by re-routing.  The behavior in this case is either like
   that for re-optimization, or for handling setup failures (see
   previous two sections).  Fast Reroute may also be used (see below).




5.4. Fast Reroute

   MPLS Traffic Engineering Fast Reroute ([RFC4090]) defines local
   protection schemes intended to provide fast recovery (in 10s of
   msecs) of fast-reroutable packet-based TE LSPs upon link/SRLG/Node
   failure.  A backup TE LSP is configured and signaled at each hop, and
   activated upon detecting or being informed of a network element
   failure.  The node immediately upstream of the failure (called the
   PLR, or Point of Local Repair) reroutes the set of protected TE LSPs
   onto the appropriate backup tunnel(s) and around the failed resource.



   In the context of inter-domain TE, there are several different
   failure scenarios that must be analyzed.  Provision of suitable
   solutions may be further complicated by the fact that [RFC4090]
   specifies two distinct modes of operation referred to as the "one to
   one mode" and the "facility back-up mode".



   The failure scenarios specific to inter-domain TE are as follows:



   - Failure of a domain edge node that is present in both domains.
     There are two sub-cases:



     - The Point of Local Repair (PLR) and the Merge Point (MP) are in
       the same domain.



     - The PLR and the MP are in different domains.



   - Failure of a domain edge node that is only present in one of the
     domains.



   - Failure of an inter-domain link.



   Although it may be possible to apply the same techniques for Fast
   Reroute (FRR) to the different methods of signaling inter-domain LSPs
   described in section 2, the results of protection may be different
   when it is the boundary nodes that need to be protected, and when
   they are the ingress and egress of a hierarchical LSP or stitched LSP
   segment.  In particular, the choice of PLR and MP may be different,
   and the length of the protection path may be greater.  These uses of
   FRR techniques should be explained further in applicability
   statements or, in the case of a change in base behavior, in
   implementation guidelines specific to the signaling techniques.



   Note that after local repair has been performed, it may be desirable
   to re-optimize the LSP (see section 5.1).  If the point of re-
   optimization (for example, the ingress LSR) lies in a different
   domain to the failure, it may rely on the delivery of a PathErr or
   Notify message to inform it of the local repair event.



   It is important to note that Fast Reroute techniques are only
   applicable to packet switching networks because other network
   technologies cannot apply label stacking within the same switching
   type.  Segment protection [GMPLS-SEG] provides a suitable alternative
   that is applicable to packet and non-packet networks.




5.5. Comments on Path Diversity

   Diverse paths may be required in support of load sharing and/or
   protection.  Such diverse paths may be required to be node diverse,
   link diverse, fully path diverse (that is, link and node diverse), or
   SRLG diverse.



   Diverse path computation is a classic problem familiar to all graph
   theory majors.  The problem is compounded when there are areas of
   "private knowledge" such as when domains do not share topology
   information.  The problem can be resolved more efficiently (e.g.,
   avoiding the "trap problem") when mutually resource disjoint paths
   can be computed "simultaneously" on the fullest set of information.



   That being said, various techniques (out of the scope of this
   document) exist to ensure end-to-end path diversity across multiple
   domains.



   Many network technologies utilize "protection domains" because they
   fit well with the capabilities of the technology.  As a result, many
   domains are operated as protection domains.  In this model,
   protection paths converge at domain boundaries.



   Note that the question of SRLG identification is not yet fully
   answered.  There are two classes of SRLG:



   - those that indicate resources that are all contained within one
     domain



   - those that span domains.



   The former might be identified using a combination of a globally
   scoped domain ID, and an SRLG ID that is administered by the domain.
   The latter requires a global scope to the SRLG ID.  Both schemes,
   therefore, require external administration.  The former is able to
   leverage existing domain ID administration (for example, area and AS
   numbers), but the latter would require a new administrative policy.




5.6. Domain-Specific Constraints

   While the meaning of certain constraints, like bandwidth, can be
   assumed to be constant across different domains, other TE constraints
   (such as resource affinity, color, metric, priority, etc.) may have
   different meanings in different domains and this may impact the
   ability to support Diffserv-aware MPLS, or to manage preemption.



   In order to achieve consistent meaning and LSP establishment, this
   fact must be considered when performing constraint-based path
   computation or when signaling across domain boundaries.



   A mapping function can be derived for most constraints based on
   policy agreements between the domain administrators.  The details of
   such a mapping function are outside the scope of this document, but
   it is important to note that the default behavior must either be that
   a constant mapping is applied or that any requirement to apply these
   constraints across a domain boundary must fail in the absence of
   explicit mapping rules.




5.7. Policy Control

   Domain boundaries are natural points for policy control.  There is
   little to add on this subject except to note that a TE LSP that
   cannot be established on a path through one domain because of a
   policy applied at the domain boundary may be satisfactorily
   established using a path that avoids the demurring domain.  In any
   case, when a TE LSP signaling attempt is rejected due to non-
   compliance with some policy constraint, this should be reflected to
   the ingress LSR.




5.8. Inter-Domain Operations and Management (OAM)

   Some elements of OAM may be intentionally confined within a domain.
   Others (such as end-to-end liveness and connectivity testing) clearly
   need to span the entire multi-domain TE LSP.  Where issues of
   topology confidentiality are strong, collaboration between PCEs or
   domain boundary nodes might be required in order to provide end-to-
   end OAM, and a significant issue to be resolved is to ensure that the
   end-points support the various OAM capabilities.



   The different signaling mechanisms described above may need
   refinements to [RFC4379], [BFD-MPLS], etc., to gain full end-to-end
   visibility.  These protocols should, however, be considered in the
   light of topology confidentiality requirements.



   Route recording is a commonly used feature of signaling that provides
   OAM information about the path of an established LSP.  When an LSP
   traverses a domain boundary, the border node may remove or aggregate
   some of the recorded information for topology confidentiality or
   other policy reasons.




5.9. Point-to-Multipoint

   Inter-domain point-to-multipoint (P2MP) requirements are explicitly
   out of the scope of this document.  They may be covered by other
   documents dependent on the details of MPLS TE P2MP solutions.




5.10. Applicability to Non-Packet Technologies

   Non-packet switching technologies may present particular issues for
   inter-domain LSPs.  While packet switching networks may utilize
   control planes built on MPLS or GMPLS technology, non-packet networks
   are limited to GMPLS.



   On the other hand, some problems such as Fast Reroute on domain
   boundaries (see section 5.4) may be handled by the GMPLS technique of
   segment protection [GMPLS-SEG] that is applicable to both packet and
   non-packet switching technologies.



   The specific architectural considerations and requirements for
   inter-domain LSP setup in non-packet networks are covered in a
   separate document [GMPLS-AS].




6. Security Considerations

   Requirements for security within domains are unchanged from [RFC3209]
   and [RFC3473], and from [RFC3630] and [RFC3784].  That is, all
   security procedures for existing protocols in the MPLS context
   continue to apply for the intra-domain cases.



   Inter-domain security may be considered as a more important and more
   sensitive issue than intra-domain security since in inter-domain
   traffic engineering control and information may be passed across
   administrative boundaries.  The most obvious and most sensitive case
   is inter-AS TE.



   All of the intra-domain security measures for the signaling and
   routing protocols are equally applicable in the inter-domain case.
   There is, however, a greater likelihood of them being applied in the
   inter-domain case.



   Security for inter-domain MPLS TE is the subject of a separate
   document that analyzes the security deployment models and risks.
   This separate document must be completed before inter-domain MPLS TE
   solution documents can be advanced.



   Similarly, the PCE procedures [RFC4655] are subject to security
   measures for the exchange computation information between PCEs and
   for LSRs that request path computations from a PCE.  The requirements
   for this security (set out in [RFC4657]) apply whether the LSR and
   PCE (or the cooperating PCEs) are in the same domain or lie across
   domain boundaries.



   It should be noted, however, that techniques used for (for example)
   authentication require coordination of secrets, keys, or passwords
   between sender and receiver.  Where sender and receiver lie within a
   single administrative domain, this process may be simple.  But where
   sender and receiver lie in different administrative domains, cross-
   domain coordination between network administrators will be required
   in order to provide adequate security.  At this stage, it is not
   proposed that this coordination be provided through an automatic
   process or through the use of a protocol.  Human-to-human
   coordination is more likely to provide the required level of
   confidence in the inter-domain security.



   One new security concept is introduced by inter-domain MPLS TE.  This
   is the preservation of confidentiality of topology information.  That
   is, one domain may wish to keep secret the way that its network is
   constructed and the availability (or otherwise) of end-to-end network
   resources.  This issue is discussed in sections 3.4.2, 5.2, and 5.8
   of this document.  When there is a requirement to preserve inter-
   domain topology confidentiality, policy filters must be applied at
   the domain boundaries to avoid distributing such information.  This
   is the responsibility of the domain that distributes information, and
   it may be adequately addressed by aggregation of information as
   described in the referenced sections.



   Applicability statements for particular combinations of signaling,
   routing, and path computation techniques to provide inter-domain MPLS
   TE solutions are expected to contain detailed security sections.
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Abstract

   This document defines a mechanism for the reoptimization of loosely
   routed MPLS and GMPLS (Generalized Multiprotocol Label Switching)
   Traffic Engineering (TE) Label Switched Paths (LSPs) signaled with
   Resource Reservation Protocol Traffic Engineering (RSVP-TE).  This
   document proposes a mechanism that allows a TE LSP head-end Label
   Switching Router (LSR) to trigger a new path re-evaluation on every
   hop that has a next hop defined as a loose or abstract hop and a
   mid-point LSR to signal to the head-end LSR that a better path exists
   (compared to the current path) or that the TE LSP must be reoptimized
   (because of maintenance required on the TE LSP path).  The proposed
   mechanism applies to the cases of intra- and inter-domain (Interior
   Gateway Protocol area (IGP area) or Autonomous System) packet and
   non-packet TE LSPs following a loosely routed path.
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1. Introduction

   This document defines a mechanism for the reoptimization of loosely
   routed MPLS and GMPLS (Generalized Multiprotocol Label Switching)
   Traffic Engineering LSPs signaled with RSVP-TE (see [RFC3209] and
   [RFC3473]).  A loosely routed LSP is defined as one that does not
   contain a full, explicit route identifying each LSR along the path of
   the LSP at the time it is signaled by the ingress LSR.  Such an LSP
   is signaled with no Explicit Route Object (ERO), with an ERO that
   contains at least one loose hop, or with an ERO that contains an
   abstract node that is not a simple abstract node (that is, an
   abstract node that identifies more than one LSR).



   The Traffic Engineering Working Group (TE WG) has specified a set of
   requirements for inter-area and inter-AS MPLS Traffic Engineering
   (see [RFC4105] and [RFC4216]).  Both requirements documents specify
   the need for some mechanism providing an option for the head-end LSR
   to control the reoptimization process should a more optimal path
   exist in a downstream domain (IGP area or Autonomous System).  This
   document defines a solution to meet this requirement and proposes two
   mechanisms:



   (1) The first mechanism allows a head-end LSR to trigger a new path

       re-evaluation on every hop that has a next hop defined as a loose
       hop or abstract node and get a notification from the mid-point as
       to whether a better path exists.



   (2) The second mechanism allows a mid-point LSR to explicitly signal

       to the head-end LSR either that a better path exists to reach a
       loose/abstract hop (compared to the current path) or that the TE
       LSP must be reoptimized because of some maintenance required
       along the TE LSP path.  In this case, the notification is sent by
       the mid-point LSR without being polled by the head-end LSR.



   A better path is defined as a lower cost path, where the cost is
   determined by the metric used to compute the path.




2. Terminology

   ABR: Area Border Router.



   ERO: Explicit Route Object.



   LSR: Label Switching Router.



   TE LSP: Traffic Engineering Label Switched Path.



   TE LSP head-end: head/source of the TE LSP.



   TE LSP tail-end: tail/destination of the TE LSP.



   Interior Gateway Protocol Area (IGP Area): OSPF Area or IS-IS level.



   Intra-area TE LSP: A TE LSP whose path does not transit across areas.



   Inter-area TE LSP: A TE LSP whose path transits across at least two
   different IGP areas.



   Inter-AS MPLS TE LSP: A TE LSP whose path transits across at least
   two different Autonomous Systems (ASes) or sub-ASes (BGP
   confederations).




2.1. Requirements Language

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].




3. Establishment of a Loosely Routed TE LSP

   The aim of this section is purely to summarize the mechanisms
   involved in the establishment of a loosely routed TE LSP, as
   specified in [RFC3209].  The reader should see RFC 3209 for a more
   detailed description of these mechanisms.



   In the context of this document, a loosely routed LSP is defined as
   one that does not contain a full, explicit route identifying each LSR
   along the path of the LSP at the time it is signaled by the ingress
   LSR.  Such an LSP is signaled with no ERO, with an ERO that contains
   at least one loose hop, or with an ERO that contains an abstract node
   that is not a simple abstract node (that is, an abstract node that
   identifies more than one LSR).  As specified in [RFC3209], loose hops
   are listed in the ERO object of the RSVP Path message with the L flag
   of the IPv4 or the IPv6 prefix sub-object set.



   Each LSR along the path whose next hop is specified as a loose hop or
   a non-specific abstract node triggers a path computation (also
   referred to as an ERO expansion), before forwarding the RSVP Path
   message downstream.  The computed path may be either partial (up to
   the next loose hop) or complete (set of strict hops up to the TE LSP
   destination).



   Note that although the examples in the rest of this document are
   provided in the context of MPLS inter-area TE, the proposed mechanism
   applies equally to loosely routed paths within a single routing
   domain and across multiple Autonomous Systems.  The examples below
   are provided with OSPF as the IGP, but the described set of
   mechanisms similarly apply to IS-IS.



   An example of an explicit loosely routed TE LSP signaling follows.



<‑‑‑area 1‑‑><‑area 0‑‑><‑area 2‑>

 R1‑‑‑R2‑‑‑‑R3‑‑‑R6    R8‑‑‑R10
  |          |    |   / | \  |
  |          |    |  /  |  \ |
  |          |    | /   |   \|
 R4‑‑‑‑‑‑‑‑‑R5‑‑‑R7‑‑‑‑R9‑‑‑R11



   Assumptions



   - R3, R5, R8, and R9 are ABRs.



‑ The path of an inter‑area TE LSP T1 from R1 (head‑end LSR) to R11
  (tail‑end LSR) is defined on R1 as the following loosely routed
  path:  R1‑R3(loose)‑R8(loose)‑R11(loose).  R3, R8, and R11 are
  defined as loose hops.



     Step 1: R1 determines that the next hop (R3) is a loose hop (not
     directly connected to R1) and then performs an ERO expansion
     operation to reach the next loose hops R3.  The new ERO becomes:
     R2(S)-R3(S)-R8(L)-R11(L), where S is a strict hop (L=0) and L is a
     loose hop (L=1).



     The R1-R2-R3 path satisfies T1's set of constraints.



     Step 2: The RSVP Path message is then forwarded by R1 following the
     path specified in the ERO object and reaches R3 with the following
     content: R8(L)-R11(L).



     Step 3: R3 determines that the next hop (R8) is a loose hop (not
     directly connected to R3) and then performs an ERO expansion
     operation to reach the next loose hops R8.  The new ERO becomes:
     R6(S)-R7(S)-R8(S)-R11(L).



     Note: In this example, the assumption is made that the path is
     computed on a per-loose-hop basis, also referred to as a partial
     route computation.  Note that other path computation techniques may
     result in complete paths (set of strict hops up to the final
     destination).



     Step 4: The same procedure is repeated by R8 to reach T1's
     destination (R11).




4. Reoptimization of a Loosely Routed TE LSP Path

   Once a loosely routed, explicit TE LSP is set up, it is maintained
   through normal RSVP procedures.  During the TE LSP lifetime, a more
   optimal path might appear between an LSR and its next loose hop (for
   the sake of illustration, suppose that in the example above a link
   between R6 and R8 is added or restored that provides a preferable
   path between R3 and R8 (R3-R6-R8) than the existing R3-R6-R7-R8
   path).  Since a preferable (e.g., shorter) path might not be visible
   from the head-end LSR by means of the IGP if the head-end LSR does
   not belong to the same IGP area where the associated topology change
   occurred, the head-end cannot make use of this shorter path (and
   reroute the LSP using a make-before-break technique as described in
   [RFC3209]) when appropriate.  Thus, a new mechanism specified in this
   document is required to detect the existence of such a preferable
   path and to notify the head-end LSR accordingly.



   This document defines a mechanism that allows



   - a head-end LSR to trigger on every LSR whose next hop is a loose
     hop or an abstract node the re-evaluation of the current path in
     order to detect a potentially more optimal path; and



   - a mid-point LSR whose next hop is a loose-hop or an abstract node
     to signal (using a new Error Value sub-code carried in a RSVP
     PathErr message) to the head-end LSR that a preferable path exists
     (a path with a lower cost, where the cost definition is determined
     by some metric).



   Once the head-end LSR has been notified of the existence of such a
   preferable path, it can decide (depending on the TE LSP
   characteristics) whether to perform a TE LSP graceful reoptimization
   such as the "make-before-break" procedure.



   There is another scenario whereby notifying the head-end LSR of the
   existence of a better path is desirable: if the current path is about
   to fail due to some (link or node) required maintenance.



   This mechanism allows the head-end LSR to reoptimize a TE LSP by
   making use of the non-disruptive make-before-break procedure if and
   only if a preferable path exists and if such a reoptimization is
   desired.




5. Signaling Extensions

   A new flag in the SESSION ATTRIBUTE object and new Error Value sub-
   codes in the ERROR SPEC object are proposed in this document.




5.1. Path Re-Evaluation Request

   The following new flag of the SESSION_ATTRIBUTE object (C-Type 1 and
   7) is defined:



   Path re-evaluation request: 0x20



   This flag indicates that a path re-evaluation (of the current path in
   use) is requested.  Note that this does not trigger any LSP Reroute
   but instead just signals a request to evaluate whether a preferable
   path exists.



   Note: In case of link bundling, for instance, although the resulting
   ERO might be identical, this might give the opportunity for a mid-
   point LSR to locally select another link within a bundle.  However,
   strictly speaking, the ERO has not changed.




5.2. New Error Value Sub-Codes

   As defined in [RFC3209], the Error Code 25 in the ERROR SPEC object
   corresponds to a Notify Error.



   This document adds three new Error Value sub-codes:



   6 Preferable path exists



   7 Local link maintenance required



   8 Local node maintenance required



   The details about the local maintenance required modes are in Section
   6.3.2.




6. Mode of Operation


6.1. Head-End Reoptimization Control

   The notification process of a preferable path (shorter path or new
   path due to some maintenance required on the current path) is by
   nature de-correlated from the reoptimization operation.  In other
   words, the location where a potentially preferable path is discovered
   does not have to be where the TE LSP is actually reoptimized.  This
   document applies to the context of a head-end LSR reoptimization.




6.2. Reoptimization Triggers

   There are several possible reoptimization triggers:



   - Timer-based: A reoptimization is triggered (process evaluating
     whether a more optimal path can be found) when a configurable timer
     expires.



   - Event-driven: A reoptimization is triggered when a particular
     network event occurs (such as a "Link-UP" event).



   - Operator-driven: A reoptimization is manually triggered by the
     Operator.



   It is RECOMMENDED that an implementation supporting the extensions
   proposed in this document support the aforementioned modes as path
   re-evaluation triggers.




6.3. Head-End Request versus Mid-Point Explicit Notification Functions

   This document defines two functions:



   1) "Head-end requesting function": The request for a new path
      evaluation of a loosely routed TE LSP is requested by the head-end
      LSR.



   2) "Mid-point explicit notification function": Having determined that
      a preferable path (other than the current path) exists or having
      the need to perform a link/node local maintenance, a mid-point LSR
      explicitly notifies the head-end LSR, which will in turn decide
      whether to perform a reoptimization.




6.3.1. Head-End Request Function

   When a timer-based reoptimization is triggered on the head-end LSR or
   the operator manually requests a reoptimization, the head-end LSR
   immediately sends an RSVP Path message with the "Path re-evaluation
   request" bit of the SESSION-ATTRIBUTE object set.  This bit is then
   cleared in subsequent RSVP path messages sent downstream.  In order
   to handle the case of a lost Path message, the solution consists of
   relying on the reliable messaging mechanism described in [RFC2961].



   Upon receiving a Path message with the "Path re-evaluation request"
   bit set, every LSR for which the next abstract node contained in the
   ERO is defined as a loose hop/abstract node performs the following
   set of actions:



   A path re-evaluation is triggered, and the newly computed path is
   compared to the existing path:



   - If a preferable path can be found, the LSR performing the path re-
     evaluation MUST immediately send an RSVP PathErr to the head-end
     LSR (Error code 25 (Notify), Error sub-code=6 (better path
     exists)).  At this point, the LSR MAY decide not to propagate this
     bit in subsequent RSVP Path messages sent downstream for the re-
     evaluated TE LSP; this mode is the RECOMMENDED mode for the reasons
     described below.



     The sending of an RSVP PathErr Notify message "Preferable path
     exists" to the head-end LSR will notify the head-end LSR of the
     existence of a preferable path (e.g., in a downstream area/AS or in
     another location within a single domain).  Therefore, triggering
     additional path re-evaluations on downstream nodes is unnecessary.
     The only motivation to forward subsequent RSVP Path messages with
     the "Path re-evaluation request" bit of the SESSION-ATTRIBUTE
     object set would be to trigger path re-evaluation on downstream
     nodes that could in turn cache some potentially better paths
     downstream, with the objective to reduce the signaling setup delay,
     should a reoptimization be performed by the head-end LSR.



   - If no preferable path can be found, the recommended mode is for an
     LSR to relay the request (by setting the "Path re-evaluation" bit
     of the SESSION-ATTRIBUTE object in RSVP path message sent
     downstream).



     Note that, by preferable path, we mean a path with a lower cost.



     If the RSVP Path message with the "Path re-evaluation request" bit
     set is lost, then the next request will be sent when the next
     reoptimization trigger will occur on the head-end LSR.  The
     solution to handle RSVP reliable messaging has been defined in
     [RFC2961].



     The network administrator may decide to establish some local policy
     specifying to ignore such request or not to consider those requests
     more frequently than at a certain rate.



     The proposed mechanism does not make any assumption of the path
     computation method performed by the ERO expansion process.




6.3.2. Mid-Point Explicit Notification

   By contrast with the head-end request function, in this case, a mid-
   point LSR whose next hop is a loose hop or an abstract node can
   locally trigger a path re-evaluation when a configurable timer
   expires, some specific events occur (e.g., link-up event), or the
   user explicitly requests it.  If a preferable path is found, the LSR
   sends an RSVP PathErr to the head-end LSR (Error code 25 (Notify),
   Error sub-code=6 ("preferable path exists").



   There is another circumstance whereby any mid-point LSR MAY send an
   RSVP PathErr message with the objective for the TE LSP to be rerouted
   by its head-end LSR: when a link or a node will go down for local
   maintenance reasons.  In this case, the LSR where a local maintenance
   must be performed is responsible for sending an RSVP PathErr message
   with Error code 25 and Error sub-code=7 or 8, depending on the
   affected network element (link or node).  Then the first upstream
   node that has performed the ERO expansion MUST perform the following
   set of actions:



   - The link (sub-code=7) or the node (sub-code=8) MUST be locally
     registered for further reference (the TE database must be updated).



   - The RSVP PathErr message MUST be immediately forwarded upstream to
     the head-end LSR.  Note that in the case of TE LSP spanning
     multiple administrative domains, it may be desirable for the
     boundary LSR to modify the RSVP PathErr message and insert its own
     address for confidentiality.



   Upon receiving an RSVP PathErr message with Error code 25 and Error
   sub-code 7 or 8, the head-end LSR SHOULD perform a TE LSP
   reoptimization.



   Note that the two functions (head-end and mid-point driven) are not
   exclusive of each other: both the timer and event-driven
   reoptimization triggers can be implemented on the head-end or on any
   mid-point LSR with a potentially different timer value for the
   timer-driven reoptimization case.



   A head-end LSR MAY decide upon receiving an explicit mid-point
   notification to delay its next path re-evaluation request.




6.3.3. ERO Caching

   Once a mid-point LSR has determined that a preferable path exists
   (after a reoptimization request has been received by the head-end LSR
   or the reoptimization timer on the mid-point has expired), the more
   optimal path MAY be cached on the mid-point LSR for a limited amount
   of time to avoid having to recompute a path once the head-LSR
   performs a make-before-break.  This mode is optional.  A default
   value of 5 seconds for the caching timer is suggested.




7. Applicability and Interoperability

   The procedures described in this document are entirely optional
   within an MPLS or GMPLS network.  Implementations that do not support
   the procedures described in this document will interoperate
   seamlessly with those that do.  Further, an implementation that does
   not support the procedures described in this document will not be
   impacted or implicated by a neighboring implementation that does
   implement the procedures.



   An ingress implementation that chooses not to support the procedures
   described in this document may still achieve re-optimization by
   periodically issuing a speculative make-before-break replacement of
   an LSP without trying to discovery whether a more optimal path is
   available in a downstream domain.  Such a procedure would not be in
   conflict with any mechanisms already documented in [RFC3209] and
   [RFC3473].



   An LSR not supporting the "Path re-evaluation request" bit of the
   SESSION-ATTRIBUTE object SHALL forward it unmodified.



   A head-end LSR not supporting an RSVP PathErr with Error code 25
   message and Error sub-code = 6, 7, or 8 MUST just silently ignore
   such an RSVP PathErr message.




8. IANA Considerations

   IANA assigned three new error sub-code values for the RSVP PathErr
   Notify message (Error code=25):



   6 Preferable path exists



   7 Local link maintenance required



   8 Local node maintenance required




9. Security Considerations

   This document defines a mechanism for a mid-point LSR to notify the
   head-end LSR of the existence of a preferable path or the need to
   reroute the TE LSP for maintenance purposes.  Hence, in the case of a
   TE LSP spanning multiple administrative domains, it may be desirable
   for a boundary LSR to modify the RSVP PathErr message (Code 25, Error
   sub-code = 6, 7, or 8) so as to preserve confidentiality across
   domains.  Furthermore, a head-end LSR may decide to ignore explicit
   notification coming from a mid-point residing in another domain.
   Similarly, an LSR may decide to ignore (or to accept up to a pre-
   defined rate) path re-evaluation requests originated by a head-end
   LSR of another domain.
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Abstract

   This document describes an extension to Generalized MPLS (Multi-
   Protocol Label Switching) signaling to support communication of alarm
   information.  GMPLS signaling already supports the control of alarm
   reporting, but not the communication of alarm information.  This
   document presents both a functional description and GMPLS-RSVP
   specifics of such an extension.  This document also proposes
   modification of the RSVP ERROR_SPEC object.



   This document updates RFC 3473, "Generalized Multi-Protocol Label
   Switching (GMPLS) Signaling Resource ReserVation Protocol-Traffic
   Engineering (RSVP-TE) Extensions", through the addition of new,
   optional protocol elements.  It does not change, and is fully
   backward compatible with, the procedures specified in RFC 3473.
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1. Introduction

   GMPLS signaling provides mechanisms that can be used to control the
   reporting of alarms associated with a label switched path (LSP).
   This support is provided via Administrative Status Information
   [RFC3471] and the Admin_Status object [RFC3473].  These mechanisms
   only control if alarm reporting is inhibited.  No provision is made
   for communication of alarm information within GMPLS.



   The extension described in this document defines how the alarm
   information associated with a GMPLS LSP may be communicated along the
   path of the LSP.  Communication both upstream and downstream is
   supported.  The value in communicating such alarm information is that
   this information is then available at every node along the LSP for
   display and diagnostic purposes.  Alarm information may also be
   useful in certain traffic protection scenarios, but such uses are out
   of the scope of this document.  Alarm communication is supported via
   a new object, new error/alarm information TLVs, and a new
   Administrative Status Information bit.



   The communication of alarms, as described in this document, is
   controllable on a per-LSP basis.  Such communication may be useful
   within network configurations where not all nodes support
   communication to a user for reporting of alarms and/or communication
   is needed to support specific applications.  The support of this
   functionality is optional.



   The communication of alarms within GMPLS does not imply any
   modification in behavior of processing of alarms, or for the
   communication of alarms outside of GMPLS.  Additionally, the
   extension described in this document is not intended to replace any
   (existing) data plane fault propagation techniques.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].




1.1. Background

   Problems with data plane state can often be detected by associated
   data plane hardware components.  Such data plane problems are
   typically filtered based on elapsed time and local policy.  Problems
   that pass the filtering process are normally raised as alarms.  These
   alarms are available for display to operators.  They also may be
   collected centrally through means that are out of the scope of this
   document.



   Not all data plane problems cause the LSP to be immediately torn
   down.  Further, there may be a desire, particularly in optical
   transport networks, to retain an LSP and communicate relevant alarm
   information even when the data plane state has failed completely.



   Although error information can be reported using PathErr, ResvErr,
   and Notify messages, these messages typically indicate a problem in
   signaling state and can only report one problem at a time.  This
   makes it hard to correlate all of the problems that may be associated
   with a single LSP and to allow an operator examining the status of an
   LSP to view a full list of current problems.  This situation is
   exacerbated by the absence of any way to communicate that a problem
   has been resolved and a corresponding alarm cleared.



   The extensions defined in this document allow an operator or a
   software component to obtain a full list of current alarms associated
   with all of the resources used to support an LSP.  The extensions
   also ensure that this list is kept up-to-date and synchronized with
   the real alarm status in the network.  Finally, the extensions make
   the list available at every node traversed by an LSP.




2. Alarm Information Communication

   A new object is introduced to carry alarm information details.  The
   details of alarm information are much like the error information
   carried in the existing ERROR_SPEC objects.  For this reason the
   communication of alarm information uses a format that is based on the
   communication of error information.



   The new object introduced to carry alarm information details is
   called an ALARM_SPEC object.  This object has the same format as the
   ERROR_SPEC object, but uses a new C-Num to avoid the semantics of
   error processing.  Also, additional TLVs are defined for the IF_ID
   ALARM_SPEC objects to support the communication of information
   related to a specific alarm.  These TLVs may also be useful when
   included in ERROR_SPEC objects, e.g., when the ERROR_SPEC object is
   carried within a Notify message.



   While the details of alarm information are like the details of
   existing error communication, the semantics of processing differ.
   Alarm information will typically relate to changes in data plane
   state, without changes in control state.  Alarm information will
   always be associated with in-place LSPs.  Such information will also
   typically be most useful to operators and applications other than
   control plane protocol processing.  Finally, while error information
   is communicated within PathErr, ResvErr, and Notify messages
   [RFC3473], alarm information will be carried within Path and Resv
   messages.



   Path messages are used to carry alarm information to downstream
   nodes, and Resv messages are used to carry alarm information to
   upstream nodes.  The intent of sending alarm information both
   upstream and downstream is to provide the same visibility to alarm
   information at any point along an LSP.  The communication of multiple
   alarms associated with an LSP is supported.  In this case, multiple
   ALARM_SPEC objects will be carried in the Path or Resv messages.



   The addition of alarm information to Path and Resv messages is
   controlled via a new Administrative Status Information bit.
   Administrative Status Information is carried in the Admin_Status
   object.




3. GMPLS-RSVP Details

   This section provides the GMPLS-RSVP [RFC3473] specification for
   communication of alarm information.  The communication of alarm
   information is OPTIONAL.  This section applies to nodes that support
   communication of alarm information.




3.1. ALARM_SPEC Objects

   The ALARM_SPEC objects use the same format as the ERROR_SPEC object,
   but with class number of 198 (assigned by IANA in the form 11bbbbbb,
   per Section 3.1.4).



o  Class = 198, C‑Type = 1
   Reserved.  (C‑Type value defined for ERROR_SPEC, but is not
   defined for use with ALARM_SPEC.)

o  Class = 198, C‑Type = 2
   Reserved.  (C‑Type value defined for ERROR_SPEC, but is not
   defined for use with ALARM_SPEC.)

o  IPv4 IF_ID ALARM_SPEC object: Class = 198, C‑Type = 3
   Definition same as IPv4 IF_ID ERROR_SPEC [RFC3473].

o  IPv6 IF_ID ALARM_SPEC object: Class = 198, C‑Type = 4
   Definition same as IPv6 IF_ID ERROR_SPEC [RFC3473].




3.1.1. IF_ID ALARM_SPEC (and ERROR_SPEC) TLVs

   The following new TLVs are defined for use with the IPv4 and IPv6
   IF_ID ALARM_SPEC objects.  They may also be used with the IPv4 and
   IPv6 IF_ID ERROR_SPEC objects.  See [RFC3471] Section 9.1.1 for the
   original definition of these values.  Note the length provided below
   is for the total TLV.  All TLVs defined in this section are OPTIONAL.
   The defined TLVs MUST follow any interface identifying TLVs.  No
   rules apply to the relative ordering of the TLVs defined in this
   section.



Type    Length     Description
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
512       8        REFERENCE_COUNT
513       8        SEVERITY
514       8        GLOBAL_TIMESTAMP
515       8        LOCAL_TIMESTAMP
516    variable    ERROR_STRING



   The Reference Count TLV has the following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              Type             |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Reference Count                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Reference Count: 32 bits



         The number of times this alarm has been repeated as determined
         by the reporting node.  This field MUST NOT be set to zero, and
         TLVs received with this field set to zero MUST be ignored.



      Only one Reference Count TLV may be included in an object.



   The Severity TLV has the following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              Type             |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Reserved                   |Impact |   Severity    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Reserved: 20 bits



         This field is reserved.  It MUST be set to zero on generation,
         MUST be ignored on receipt, and MUST be forwarded unchanged and
         unexamined by transit nodes.



      Impact: 4 bits



         Indicates the impact of the alarm indicated in the TLV.  See
         [M.20] for a general discussion on classification of failures.
         The following values are defined in this document.  The details
         of the semantics may be found in [M.20].



Value     Definition
‑‑‑‑‑     ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
  0       Unspecified impact
  1       Non‑Service Affecting (Data traffic not interrupted)
  2       Service Affecting (Data traffic is interrupted)



      Severity: 8 bits



         Indicates the impact of the alarm indicated in the TLV.  See
         [RFC3877] and [M.3100] for more information on severity.  The
         following values are defined in this document.  The details of
         the semantics may be found in [RFC3877] and [M.3100]:



Value     Definition
‑‑‑‑‑     ‑‑‑‑‑‑‑‑‑‑
  0       Cleared
  1       Indeterminate
  2       Critical
  3       Major
  4       Minor
  5       Warning



      Only one Severity TLV may be included in an object.



   The Global Timestamp TLV has the following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              Type             |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Global Timestamp                       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Global Timestamp: 32 bits



         An unsigned fixed-point integer that indicates the number of
         seconds since 00:00:00 UT on 1 January 1970 according to the
         clock on the node that originates this TLV.  This time MAY
         include leap seconds if they are used by the local clock and
         SHOULD contain the same time value as used by the node when the
         alarm is reported through other systems (such as within the
         Management Plane) if global time is used in those reports.



      Only one Global Timestamp TLV may be included in an object.



   The Local Timestamp TLV has the following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              Type             |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        Local Timestamp                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Local Timestamp: 32 bits



         Number of seconds reported by the local system clock at the
         time the associated alarm was detected on the node that
         originates this TLV.  This number is expected to be meaningful
         in the context of the originating node.  For example, it may
         indicate the number of seconds since the node rebooted or may
         be a local representation of an unsynchronized real-time clock.



      Only one Local Timestamp TLV may be included in an object.



   The Error String TLV has the following format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              Type             |             Length            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//          Error String      (NULL padded display string)      //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Error String: 32 bits minimum (variable)



         A string of characters in US-ASCII, representing the type of
         error/alarm.  This string is padded to the next largest 4-byte
         boundary using null characters.  Null padding is not required
         when the string is 32-bit aligned.  The contents of error
         string are implementation dependent.  See the condition types
         listed in Appendices of [GR833] for a list of example strings.
         Note length includes padding.



      Multiple Error String TLVs may be included in an object.




3.1.2. Procedures

   This section applies to nodes that support the communication of alarm
   information.  ALARM_SPEC objects are carried in Path and Resv
   messages.  Multiple ALARM_SPEC objects MAY be present.



   Nodes that support the extensions defined in this document SHOULD
   store any alarm information from received ALARM_SPEC objects for
   future use.  All ALARM_SPEC objects received in Path messages SHOULD
   be passed unmodified downstream in the corresponding Path messages.
   All ALARM_SPEC objects received in Resv messages SHOULD be passed
   unmodified upstream in the corresponding Resv messages.  ALARM_SPEC
   objects are merged in transmitted Resv messages by including a copy
   of all ALARM_SPEC objects received in corresponding Resv Messages.



   To advertise local alarm information, a node generates an ALARM_SPEC
   object for each alarm and adds it to both the Path and Resv messages
   for the impacted LSP.



   In all cases, appropriate Error Node Address, Error Code, and Error
   Values MUST be set (see below for a discussion on Error Code and
   Error Values).  As the InPlace and NotGuilty flags only have meaning
   in ERROR_SPEC objects, they SHOULD NOT be set.  TLVs SHOULD be
   included in the ALARM_SPEC object to identify the interface, if any,
   associated with the alarm.  The TLVs defined in [RFC3471] for
   identifying interfaces in the IF_ID ERROR_SPEC object [RFC3473]
   SHOULD be used for this purpose, but note that TLVs type 4 and 5
   (component interfaces) are deprecated by [RFC4201] and SHOULD NOT be
   used.  TLVs SHOULD also be included to indicate the severity
   (Severity TLV), the time (Global Timestamp and/or Local Timestamp
   TLVs), and a (brief) string (Error String TLV) associated with the
   alarm.  The reference count TLV MAY also be included to indicate the
   number of times an alarm has been repeated at the reporting node.
   ALARM_SPEC objects received from other nodes are not impacted by the
   addition of local ALARM_SPEC objects, i.e., they continue to be
   processed as described above.  The choice of which alarm or alarms to
   advertise and which to omit is a local policy matter, and may be
   configurable by the user.



   There are two ways to indicate time.  A global timestamp TLV is used
   to provide an absolute time reference for the occurrence of an alarm.
   The local timestamp TLV is used to provide time reference for the
   occurrence of an alarm that is relative to other information
   advertised by the node.  The global timestamp SHOULD be used on nodes
   that maintain an absolute time reference.  Both timestamp TLVs MAY be
   used simultaneously.



   Note, ALARM_SPEC objects SHOULD NOT be added to the Path and Resv
   states of LSPs that are in "alarm communication inhibited" state.
   ALARM_SPEC objects MAY be added to the state of LSPs that are in an
   "administratively down" state.  These states are indicated by the I
   and A bits of the Admin_Status object; see Section 3.2.



   To remove local alarm information, a node simply removes the matching
   locally generated ALARM_SPEC objects from the outgoing Path and Resv
   messages.  A node MAY modify a locally generated ALARM_SPEC object.



   Normal refresh and trigger message processing applies to Path or Resv
   messages that contain ALARM_SPEC objects.  Note that changes in
   ALARM_SPEC objects from one message to the next may include a
   modification in the contents of a specific ALARM_SPEC object, or a
   change in the number of ALARM_SPEC objects present.  All changes in
   ALARM_SPEC objects SHOULD be processed as trigger messages.



   Failure to follow the above directives, in particular the ones
   labeled "SHOULD" and "SHOULD NOT", may result in the alarm
   information not being properly or fully communicated.




3.1.3. Error Codes and Values

   The Error Codes and Values used in ALARM_SPEC objects are the same as
   those used in ERROR_SPEC objects.  New Error Code values for use with
   both ERROR_SPEC and ALARM_SPEC objects may be assigned to support
   alarm types defined by other standards.



   In this document we define one new Error Code.  The Error Code uses
   the value 31 and is referred to as "Alarms".  The values used in the
   Error Values field when the Error Code is "Alarms" are the same as
   the values defined in the IANAItuProbableCause Textual Convention of
   IANA-ITU-ALARM-TC-MIB in the Alarm MIB [RFC3877].  Note that these
   values are managed by IANA; see http://www.iana.org.




3.1.4. Backwards Compatibility

   The support of ALARM_SPEC objects is OPTIONAL.  Non-supporting nodes
   will (according to the rules defined in [RFC2205]) pass the objects
   through the node unmodified, because the ALARM_SPEC object has a
   C-Num of the form 11bbbbbb.



   This allows alarm information to be collected and examined in a
   network built from a collection of nodes some of which support the
   communication of alarm information, and some of which do not.




3.2. Controlling Alarm Communication

   Alarm information communication is controlled via Administrative
   Status Information as carried in the Admin_Status object.  A new bit
   is defined, called the I bit, that indicates when alarm communication
   is to be inhibited.  The definition of this bit does not modify the
   procedures defined in Section 7 of [RFC3473].




3.2.1. Updated Admin_Status Object

   The format of the Admin_Status object is updated to include the I
   bit:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num(196)|   C‑Type (1)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|R|                        Reserved                   |I| |T|A|D|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Inhibit Alarm Communication (I): 1 bit

         When set, indicates that alarm communication is disabled for
         the LSP and that nodes SHOULD NOT add local alarm information.



      See Section 7.1 of [RFC3473] for the definition of the remaining
      bits.




3.2.2. Procedures

   The I bit may be set and cleared using the procedures defined in
   Sections 7.2 and 7.3 of [RFC3473].  A node that receives (or
   generates) an Admin_Status object with the A or I bits set (1),
   SHOULD remove all locally generated alarm information from the
   matching LSP's outgoing Path and Resv messages.  When a node receives
   (or generates) an Admin_Status object with the A and I bits clear (0)
   and there is local alarm information present, it SHOULD add the local
   alarm information to the matching LSP's outgoing Path and Resv
   messages.



   The processing of non-locally generated ALARM_SPEC objects MUST NOT
   be impacted by the contents of the Admin_Status object; that is,
   received ALARM_SPEC objects MUST be forwarded unchanged regardless of
   the received or transmitted settings of the I and A bits.  Note that,
   per [RFC3473], the absence of the Admin_Status object is equivalent
   to receiving an object containing values all set to zero (0).



   I bit related processing behavior MAY be overridden locally based on
   configuration.



   When generating Notify messages for LSPs with the I bit set, the TLVs
   described in this document MAY be added to the ERROR_SPEC object sent
   in the Notify message.




3.3. Message Formats

   This section presents the RSVP message-related formats as modified by
   this document.  The formats specified in [RFC3473] served as the
   basis of these formats.  The objects are listed in suggested
   ordering.



   The format of a Path message is as follows:



<Path Message> ::=       <Common Header> [ <INTEGRITY> ]
                         [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                         [ <MESSAGE_ID> ]
                         <SESSION> <RSVP_HOP>
                         <TIME_VALUES>
                         [ <EXPLICIT_ROUTE> ]
                         <LABEL_REQUEST>
                         [ <PROTECTION> ]
                         [ <LABEL_SET> ... ]
                         [ <SESSION_ATTRIBUTE> ]
                         [ <NOTIFY_REQUEST> ]
                         [ <ADMIN_STATUS> ]
                         [ <POLICY_DATA> ... ]
                         [ <ALARM_SPEC> ... ]
                         <sender descriptor>



 <sender descriptor> is not modified by this document.



 The format of a Resv message is as follows:



<Resv Message> ::=       <Common Header> [ <INTEGRITY> ]
                         [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                         [ <MESSAGE_ID> ]
                         <SESSION> <RSVP_HOP>
                         <TIME_VALUES>
                         [ <RESV_CONFIRM> ]  [ <SCOPE> ]
                         [ <NOTIFY_REQUEST> ]
                         [ <ADMIN_STATUS> ]
                         [ <POLICY_DATA> ... ]
                         [ <ALARM_SPEC> ... ]
                         <STYLE> <flow descriptor list>



 <flow descriptor list> is not modified by this document.




3.4. Relationship to GMPLS UNI

   [RFC4208] defines how GMPLS may be used in an overlay model to
   provide a user-to-network interface (UNI).  In this model,
   restrictions may be applied to the information that is signaled
   between an edge-node and a core-node.  This restriction allows the
   core network to limit the information that is visible outside of the
   core.  This restriction may be made for confidentiality, privacy, or
   security reasons.  It may also be made for operational reasons, for
   example, if the information is only applicable within the core
   network.



   The extensions described in this document are candidates for
   filtering as described in [RFC4208].  In particular, the following
   observations apply.



   o  An ingress or egress core-node MAY filter alarms from the GMPLS
      core to a client-node UNI LSP.  This may be to protect information
      about the core network, or to indicate that the core network is
      performing or has completed recovery actions for the GMPLS LSP.



   o  An ingress or egress core-node MAY modify alarms from the GMPLS
      core when sending to a client-node UNI LSP.  This may facilitate
      the UNI client's ability to understand the failure and its effect
      on the data plane, and enable the UNI client to take corrective
      actions in a more appropriate manner.



   o  Similarly, an egress core-node MAY choose not to request alarm
      reporting on Path messages that it sends downstream to the overlay
      network.




3.5. Relationship to GMPLS E-NNI

   GMPLS may be used at the external network-to-network interface
   (E-NNI); see [ASON-APPL].  At this interface, restrictions may be
   applied to the information that is signaled between an egress and an
   ingress core-node.



   This restriction allows the ingress core network to limit the
   information that is visible outside of its core network.  This
   restriction may be made for confidentiality, privacy, or security
   reasons.  It may also be made for operational reasons, for example,
   if the information is only applicable within the core network.



   The extensions described in this document are candidates for
   filtering as described in [ASON-APPL].  In particular, the following
   observations apply.



   o  An ingress or egress core-node MAY filter internal core network
      alarms.  This may be to protect information about the internal
      network or to indicate that the core network is performing or has
      completed recovery actions for this LSP.



   o  An ingress or egress core-node MAY modify internal core network
      alarms.  This may facilitate the peering E-NNI (i.e., the egress
      core-node) to understand the failure and its effect on the data
      plane, and take corrective actions in a more appropriate manner or
      prolong the generated alarms upstream/downstream as appropriated.



   o  Similarly, an egress/ingress core-node MAY choose not to request
      alarm reporting on Path messages that it sends downstream.




4. Security Considerations

   Some operators may consider alarm information as sensitive.  To
   support environments where this is the case, implementations SHOULD
   allow the user to disable the generation of ALARM_SPEC objects, or to
   filter or correlate them at domain boundaries.



   This document introduces no additional security considerations.  See
   [RFC3473] for relevant security considerations.



   It may be noted that if the security considerations of [RFC3473] are
   breached, alarm information may be spoofed.  Such spoofing would be
   at most annoying and cause slight degradation of control plane
   performance since the details are provided for information only and
   do not result in protocol actions beyond the exchange of messages to
   convey the information.  If the protocol security is able to be
   breached sufficiently to allow spoofing of alarm information then
   considerably more interesting and exciting damage can be caused by
   spoofing other elements of the protocol messages.




5. IANA Considerations

   IANA administered assignment of new values for namespaces defined in
   this document and reviewed in this section.




5.1. New RSVP Object

   IANA made the following assignments in the "Class Names, Class
   Numbers, and Class Types" section of the "RSVP PARAMETERS" registry
   located at http://www.iana.org/assignments/rsvp-parameters.



   A new class named ALARM_SPEC (198) was created in the 11bbbbbb range
   with following values



o  Class = 198, C‑Type = 1
   RFC 4783
   Reserved. (C‑Type value defined for ERROR_SPEC, but is not
   defined for use with ALARM_SPEC.)

o  Class = 198, C‑Type = 2
   RFC 4783
   Reserved. (C‑Type value defined for ERROR_SPEC, but is not
   defined for use with ALARM_SPEC.)

o  IPv4 IF_ID ALARM_SPEC object: Class = 198, C‑Type = 3
   RFC 4783
   Definition same as IPv4 IF_ID ERROR_SPEC [RFC3473].

o  IPv6 IF_ID ALARM_SPEC object: Class = 198, C‑Type = 4
   RFC 4783
   Definition same as IPv6 IF_ID ERROR_SPEC [RFC3473].



   The ALARM_SPEC object uses the Error Code and Error Values from the
   ERROR_SPEC object.




5.2. New Interface ID Types

   IANA made the following assignments in the "Interface_ID Types"
   section of the "GMPLS Signaling Parameters" registry located at
   http://www.iana.org/assignments/gmpls-sig-parameters.



512 8 REFERENCE_COUNT     RFC 4783
513 8 SEVERITY            RFC 4783
514 8 GLOBAL_TIMESTAMP    RFC 4783
515 8 LOCAL_TIMESTAMP     RFC 4783
516 variable ERROR_STRING RFC 4783




5.3. New Registry for Admin-Status Object Bit Fields

   IANA created a new section titled "Administrative Status Information
   Flags" in the "GMPLS Signaling Parameters" registry located at
   http://www.iana.org/assignments/gmpls-sig-parameters and made the
   following assignments:



Value       Name                              Reference
‑‑‑‑‑‑‑‑‑‑‑ ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
0x80000000  Reflect (R)                      [RFC3473/RFC3471]
0x00000010  Inhibit Alarm Communication (I)  RFC 4783
0x00000004  Testing (T)                      [RFC3473/RFC3471]
0x00000002  Administratively down (A)        [RFC3473/RFC3471]
0x00000001  Deletion in progress (D)         [RFC3473/RFC3471]




5.4. New RSVP Error Code

   IANA made the following assignments in the "Error Codes and Values"
   section of the "RSVP PARAMETERS" registry located at
   http://www.iana.org/assignments/rsvp-parameters.



31  Alarms                               RFC 4783



       The Error Value sub-codes for this Error Code have values and
       meanings identical to the values and meanings defined in the
       IANAItuProbableCause Textual Convention of IANA-ITU-ALARM-TC-MIB
       in the Alarm MIB [RFC3877].  Note that these values are already
       managed the IANA.
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1. Introduction

   This document defines a MIB module that contains textual conventions
   (TCs) for Generalized Multiprotocol Label Switching (GMPLS) networks.
   These textual conventions should be imported by MIB modules that
   manage GMPLS networks.



   This MIB module supplements the MIB module in [RFC3811] that defines
   textual conventions for Multiprotocol Label Switching (MPLS)
   management.  [RFC3811] may continue to be used without this MIB
   module in networks that support only MPLS.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in BCP 14, RFC 2119
   [RFC2119].



   For an introduction to the concepts of GMPLS, see [RFC3945].




2. The Internet-Standard Management Framework

   For a detailed overview of the documents that describe the current
   Internet-Standard Management Framework, please refer to section 7 of
   RFC 3410 [RFC3410].



   Managed objects are accessed via a virtual information store, termed
   the Management Information Base or MIB.  MIB objects are generally
   accessed through the Simple Network Management Protocol (SNMP).
   Objects in the MIB are defined using the mechanisms defined in the
   Structure of Management Information (SMI).  This memo specifies a MIB
   module that is compliant to the SMIv2, which is described in STD 58,
   RFC 2578 [RFC2578], STD 58, RFC 2579 [RFC2579] and STD 58, RFC 2580
   [RFC2580].




3. GMPLS Textual Conventions MIB Definitions

   This MIB module makes reference to the following documents:
   [RFC2578], [RFC2579], [RFC3471], and [RFC3811].



   GMPLS-TC-STD-MIB DEFINITIONS ::= BEGIN



IMPORTS
  MODULE‑IDENTITY
    FROM SNMPv2‑SMI                                    ‑‑ RFC 2578
  TEXTUAL‑CONVENTION
    FROM SNMPv2‑TC                                     ‑‑ RFC 2579
  mplsStdMIB
    FROM MPLS‑TC‑STD‑MIB                               ‑‑ RFC 3811
;

gmplsTCStdMIB MODULE‑IDENTITY
  LAST‑UPDATED
    "200702280000Z" ‑‑ 28 February 2007 00:00:00 GMT
  ORGANIZATION
    "IETF Common Control and Measurement Plane (CCAMP) Working Group"
  CONTACT‑INFO
    "       Thomas D. Nadeau
            Cisco Systems, Inc.
     Email: tnadeau@cisco.com

            Adrian Farrel
            Old Dog Consulting
     Email: adrian@olddog.co.uk

     Comments about this document should be emailed directly to the
     CCAMP working group mailing list at ccamp@ops.ietf.org"
  DESCRIPTION
    "Copyright (C) The IETF Trust (2007).  This version of
     this MIB module is part of RFC 4801; see the RFC itself for
     full legal notices.

     This MIB module defines TEXTUAL‑CONVENTIONs for concepts used in
     Generalized Multiprotocol Label Switching (GMPLS) networks."
  REVISION
     "200702280000Z" ‑‑ 28 February 2007 00:00:00 GMT
  DESCRIPTION
    "Initial version published as part of RFC 4801."
::= { mplsStdMIB 12 }

GmplsFreeformLabelTC ::= TEXTUAL‑CONVENTION
  STATUS      current
  DESCRIPTION

    "This TEXTUAL‑CONVENTION can be used as the syntax of an object
     that contains any GMPLS Label.  Objects with this syntax can be
     used to represent labels that have label types that are not
     defined in any RFCs.  The freeform GMPLS Label may also be used
     by systems that do not wish to represent labels that have
     label types defined in RFCs using type‑specific syntaxes."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 3.2."
  SYNTAX OCTET STRING (SIZE (0..64))

GmplsLabelTypeTC ::= TEXTUAL‑CONVENTION
  STATUS      current
  DESCRIPTION
    "Determines the interpretation that should be applied to an
     object that encodes a label.  The possible types are:

     gmplsMplsLabel(1)           ‑ The label is an MPLS Packet, Cell,
                                   or Frame Label and is encoded as
                                   described for the TEXTUAL‑
                                   CONVENTION MplsLabel defined in
                                   RFC 3811.



        gmplsPortWavelengthLabel(2) - The label is a Port or Wavelength

                                      Label as defined in RFC 3471.



     gmplsFreeformLabel(3)       ‑ The label is any form of label
                                   encoded as an OCTET STRING using
                                   the TEXTUAL‑CONVENTION
                                   GmplsFreeformLabel.

     gmplsSonetLabel(4)          ‑ The label is a Synchronous Optical
                                   Network (SONET) Label as
                                   defined in RFC 4606.

     gmplsSdhLabel(5)            ‑ The label is a Synchronous Digital
                                   Hierarchy (SDH) Label as defined
                                   in RFC 4606.

     gmplsWavebandLabel(6)       ‑ The label is a Waveband Label as
                                   defined in RFC 3471."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 3.
     2. Definition of Textual Conventions and for Multiprotocol Label
        Switching (MPLS) Management, RFC 3811, section 3.
     3. Generalized Multi‑Protocol Label Switching (GMPLS) Extensions
        for Synchronous Optical Network (SONET) and Synchronous

        Digital Hierarchy (SDH) Control, RFC 4606."
   SYNTAX INTEGER {
     gmplsMplsLabel(1),
     gmplsPortWavelengthLabel(2),
     gmplsFreeformGeneralizedLabel(3),
     gmplsSonetLabel(4),
     gmplsSdhLabel(5),
     gmplsWavebandLabel(6)
   }

GmplsSegmentDirectionTC ::= TEXTUAL‑CONVENTION
  STATUS      current
  DESCRIPTION
    "The direction of data flow on an Label Switched Path (LSP)
     segment with respect to the head of the LSP.



        Where an LSP is signaled using a conventional signaling
        protocol, the 'head' of the LSP is the source of the signaling
        (also known as the ingress) and the 'tail' is the destination
        (also known as the egress).  For unidirectional LSPs, this
        usually matches the direction of flow of data.



   For manually configured unidirectional LSPs, the direction of
   the LSP segment matches the direction of flow of data.  For
   manually configured bidirectional LSPs, an arbitrary decision
   must be made about which LER is the 'head'."
SYNTAX  INTEGER {
  forward(1),   ‑‑ data flows from head‑end of LSP toward tail‑end
  reverse(2)    ‑‑ data flows from tail‑end of LSP toward head‑end
}



   END




4. Security Considerations

   This module does not define any management objects.  Instead, it
   defines a set of textual conventions which may be used by other GMPLS
   MIB modules to define management objects.



   Meaningful security considerations can only be written in the MIB
   modules that define management objects.  Therefore, this document has
   no impact on the security of the Internet.




5. IANA Considerations

   IANA has rooted MIB objects in this MIB module under the mplsStdMIB
   subtree by assigning an OID to gmplsTCStdMIB.



   IANA has made the following assignments in the "NETWORK MANAGEMENT
   PARAMETERS" registry located at http://www.iana.org/assignments/smi-
   numbers in table:



   ...mib-2.transmission.mplsStdMIB (1.3.6.1.2.1.10.166)



Decimal  Name              References
‑‑‑‑‑‑‑  ‑‑‑‑‑             ‑‑‑‑‑‑‑‑‑‑
12       GMPLS‑TC‑STD‑MIB  [RFC4801]



   In the future, GMPLS-related standards-track MIB modules should be
   rooted under the mplsStdMIB (sic) subtree.  IANA has been requested
   to manage that namespace in the SMI Numbers registry [RFC3811].  New
   assignments can only be made via a Standards Action as specified in
   [RFC2434].
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1. Introduction

   This memo defines a portion of the Management Information Base (MIB)
   for use with network management protocols in the Internet community.
   In particular, it describes managed objects for modeling Generalized
   Multiprotocol Label Switching (GMPLS) [RFC3945] based traffic
   engineering (TE).  The tables and objects defined in this document
   extend those defined in the equivalent document for MPLS traffic
   engineering [RFC3812], and management of GMPLS traffic engineering is
   built on management of MPLS traffic engineering.



   The MIB modules in this document should be used in conjunction with
   the companion document [RFC4803] for GMPLS-based traffic engineering
   configuration and management.



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in BCP 14, [RFC2119].




1.1. Migration Strategy

   MPLS-TE Label Switched paths (LSPs) may be modeled and managed using
   the MPLS-TE-STD-MIB module [RFC3812].



   Label Switching Routers (LSRs) may be migrated to model and manage
   their TE LSPs using the MIB modules in this document in order to
   migrate the LSRs to GMPLS support, or to take advantage of additional
   MIB objects defined in these MIB modules that are applicable to
   MPLS-TE.



   The GMPLS TE MIB module (GMPLS-TE-STD-MIB) defined in this document
   extends the MPLS-TE-STD-MIB module [RFC3812] through a series of
   augmentations and sparse augmentations of the MIB tables.  The only
   additions are for support of GMPLS or to support the increased
   complexity of MPLS and GMPLS systems.



   In order to migrate from MPLS-TE-STD-MIB support to GMPLS-TE-STD-MIB
   support, an implementation needs only to add support for the
   additional tables and objects defined in GMPLS-TE-STD-MIB.  The
   gmplsTunnelLSPEncoding may be set to tunnelLspNotGmpls to allow an
   MPLS-TE LSP tunnel to benefit from the additional objects and tables
   of GMPLS-LSR-STD-MIB without supporting the GMPLS protocols.



   The companion document for modeling and managing GMPLS-based LSRs
   [RFC4803] extends the MPLS-LSR-STD-MIB module [RFC3813] with the same
   intentions.



   Textual conventions are defined in [RFC3811] and the IANA-GMPLS-TC-
   MIB module.




2. Terminology

   This document uses terminology from the MPLS architecture document
   [RFC3031], from the GMPLS architecture document [RFC3945], and from
   the MPLS Traffic Engineering MIB [RFC3812].  Some frequently used
   terms are described next.



   An explicitly routed LSP (ERLSP) is referred to as a GMPLS tunnel.
   It consists of in-segment(s) and/or out-segment(s) at the
   egress/ingress LSRs, each segment being associated with one GMPLS-
   enabled interface.  These are also referred to as tunnel segments.



   Additionally, at an intermediate LSR, we model a connection as
   consisting of one or more in-segments and/or one or more out-
   segments.  The binding or interconnection between in-segments and
   out-segments is performed using a cross-connect.



   These segment and cross-connect objects are defined in the MPLS Label
   Switching Router MIB (MPLS-LSR-STD-MIB) [RFC3813], but see also the
   GMPLS Label Switching Router MIB (GMPLS-LSR-STD-MIB) [RFC4803] for
   the GMPLS-specific extensions to these objects.




3. The Internet-Standard Management Framework

   For a detailed overview of the documents that describe the current
   Internet-Standard Management Framework, please refer to section 7 of
   RFC 3410 [RFC3410].



   Managed objects are accessed via a virtual information store, termed
   the Management Information Base or MIB.  MIB objects are generally
   accessed through the Simple Network Management Protocol (SNMP).
   Objects in the MIB are defined using the mechanisms defined in the
   Structure of Management Information (SMI).  This memo specifies a MIB
   module that is compliant to the SMIv2, which is described in STD 58,
   RFC 2578 [RFC2578], STD 58, RFC 2579 [RFC2579] and STD 58, RFC 2580
   [RFC2580].




4. Outline

   Support for GMPLS traffic-engineered tunnels requires the following
   configuration.



   -  Setting up tunnels with appropriate MPLS configuration parameters
      using [RFC3812].



   -  Extending the tunnel definitions with GMPLS configuration
      parameters.



   -  Configuring loose and strict source routed tunnel hops.



   These actions may need to be accompanied with corresponding actions
   using [RFC3813] and [RFC4803] to establish and configure tunnel
   segments, if this is done manually.  Also, the in-segment and out-
   segment performance tables, mplsInSegmentPerfTable and
   mplsOutSegmentPerfTable [RFC3813], should be used to determine
   performance of the tunnels and tunnel segments, although it should be
   noted that those tables may not be appropriate for measuring
   performance on some types of GMPLS links.




4.1. Summary of GMPLS Traffic Engineering MIB Module

   The following tables contain MIB objects for performing the actions
   listed above when they cannot be performed solely using MIB objects
   defined in MPLS-TE-STD-MIB [RFC3812].



   -  Tunnel table (gmplsTunnelTable) for providing GMPLS-specific
      tunnel configuration parameters.



   -  Tunnel hop, actual tunnel hop, and computed tunnel hop tables
      (gmplsTunnelHopTable, gmplsTunnelARHopTable, and
      gmplsTunnelCHopTable) for providing additional configuration of
      strict and loose source routed tunnel hops.



   -  Performance and error reporting tables
      (gmplsTunnelReversePerfTable and gmplsTunnelErrorTable).



   These tables are described in the subsequent sections.



   Additionally, the GMPLS-TE-STD-MIB module contains a new
   notification.



   -  The GMPLS Tunnel Down Notification (gmplsTunnelDown) should be
      used for all GMPLS tunnels in place of the mplsTunnelDown
      notification defined in [RFC3812].  An implementation must not
      issue both the gmplsTunnelDown and the mplsTunnelDown
      notifications for the same event.  As well as indicating that a
      tunnel has transitioned to operational down state, this new
      notification indicates the cause of the failure.




5. Brief Description of GMPLS TE MIB Objects

   The objects described in this section support the functionality
   described in [RFC3473] and [RFC3472] for GMPLS tunnels.  The tables
   support both manually configured and signaled tunnels.




5.1. gmplsTunnelTable

   The gmplsTunnelTable extends the MPLS traffic engineering MIB module
   (MPLS-TE-STD-MIB [RFC3812]) to allow GMPLS tunnels to be created
   between an LSR and a remote endpoint, and existing GMPLS tunnels to
   be reconfigured or removed.



   Note that we only support point-to-point tunnel segments, although
   multipoint-to-point and point-to-multipoint connections are supported
   by an LSR acting as a cross-connect.



   Each tunnel can thus have one out-segment originating at an LSR
   and/or one in-segment terminating at that LSR.



   Three objects within this table utilize enumerations in order to map
   to enumerations that are used in GMPLS signaling.  In order to
   protect the GMPLS-TE-STD-MIB module from changes (in particular,
   extensions) to the range of enumerations supported by the signaling
   protocols, these MIB objects use textual conventions with values
   maintained by IANA.  For further details, see the IANA Considerations
   section of this document.




5.2. gmplsTunnelHopTable

   The gmplsTunnelHopTable is used to indicate additional parameters for
   the hops, strict or loose, of a GMPLS tunnel defined in the
   gmplsTunnelTable, when it is established using signaling.  Multiple
   tunnels may share hops by pointing to the same entry in this table.




5.3. gmplsTunnelARHopTable

   The gmplsTunnelARHopTable is used to indicate the actual hops
   traversed by a tunnel as reported by the signaling protocol after the
   tunnel is set up.  The support of this table is optional since not
   all GMPLS signaling protocols support this feature.




5.4. gmplsTunnelCHopTable

   The gmplsTunnelCHopTable lists the actual hops computed by a
   constraint-based routing algorithm based on the gmplsTunnelHopTable.
   The support of this table is optional since not all implementations
   support computation of hop lists using a constraint-based routing
   protocol.




5.5. gmplsTunnelErrorTable

   The gmplsTunnelErrorTable provides access to information about the
   last error that occurred on each tunnel known about by the MIB.  It
   indicates the nature of the error and when and how it was reported,
   and it can give recovery advice through an admin string.




5.6. gmplsTunnelReversePerfTable

   The gmplsTunnelReversePerfTable provides additional counters to
   measure the performance of bidirectional GMPLS tunnels in which
   packets are visible.  It supplements the counters in
   mplsTunnelPerfTable and augments gmplsTunnelTable.



   Note that not all counters may be appropriate or available for some
   types of tunnel.




5.7. Use of 32-bit and 64-bit Counters

   64-bit counters are provided in the GMPLS-TE-STD-MIB module for
   high-speed interfaces where the use of 32-bit counters might be
   impractical.  The requirements on the use of 32-bit and 64-bit
   counters (copied verbatim from [RFC2863]) are as follows:



      For interfaces that operate at 20,000,000 (20 million) bits per
      second or less, 32-bit byte and packet counters MUST be supported.
      For interfaces that operate faster than 20,000,000 bits/second,
      and slower than 650,000,000 bits/second, 32-bit packet counters
      MUST be supported and 64-bit octet counters MUST be supported.
      For interfaces that operate at 650,000,000 bits/second or faster,
      64-bit packet counters AND 64-bit octet counters MUST be
      supported.




6. Cross-referencing to the gmplsLabelTable

   The gmplsLabelTable is found in the GMPLS-LABEL-STD-MIB module in
   [RFC4803] and provides a way to model labels in a GMPLS system where
   labels might not be simple 32-bit integers.



   The hop tables in this document (gmplsTunnelHopTable,
   gmplsTunnelCHopTable, and gmplsTunnelARHopTable) and the segment
   tables in [RFC3813] (mplsInSegmentTable and mplsOutSegmentTable)
   contain objects with syntax MplsLabel.



   MplsLabel (defined in [RFC3811]) is a 32-bit integer that is capable
   of representing any MPLS Label and most GMPLS Labels.  However, some
   GMPLS Labels are larger than 32 bits and may be of arbitrary length.
   Furthermore, some labels that may be safely encoded in 32 bits are
   constructed from multiple sub-fields.  Additionally, some GMPLS
   technologies support the concatenation of individual labels to
   represent a data flow carried as multiple sub-flows.



   These GMPLS cases require that something other than a simple 32-bit
   integer be made available to represent the labels.  This is achieved
   through the gmplsLabelTable contained in the GMPLS-LABEL-STD-MIB
   [RFC4803].



   The tables in this document and [RFC3813] that include objects with
   syntax MplsLabel also include companion objects that are row
   pointers.  If the row pointer is set to zeroDotZero (0.0), then an
   object of syntax MplsLabel contains the label encoded as a 32-bit
   integer.  But otherwise the row pointer indicates a row in another
   MIB table that includes the label.  In these cases, the row pointer
   may indicate a row in the gmplsLabelTable.



   This provides both a good way to support legacy systems that
   implement MPLS-TE-STD-MIB [RFC3812], and a significant simplification
   in GMPLS systems that are limited to a single, simple label type.



   Note that gmplsLabelTable supports concatenated labels through the
   use of a label sub-index (gmplsLabelSubindex).




7. Example of GMPLS Tunnel Setup

   This section contains an example of which MIB objects should be
   modified to create a GMPLS tunnel.  This example shows a best effort,
   loosely routed, bidirectional traffic engineered tunnel, which spans
   two hops of a simple network, uses Generalized Label requests with
   Lambda encoding, has label recording and shared link layer
   protection.  Note that these objects should be created on the "head-
   end" LSR.



First in the mplsTunnelTable:
{
  mplsTunnelIndex                = 1,
  mplsTunnelInstance             = 1,
  mplsTunnelIngressLSRId         = 192.0.2.1,
  mplsTunnelEgressLSRId          = 192.0.2.2,
  mplsTunnelName                 = "My first tunnel",
  mplsTunnelDescr                = "Here to there and back again",
  mplsTunnelIsIf                 = true(1),
  mplsTunnelXCPointer            = mplsXCIndex.3.0.0.12,
  mplsTunnelSignallingProto      = none(1),
  mplsTunnelSetupPrio            = 0,
  mplsTunnelHoldingPrio          = 0,
  mplsTunnelSessionAttributes    = recordRoute(4),
  mplsTunnelOwner                = snmp(2),
  mplsTunnelLocalProtectInUse    = false(2),
  mplsTunnelResourcePointer      = mplsTunnelResourceIndex.6,
  mplsTunnelInstancePriority     = 1,
  mplsTunnelHopTableIndex        = 1,
  mplsTunnelPrimaryInstance      = 0,
  mplsTunnelIncludeAnyAffinity   = 0,
  mplsTunnelIncludeAllAffinity   = 0,
  mplsTunnelExcludeAnyAffinity   = 0,
  mplsTunnelPathInUse            = 1,
  mplsTunnelRole                 = head(1),
  mplsTunnelRowStatus            = createAndWait(5),
}

In gmplsTunnelTable(1,1,192.0.2.1,192.0.2.2):
{
  gmplsTunnelUnnumIf             = true(1),
  gmplsTunnelAttributes          = labelRecordingRequired(1),
  gmplsTunnelLSPEncoding         = tunnelLspLambda,
  gmplsTunnelSwitchingType       = lsc,
  gmplsTunnelLinkProtection      = shared(2),
  gmplsTunnelGPid                = lambda,
  gmplsTunnelSecondary           = false(2),
  gmplsTunnelDirection           = bidirectional(1)
  gmplsTunnelPathComp            = explicit(2),
  gmplsTunnelSendPathNotifyRecipientType = ipv4(1),
  gmplsTunnelSendPathNotifyRecipient     = 'C0000201'H,
  gmplsTunnelAdminStatusFlags    = 0,
  gmplsTunnelExtraParamsPtr      = 0.0
}



   Entries in the mplsTunnelResourceTable, mplsTunnelHopTable, and
   gmplsTunnelHopTable are created and activated at this time.



In mplsTunnelResourceTable:
{
  mplsTunnelResourceIndex        = 6,
  mplsTunnelResourceMaxRate      = 0,
  mplsTunnelResourceMeanRate     = 0,
  mplsTunnelResourceMaxBurstSize = 0,
  mplsTunnelResourceRowStatus    = createAndGo(4)
}



   The next two instances of mplsTunnelHopEntry are used to denote the
   hops this tunnel will take across the network.



   The following denotes the beginning of the network, or the first hop
   in our example.  We have used the fictitious LSR identified by
   "192.0.2.1" as our head-end router.



In mplsTunnelHopTable:
{
  mplsTunnelHopListIndex         = 1,
  mplsTunnelPathOptionIndex      = 1,
  mplsTunnelHopIndex             = 1,
  mplsTunnelHopAddrType          = ipv4(1),
  mplsTunnelHopIpv4Addr          = 192.0.2.1,
  mplsTunnelHopIpv4PrefixLen     = 9,
  mplsTunnelHopType              = strict(1),
  mplsTunnelHopRowStatus         = createAndWait(5),
}



   The following denotes the end of the network, or the last hop in our
   example.  We have used the fictitious LSR identified by "192.0.2.2"
   as our tail-end router.



In mplsTunnelHopTable:
{
  mplsTunnelHopListIndex         = 1,
  mplsTunnelPathOptionIndex      = 1,
  mplsTunnelHopIndex             = 2,
  mplsTunnelHopAddrType          = ipv4(1),
  mplsTunnelHopIpv4Addr          = 192.0.2.2,
  mplsTunnelHopIpv4PrefixLen     = 9,
  mplsTunnelHopType              = loose(2),
  mplsTunnelHopRowStatus         = createAndGo(4)
}



   Now an associated entry in the gmplsTunnelHopTable is created to
   provide additional GMPLS hop configuration indicating that the first
   hop is an unnumbered link using Explicit Forward and Reverse Labels.



   An entry in the gmplsLabelTable is created first to include the
   Explicit Label.



In gmplsLabelTable:
{
  gmplsLabelInterface            = 2,
  gmplsLabelIndex                = 1,
  gmplsLabelSubindex             = 0,
  gmplsLabelType                 = gmplsFreeformLabel(3),
  gmplsLabelFreeform             = 0xFEDCBA9876543210
  gmplsLabelRowStatus            = createAndGo(4)
}

In gmplsTunnelHopTable(1,1,1):
{
  gmplsTunnelHopLabelStatuses           = forwardPresent(0)
                                             +reversePresent(1),
  gmplsTunnelHopExplicitForwardLabelPtr = gmplsLabelTable(2,1,0)
  gmplsTunnelHopExplicitReverseLabelPtr = gmplsLabelTable(2,1,0)
}



   The first hop is now activated:



In mplsTunnelHopTable(1,1,1):
{
  mplsTunnelHopRowStatus         = active(1)
}



   No gmplsTunnelHopEntry is created for the second hop as it contains
   no special GMPLS features.



   Finally, the mplsTunnelEntry is activated:



In mplsTunnelTable(1,1,192.0.2.1,192.0.2.2)
{
  mplsTunnelRowStatus            = active(1)
}




8. GMPLS Traffic Engineering MIB Module

   This MIB module makes reference to the following documents:
   [RFC2205], [RFC2578], [RFC2579], [RFC2580], [RFC3209], [RFC3411],
   [RFC3471], [RFC3473], [RFC3477], [RFC3812], [RFC4001], and [RFC4202].



GMPLS-TE-STD-MIB DEFINITIONS ::= BEGIN



IMPORTS
  MODULE‑IDENTITY, OBJECT‑TYPE, NOTIFICATION‑TYPE,
  Unsigned32, Counter32, Counter64, zeroDotZero, Gauge32
    FROM SNMPv2‑SMI                                   ‑‑ RFC 2578
  MODULE‑COMPLIANCE, OBJECT‑GROUP, NOTIFICATION‑GROUP
    FROM SNMPv2‑CONF                                  ‑‑ RFC 2580
  TruthValue, TimeStamp, RowPointer
    FROM SNMPv2‑TC                                    ‑‑ RFC 2579
  InetAddress, InetAddressType
    FROM INET‑ADDRESS‑MIB                             ‑‑ RFC 4001
  SnmpAdminString
    FROM SNMP‑FRAMEWORK‑MIB                           ‑‑ RFC 3411
  mplsTunnelIndex, mplsTunnelInstance, mplsTunnelIngressLSRId,
  mplsTunnelEgressLSRId, mplsTunnelHopListIndex,
  mplsTunnelHopPathOptionIndex, mplsTunnelHopIndex,
  mplsTunnelARHopListIndex, mplsTunnelARHopIndex,
  mplsTunnelCHopListIndex, mplsTunnelCHopIndex,
  mplsTunnelEntry,
  mplsTunnelAdminStatus, mplsTunnelOperStatus,
  mplsTunnelGroup, mplsTunnelScalarGroup
    FROM MPLS‑TE‑STD‑MIB                              ‑‑ RFC3812
  IANAGmplsLSPEncodingTypeTC, IANAGmplsSwitchingTypeTC,
  IANAGmplsGeneralizedPidTC, IANAGmplsAdminStatusInformationTC
    FROM IANA‑GMPLS‑TC‑MIB
  mplsStdMIB
    FROM MPLS‑TC‑STD‑MIB                              ‑‑ RFC 3811
;

gmplsTeStdMIB MODULE‑IDENTITY
      LAST‑UPDATED
         "200702270000Z" ‑‑ 27 February 2007 00:00:00 GMT
      ORGANIZATION
        "IETF Common Control and Measurement Plane (CCAMP) Working
         Group"
      CONTACT‑INFO
        "       Thomas D. Nadeau
                Cisco Systems, Inc.
         Email: tnadeau@cisco.com
                Adrian Farrel
                Old Dog Consulting
         Email: adrian@olddog.co.uk

         Comments about this document should be emailed directly
         to the CCAMP working group mailing list at
         ccamp@ops.ietf.org."

      DESCRIPTION
        "Copyright (C) The IETF Trust (2007).  This version of
         this MIB module is part of RFC 4802; see the RFC itself for
         full legal notices.

         This MIB module contains managed object definitions
         for GMPLS Traffic Engineering (TE) as defined in:
         1. Generalized Multi‑Protocol Label Switching (GMPLS)
            Signaling Functional Description, Berger, L. (Editor),
            RFC 3471, January 2003.
         2. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, Berger,
            L. (Editor), RFC 3473, January 2003.
         "
      REVISION
        "200702270000Z" ‑‑ 27 February 2007 00:00:00 GMT
      DESCRIPTION
        "Initial version issued as part of RFC 4802."
::= { mplsStdMIB 13 }

gmplsTeNotifications OBJECT IDENTIFIER ::= { gmplsTeStdMIB 0 }
gmplsTeScalars OBJECT IDENTIFIER ::= { gmplsTeStdMIB 1 }
gmplsTeObjects OBJECT IDENTIFIER ::= { gmplsTeStdMIB 2 }
gmplsTeConformance OBJECT IDENTIFIER ::= { gmplsTeStdMIB 3 }

gmplsTunnelsConfigured OBJECT‑TYPE
  SYNTAX  Gauge32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "The number of GMPLS tunnels configured on this device.  A GMPLS

     tunnel is considered configured if an entry for the tunnel
     exists in the gmplsTunnelTable and the associated
     mplsTunnelRowStatus is active(1)."
::= { gmplsTeScalars 1 }

gmplsTunnelsActive OBJECT‑TYPE
  SYNTAX  Gauge32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "The number of GMPLS tunnels active on this device.  A GMPLS
     tunnel is considered active if there is an entry in the
     gmplsTunnelTable and the associated mplsTunnelOperStatus for the
     tunnel is up(1)."
::= { gmplsTeScalars 2 }

gmplsTunnelTable OBJECT‑TYPE
  SYNTAX  SEQUENCE OF GmplsTunnelEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "The gmplsTunnelTable sparsely extends the mplsTunnelTable of
     MPLS‑TE‑STD‑MIB.  It allows GMPLS tunnels to be created between
     an LSR and a remote endpoint, and existing tunnels to be
     reconfigured or removed.

     Note that only point‑to‑point tunnel segments are supported,
     although multipoint‑to‑point and point‑to‑multipoint
     connections are supported by an LSR acting as a cross‑connect.
     Each tunnel can thus have one out‑segment originating at this
     LSR and/or one in‑segment terminating at this LSR.



     The row status of an entry in this table is controlled by the
     mplsTunnelRowStatus in the corresponding entry in the
     mplsTunnelTable.  When the corresponding mplsTunnelRowStatus has
     value active(1), a row in this table may not be created or
     modified.



     The exception to this rule is the
     gmplsTunnelAdminStatusInformation object, which can be modified
     while the tunnel is active."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Traffic Engineering (TE)
        Management Information Base (MIB), RFC 3812."
::= { gmplsTeObjects 1 }

gmplsTunnelEntry OBJECT‑TYPE
  SYNTAX  GmplsTunnelEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "An entry in this table in association with the corresponding
     entry in the mplsTunnelTable represents a GMPLS tunnel.

     An entry can be created by a network administrator via SNMP SET
     commands, or in response to signaling protocol events."
  INDEX {
    mplsTunnelIndex,
    mplsTunnelInstance,
    mplsTunnelIngressLSRId,
    mplsTunnelEgressLSRId
  }
::= { gmplsTunnelTable 1 }

  GmplsTunnelEntry ::= SEQUENCE {
   gmplsTunnelUnnumIf                       TruthValue,
   gmplsTunnelAttributes                    BITS,
   gmplsTunnelLSPEncoding                   IANAGmplsLSPEncodingTypeTC,
   gmplsTunnelSwitchingType                 IANAGmplsSwitchingTypeTC,
   gmplsTunnelLinkProtection                BITS,
   gmplsTunnelGPid                          IANAGmplsGeneralizedPidTC,
   gmplsTunnelSecondary                     TruthValue,
   gmplsTunnelDirection                     INTEGER,
   gmplsTunnelPathComp                      INTEGER,
   gmplsTunnelUpstreamNotifyRecipientType   InetAddressType,
   gmplsTunnelUpstreamNotifyRecipient       InetAddress,
   gmplsTunnelSendResvNotifyRecipientType   InetAddressType,
   gmplsTunnelSendResvNotifyRecipient       InetAddress,
   gmplsTunnelDownstreamNotifyRecipientType InetAddressType,
   gmplsTunnelDownstreamNotifyRecipient     InetAddress,
   gmplsTunnelSendPathNotifyRecipientType   InetAddressType,
   gmplsTunnelSendPathNotifyRecipient       InetAddress,
   gmplsTunnelAdminStatusFlags        IANAGmplsAdminStatusInformationTC,
   gmplsTunnelExtraParamsPtr                RowPointer
   }

gmplsTunnelUnnumIf OBJECT‑TYPE
  SYNTAX  TruthValue
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "Denotes whether or not this tunnel corresponds to an unnumbered
     interface represented by an entry in the interfaces group table
     (the ifTable) with ifType set to mpls(166).



     This object is only used if mplsTunnelIsIf is set to 'true'.



     If both this object and the mplsTunnelIsIf object are set to
     'true', the originating LSR adds an LSP_TUNNEL_INTERFACE_ID
     object to the outgoing Path message.

     This object contains information that is only used by the
     terminating LSR."
  REFERENCE
    "1. Signalling Unnumbered Links in RSVP‑TE, RFC 3477."
  DEFVAL  { false }
::= { gmplsTunnelEntry 1 }

gmplsTunnelAttributes OBJECT‑TYPE
  SYNTAX BITS {
    labelRecordingDesired(0)
  }
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "This bitmask indicates optional parameters for this tunnel.
     These bits should be taken in addition to those defined in
     mplsTunnelSessionAttributes in order to determine the full set
     of options to be signaled (for example SESSION_ATTRIBUTES flags
     in RSVP‑TE).  The following describes these bitfields:

     labelRecordingDesired
       This flag is set to indicate that label information should be
       included when doing a route record.  This bit is not valid
       unless the recordRoute bit is set."
  REFERENCE
    "1. RSVP‑TE: Extensions to RSVP for LSP Tunnels, RFC 3209,
        sections 4.4.3, 4.7.1, and 4.7.2."
  DEFVAL  { { } }
::= { gmplsTunnelEntry 2 }

gmplsTunnelLSPEncoding OBJECT‑TYPE
  SYNTAX  IANAGmplsLSPEncodingTypeTC
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "This object indicates the encoding of the LSP being requested.



     A value of 'tunnelLspNotGmpls' indicates that GMPLS signaling is
     not in use.  Some objects in this MIB module may be of use for
     MPLS signaling extensions that do not use GMPLS signaling.  By
     setting this object to 'tunnelLspNotGmpls', an application may
     indicate that only those objects meaningful in MPLS should be
     examined.



     The values to use are defined in the TEXTUAL‑CONVENTION
     IANAGmplsLSPEncodingTypeTC found in the IANA‑GMPLS‑TC‑MIB
     module."
  DEFVAL  { tunnelLspNotGmpls }
::= { gmplsTunnelEntry 3 }

gmplsTunnelSwitchingType OBJECT‑TYPE
  SYNTAX  IANAGmplsSwitchingTypeTC
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "Indicates the type of switching that should be performed on
     a particular link.  This field is needed for links that
     advertise more than one type of switching capability.



     The values to use are defined in the TEXTUAL-CONVENTION
     IANAGmplsSwitchingTypeTC found in the IANA-GMPLS-TC-MIB module.



     This object is only meaningful if gmplsTunnelLSPEncodingType
     is not set to 'tunnelLspNotGmpls'."
  DEFVAL  { unknown }
::= { gmplsTunnelEntry 4 }

gmplsTunnelLinkProtection OBJECT‑TYPE
  SYNTAX  BITS {
    extraTraffic(0),
    unprotected(1),
    shared(2),
    dedicatedOneToOne(3),
    dedicatedOnePlusOne(4),
    enhanced(5)
  }
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "This bitmask indicates the level of link protection required.  A
     value of zero (no bits set) indicates that any protection may be
     used.  The following describes these bitfields:

     extraTraffic
       This flag is set to indicate that the LSP should use links
       that are protecting other (primary) traffic.  Such LSPs may be
       preempted when the links carrying the (primary) traffic being
       protected fail.



     unprotected

       This flag is set to indicate that the LSP should not use any
       link layer protection.



shared
  This flag is set to indicate that a shared link layer
  protection scheme, such as 1:N protection, should be used to
  support the LSP.



     dedicatedOneToOne

       This flag is set to indicate that a dedicated link layer
       protection scheme, i.e., 1:1 protection, should be used to
       support the LSP.



     dedicatedOnePlusOne

       This flag is set to indicate that a dedicated link layer
       protection scheme, i.e., 1+1 protection, should be used to
       support the LSP.



     enhanced

       This flag is set to indicate that a protection scheme that is
       more reliable than Dedicated 1+1 should be used, e.g., 4 fiber
       BLSR/MS-SPRING.



     This object is only meaningful if gmplsTunnelLSPEncoding is
     not set to 'tunnelLspNotGmpls'."
  REFERENCE
     "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
         Functional Description, RFC 3471, section 7.1."
  DEFVAL  { { } }
::= { gmplsTunnelEntry 5 }

gmplsTunnelGPid OBJECT‑TYPE
  SYNTAX  IANAGmplsGeneralizedPidTC
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "This object indicates the payload carried by the LSP.  It is only
     required when GMPLS will be used for this LSP.



     The values to use are defined in the TEXTUAL-CONVENTION
     IANAGmplsGeneralizedPidTC found in the IANA-GMPLS-TC-MIB module.



     This object is only meaningful if gmplsTunnelLSPEncoding is not
     set to 'tunnelLspNotGmpls'."
  DEFVAL  { unknown }
::= { gmplsTunnelEntry 6 }

gmplsTunnelSecondary OBJECT‑TYPE
  SYNTAX  TruthValue
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "Indicates that the requested LSP is a secondary LSP.

     This object is only meaningful if gmplsTunnelLSPEncoding is not
     set to 'tunnelLspNotGmpls'."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 7.1."
  DEFVAL  { false }
::= { gmplsTunnelEntry 7 }

gmplsTunnelDirection OBJECT‑TYPE
  SYNTAX  INTEGER {
    forward(0),
    bidirectional(1)
  }
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "Whether this tunnel carries forward data only (is
     unidirectional) or is bidirectional.

     Values of this object other than 'forward' are meaningful
     only if gmplsTunnelLSPEncoding is not set to
     'tunnelLspNotGmpls'."
  DEFVAL { forward }
::= { gmplsTunnelEntry 8 }

gmplsTunnelPathComp OBJECT‑TYPE
  SYNTAX  INTEGER {
    dynamicFull(1),   ‑‑ CSPF fully computed
    explicit(2),      ‑‑ fully specified path
    dynamicPartial(3) ‑‑ CSPF partially computed
  }
  MAX‑ACCESS read‑create
  STATUS current
  DESCRIPTION
    "This value instructs the source node on how to perform path
     computation on the explicit route specified by the associated
     entries in the gmplsTunnelHopTable.

     dynamicFull
       The user specifies at least the source and
       destination of the path and expects that the Constrained

       Shortest Path First (CSPF) will calculate the remainder
       of the path.

     explicit
       The user specifies the entire path for the tunnel to
       take.  This path may contain strict or loose hops.
       Evaluation of the explicit route will be performed
       hop by hop through the network.

     dynamicPartial
       The user specifies at least the source and
       destination of the path and expects that the CSPF
       will calculate the remainder of the path.  The path
       computed by CSPF is allowed to be only partially
       computed allowing the remainder of the path to be
       filled in across the network.

     When an entry is present in the gmplsTunnelTable for a
     tunnel, gmplsTunnelPathComp MUST be used and any
     corresponding mplsTunnelHopEntryPathComp object in the
     mplsTunnelHopTable MUST be ignored and SHOULD not be set.



     mplsTunnelHopTable and mplsTunnelHopEntryPathComp are part of
     MPLS-TE-STD-MIB.



     This object should be ignored if the value of
     gmplsTunnelLSPEncoding is 'tunnelLspNotGmpls'."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Traffic Engineering (TE)
        Management Information Base (MIB), RFC 3812."
  DEFVAL { dynamicFull }
::= { gmplsTunnelEntry 9 }

gmplsTunnelUpstreamNotifyRecipientType OBJECT‑TYPE
  SYNTAX  InetAddressType
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
   "This object is used to aid in interpretation of
    gmplsTunnelUpstreamNotifyRecipient."
  DEFVAL { unknown }
::= { gmplsTunnelEntry 10 }

gmplsTunnelUpstreamNotifyRecipient OBJECT‑TYPE
  SYNTAX  InetAddress
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION



    "Indicates the address of the upstream recipient for Notify

     messages relating to this tunnel and issued by this LSR.  This
     information is typically received from an upstream LSR in a Path
     message.



     This object is only valid when signaling a tunnel using RSVP.



     It is also not valid at the head end of a tunnel since there are
     no upstream LSRs to which to send a Notify message.



     This object is interpreted in the context of the value of
     gmplsTunnelUpstreamNotifyRecipientType. If this object is set to
     0, the value of gmplsTunnelUpstreamNotifyRecipientType MUST be
     set to unknown(0)."
  REFERENCE
    "1. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473,
        section 4.2. "
  DEFVAL { '00000000'H } ‑‑ 0.0.0.0
::= { gmplsTunnelEntry 11 }

gmplsTunnelSendResvNotifyRecipientType OBJECT‑TYPE
  SYNTAX  InetAddressType
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
   "This object is used to aid in interpretation of
    gmplsTunnelSendResvNotifyRecipient."
  DEFVAL { unknown }
::= { gmplsTunnelEntry 12 }

gmplsTunnelSendResvNotifyRecipient OBJECT‑TYPE
  SYNTAX  InetAddress
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "Indicates to an upstream LSR the address to which it should send
     downstream Notify messages relating to this tunnel.



     This object is only valid when signaling a tunnel using RSVP.



     It is also not valid at the head end of the tunnel since no Resv
     messages are sent from that LSR for this tunnel.



     If set to 0, no Notify Request object will be included in the
     outgoing Resv messages.



     This object is interpreted in the context of the value of
     gmplsTunnelSendResvNotifyRecipientType. If this object is set to



     0, the value of gmplsTunnelSendResvNotifyRecipientType MUST be
     set to unknown(0)."
  REFERENCE
    "1. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473,
        section 4.2. "
  DEFVAL { '00000000'H } ‑‑ 0.0.0.0
::= { gmplsTunnelEntry 13 }

gmplsTunnelDownstreamNotifyRecipientType OBJECT‑TYPE
  SYNTAX  InetAddressType
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
   "This object is used to aid in interpretation of
    gmplsTunnelDownstreamNotifyRecipient."
  DEFVAL { unknown }
::= { gmplsTunnelEntry 14 }

gmplsTunnelDownstreamNotifyRecipient OBJECT‑TYPE
  SYNTAX  InetAddress
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "Indicates the address of the downstream recipient for Notify
     messages relating to this tunnel and issued by this LSR.  This
     information is typically received from an upstream LSR in a Resv
     message.  This object is only valid when signaling a tunnel using
     RSVP.



     It is also not valid at the tail end of a tunnel since there are
     no downstream LSRs to which to send a Notify message.



     This object is interpreted in the context of the value of
     gmplsTunnelDownstreamNotifyRecipientType. If this object is set
     to 0, the value of gmplsTunnelDownstreamNotifyRecipientType MUST
     be set to unknown(0)."
  REFERENCE
    "1. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473,
        section 4.2.
    "
  DEFVAL { '00000000'H } ‑‑ 0.0.0.0
::= { gmplsTunnelEntry 15 }

gmplsTunnelSendPathNotifyRecipientType OBJECT‑TYPE
  SYNTAX  InetAddressType
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION

   "This object is used to aid in interpretation of
    gmplsTunnelSendPathNotifyRecipient."
  DEFVAL { unknown }
::= { gmplsTunnelEntry 16 }

gmplsTunnelSendPathNotifyRecipient OBJECT‑TYPE
  SYNTAX  InetAddress
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "Indicates to a downstream LSR the address to which it should
     send upstream Notify messages relating to this tunnel.



     This object is only valid when signaling a tunnel using RSVP.



     It is also not valid at the tail end of the tunnel since no Path
     messages are sent from that LSR for this tunnel.



     If set to 0, no Notify Request object will be included in the
     outgoing Path messages.



     This object is interpreted in the context of the value of
     gmplsTunnelSendPathNotifyRecipientType.  If this object is set to
     0, the value of gmplsTunnelSendPathNotifyRecipientType MUST be
     set to unknown(0)."
  REFERENCE
    "1. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473,
        section 4.2. "
  DEFVAL { '00000000'H } ‑‑ 0.0.0.0
::= { gmplsTunnelEntry 17 }

gmplsTunnelAdminStatusFlags OBJECT‑TYPE
   SYNTAX   IANAGmplsAdminStatusInformationTC
   MAX‑ACCESS   read‑create
   STATUS       current
   DESCRIPTION
     "Determines the setting of the Admin Status flags in the
      Admin Status object or TLV, as described in RFC 3471.  Setting
      this field to a non‑zero value will result in the inclusion of
      the Admin Status object on signaling messages.

      The values to use are defined in the TEXTUAL‑CONVENTION
      IANAGmplsAdminStatusInformationTC found in the
      IANA‑GMPLS‑TC‑MIB module.

      This value of this object can be modified when the
      corresponding mplsTunnelRowStatus and mplsTunnelAdminStatus
      is active(1).  By doing so, a new signaling message will be

      triggered including the requested Admin Status object or
      TLV."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 8."
  DEFVAL  { { } }
  ::= { gmplsTunnelEntry 18 }

gmplsTunnelExtraParamsPtr  OBJECT‑TYPE
  SYNTAX       RowPointer
  MAX‑ACCESS   read‑create
  STATUS       current
  DESCRIPTION
    "Some tunnels will run over transports that can usefully support
     technology‑specific additional parameters (for example,
     Synchronous Optical Network (SONET) resource usage).  Such
     parameters can be supplied in an external table and referenced
     from here.

     A value of zeroDotzero in this attribute indicates that there
     is no such additional information."
  DEFVAL  { zeroDotZero }
  ::= { gmplsTunnelEntry 19 }

gmplsTunnelHopTable  OBJECT‑TYPE
  SYNTAX  SEQUENCE OF GmplsTunnelHopEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "The gmplsTunnelHopTable sparsely extends the mplsTunnelHopTable
     of MPLS‑TE‑STD‑MIB.  It is used to indicate the Explicit Labels
     to be used in an explicit path for a GMPLS tunnel defined in the
     mplsTunnelTable and gmplsTunnelTable, when it is established
     using signaling.  It does not insert new hops, but does define
     new values for hops defined in the mplsTunnelHopTable.

     Each row in this table is indexed by the same indexes as in the
     mplsTunnelHopTable.  It is acceptable for some rows in the
     mplsTunnelHopTable to have corresponding entries in this table
     and some to have no corresponding entry in this table.

     The storage type for this entry is given by the value
     of mplsTunnelHopStorageType in the corresponding entry in the
     mplsTunnelHopTable.



     The row status of an entry in this table is controlled by
     mplsTunnelHopRowStatus in the corresponding entry in the
     mplsTunnelHopTable.  That is, it is not permitted to create a row



     in this table, or to modify an existing row, when the
     corresponding mplsTunnelHopRowStatus has the value active(1)."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Traffic Engineering (TE)
        Management Information Base (MIB), RFC 3812.
     2. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473.
    "
::= { gmplsTeObjects 2 }

gmplsTunnelHopEntry  OBJECT‑TYPE
  SYNTAX  GmplsTunnelHopEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "An entry in this table represents additions to a tunnel hop
     defined in mplsTunnelHopEntry.  At an ingress to a tunnel, an
     entry in this table is created by a network administrator for an
     ERLSP to be set up by a signaling protocol.  At transit and
     egress nodes, an entry in this table may be used to represent the
     explicit path instructions received using the signaling
     protocol."
  INDEX {
    mplsTunnelHopListIndex,
    mplsTunnelHopPathOptionIndex,
    mplsTunnelHopIndex
  }
::= { gmplsTunnelHopTable 1 }

GmplsTunnelHopEntry ::= SEQUENCE {
  gmplsTunnelHopLabelStatuses           BITS,
  gmplsTunnelHopExplicitForwardLabel    Unsigned32,
  gmplsTunnelHopExplicitForwardLabelPtr RowPointer,
  gmplsTunnelHopExplicitReverseLabel    Unsigned32,
  gmplsTunnelHopExplicitReverseLabelPtr RowPointer
}

gmplsTunnelHopLabelStatuses OBJECT‑TYPE
  SYNTAX  BITS {
    forwardPresent(0),
    reversePresent(1)
  }
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "This bitmask indicates the presence of labels indicated by the
     gmplsTunnelHopExplicitForwardLabel or
     gmplsTunnelHopExplicitForwardLabelPtr, and
     gmplsTunnelHopExplicitReverseLabel or



     gmplsTunnelHopExplicitReverseLabelPtr objects.



     For the Present bits, a set bit indicates that a label is
     present for this hop in the route.  This allows zero to be a
     valid label value."
  DEFVAL  { { } }
::= { gmplsTunnelHopEntry 1 }

gmplsTunnelHopExplicitForwardLabel OBJECT‑TYPE
  SYNTAX  Unsigned32
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "If gmplsTunnelHopLabelStatuses object indicates that a Forward
     Label is present and gmplsTunnelHopExplicitForwardLabelPtr
     contains the value zeroDotZero, then the label to use on this
     hop is represented by the value of this object."
::= { gmplsTunnelHopEntry 2 }

gmplsTunnelHopExplicitForwardLabelPtr OBJECT‑TYPE
  SYNTAX  RowPointer
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelHopLabelStatuses object indicates that a
     Forward Label is present, this object contains a pointer to a
     row in another MIB table (such as the gmplsLabelTable of
     GMPLS‑LABEL‑STD‑MIB) that contains the label to use on this hop
     in the forward direction.

     If the gmplsTunnelHopLabelStatuses object indicates that a
     Forward Label is present and this object contains the value
     zeroDotZero, then the label to use on this hop is found in the
     gmplsTunnelHopExplicitForwardLabel object."
  DEFVAL  { zeroDotZero }
::= { gmplsTunnelHopEntry 3 }

gmplsTunnelHopExplicitReverseLabel OBJECT‑TYPE
  SYNTAX  Unsigned32
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelHopLabelStatuses object indicates that a
     Reverse Label is present and
     gmplsTunnelHopExplicitReverseLabelPtr contains the value
     zeroDotZero, then the label to use on this hop is found in
     this object encoded as a 32‑bit integer."
::= { gmplsTunnelHopEntry 4 }

gmplsTunnelHopExplicitReverseLabelPtr OBJECT‑TYPE
  SYNTAX  RowPointer
  MAX‑ACCESS read‑create
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelHopLabelStatuses object indicates that a
     Reverse Label is present, this object contains a pointer to a
     row in another MIB table (such as the gmplsLabelTable of
     GMPLS‑LABEL‑STD‑MIB) that contains the label to use on this hop
     in the reverse direction.

     If the gmplsTunnelHopLabelStatuses object indicates that a
     Reverse Label is present and this object contains the value
     zeroDotZero, then the label to use on this hop is found in the
     gmplsTunnelHopExplicitReverseLabel object."
  DEFVAL  { zeroDotZero }
::= { gmplsTunnelHopEntry 5 }

gmplsTunnelARHopTable  OBJECT‑TYPE
  SYNTAX  SEQUENCE OF GmplsTunnelARHopEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "The gmplsTunnelARHopTable sparsely extends the
     mplsTunnelARHopTable of MPLS‑TE‑STD‑MIB.  It is used to
     indicate the labels currently in use for a GMPLS tunnel
     defined in the mplsTunnelTable and gmplsTunnelTable, as
     reported by the signaling protocol.  It does not insert
     new hops, but does define new values for hops defined in
     the mplsTunnelARHopTable.



     Each row in this table is indexed by the same indexes as in the
     mplsTunnelARHopTable.  It is acceptable for some rows in the
     mplsTunnelARHopTable to have corresponding entries in this table
     and some to have no corresponding entry in this table.



     Note that since the information necessary to build entries
     within this table is not provided by some signaling protocols
     and might not be returned in all cases of other signaling
     protocols, implementation of this table and the
     mplsTunnelARHopTable is optional.  Furthermore, since the
     information in this table is actually provided by the
     signaling protocol after the path has been set up, the entries
     in this table are provided only for observation, and hence,
     all variables in this table are accessible exclusively as
     read‑only."
  REFERENCE
    "1. Extensions to RSVP for LSP Tunnels, RFC 3209.

     2. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473.
     3. Multiprotocol Label Switching (MPLS) Traffic Engineering (TE)
        Management Information Base (MIB), RFC 3812."
::= { gmplsTeObjects 3 }

gmplsTunnelARHopEntry  OBJECT‑TYPE
  SYNTAX  GmplsTunnelARHopEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "An entry in this table represents additions to a tunnel hop
     visible in mplsTunnelARHopEntry.  An entry is created by the
     signaling protocol for a signaled ERLSP set up by the signaling
     protocol.

     At any node on the LSP (ingress, transit, or egress), this table
     and the mplsTunnelARHopTable (if the tables are supported and if
     the signaling protocol is recording actual route information)
     contain the actual route of the whole tunnel.  If the signaling
     protocol is not recording the actual route, this table MAY
     report the information from the gmplsTunnelHopTable or the
     gmplsTunnelCHopTable.

     Note that the recording of actual labels is distinct from the
     recording of the actual route in some signaling protocols.  This
     feature is enabled using the gmplsTunnelAttributes object."
  INDEX {
    mplsTunnelARHopListIndex,
    mplsTunnelARHopIndex
  }
::= { gmplsTunnelARHopTable 1 }

GmplsTunnelARHopEntry ::= SEQUENCE {
  gmplsTunnelARHopLabelStatuses           BITS,
  gmplsTunnelARHopExplicitForwardLabel    Unsigned32,
  gmplsTunnelARHopExplicitForwardLabelPtr RowPointer,
  gmplsTunnelARHopExplicitReverseLabel    Unsigned32,
  gmplsTunnelARHopExplicitReverseLabelPtr RowPointer,
  gmplsTunnelARHopProtection              BITS
}

gmplsTunnelARHopLabelStatuses OBJECT‑TYPE
  SYNTAX  BITS {
    forwardPresent(0),
    reversePresent(1),
    forwardGlobal(2),
    reverseGlobal(3)
  }

  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "This bitmask indicates the presence and status of labels
     indicated by the gmplsTunnelARHopExplicitForwardLabel or
     gmplsTunnelARHopExplicitForwardLabelPtr, and
     gmplsTunnelARHopExplicitReverseLabel or
     gmplsTunnelARHopExplicitReverseLabelPtr objects.

     For the Present bits, a set bit indicates that a label is
     present for this hop in the route.

     For the Global bits, a set bit indicates that the label comes
     from the Global Label Space; a clear bit indicates that this is
     a Per‑Interface label.  A Global bit only has meaning if the
     corresponding Present bit is set."
::= { gmplsTunnelARHopEntry 1 }

gmplsTunnelARHopExplicitForwardLabel OBJECT‑TYPE
  SYNTAX  Unsigned32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelARHopLabelStatuses object indicates that a
     Forward Label is present and
     gmplsTunnelARHopExplicitForwardLabelPtr contains the value
     zeroDotZero, then the label in use on this hop is found in this
     object encoded as a 32‑bit integer."
::= { gmplsTunnelARHopEntry 2 }

gmplsTunnelARHopExplicitForwardLabelPtr OBJECT‑TYPE
  SYNTAX  RowPointer
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelARHopLabelStatuses object indicates that a
     Forward Label is present, this object contains a pointer to a
     row in another MIB table (such as the gmplsLabelTable of
     GMPLS‑LABEL‑STD‑MIB) that contains the label in use on this hop
     in the forward direction.

     If the gmplsTunnelARHopLabelStatuses object indicates that a
     Forward Label is present and this object contains the value
     zeroDotZero, then the label in use on this hop is found in the
     gmplsTunnelARHopExplicitForwardLabel object."
::= { gmplsTunnelARHopEntry 3 }

gmplsTunnelARHopExplicitReverseLabel OBJECT‑TYPE
  SYNTAX  Unsigned32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelARHopLabelStatuses object indicates that a
     Reverse Label is present and
     gmplsTunnelARHopExplicitReverseLabelPtr contains the value
     zeroDotZero, then the label in use on this hop is found in this
     object encoded as a 32‑bit integer."
::= { gmplsTunnelARHopEntry 4 }

gmplsTunnelARHopExplicitReverseLabelPtr OBJECT‑TYPE
  SYNTAX  RowPointer
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelARHopLabelStatuses object indicates that a
     Reverse Label is present, this object contains a pointer to a
     row in another MIB table (such as the gmplsLabelTable of
     GMPLS‑LABEL‑STD‑MIB) that contains the label in use on this hop
     in the reverse direction.

     If the gmplsTunnelARHopLabelStatuses object indicates that a
     Reverse Label is present and this object contains the value
     zeroDotZero, then the label in use on this hop is found in the
     gmplsTunnelARHopExplicitReverseLabel object."
::= { gmplsTunnelARHopEntry 5 }

gmplsTunnelARHopProtection  OBJECT‑TYPE
  SYNTAX  BITS {
    localAvailable(0),
    localInUse(1)
  }
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "Availability and usage of protection on the reported link.



     localAvailable

       This flag is set to indicate that the link downstream of this
       node is protected via a local repair mechanism.



     localInUse
       This flag is set to indicate that a local repair mechanism is
       in use to maintain this tunnel (usually in the face of an
       outage of the link it was previously routed over)."
  REFERENCE

    "1. RSVP‑TE: Extensions to RSVP for LSP Tunnels, RFC 3209,
        section 4.4.1."
::= { gmplsTunnelARHopEntry 6 }

gmplsTunnelCHopTable  OBJECT‑TYPE
  SYNTAX  SEQUENCE OF GmplsTunnelCHopEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "The gmplsTunnelCHopTable sparsely extends the
     mplsTunnelCHopTable of MPLS‑TE‑STD‑MIB.  It is used to indicate
     additional information about the hops of a GMPLS tunnel defined
     in the mplsTunnelTable and gmplsTunnelTable, as computed by a
     constraint‑based routing protocol, based on the
     mplsTunnelHopTable and the gmplsTunnelHopTable.



     Each row in this table is indexed by the same indexes as in the
     mplsTunnelCHopTable.  It is acceptable for some rows in the
     mplsTunnelCHopTable to have corresponding entries in this table
     and some to have no corresponding entry in this table.



     Please note that since the information necessary to build
     entries within this table may not be supported by some LSRs,
     implementation of this table is optional.

     Furthermore, since the information in this table is actually
     provided by a path computation component after the path has been
     computed, the entries in this table are provided only for
     observation, and hence, all objects in this table are accessible
     exclusively as read‑only."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Traffic Engineering (TE)
        Management Information Base (MIB), RFC 3812.
     2. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473."
::= { gmplsTeObjects 4 }

gmplsTunnelCHopEntry  OBJECT‑TYPE
  SYNTAX  GmplsTunnelCHopEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "An entry in this table represents additions to a computed tunnel
     hop visible in mplsTunnelCHopEntry.  An entry is created by a
     path computation component based on the hops specified in the
     corresponding mplsTunnelHopTable and gmplsTunnelHopTable.



     At a transit LSR, this table (if the table is supported) MAY
     contain the path computed by a path computation engine on (or on



     behalf of) the transit LSR."
  INDEX {
    mplsTunnelCHopListIndex,
    mplsTunnelCHopIndex
  }
::= { gmplsTunnelCHopTable 1 }

GmplsTunnelCHopEntry ::= SEQUENCE {
  gmplsTunnelCHopLabelStatuses           BITS,
  gmplsTunnelCHopExplicitForwardLabel    Unsigned32,
  gmplsTunnelCHopExplicitForwardLabelPtr RowPointer,
  gmplsTunnelCHopExplicitReverseLabel    Unsigned32,
  gmplsTunnelCHopExplicitReverseLabelPtr RowPointer
}

gmplsTunnelCHopLabelStatuses OBJECT‑TYPE
  SYNTAX  BITS {
    forwardPresent(0),
    reversePresent(1)
  }
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "This bitmask indicates the presence of labels indicated by the
     gmplsTunnelCHopExplicitForwardLabel or
     gmplsTunnelCHopExplicitForwardLabelPtr and
     gmplsTunnelCHopExplicitReverseLabel or
     gmplsTunnelCHopExplicitReverseLabelPtr objects.

     A set bit indicates that a label is present for this hop in the
     route, thus allowing zero to be a valid label value."
::= { gmplsTunnelCHopEntry 1 }

gmplsTunnelCHopExplicitForwardLabel OBJECT‑TYPE
  SYNTAX  Unsigned32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelCHopLabelStatuses object indicates that a
     Forward Label is present and
     gmplsTunnelCHopExplicitForwardLabelPtr contains the value
     zeroDotZero, then the label to use on this hop is found in this
     object encoded as a 32‑bit integer."
::= { gmplsTunnelCHopEntry 2 }

gmplsTunnelCHopExplicitForwardLabelPtr OBJECT‑TYPE
  SYNTAX  RowPointer
  MAX‑ACCESS read‑only

  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelCHopLabelStatuses object indicates that a
     Forward Label is present, this object contains a pointer to a
     row in another MIB table (such as the gmplsLabelTable of
     GMPLS‑LABEL‑STD‑MIB) that contains the label to use on this hop
     in the forward direction.

     If the gmplsTunnelCHopLabelStatuses object indicates that a
     Forward Label is present and this object contains the value
     zeroDotZero, then the label to use on this hop is found in the
     gmplsTunnelCHopExplicitForwardLabel object."
::= { gmplsTunnelCHopEntry 3 }

gmplsTunnelCHopExplicitReverseLabel OBJECT‑TYPE
  SYNTAX  Unsigned32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelCHopLabelStatuses object indicates that a
     Reverse Label is present and
     gmplsTunnelCHopExplicitReverseLabelPtr contains the value
     zeroDotZero, then the label to use on this hop is found in this
     object encoded as a 32‑bit integer."
::= { gmplsTunnelCHopEntry 4 }

gmplsTunnelCHopExplicitReverseLabelPtr OBJECT‑TYPE
  SYNTAX  RowPointer
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "If the gmplsTunnelCHopLabelStatuses object indicates that a
     Reverse Label is present, this object contains a pointer to a
     row in another MIB table (such as the gmplsLabelTable of
     GMPLS‑LABEL‑STD‑MIB) that contains the label to use on this hop
     in the reverse direction.

     If the gmplsTunnelCHopLabelStatuses object indicates that a
     Reverse Label is present and this object contains the value
     zeroDotZero, then the label to use on this hop is found in the
     gmplsTunnelCHopExplicitReverseLabel object."
::= { gmplsTunnelCHopEntry 5 }

gmplsTunnelReversePerfTable  OBJECT‑TYPE
  SYNTAX  SEQUENCE OF GmplsTunnelReversePerfEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION



    "This table augments the gmplsTunnelTable to provide

     per-tunnel packet performance information for the reverse
     direction of a bidirectional tunnel.  It can be seen as
     supplementing the mplsTunnelPerfTable, which augments the
     mplsTunnelTable.



     For links that do not transport packets, these packet counters
     cannot be maintained.  For such links, attempts to read the
     objects in this table will return noSuchInstance.



     A tunnel can be known to be bidirectional by inspecting the
     gmplsTunnelDirection object."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Traffic Engineering (TE)
        Management Information Base (MIB), RFC 3812."
::= { gmplsTeObjects 5 }

gmplsTunnelReversePerfEntry OBJECT‑TYPE
  SYNTAX  GmplsTunnelReversePerfEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "An entry in this table is created by the LSR for every
     bidirectional GMPLS tunnel where packets are visible to the
     LSR."
  AUGMENTS { gmplsTunnelEntry }
::= { gmplsTunnelReversePerfTable 1 }

GmplsTunnelReversePerfEntry ::= SEQUENCE {
  gmplsTunnelReversePerfPackets     Counter32,
  gmplsTunnelReversePerfHCPackets   Counter64,
  gmplsTunnelReversePerfErrors      Counter32,
  gmplsTunnelReversePerfBytes       Counter32,
  gmplsTunnelReversePerfHCBytes     Counter64
}

gmplsTunnelReversePerfPackets OBJECT‑TYPE
  SYNTAX  Counter32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "Number of packets forwarded on the tunnel in the reverse
     direction if it is bidirectional.

     This object represents the 32‑bit value of the least
     significant part of the 64‑bit value if both
     gmplsTunnelReversePerfHCPackets and this object are returned.

     For links that do not transport packets, this packet counter
     cannot be maintained.  For such links, this value will return
     noSuchInstance."
::= { gmplsTunnelReversePerfEntry 1 }

gmplsTunnelReversePerfHCPackets OBJECT‑TYPE
  SYNTAX  Counter64
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "High‑capacity counter for number of packets forwarded on the
     tunnel in the reverse direction if it is bidirectional.

     For links that do not transport packets, this packet counter
     cannot be maintained.  For such links, this value will return
     noSuchInstance."
::= { gmplsTunnelReversePerfEntry 2 }

gmplsTunnelReversePerfErrors OBJECT‑TYPE
  SYNTAX  Counter32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "Number of errored packets received on the tunnel in the reverse
     direction if it is bidirectional.  For links that do not
     transport packets, this packet counter cannot be maintained.  For
     such links, this value will return noSuchInstance."
::= { gmplsTunnelReversePerfEntry 3 }

gmplsTunnelReversePerfBytes OBJECT‑TYPE
  SYNTAX  Counter32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "Number of bytes forwarded on the tunnel in the reverse direction
     if it is bidirectional.

     This object represents the 32‑bit value of the least
     significant part of the 64‑bit value if both
     gmplsTunnelReversePerfHCBytes and this object are returned.

     For links that do not transport packets, this packet counter
     cannot be maintained.  For such links, this value will return
     noSuchInstance."
::= { gmplsTunnelReversePerfEntry 4 }

gmplsTunnelReversePerfHCBytes OBJECT‑TYPE
  SYNTAX  Counter64

  MAX‑ACCESS read‑only
  STATUS  current

  DESCRIPTION
    "High‑capacity counter for number of bytes forwarded on the
     tunnel in the reverse direction if it is bidirectional.

     For links that do not transport packets, this packet counter
     cannot be maintained.  For such links, this value will return
     noSuchInstance."
::= { gmplsTunnelReversePerfEntry 5 }

gmplsTunnelErrorTable  OBJECT‑TYPE
  SYNTAX  SEQUENCE OF GmplsTunnelErrorEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "This table augments the mplsTunnelTable.



     This table provides per-tunnel information about errors.  Errors
     may be detected locally or reported through the signaling
     protocol.  Error reporting is not exclusive to GMPLS, and this
     table may be applied in MPLS systems.



     Entries in this table are not persistent over system resets
     or re‑initializations of the management system."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Traffic Engineering (TE)
        Management Information Base (MIB), RFC 3812."
::= { gmplsTeObjects 6 }

gmplsTunnelErrorEntry OBJECT‑TYPE
  SYNTAX  GmplsTunnelErrorEntry
  MAX‑ACCESS not‑accessible
  STATUS  current
  DESCRIPTION
    "An entry in this table is created by the LSR for every tunnel
     where error information is visible to the LSR.

     Note that systems that read the objects in this table one at
     a time and do not perform atomic operations to read entire
     instantiated table rows at once, should, for each conceptual
     column with valid data, read gmplsTunnelErrorLastTime
     prior to the other objects in the row and again subsequent to
     reading the last object of the row.  They should verify that
     the value of gmplsTunnelErrorLastTime did not change and
     thereby ensure that all data read belongs to the same error
     event."

  AUGMENTS { mplsTunnelEntry }
::= { gmplsTunnelErrorTable 1 }

GmplsTunnelErrorEntry ::= SEQUENCE {
  gmplsTunnelErrorLastErrorType      INTEGER,
  gmplsTunnelErrorLastTime           TimeStamp,
  gmplsTunnelErrorReporterType       InetAddressType,
  gmplsTunnelErrorReporter           InetAddress,
  gmplsTunnelErrorCode               Unsigned32,
  gmplsTunnelErrorSubcode            Unsigned32,
  gmplsTunnelErrorTLVs               OCTET STRING,
  gmplsTunnelErrorHelpString         SnmpAdminString
}

gmplsTunnelErrorLastErrorType OBJECT‑TYPE
  SYNTAX  INTEGER {
    noError(0),
    unknown(1),
    protocol(2),
    pathComputation(3),
    localConfiguration(4),
    localResources(5),
    localOther(6)
  }
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "The nature of the last error.  Provides interpretation context
     for gmplsTunnelErrorProtocolCode and
     gmplsTunnelErrorProtocolSubcode.

     A value of noError(0) shows that there is no error associated
     with this tunnel and means that the other objects in this table
     entry (conceptual row) have no meaning.



     A value of unknown(1) shows that there is an error but that no
     additional information about the cause is known.  The error may
     have been received in a signaled message or generated locally.



     A value of protocol(2) or pathComputation(3) indicates the
     cause of an error and identifies an error that has been received
     through signaling or will itself be signaled.

     A value of localConfiguration(4), localResources(5) or
     localOther(6) identifies an error that has been detected
     by the local node but that will not be reported through
     signaling."
::= { gmplsTunnelErrorEntry 1 }

gmplsTunnelErrorLastTime OBJECT‑TYPE
  SYNTAX  TimeStamp
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "The time at which the last error occurred.  This is presented as
     the value of SysUpTime when the error occurred or was reported
     to this node.



     If gmplsTunnelErrorLastErrorType has the value noError(0), then
     this object is not valid and should be ignored.



     Note that entries in this table are not persistent over system
     resets or re‑initializations of the management system."
::= { gmplsTunnelErrorEntry 2 }

gmplsTunnelErrorReporterType OBJECT‑TYPE
   SYNTAX     InetAddressType
   MAX‑ACCESS read‑only
   STATUS  current
   DESCRIPTION
     "The address type of the error reported.

      This object is used to aid in interpretation of
      gmplsTunnelErrorReporter."
::= { gmplsTunnelErrorEntry 3 }

gmplsTunnelErrorReporter OBJECT‑TYPE
  SYNTAX  InetAddress
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "The address of the node reporting the last error, or the address
     of the resource (such as an interface) associated with the
     error.



     If gmplsTunnelErrorLastErrorType has the value noError(0), then
     this object is not valid and should be ignored.



   If gmplsTunnelErrorLastErrorType has the value unknown(1),
   localConfiguration(4), localResources(5), or localOther(6),
   this object MAY contain a zero value.

   This object should be interpreted in the context of the value of
   the object gmplsTunnelErrorReporterType."
REFERENCE
  "1. Textual Conventions for Internet Network Addresses, RFC 4001,
      section 4, Usage Hints."



::= { gmplsTunnelErrorEntry 4 }



gmplsTunnelErrorCode OBJECT‑TYPE
  SYNTAX  Unsigned32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "The primary error code associated with the last error.

     The interpretation of this error code depends on the value of
     gmplsTunnelErrorLastErrorType.  If the value of
     gmplsTunnelErrorLastErrorType is noError(0), the value of this
     object should be 0 and should be ignored.  If the value of
     gmplsTunnelErrorLastErrorType is protocol(2), the error should
     be interpreted in the context of the signaling protocol
     identified by the mplsTunnelSignallingProto object."
  REFERENCE
    "1. Resource ReserVation Protocol ‑‑ Version 1 Functional
        Specification, RFC 2205, section B.
     2. RSVP‑TE: Extensions to RSVP for LSP Tunnels, RFC 3209,
        section 7.3.
     3. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473,
        section 13.1."
::= { gmplsTunnelErrorEntry 5 }

gmplsTunnelErrorSubcode OBJECT‑TYPE
  SYNTAX  Unsigned32
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "The secondary error code associated with the last error and the
     protocol used to signal this tunnel.  This value is interpreted
     in the context of the value of gmplsTunnelErrorCode.
     If the value of gmplsTunnelErrorLastErrorType is noError(0), the
     value of this object should be 0 and should be ignored."
  REFERENCE
    "1. Resource ReserVation Protocol ‑‑ Version 1 Functional
        Specification, RFC 2205, section B.
     2. RSVP‑TE: Extensions to RSVP for LSP Tunnels, RFC 3209,
        section 7.3.
     3. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473,
        section 13.1. "
::= { gmplsTunnelErrorEntry 6 }

gmplsTunnelErrorTLVs OBJECT‑TYPE
  SYNTAX  OCTET STRING (SIZE(0..65535))
  MAX‑ACCESS read‑only
  STATUS  current

  DESCRIPTION
    "The sequence of interface identifier TLVs reported with the
     error by the protocol code.  The interpretation of the TLVs and
     the encoding within the protocol are described in the
     references.  A value of zero in the first octet indicates that no
     TLVs are present."
   REFERENCE
    "1. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473,
        section 8.2."
::= { gmplsTunnelErrorEntry 7 }

gmplsTunnelErrorHelpString OBJECT‑TYPE
  SYNTAX  SnmpAdminString
  MAX‑ACCESS read‑only
  STATUS  current
  DESCRIPTION
    "A textual string containing information about the last error,
     recovery actions, and support advice.  If there is no help string,
     this object contains a zero length string.
     If the value of gmplsTunnelErrorLastErrorType is noError(0),
     this object should contain a zero length string, but may contain
     a help string indicating that there is no error."
::= { gmplsTunnelErrorEntry 8 }

‑‑
‑‑ Notifications
‑‑

gmplsTunnelDown NOTIFICATION‑TYPE
OBJECTS  {
  mplsTunnelAdminStatus,
  mplsTunnelOperStatus,
  gmplsTunnelErrorLastErrorType,
  gmplsTunnelErrorReporterType,
  gmplsTunnelErrorReporter,
  gmplsTunnelErrorCode,
  gmplsTunnelErrorSubcode
}
STATUS      current
DESCRIPTION
     "This notification is generated when an mplsTunnelOperStatus
      object for a tunnel in the gmplsTunnelTable is about to enter
      the down state from some other state (but not from the
      notPresent state).  This other state is indicated by the
      included value of mplsTunnelOperStatus.



      The objects in this notification provide additional error
      information that indicates the reason why the tunnel has
      transitioned to down(2).



      Note that an implementation MUST only issue one of
      mplsTunnelDown and gmplsTunnelDown for any single event on a
      single tunnel.  If the tunnel has an entry in the
      gmplsTunnelTable, an implementation SHOULD use gmplsTunnelDown
      for all tunnel‑down events and SHOULD NOT use mplsTunnelDown.

      This notification is subject to the control of
      mplsTunnelNotificationEnable.  When that object is set
      to false(2), then the notification must not be issued.

      Further, this notification is also subject to
      mplsTunnelNotificationMaxRate.  That object indicates the
      maximum number of notifications issued per second.  If events
      occur more rapidly, the implementation may simply fail to emit
      some notifications during that period, or may queue them until
      an appropriate time.  The notification rate applies to the sum
      of all notifications in the MPLS‑TE‑STD‑MIB and
      GMPLS‑TE‑STD‑MIB modules applied across the whole of the
      reporting device.

      mplsTunnelOperStatus, mplsTunnelAdminStatus, mplsTunnelDown,
      mplsTunnelNotificationEnable, and mplsTunnelNotificationMaxRate
      objects are found in MPLS‑TE‑STD‑MIB."
    REFERENCE
      "1. Multiprotocol Label Switching (MPLS) Traffic Engineering
          (TE) Management Information Base (MIB), RFC 3812."
::= { gmplsTeNotifications 1 }

gmplsTeGroups
  OBJECT IDENTIFIER ::= { gmplsTeConformance 1 }

gmplsTeCompliances
  OBJECT IDENTIFIER ::= { gmplsTeConformance 2 }



-- Compliance requirement for fully compliant implementations.



gmplsTeModuleFullCompliance MODULE‑COMPLIANCE
STATUS current
DESCRIPTION
     "Compliance statement for agents that provide full support for
      GMPLS‑TE‑STD‑MIB.  Such devices can then be monitored and also
      be configured using this MIB module.

      The mandatory group has to be implemented by all LSRs that
      originate, terminate, or act as transit for TE‑LSPs/tunnels.
      In addition, depending on the type of tunnels supported, other



      groups become mandatory as explained below."



  MODULE MPLS-TE-STD-MIB -- The MPLS-TE-STD-MIB, RFC 3812



MANDATORY‑GROUPS {
   mplsTunnelGroup,
   mplsTunnelScalarGroup
}



MODULE -- this module



MANDATORY‑GROUPS {
  gmplsTunnelGroup,
  gmplsTunnelScalarGroup
}

GROUP gmplsTunnelSignaledGroup
  DESCRIPTION
    "This group is mandatory for devices that support signaled
     tunnel set up, in addition to gmplsTunnelGroup.  The following
     constraints apply:
         mplsTunnelSignallingProto should be at least read‑only
         returning a value of ldp(2) or rsvp(3)."

GROUP gmplsTunnelOptionalGroup
  DESCRIPTION
    "Objects in this group are optional."

GROUP gmplsTeNotificationGroup
  DESCRIPTION
    "This group is mandatory for those implementations that can
     implement the notifications contained in this group."



::= { gmplsTeCompliances 1 }



-- Compliance requirement for read-only compliant implementations.



gmplsTeModuleReadOnlyCompliance MODULE‑COMPLIANCE
  STATUS current
  DESCRIPTION
    "Compliance requirement for implementations that only provide
     read‑only support for GMPLS‑TE‑STD‑MIB.  Such devices can then be
     monitored but cannot be configured using this MIB module."



  MODULE -- this module



‑‑ The mandatory group has to be implemented by all LSRs that
‑‑ originate, terminate, or act as transit for TE‑LSPs/tunnels.

‑‑ In addition, depending on the type of tunnels supported, other
‑‑ groups become mandatory as explained below.

MANDATORY‑GROUPS {
  gmplsTunnelGroup,
  gmplsTunnelScalarGroup
}

GROUP gmplsTunnelSignaledGroup
  DESCRIPTION
    "This group is mandatory for devices that support signaled
     tunnel set up, in addition to gmplsTunnelGroup.  The following
     constraints apply:
         mplsTunnelSignallingProto should be at least read‑only
         returning a value of ldp(2) or rsvp(3)."

GROUP gmplsTunnelOptionalGroup
  DESCRIPTION
    "Objects in this group are optional."

GROUP gmplsTeNotificationGroup
  DESCRIPTION
    "This group is mandatory for those implementations that can
     implement the notifications contained in this group."

OBJECT gmplsTunnelUnnumIf
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelAttributes
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelLSPEncoding
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelSwitchingType
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelLinkProtection
  MIN‑ACCESS  read‑only
  DESCRIPTION



    "Write access is not required."



OBJECT gmplsTunnelGPid
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelSecondary
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelDirection
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Only forward(0) is required."

OBJECT gmplsTunnelPathComp
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Only explicit(2) is required."

OBJECT gmplsTunnelUpstreamNotifyRecipientType
  SYNTAX       InetAddressType { unknown(0), ipv4(1), ipv6(2) }
  MIN‑ACCESS   read‑only
  DESCRIPTION  "Only unknown(0), ipv4(1), and ipv6(2) support
                 is required."

OBJECT gmplsTunnelUpstreamNotifyRecipient
  SYNTAX      InetAddress (SIZE(0|4|16))
  MIN‑ACCESS  read‑only
  DESCRIPTION "An implementation is only required to support
               unknown(0), ipv4(1), and ipv6(2) sizes."

OBJECT gmplsTunnelSendResvNotifyRecipientType
  SYNTAX       InetAddressType { unknown(0), ipv4(1), ipv6(2) }
  MIN‑ACCESS read‑only
  DESCRIPTION "Only unknown(0), ipv4(1), and ipv6(2) support
               is required."

OBJECT gmplsTunnelSendResvNotifyRecipient
  SYNTAX      InetAddress (SIZE(0|4|16))
  MIN‑ACCESS read‑only
  DESCRIPTION "An implementation is only required to support
               unknown(0), ipv4(1), and ipv6(2) sizes."

OBJECT gmplsTunnelDownstreamNotifyRecipientType
  SYNTAX       InetAddressType { unknown(0), ipv4(1), ipv6(2) }

  MIN‑ACCESS read‑only
  DESCRIPTION "Only unknown(0), ipv4(1), and ipv6(2) support
               is required."

OBJECT gmplsTunnelDownstreamNotifyRecipient
  SYNTAX      InetAddress (SIZE(0|4|16))
  MIN‑ACCESS read‑only
  DESCRIPTION "An implementation is only required to support
               unknown(0), ipv4(1), and ipv6(2) sizes."

OBJECT gmplsTunnelSendPathNotifyRecipientType
  SYNTAX       InetAddressType { unknown(0), ipv4(1), ipv6(2) }
  MIN‑ACCESS read‑only
  DESCRIPTION "Only unknown(0), ipv4(1), and ipv6(2) support
               is required."

OBJECT gmplsTunnelSendPathNotifyRecipient
  SYNTAX      InetAddress (SIZE(0|4|16))
  MIN‑ACCESS read‑only
  DESCRIPTION "An implementation is only required to support
               unknown(0), ipv4(1), and ipv6(2) sizes."

OBJECT gmplsTunnelAdminStatusFlags
  MIN‑ACCESS read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelExtraParamsPtr
  MIN‑ACCESS read‑only
  DESCRIPTION
    "Write access is not required."



-- gmplsTunnelHopLabelStatuses has max access read-only



OBJECT gmplsTunnelHopExplicitForwardLabel
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelHopExplicitForwardLabelPtr
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelHopExplicitReverseLabel
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

OBJECT gmplsTunnelHopExplicitReverseLabelPtr
  MIN‑ACCESS  read‑only
  DESCRIPTION
    "Write access is not required."

‑‑ gmplsTunnelARHopTable
‑‑ all objects have max access read‑only

‑‑ gmplsTunnelCHopTable
‑‑ all objects have max access read‑only

‑‑ gmplsTunnelReversePerfTable
‑‑ all objects have max access read‑only

‑‑ gmplsTunnelErrorTable
‑‑ all objects have max access read‑only

OBJECT gmplsTunnelErrorReporterType
  SYNTAX       InetAddressType { unknown(0), ipv4(1), ipv6(2) }
  DESCRIPTION "Only unknown(0), ipv4(1), and ipv6(2) support
               is required."

OBJECT gmplsTunnelErrorReporter
  SYNTAX      InetAddress (SIZE(0|4|16))
  DESCRIPTION "An implementation is only required to support
               unknown(0), ipv4(1), and ipv6(2)."
::= { gmplsTeCompliances 2 }

gmplsTunnelGroup OBJECT‑GROUP
  OBJECTS {
    gmplsTunnelDirection,
    gmplsTunnelReversePerfPackets,
    gmplsTunnelReversePerfHCPackets,
    gmplsTunnelReversePerfErrors,
    gmplsTunnelReversePerfBytes,
    gmplsTunnelReversePerfHCBytes,
    gmplsTunnelErrorLastErrorType,
    gmplsTunnelErrorLastTime,
    gmplsTunnelErrorReporterType,
    gmplsTunnelErrorReporter,
    gmplsTunnelErrorCode,
    gmplsTunnelErrorSubcode,
    gmplsTunnelErrorTLVs,
    gmplsTunnelErrorHelpString,
    gmplsTunnelUnnumIf
  }
  STATUS  current
  DESCRIPTION

    "Necessary, but not sufficient, set of objects to implement
     tunnels.  In addition, depending on the type of the tunnels
     supported (for example, manually configured or signaled,
     persistent or non‑persistent, etc.), the
     gmplsTunnelSignaledGroup group is mandatory."
::= { gmplsTeGroups 1 }

gmplsTunnelSignaledGroup OBJECT‑GROUP
  OBJECTS {
    gmplsTunnelAttributes,
    gmplsTunnelLSPEncoding,
    gmplsTunnelSwitchingType,
    gmplsTunnelLinkProtection,
    gmplsTunnelGPid,
    gmplsTunnelSecondary,
    gmplsTunnelPathComp,
    gmplsTunnelUpstreamNotifyRecipientType,
    gmplsTunnelUpstreamNotifyRecipient,
    gmplsTunnelSendResvNotifyRecipientType,
    gmplsTunnelSendResvNotifyRecipient,
    gmplsTunnelDownstreamNotifyRecipientType,
    gmplsTunnelDownstreamNotifyRecipient,
    gmplsTunnelSendPathNotifyRecipientType,
    gmplsTunnelSendPathNotifyRecipient,
    gmplsTunnelAdminStatusFlags,
    gmplsTunnelHopLabelStatuses,
    gmplsTunnelHopExplicitForwardLabel,
    gmplsTunnelHopExplicitForwardLabelPtr,
    gmplsTunnelHopExplicitReverseLabel,
    gmplsTunnelHopExplicitReverseLabelPtr
  }
  STATUS  current
  DESCRIPTION
    "Objects needed to implement signaled tunnels."
::= { gmplsTeGroups 2 }

gmplsTunnelScalarGroup OBJECT‑GROUP
  OBJECTS {
    gmplsTunnelsConfigured,
    gmplsTunnelsActive
  }
  STATUS  current
  DESCRIPTION
    "Scalar objects needed to implement MPLS tunnels."
::= { gmplsTeGroups 3 }

gmplsTunnelOptionalGroup OBJECT‑GROUP
  OBJECTS {

    gmplsTunnelExtraParamsPtr,
    gmplsTunnelARHopLabelStatuses,
    gmplsTunnelARHopExplicitForwardLabel,
    gmplsTunnelARHopExplicitForwardLabelPtr,
    gmplsTunnelARHopExplicitReverseLabel,
    gmplsTunnelARHopExplicitReverseLabelPtr,
    gmplsTunnelARHopProtection,
    gmplsTunnelCHopLabelStatuses,
    gmplsTunnelCHopExplicitForwardLabel,
    gmplsTunnelCHopExplicitForwardLabelPtr,
    gmplsTunnelCHopExplicitReverseLabel,
    gmplsTunnelCHopExplicitReverseLabelPtr
  }
  STATUS  current
  DESCRIPTION
    "The objects in this group are optional."
::= { gmplsTeGroups 4 }

gmplsTeNotificationGroup NOTIFICATION‑GROUP
  NOTIFICATIONS {
     gmplsTunnelDown
  }
  STATUS  current
  DESCRIPTION
    "Set of notifications implemented in this module.  None is
     mandatory."
::= { gmplsTeGroups 5 }



END




9. Security Considerations

   It is clear that the MIB modules described in this document in
   association with MPLS-TE-STD-MIB [RFC3812] are potentially useful for
   monitoring of MPLS and GMPLS tunnels.  These MIB modules can also be
   used for configuration of certain objects, and anything that can be
   configured can be incorrectly configured, with potentially disastrous
   results.



   There are a number of management objects defined in these MIB modules
   with a MAX-ACCESS clause of read-write and/or read-create.  Such
   objects may be considered sensitive or vulnerable in some network
   environments.  The support for SET operations in a non-secure
   environment without proper protection can have a negative effect on
   network operations.  These are the tables and objects and their
   sensitivity/vulnerability:



   o  the gmplsTunnelTable and gmplsTunnelHopTable collectively contain
      objects to provision GMPLS tunnels interfaces at their ingress
      LSRs.  Unauthorized write access to objects in these tables could
      result in disruption of traffic on the network.  This is
      especially true if a tunnel has already been established.



   Some of the readable objects in these MIB modules (i.e., objects with
   a MAX-ACCESS other than not-accessible) may be considered sensitive
   or vulnerable in some network environments.  It is thus important to
   control even GET and/or NOTIFY access to these objects and possibly
   to even encrypt the values of these objects when sending them over
   the network via SNMP.  These are the tables and objects and their
   sensitivity/vulnerability:



   o  the gmplsTunnelTable, gmplsTunnelHopTable, gmplsTunnelARHopTable,
      gmplsTunnelCHopTable, gmplsTunnelReversePerfTable, and
      gmplsTunnelErrorTable collectively show the tunnel network
      topology and status.  If an administrator does not want to reveal
      this information, then these tables should be considered
      sensitive/vulnerable.



   SNMP versions prior to SNMPv3 did not include adequate security.
   Even if the network itself is secure (for example by using IPsec),
   even then, there is no control as to who on the secure network is
   allowed to access and GET/SET (read/change/create/delete) the objects
   in these MIB modules.



   It is RECOMMENDED that implementers consider the security features as
   provided by the SNMPv3 framework (see [RFC3410], section 8),
   including full support for the SNMPv3 cryptographic mechanisms (for
   authentication and privacy).



   Further, deployment of SNMP versions prior to SNMPv3 is NOT
   RECOMMENDED.  Instead, it is RECOMMENDED to deploy SNMPv3 and to
   enable cryptographic security.  It is then a customer/operator
   responsibility to ensure that the SNMP entity giving access to an
   instance of this MIB module, is properly configured to give access to
   the objects only to those principals (users) that have legitimate
   rights to indeed GET or SET (change/create/delete) them.
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   Joan Cucchiara provided a helpful and very thorough MIB Doctor
   review.




11. IANA Considerations

   IANA has rooted MIB objects in the MIB modules contained in this
   document according to the sections below.




11.1. IANA Considerations for GMPLS-TE-STD-MIB

   IANA has rooted MIB objects in the GMPLS-TE-STD-MIB module contained
   in this document under the mplsStdMIB subtree.



   IANA has made the following assignments in the "NETWORK MANAGEMENT
   PARAMETERS" registry located at http://www.iana.org/assignments/
   smi-numbers in table:



   ...mib-2.transmission.mplsStdMIB (1.3.6.1.2.1.10.166)



Decimal  Name                  References
‑‑‑‑‑‑‑  ‑‑‑‑‑                 ‑‑‑‑‑‑‑‑‑‑
13       GMPLS‑TE‑STD‑MIB      [RFC4802]



   In the future, GMPLS-related standards-track MIB modules should be
   rooted under the mplsStdMIB (sic) subtree.  IANA has been requested
   to manage that namespace in the SMI Numbers registry [RFC3811].  New
   assignments can only be made via a Standards Action as specified in
   [RFC2434].




11.2. Dependence on IANA MIB Modules

   Three MIB objects in the GMPLS-TE-STD-MIB module defined in this
   document (gmplsTunnelLSPEncoding, gmplsTunnelSwitchingType, and
   gmplsTunnelGPid) use textual conventions imported from the IANA-
   GMPLS-TC-MIB module.  The purpose of defining these textual
   conventions in a separate MIB module is to allow additional values to
   be defined without having to issue a new version of this document.
   The Internet Assigned Numbers Authority (IANA) is responsible for the
   assignment of all Internet numbers; it will administer the values
   associated with these textual conventions.



   The rules for additions or changes to IANA-GMPLS-TC-MIB are outlined
   in the DESCRIPTION clause associated with its MODULE-IDENTITY
   statement.



   The current version of IANA-GMPLS-TC-MIB can be accessed from the
   IANA home page at: http://www.iana.org/.




11.2.1. IANA-GMPLS-TC-MIB Definition

   This section provides the base definition of the IANA GMPLS TC MIB
   module.  This MIB module is under the direct control of IANA.  Please
   see the most updated version of this MIB at
   <http://www.iana.org/assignments/ianagmplstc-mib>.



   This MIB makes reference to the following documents: [RFC2578],
   [RFC2579], [RFC3471], [RFC3473], [RFC4202], [RFC4328], and [RFC4783].



   IANA assigned an OID to the IANA-GMPLS-TC-MIB module specified in
   this document as { mib-2 152 }.



   IANA-GMPLS-TC-MIB DEFINITIONS ::= BEGIN



IMPORTS
    MODULE‑IDENTITY, mib‑2              FROM SNMPv2‑SMI  ‑‑ RFC 2578
    TEXTUAL‑CONVENTION                  FROM SNMPv2‑TC;  ‑‑ RFC 2579

ianaGmpls MODULE‑IDENTITY
    LAST‑UPDATED
               "200702270000Z" ‑‑ 27 February 2007 00:00:00 GMT
    ORGANIZATION
               "IANA"
    CONTACT‑INFO
               "Internet Assigned Numbers Authority
                Postal: 4676 Admiralty Way, Suite 330
                        Marina del Rey, CA 90292
                Tel:    +1 310 823 9358
                E‑Mail: iana@iana.org"
    DESCRIPTION
      "Copyright (C) The IETF Trust (2007).  The initial version
       of this MIB module was published in RFC 4802.  For full legal
       notices see the RFC itself.  Supplementary information
       may be available on:
       http://www.ietf.org/copyrights/ianamib.html"

       REVISION
        "200702270000Z" ‑‑ 27 February 2007 00:00:00 GMT
      DESCRIPTION
        "Initial version issued as part of RFC 4802."



       ::= { mib-2 152 }



IANAGmplsLSPEncodingTypeTC ::= TEXTUAL‑CONVENTION
    STATUS       current
    DESCRIPTION
         "This type is used to represent and control
          the LSP encoding type of an LSP signaled by a GMPLS
          signaling protocol.



             This textual convention is strongly tied to the LSP
             Encoding Types sub-registry of the GMPLS Signaling
             Parameters registry managed by IANA.  Values should be
             assigned by IANA in step with the LSP Encoding Types
             sub-registry and using the same registry management rules.
             However, the actual values used in this textual convention
             are solely within the purview of IANA and do not
             necessarily match the values in the LSP Encoding Types
             sub-registry.



          The definition of this textual convention with the
          addition of newly assigned values is published
          periodically by the IANA, in either the Assigned
          Numbers RFC, or some derivative of it specific to
          Internet Network Management number assignments.  (The
          latest arrangements can be obtained by contacting the
          IANA.)

          Requests for new values should be made to IANA via
          email (iana@iana.org)."
    REFERENCE
         "1. Generalized Multi‑Protocol Label Switching (GMPLS)
             Signaling Functional Description, RFC 3471, section
             3.1.1.
          2. Generalized MPLS Signalling Extensions for G.709 Optical
             Transport Networks Control, RFC 4328, section 3.1.1."
    SYNTAX  INTEGER {
               tunnelLspNotGmpls(0),        ‑‑ GMPLS is not in use
               tunnelLspPacket(1),          ‑‑ Packet
               tunnelLspEthernet(2),        ‑‑ Ethernet
               tunnelLspAnsiEtsiPdh(3),     ‑‑ PDH
               ‑‑ the value 4 is deprecated
               tunnelLspSdhSonet(5),        ‑‑ SDH or SONET
               ‑‑ the value 6 is deprecated
               tunnelLspDigitalWrapper(7),  ‑‑ Digital Wrapper
               tunnelLspLambda(8),          ‑‑ Lambda
               tunnelLspFiber(9),           ‑‑ Fiber
               ‑‑ the value 10 is deprecated
               tunnelLspFiberChannel(11),   ‑‑ Fiber Channel

               tunnelDigitalPath(12),       ‑‑ Digital Path
               tunnelOpticalChannel(13)     ‑‑ Optical Channel
             }

IANAGmplsSwitchingTypeTC ::= TEXTUAL‑CONVENTION
    STATUS       current
    DESCRIPTION
         "This type is used to represent and
          control the LSP switching type of an LSP signaled by a
          GMPLS signaling protocol.



             This textual convention is strongly tied to the Switching
             Types sub-registry of the GMPLS Signaling Parameters
             registry managed by IANA.  Values should be assigned by
             IANA in step with the Switching Types sub-registry and
             using the same registry management rules.  However, the
             actual values used in this textual convention are solely
             within the purview of IANA and do not necessarily match
             the values in the Switching Types sub-registry.



          The definition of this textual convention with the
          addition of newly assigned values is published
          periodically by the IANA, in either the Assigned
          Numbers RFC, or some derivative of it specific to
          Internet Network Management number assignments.  (The
          latest arrangements can be obtained by contacting the
          IANA.)

          Requests for new values should be made to IANA via
          email (iana@iana.org)."
    REFERENCE
         "1. Routing Extensions in Support of Generalized
             Multi‑Protocol Label Switching, RFC 4202, section 2.4.
          2. Generalized Multi‑Protocol Label Switching (GMPLS)
             Signaling Functional Description, RFC 3471, section
             3.1.1."
    SYNTAX  INTEGER {
               unknown(0),   ‑‑ none of the following, or not known
               psc1(1),      ‑‑ Packet‑Switch‑Capable 1
               psc2(2),      ‑‑ Packet‑Switch‑Capable 2
               psc3(3),      ‑‑ Packet‑Switch‑Capable 3
               psc4(4),      ‑‑ Packet‑Switch‑Capable 4
               l2sc(51),     ‑‑ Layer‑2‑Switch‑Capable
               tdm(100),     ‑‑ Time‑Division‑Multiplex
               lsc(150),     ‑‑ Lambda‑Switch‑Capable
               fsc(200)      ‑‑ Fiber‑Switch‑Capable
             }

IANAGmplsGeneralizedPidTC ::= TEXTUAL‑CONVENTION
    STATUS       current
    DESCRIPTION
         "This data type is used to represent and control the LSP
          Generalized Protocol Identifier (G‑PID) of an LSP
          signaled by a GMPLS signaling protocol.



             This textual convention is strongly tied to the Generalized
             PIDs (G-PID) sub-registry of the GMPLS Signaling Parameters
             registry managed by IANA.  Values should be assigned by
             IANA in step with the Generalized PIDs (G-PID) sub-registry
             and using the same registry management rules.  However, the
             actual values used in this textual convention are solely
             within the purview of IANA and do not necessarily match the
             values in the Generalized PIDs (G-PID) sub-registry.



          The definition of this textual convention with the
          addition of newly assigned values is published
          periodically by the IANA, in either the Assigned
          Numbers RFC, or some derivative of it specific to
          Internet Network Management number assignments.  (The
          latest arrangements can be obtained by contacting the
          IANA.)

          Requests for new values should be made to IANA via
          email (iana@iana.org)."
     REFERENCE
         "1. Generalized Multi‑Protocol Label Switching (GMPLS)
             Signaling Functional Description, RFC 3471, section
             3.1.1.
          2. Generalized MPLS Signalling Extensions for G.709 Optical
             Transport Networks Control, RFC 4328, section 3.1.3."
     SYNTAX  INTEGER {
               unknown(0),      ‑‑ unknown or none of the following
               ‑‑ the values 1, 2, 3 and 4 are reserved in RFC 3471
               asynchE4(5),
               asynchDS3T3(6),
               asynchE3(7),
               bitsynchE3(8),
               bytesynchE3(9),
               asynchDS2T2(10),
               bitsynchDS2T2(11),
               reservedByRFC3471first(12),
               asynchE1(13),
               bytesynchE1(14),
               bytesynch31ByDS0(15),
               asynchDS1T1(16),
               bitsynchDS1T1(17),

               bytesynchDS1T1(18),
               vc1vc12(19),
               reservedByRFC3471second(20),
               reservedByRFC3471third(21),
               ds1SFAsynch(22),
               ds1ESFAsynch(23),
               ds3M23Asynch(24),
               ds3CBitParityAsynch(25),
               vtLovc(26),
               stsSpeHovc(27),
               posNoScramble16BitCrc(28),
               posNoScramble32BitCrc(29),
               posScramble16BitCrc(30),
               posScramble32BitCrc(31),
               atm(32),
               ethernet(33),
               sdhSonet(34),
               digitalwrapper(36),
               lambda(37),
               ansiEtsiPdh(38),
               lapsSdh(40),
               fddi(41),
               dqdb(42),
               fiberChannel3(43),
               hdlc(44),
               ethernetV2DixOnly(45),
               ethernet802dot3Only(46),
               g709ODUj(47),
               g709OTUk(48),
               g709CBRorCBRa(49),
               g709CBRb(50),
               g709BSOT(51),
               g709BSNT(52),
               gfpIPorPPP(53),
               gfpEthernetMAC(54),
               gfpEthernetPHY(55),
               g709ESCON(56),
               g709FICON(57),
               g709FiberChannel(58)
             }

IANAGmplsAdminStatusInformationTC ::= TEXTUAL‑CONVENTION
     STATUS current
     DESCRIPTION
         "This data type determines the setting of the
          Admin Status flags in the Admin Status object or TLV, as
          described in RFC 3471.  Setting this object to a non‑zero
          value will result in the inclusion of the Admin Status



             object or TLV on signaling messages.



          This textual convention is strongly tied to the
          Administrative Status Information Flags sub‑registry of
          the GMPLS Signaling Parameters registry managed by IANA.
          Values should be assigned by IANA in step with the
          Administrative Status Flags sub‑registry and using the
          same registry management rules.  However, the actual
          values used in this textual convention are solely
          within the purview of IANA and do not necessarily match
          the values in the Administrative Status Information
          Flags sub‑registry.

          The definition of this textual convention with the
          addition of newly assigned values is published
          periodically by the IANA, in either the Assigned
          Numbers RFC, or some derivative of it specific to
          Internet Network Management number assignments.  (The
          latest arrangements can be obtained by contacting the
          IANA.)

          Requests for new values should be made to IANA via
          email (iana@iana.org)."
     REFERENCE
         "1. Generalized Multi‑Protocol Label Switching (GMPLS)
             Signaling Functional Description, RFC 3471, section 8.
          2. Generalized MPLS Signaling ‑ RSVP‑TE Extensions,
             RFC 3473, section 7.
          3. GMPLS ‑ Communication of Alarm Information,
             RFC 4783, section 3.2.1."
     SYNTAX BITS {
               reflect(0), ‑‑ Reflect bit (RFC 3471)
               reserved1(1), ‑‑ reserved
               reserved2(2), ‑‑ reserved
               reserved3(3), ‑‑ reserved
               reserved4(4), ‑‑ reserved
               reserved5(5), ‑‑ reserved
               reserved6(6), ‑‑ reserved
               reserved7(7), ‑‑ reserved
               reserved8(8), ‑‑ reserved
               reserved9(9), ‑‑ reserved
               reserved10(10), ‑‑ reserved
               reserved11(11), ‑‑ reserved
               reserved12(12), ‑‑ reserved
               reserved13(13), ‑‑ reserved
               reserved14(14), ‑‑ reserved
               reserved15(15), ‑‑ reserved
               reserved16(16), ‑‑ reserved

               reserved17(17), ‑‑ reserved
               reserved18(18), ‑‑ reserved
               reserved19(19), ‑‑ reserved
               reserved20(20), ‑‑ reserved
               reserved21(21), ‑‑ reserved
               reserved22(22), ‑‑ reserved
               reserved23(23), ‑‑ reserved
               reserved24(24), ‑‑ reserved
               reserved25(25), ‑‑ reserved
               reserved26(26), ‑‑ reserved
               reserved27(27), ‑‑ Inhibit Alarm bit (RFC 4783)
               reserved28(28), ‑‑ reserved
               testing(29), ‑‑ Testing bit (RFC 3473)
               administrativelyDown(30), ‑‑ Admin down (RFC 3473)
               deleteInProgress(31) ‑‑ Delete bit (RFC 3473)
             }
END
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1. Introduction

   This memo defines a portion of the Management Information Base (MIB)
   for use with network management protocols in the Internet community.
   In particular, it describes managed objects for modeling a
   Generalized Multiprotocol Label Switching (GMPLS) [RFC3945] Label
   Switching Router (LSR).



   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in BCP 14, RFC 2119
   [RFC2119].




1.1. Migration Strategy

   MPLS LSRs may be modeled and managed using the MPLS-LSR-STD-MIB
   module [RFC3813].



   LSRs may be migrated to be modeled and managed using the MIB modules
   in this document in order to migrate the LSRs to GMPLS support, or to
   take advantage of additional MIB objects defined in these MIB modules
   that are applicable to MPLS-TE.



   The GMPLS LSR MIB module (GMPLS-LSR-STD-MIB), defined in this
   document, extends the MPLS-LSR-STD-MIB module [RFC3813] through a
   series of sparse augmentations of the MIB tables.  The only additions
   are for support of GMPLS or to support the increased complexity of
   MPLS and GMPLS systems.



   In order to migrate from MPLS-LSR-STD-MIB support to GMPLS-LSR-STD-
   MIB support, an implementation needs only to add support for the
   additional tables and objects defined in GMPLS-LSR-STD-MIB.  The
   gmplsInterfaceSignalingCaps object allows an implementation to use
   the objects and tables of GMPLS-LSR-STD-MIB without supporting the
   GMPLS protocols.



   The GMPLS Label MIB module (GMPLS-LABEL-STD-MIB), also defined in
   this document, allows labels to be configured and examined, and it
   supports more varieties of labels as appropriate for GMPLS.  Labels
   may be referenced using a row pointer from objects within the GMPLS-
   LSR-STD-MIB module.  MPLS implementations (MPLS-LSR-STD-MIB) may also
   reference labels held in the GMPLS-LABEL-STD-MIB module through the
   various label pointer objects in the MPLS-LSR-STD-MIB module (such as
   mplsInSegmentLabelPtr), and may do so without implementing the
   GMPLS-LSR-STD-MIB module.



   The companion document modeling and managing GMPLS-based traffic
   engineering [RFC4802] extends the MPLS-TE-STD-MIB module [RFC3812]
   with the same intentions.



   Textual conventions are defined in [RFC4801], which extends the set
   of textual conventions originally defined in [RFC3811].




2. Terminology

   This document uses terminology from the document describing the MPLS
   architecture [RFC3031] and the GMPLS architecture [RFC3945].



   A Label Switched Path (LSP) is modeled as a connection consisting of
   one or more incoming segments (in-segments) and/or one or more
   outgoing segments (out-segments) at an LSR.  The association or
   interconnection of the in-segments and out-segments is accomplished
   by using a cross-connect.  We use the terminology "connection" and
   "LSP" interchangeably where the meaning is clear from the context.



in‑segment     This is analogous to a GMPLS Label on an interface.

out‑segment    This is analogous to a GMPLS Label on an interface.

cross‑connect  This describes the conceptual connection between a set
               of in‑segments and out‑segments.  Note that either set
               may be empty; for example, a cross‑connect may connect
               only out‑segments together with no in‑segments in the
               case where an LSP originates on an LSR.



   The terms 'ingress' and 'head-end' (or 'head') are used in this
   document to indicate the signaling source of an LSP.  This is
   sometimes also referred to as the 'sender'.



   The terms 'egress' and 'tail-end' (or 'tail') are used in this
   document to indicate the signaling destination of an LSP.



   The term 'upstream' is used in this document to refer to the part of
   an LSP that is closer to the ingress than the current point of
   reference.



   The term 'downstream' is used in this document to refer to the part
   of an LSP that is closer to the egress than the current point of
   reference.



   The term 'forward' is used in this document to indicate the direction
   of data flow from the ingress toward the egress.



   The term 'reverse' is used in this document to indicate the direction
   of data flow from the egress toward the ingress.




3. The Internet-Standard Management Framework

   For a detailed overview of the documents that describe the current
   Internet-Standard Management Framework, please refer to section 7 of
   RFC 3410 [RFC3410].



   Managed objects are accessed via a virtual information store, termed
   the Management Information Base or MIB.  MIB objects are generally
   accessed through the Simple Network Management Protocol (SNMP).
   Objects in the MIB are defined using the mechanisms defined in the
   Structure of Management Information (SMI).  This memo specifies a MIB
   module that is compliant to the SMIv2, which is described in STD 58,
   RFC 2578 [RFC2578], STD 58, RFC 2579 [RFC2579] and STD 58, RFC 2580
   [RFC2580].




4. Outline


4.1. MIB Modules

   There are two MIB modules defined in this document.



   The GMPLS-LSR-STD-MIB module contains tables that sparse augment
   tables defined in the MPLS-LSR-STD-MIB module [RFC3813].  This MIB
   module is used in conjunction with the MPLS-LSR-STD-MIB module
   [RFC3813] in systems that support GMPLS.



   The GMPLS-LABEL-STD-MIB module contains objects for managing GMPLS
   Labels when they cannot be represented using the textual conventions
   of the MPLS-TC-STD-MIB module [RFC3811], or when more detailed access
   to the sub-fields of the labels is required.




4.1.1. Summary of the GMPLS-LSR-STD-MIB Module

   The MIB tables in the GMPLS-LSR-STD-MIB module are as follows:



   -  The interface configuration table (gmplsInterfaceTable) sparse
      augments the mplsInterfaceTable [RFC3813] to enable the GMPLS
      protocol on MPLS-capable interfaces.



   -  The in-segment (gmplsInSegmentTable) and out-segment
      (gmplsOutSegmentTable) tables sparse augment mplsInSegmentTable
      and mplsOutSegmentTable [RFC3813] to enable configuration of
      GMPLS-specific parameters for LSP segments at an LSR.



   These tables are described in the subsequent sections.




4.1.2. Summary of the GMPLS-LABEL-STD-MIB Module

   There is one MIB table in the GMPLS-LABEL-STD-MIB module as follows:



   -  The gmplsLabelTable allows Generalized Labels to be defined and
      managed in a central location.  Generalized Labels can be of
      variable length and have distinct bit-by-bit interpretations
      depending upon how they are defined for the specific technology in
      which they are used.  For example, labels used for MPLS packet
      switching are different in length and content from labels used in
      Time Division Multiplexer (TDM) timeslot switching.




4.2. Configuring Statically Provisioned LSPs

   Configuring statically provisioned GMPLS LSPs through an LSR involves
   the following steps:



   -  Configuring an interface using the MPLS-LSR-STD-MIB module
      [RFC3813].



   -  Enabling GMPLS on GMPLS-capable interfaces using the GMPLS-LSR-
      STD-MIB module in this document.



   -  Configuring in-segments and out-segments using the MPLS-LSR-STD-
      MIB module [RFC3813].



   -  Configuring GMPLS extensions to the in-segments and out-segments
      using the GMPLS-LSR-STD-MIB module in this document.



   -  Setting up the cross-connect table in the MPLS-LSR-STD-MIB module
      [RFC3813] to associate segments and/or to indicate connection
      origination and termination.



   -  Optionally setting up labels in the label table in the GMPLS-
      LABEL-STD-MIB module in this document if the textual convention
      MplsLabel [RFC3811] is not capable of holding the required label
      (for example, if the label requires more than 32 bits to encode
      it), or if the operator wishes to disambiguate GMPLS Label types.



   -  Optionally specifying label stack actions in the MPLS-LSR-STD-MIB
      module [RFC3813].



   -  Optionally specifying segment traffic parameters in the MPLS-LSR-
      STD-MIB module [RFC3813].




5. Bidirectional LSPs

   The GMPLS-LSR-STD-MIB module supports bidirectional LSPs as required
   for GMPLS.  A single value of mplsXCIndex is shared by all of the
   segments for the entire bidirectional LSP.  This facilitates a simple
   reference from [RFC3812] and [RFC4802] and makes fate-sharing more
   obvious.



   It is, however, important that the direction of segments is
   understood to avoid connecting all in-segments to all out-segments.
   This is achieved by an object in each segment that indicates the
   direction of the segment with respect to data flow.



   A segment that is marked as 'forward' carries data from the 'head' of
   the LSP to the 'tail'.  A segment marked as 'reverse' carries data in
   the reverse direction.



   Where an LSP is signaled using a conventional signaling protocol, the
   'head' of the LSP is the source of the signaling (also known as the
   ingress) and the 'tail' is the destination (also known as the
   egress).  For manually configured LSPs, an arbitrary decision must be
   made about which segments are 'forward' and which 'reverse'.  For
   consistency, this decision should be made across all LSRs that
   participate in the LSP by assigning 'head' and 'tail' ends to the
   LSP.




6. Example of LSP Setup

   In this section, we provide a brief example of using the MIB objects
   described in sections 7 and 8 to set up an LSP.  While this example
   is not meant to illustrate every nuance of the MIB modules, it is
   intended as an aid to understanding some of the key concepts.  It is
   meant to be read after going through the MIB modules themselves.  A
   prerequisite is an understanding of the MPLS-LSR-STD-MIB module
   [RFC3813].



   Suppose that one would like to manually create a best-effort,
   bidirectional LSP.  Assume that, in the forward direction, the LSP
   enters the LSR via MPLS interface A with ifIndex 12 and exits the LSR
   via MPLS interface B with ifIndex 13.  For the reverse direction, we
   assume that the LSP enters via interface B and leaves via interface A
   (i.e., the forward and reverse directions use the same bidirectional
   interfaces).  Let us also assume that we do not wish to have a label
   stack beneath the top label on the outgoing labeled packets.  The
   following example illustrates which rows and corresponding objects
   might be created to accomplish this.



   We must first create rows in the gmplsLabelTable corresponding to the
   labels required for each of the forward- and reverse-direction in-
   and out-segments.  For the purpose of this example, the forward and
   reverse labels on each interface will be the same, hence we need to
   create just two rows in the gmplsLabelTable - one for each interface.



In gmplsLabelTable:
{
  gmplsLabelInterface           = 12,
  gmplsLabelIndex               = 1,
  gmplsLabelSubindex            = 0,
  gmplsLabelType                = gmplsFreeformLabel(3),
  gmplsLabelFreeform            = 0x123456789ABCDEF0
  gmplsLabelRowStatus           = createAndGo(4)
}

In gmplsLabelTable:
{
  gmplsLabelInterface           = 13,
  gmplsLabelIndex               = 1,
  gmplsLabelSubindex            = 0,
  gmplsLabelType                = gmplsFreeformLabel(3),
  gmplsLabelFreeform            = 0xFEDCBA9876543210
  gmplsLabelRowStatus           = createAndGo(4)
}



   We must next create the appropriate in-segment and out-segment
   entries.  These are done in [RFC3813] using the mplsInSegmentTable
   and mplsOutSegmentTable.  Note that we use a row pointer to the two
   rows in the gmplsLabelTable rather than specify the labels explicitly
   in the in- and out-segment tables.  Also note that the row status for
   each row is set to createAndWait(5) to allow corresponding entries in
   the gmplsInSegmentTable and gmplsOutSegmentTable to be created.



   For the forward direction.



In mplsInSegmentTable:
{
   mplsInSegmentIndex           = 0x00000015
   mplsInSegmentLabel           = 0, ‑‑ incoming label in label table
   mplsInSegmentNPop            = 1,
   mplsInSegmentInterface       = 12, ‑‑ incoming interface

   ‑‑ RowPointer MUST point to the first accessible column.
   mplsInSegmentTrafficParamPtr    = 0.0,
   mplsInSegmentLabelPtr           = gmplsLabelTable(12,1,0)
   mplsInSegmentRowStatus          = createAndWait(5)
}

In mplsOutSegmentTable:
{
   mplsOutSegmentIndex          = 0x00000012,
   mplsOutSegmentInterface      = 13, ‑‑ outgoing interface
   mplsOutSegmentPushTopLabel   = true(1),
   mplsOutSegmentTopLabel       = 0, ‑‑ outgoing label in label table

   ‑‑ RowPointer MUST point to the first accessible column.
   mplsOutSegmentTrafficParamPtr   = 0.0,
   mplsOutSegmentLabelPtr          = gmplsLabelTable(13,1,0)
   mplsOutSegmentRowStatus         = createAndWait(5)
}



   For the reverse direction.



In mplsInSegmentTable:
{
   mplsInSegmentIndex           = 0x00000016
   mplsInSegmentLabel           = 0, ‑‑ incoming label in label table
   mplsInSegmentNPop            = 1,
   mplsInSegmentInterface       = 13, ‑‑ incoming interface

   ‑‑ RowPointer MUST point to the first accessible column.
   mplsInSegmentTrafficParamPtr    = 0.0,
   mplsInSegmentLabelPtr           = gmplsLabelTable(13,1,0)

   mplsInSegmentRowStatus          = createAndWait(5)
}

In mplsOutSegmentTable:
{
   mplsOutSegmentIndex          = 0x00000013,
   mplsOutSegmentInterface      = 12, ‑‑ outgoing interface
   mplsOutSegmentPushTopLabel   = true(1),
   mplsOutSegmentTopLabel       = 0, ‑‑ outgoing label in label table

   ‑‑ RowPointer MUST point to the first accessible column.
   mplsOutSegmentTrafficParamPtr   = 0.0,
   mplsOutSegmentLabelPtr          = gmplsLabelTable(12,1,0)
   mplsOutSegmentRowStatus         = createAndWait(5)
}



   These table entries are extended by entries in the
   gmplsInSegmentTable and gmplsOutSegmentTable.  Note that the nature
   of the 'extends' relationship is a sparse augmentation so that the
   entry in the gmplsInSegmentTable has the same index values as the
   entry in the mplsInSegmentTable.  Similarly, the entry in the
   gmplsOutSegmentTable has the same index values as the entry in the
   mplsOutSegmentTable.



   First for the forward direction:



In gmplsInSegmentTable(0x00000015)
{
  gmplsInSegmentDirection          = forward(1)
}

In gmplsOutSegmentTable(0x00000012)
{
  gmplsOutSegmentDirection         = forward(1)
}



   Next for the reverse direction:



In gmplsInSegmentTable(0x00000016)
{
  gmplsInSegmentDirection          = reverse(2)
}

In gmplsOutSegmentTable(0x00000013)
{
  gmplsOutSegmentDirection         = reverse(2)
}



   Next, two cross-connect entries are created in the mplsXCTable of the
   MPLS-LSR-STD-MIB [RFC3813], thereby associating the newly created
   segments together.



In mplsXCTable:
{
   mplsXCIndex                = 0x01,
   mplsXCInSegmentIndex       = 0x00000015,
   mplsXCOutSegmentIndex      = 0x00000012,
   mplsXCLspId                = 0x0102 ‑‑ unique ID
   mplsXCLabelStackIndex      = 0x00, ‑‑ only a single outgoing label
   mplsXCRowStatus            = createAndGo(4)
}

In mplsXCTable:
{
   mplsXCIndex                = 0x02,
   mplsXCInSegmentIndex       = 0x00000016,
   mplsXCOutSegmentIndex      = 0x00000013,
   mplsXCLspId                = 0x0102 ‑‑ unique ID
   mplsXCLabelStackIndex      = 0x00, ‑‑ only a single outgoing label
   mplsXCRowStatus            = createAndGo(4)
}



   Finally, the in-segments and out-segments are activated.



In mplsInSegmentTable(0x00000015):
{
   mplsInSegmentRowStatus          = active(1)
}
In mplsInSegmentTable(0x00000016):
{
   mplsInSegmentRowStatus          = active(1)
}

In mplsOutSegmentTable(0x00000012):
{
   mplsOutSegmentRowStatus         = active(1)
}

In mplsOutSegmentTable(0x00000013):
{
   mplsOutSegmentRowStatus         = active(1)
}




7. GMPLS Label Switching Router MIB Definitions

   This MIB module makes reference to the following documents:
   [RFC2578], [RFC2579], [RFC2580], [RFC2863], [RFC3209], [RFC3443],
   [RFC3468], [RFC3472], [RFC3473], [RFC3811], [RFC3813], and [RFC4801].



GMPLS-LSR-STD-MIB DEFINITIONS ::= BEGIN



IMPORTS
  MODULE‑IDENTITY, OBJECT‑TYPE, Unsigned32, zeroDotZero
    FROM SNMPv2‑SMI                                   ‑‑ RFC 2578
  MODULE‑COMPLIANCE, OBJECT‑GROUP
    FROM SNMPv2‑CONF                                  ‑‑ RFC 2580
  RowPointer
    FROM SNMPv2‑TC                                    ‑‑ RFC 2579
  GmplsSegmentDirectionTC
    FROM GMPLS‑TC‑STD‑MIB                             ‑‑ RFC 4801
  mplsInterfaceIndex, mplsInSegmentIndex, mplsOutSegmentIndex,
  mplsInterfaceGroup, mplsInSegmentGroup, mplsOutSegmentGroup,
  mplsXCGroup, mplsPerfGroup, mplsLsrNotificationGroup
    FROM MPLS‑LSR‑STD‑MIB                             ‑‑ RFC 3813
  ifGeneralInformationGroup, ifCounterDiscontinuityGroup
    FROM IF‑MIB                                       ‑‑ RFC 2863
  mplsStdMIB
    FROM MPLS‑TC‑STD‑MIB                              ‑‑ RFC 3811
;

gmplsLsrStdMIB MODULE‑IDENTITY
  LAST‑UPDATED
    "200702270000Z" ‑‑ 27 February 2007 00:00:00 GMT
  ORGANIZATION
    "IETF Common Control And Measurement Plane (CCAMP) Working Group"
  CONTACT‑INFO
    "       Thomas D. Nadeau
            Cisco Systems, Inc.
     Email: tnadeau@cisco.com
            Adrian Farrel
            Old Dog Consulting

     Email: adrian@olddog.co.uk
     Comments about this document should be emailed directly to the
     CCAMP working group mailing list at ccamp@ops.ietf.org."

  DESCRIPTION
    "Copyright (C) The IETF Trust (2007).  This version of
     this MIB module is part of RFC 4803; see the RFC itself for
     full legal notices.

     This MIB module contains managed object definitions for the
     Generalized Multiprotocol (GMPLS) Label Switching Router as
     defined in Generalized Multi‑Protocol Label Switching (GMPLS)
     Architecture, Mannie et al., RFC 3945, October 2004."
  REVISION
    "200702270000Z" ‑‑ 27 February 2007 00:00:00 GMT
  DESCRIPTION
    "Initial version issued as part of RFC 4803."
  ::= { mplsStdMIB 15 }

‑‑ no notifications are currently defined.
gmplsLsrObjects       OBJECT IDENTIFIER ::= { gmplsLsrStdMIB 1 }
gmplsLsrConformance   OBJECT IDENTIFIER ::= { gmplsLsrStdMIB 2 }

gmplsInterfaceTable OBJECT‑TYPE
  SYNTAX        SEQUENCE OF GmplsInterfaceEntry
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "This table specifies per‑interface GMPLS capability and
     associated information.  It extends the information in the
     mplsInterfaceTable of MPLS‑LSR‑STD‑MIB through a
     sparse augmentation relationship."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Label Switching
        Router (LSR) Management Information Base (MIB), RFC 3813."
  ::= { gmplsLsrObjects 1 }

gmplsInterfaceEntry OBJECT‑TYPE
  SYNTAX        GmplsInterfaceEntry
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "A conceptual row in this table is created automatically by an
     LSR for each interface that is both capable of supporting
     GMPLS and configured to support GMPLS.  Note that
     support of GMPLS is not limited to control plane signaling,
     but may include data‑plane‑only function configured through
     SNMP SET commands performed on this MIB module.

     A conceptual row in this table may also be created via SNMP
     SET commands or automatically by the LSR to supplement a
     conceptual row in the mplsInterfaceTable where the interface
     is not capable of GMPLS but where the other objects carried
     in this row provide useful additional information for an
     MPLS interface.



     A conceptual row in this table will exist if and only if a
     corresponding entry in the mplsInterfaceTable exists, and a
     corresponding entry in the ifTable exists with ifType = mpls(166).
     If the associated entry in the ifTable is operationally disabled
     (thus removing the GMPLS capabilities on the interface) or the
     entry in the mplsInterfaceTable is deleted, the corresponding entry
     in this table MUST be deleted shortly thereafter.



     The indexes are the same as for the mplsInterfaceTable.  Thus, the
     entry with index 0 represents the per‑platform label space and
     contains parameters that apply to all interfaces that
     participate in the per‑platform label space."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Label Switching
        Router (LSR) Management Information Base (MIB), RFC 3813."
  INDEX { mplsInterfaceIndex }
::= { gmplsInterfaceTable 1 }

GmplsInterfaceEntry ::= SEQUENCE {
  gmplsInterfaceSignalingCaps      BITS,
  gmplsInterfaceRsvpHelloPeriod    Unsigned32
}

gmplsInterfaceSignalingCaps OBJECT‑TYPE
  SYNTAX  BITS {
    unknown(0),
    rsvpGmpls(1),
    crldpGmpls(2), ‑‑ note the use of CR‑LDP is deprecated
    otherGmpls(3)
  }
  MAX‑ACCESS   read‑create
  STATUS       current
  DESCRIPTION
    "Defines the signaling capabilities on this interface.  Multiple
     bits may legitimately be set at once, but if 'unknown' is set
     then no other bit may be set.  Setting no bits implies that GMPLS
     signaling cannot be performed on this interface and all LSPs
     must be manually provisioned or that this table entry is only
     present to supplement an entry in the mplsInterfaceTable by
     providing the information carried in other objects in this row."
  REFERENCE

    "1. Generalized MPLS Signaling ‑ CR‑LDP Extensions, RFC 3472.
     2. The Multiprotocol Label Switching (MPLS) Working Group
        decision on MPLS signaling protocols, RFC 3468.
     3. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473."
  DEFVAL { { rsvpGmpls } }
::= { gmplsInterfaceEntry 1 }

gmplsInterfaceRsvpHelloPeriod OBJECT‑TYPE
  SYNTAX       Unsigned32
  UNITS        "milliseconds"
  MAX‑ACCESS   read‑create
  STATUS       current
  DESCRIPTION
    "Period, in milliseconds, between sending Resource Reservation
     Protocol (RSVP) Hello messages on this interface.  A value of 0
     indicates that no Hello messages should be sent on this
     interface.

     This object is only valid if gmplsInterfaceSignalingCaps has no
     bits set or includes the rsvpGmpls bit."
  REFERENCE
    "1. RSVP‑TE: Extensions to RSVP for LSP Tunnels, RFC 3209,
        section 5.
     2. Generalized MPLS Signaling ‑ RSVP‑TE Extensions, RFC 3473,
        section 9.3."
  DEFVAL { 3000 }
::= { gmplsInterfaceEntry 2 }

gmplsInSegmentTable  OBJECT‑TYPE
  SYNTAX        SEQUENCE OF GmplsInSegmentEntry
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "This table sparse augments the mplsInSegmentTable of
     MPLS‑LSR‑STD‑MIB to provide GMPLS‑specific information about
     incoming segments to an LSR."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Label Switching
        Router (LSR) Management Information Base (MIB), RFC 3813."
::= { gmplsLsrObjects 2 }

gmplsInSegmentEntry  OBJECT‑TYPE
  SYNTAX        GmplsInSegmentEntry
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "An entry in this table extends the representation of an incoming
     segment represented by an entry in the mplsInSegmentTable in



     MPLS-LSR-STD-MIB through a sparse augmentation.  An entry can be
     created by a network administrator via SNMP SET commands, or in
     response to signaling protocol events.



     Note that the storage type for this entry is given by the value
     of mplsInSegmentStorageType in the corresponding entry of the
     mplsInSegmentTable."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Label Switching
        Router (LSR) Management Information Base (MIB), RFC 3813."
  INDEX { mplsInSegmentIndex }
::= { gmplsInSegmentTable 1 }

GmplsInSegmentEntry ::= SEQUENCE {
  gmplsInSegmentDirection        GmplsSegmentDirectionTC,
  gmplsInSegmentExtraParamsPtr   RowPointer
}

gmplsInSegmentDirection OBJECT‑TYPE
  SYNTAX        GmplsSegmentDirectionTC
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "This object indicates the direction of data flow on this
     segment.  This object cannot be modified if
     mplsInSegmentRowStatus for the corresponding entry in the
     mplsInSegmentTable is active(1)."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Label Switching
        Router (LSR) Management Information Base (MIB), RFC 3813."
  DEFVAL        { forward }
::= { gmplsInSegmentEntry 1 }

gmplsInSegmentExtraParamsPtr  OBJECT‑TYPE
  SYNTAX       RowPointer
  MAX‑ACCESS   read‑create
  STATUS       current
  DESCRIPTION
    "Some tunnels will run over transports that can usefully support
     technology‑specific additional parameters (for example,
     Synchronous Optical Network (SONET) resource usage).  Such can be
     supplied from an external table and referenced from here.  A value
     of zeroDotZero in this attribute indicates that there is no such
     additional information."
  DEFVAL      { zeroDotZero }
  ::= { gmplsInSegmentEntry 2 }

gmplsOutSegmentTable  OBJECT‑TYPE

  SYNTAX        SEQUENCE OF GmplsOutSegmentEntry
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "This table sparse augments the mplsOutSegmentTable of
     MPLS‑LSR‑STD‑MIB to provide GMPLS‑specific information about
     outgoing segments from an LSR."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Label Switching
        Router (LSR) Management Information Base (MIB), RFC 3813."
::= { gmplsLsrObjects 3 }

gmplsOutSegmentEntry  OBJECT‑TYPE
  SYNTAX        GmplsOutSegmentEntry
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "An entry in this table extends the representation of an outgoing
     segment represented by an entry in the mplsOutSegmentTable of
     MPLS‑LSR‑STD‑MIB through a sparse augmentation.  An entry can be
     created by a network administrator via SNMP SET commands, or in
     response to signaling protocol events.

     Note that the storage type for this entry is given by the value
     of mplsOutSegmentStorageType in the corresponding entry of the
     mplsOutSegmentTable."
  REFERENCE
    "1. Multiprotocol Label Switching (MPLS) Label Switching
        Router (LSR) Management Information Base (MIB), RFC 3813."
  INDEX  { mplsOutSegmentIndex }
::= { gmplsOutSegmentTable 1 }

GmplsOutSegmentEntry ::= SEQUENCE {
  gmplsOutSegmentDirection       GmplsSegmentDirectionTC,
  gmplsOutSegmentTTLDecrement    Unsigned32,
  gmplsOutSegmentExtraParamsPtr  RowPointer
}

gmplsOutSegmentDirection OBJECT‑TYPE
  SYNTAX        GmplsSegmentDirectionTC
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "This object indicates the direction of data flow on this
     segment.  This object cannot be modified if
     mplsOutSegmentRowStatus for the corresponding entry in the
     mplsOutSegmentTable is active(1)."
  REFERENCE

    "1. Multiprotocol Label Switching (MPLS) Label Switching
        Router (LSR) Management Information Base (MIB), RFC 3813."
  DEFVAL  { forward }
::= { gmplsOutSegmentEntry 1 }

gmplsOutSegmentTTLDecrement OBJECT‑TYPE
  SYNTAX        Unsigned32
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "This object indicates the amount by which to decrement the Time
     to Live (TTL) of any payload packets forwarded on this segment if
     per‑hop decrementing is being done.

     A value of zero indicates that no decrement should be made or
     that per‑hop decrementing is not in use.

     See the gmplsTunnelTTLDecrement object in the gmplsTunnelTable
     of GMPLS‑TE‑STD‑MIB for a value by which to decrement the TTL
     for the whole of a tunnel.

     This object cannot be modified if mplsOutSegmentRowStatus for
     the associated entry in the mplsOutSegmentTable is active(1)."
  REFERENCE
    "1. Time To Live (TTL) Processing in Multi‑Protocol Label
        Switching (MPLS) Networks, RFC 3443.
     2. Generalized Multiprotocol Label Switching (GMPLS) Traffic
        Engineering Management Information Base, RFC 4802."
  DEFVAL  { 0 }
::= { gmplsOutSegmentEntry 2 }

gmplsOutSegmentExtraParamsPtr  OBJECT‑TYPE
  SYNTAX       RowPointer
  MAX‑ACCESS   read‑create
  STATUS       current
  DESCRIPTION
    "Some tunnels will run over transports that can usefully support
     technology‑specific additional parameters (for example, SONET
     resource usage).  Such can be supplied from an external table and
     referenced from here.

     A value of zeroDotZero in this attribute indicates that there is
     no such additional information."
  DEFVAL      { zeroDotZero }
  ::= { gmplsOutSegmentEntry 3 }

gmplsLsrGroups
  OBJECT IDENTIFIER ::= { gmplsLsrConformance 1 }

gmplsLsrCompliances
  OBJECT IDENTIFIER ::= { gmplsLsrConformance 2 }



-- Compliance requirement for fully compliant implementations.



gmplsLsrModuleFullCompliance MODULE‑COMPLIANCE
  STATUS current
  DESCRIPTION
    "Compliance statement for agents that provide full support for
     GMPLS‑LSR‑STD‑MIB.

     The mandatory group has to be implemented by all LSRs that
     originate, terminate, or act as transit for TE‑LSPs/tunnels.
     In addition, depending on the type of tunnels supported, other
     groups become mandatory as explained below."



  MODULE IF-MIB -- The Interfaces Group MIB, RFC 2863.



MANDATORY‑GROUPS {
  ifGeneralInformationGroup,
  ifCounterDiscontinuityGroup
}



  MODULE MPLS-LSR-STD-MIB -- The MPLS-LSR-STD-MIB, RFC3813



MANDATORY‑GROUPS {
  mplsInterfaceGroup,
  mplsInSegmentGroup,
  mplsOutSegmentGroup,
  mplsXCGroup,
  mplsPerfGroup,
  mplsLsrNotificationGroup
}



  MODULE -- this module



MANDATORY‑GROUPS    {
  gmplsInterfaceGroup,
  gmplsInSegmentGroup,
  gmplsOutSegmentGroup
}

OBJECT      gmplsInSegmentDirection
SYNTAX      GmplsSegmentDirectionTC
MIN‑ACCESS  read‑only
DESCRIPTION
  "The only valid value for unidirectional LSPs is forward(1)."

OBJECT      gmplsOutSegmentDirection
SYNTAX      GmplsSegmentDirectionTC
MIN‑ACCESS  read‑only
DESCRIPTION
  "The only valid value for unidirectional LSPs is forward(1)."

OBJECT      gmplsOutSegmentTTLDecrement
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsInSegmentExtraParamsPtr
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."
OBJECT      gmplsOutSegmentExtraParamsPtr
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."



::= { gmplsLsrCompliances 1 }



‑‑ Compliance requirement for implementations that provide read‑only
‑‑ access.

gmplsLsrModuleReadOnlyCompliance MODULE‑COMPLIANCE
  STATUS current
  DESCRIPTION
    "Compliance requirement for implementations that only provide
     read‑only support for GMPLS‑LSR‑STD‑MIB.  Such devices can then
     be monitored but cannot be configured using this MIB module."



  MODULE IF-MIB -- The interfaces Group MIB, RFC 2863



MANDATORY‑GROUPS {
  ifGeneralInformationGroup,
  ifCounterDiscontinuityGroup
}



  MODULE MPLS-LSR-STD-MIB



MANDATORY‑GROUPS {
  mplsInterfaceGroup,
  mplsInSegmentGroup,
  mplsOutSegmentGroup,
  mplsXCGroup,
  mplsPerfGroup
}



  MODULE -- this module



MANDATORY‑GROUPS {
  gmplsInterfaceGroup,
  gmplsInSegmentGroup,
  gmplsOutSegmentGroup
}

OBJECT      gmplsInterfaceSignalingCaps
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsInterfaceRsvpHelloPeriod
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsInSegmentDirection
SYNTAX      GmplsSegmentDirectionTC
MIN‑ACCESS  read‑only
DESCRIPTION
  "The only valid value for unidirectional LSPs is forward(1)."

OBJECT      gmplsInSegmentExtraParamsPtr
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsOutSegmentDirection
MIN‑ACCESS  read‑only
DESCRIPTION
  "The only valid value for unidirectional LSPs is forward(1)."

OBJECT      gmplsOutSegmentTTLDecrement
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."
OBJECT      gmplsOutSegmentExtraParamsPtr
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."



::= { gmplsLsrCompliances 2 }



gmplsInterfaceGroup OBJECT‑GROUP
  OBJECTS {
    gmplsInterfaceSignalingCaps,

    gmplsInterfaceRsvpHelloPeriod
  }
  STATUS  current
  DESCRIPTION
   "Collection of objects that provide additional
    information for an MPLS interface and are needed
    for GMPLS interface configuration and performance
    information."
::= { gmplsLsrGroups 1 }

gmplsInSegmentGroup  OBJECT‑GROUP
  OBJECTS {
    gmplsInSegmentDirection,
    gmplsInSegmentExtraParamsPtr
  }
  STATUS  current
  DESCRIPTION
    "Collection of objects that provide additional
     information for an MPLS in‑segment and are needed
     for GMPLS in‑segment configuration and performance
     information."
::= { gmplsLsrGroups 2 }

gmplsOutSegmentGroup  OBJECT‑GROUP
  OBJECTS {
    gmplsOutSegmentDirection,
    gmplsOutSegmentTTLDecrement,
    gmplsOutSegmentExtraParamsPtr
  }
  STATUS  current
  DESCRIPTION
    "Collection of objects that provide additional
     information for an MPLS out‑segment and are needed
     for GMPLS out‑segment configuration and performance
     information."
::= { gmplsLsrGroups 3 }
END




8. GMPLS Label MIB Definitions

   This MIB module makes reference to the following documents:
   [RFC2578], [RFC2579], [RFC2580], [RFC2863], [RFC3032], [RFC3289],
   [RFC3471], [RFC3811], and [RFC4801].



GMPLS-LABEL-STD-MIB DEFINITIONS ::= BEGIN



IMPORTS
  MODULE‑IDENTITY, OBJECT‑TYPE, Unsigned32, Integer32
    FROM SNMPv2‑SMI                                   ‑‑ RFC 2578
  MODULE‑COMPLIANCE, OBJECT‑GROUP
    FROM SNMPv2‑CONF                                  ‑‑ RFC 2580
  RowStatus, StorageType
    FROM SNMPv2‑TC                                    ‑‑ RFC 2579
  InterfaceIndexOrZero
    FROM IF‑MIB                                       ‑‑ RFC 2863
  IndexIntegerNextFree
    FROM DIFFSERV‑MIB                                 ‑‑ RFC 3289
  MplsLabel, mplsStdMIB
    FROM MPLS‑TC‑STD‑MIB                              ‑‑ RFC 3811
  GmplsLabelTypeTC, GmplsFreeformLabelTC
    FROM GMPLS‑TC‑STD‑MIB                             ‑‑ RFC 4801
;

gmplsLabelStdMIB MODULE‑IDENTITY
  LAST‑UPDATED
    "200702270000Z" ‑‑ 27 February 2007 00:00:00 GMT
  ORGANIZATION
    "IETF Common Control and Measurement Plane (CCAMP) Working Group"
  CONTACT‑INFO
    "       Thomas D. Nadeau
            Cisco Systems, Inc.
     Email: tnadeau@cisco.com

            Adrian Farrel
            Old Dog Consulting
     Email: adrian@olddog.co.uk



     Comments about this document should be emailed directly to the
     CCAMP working group mailing list at ccamp@ops.ietf.org."



DESCRIPTION
  "Copyright (C) The IETF Trust (2007).  This version of
   this MIB module is part of RFC 4803; see the RFC itself for
   full legal notices.

   This MIB module contains managed object definitions for labels
   within GMPLS systems as defined in
   Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
   Functional Description, Berger, L. (Editor), RFC 3471,
   January 2003."
REVISION
  "200702270000Z" ‑‑ 27 February 2007 00:00:00 GMT
DESCRIPTION
  "Initial version issued as part of RFC 4803."
::= { mplsStdMIB 16 }



-- no notifications are currently defined.



gmplsLabelObjects        OBJECT IDENTIFIER ::= { gmplsLabelStdMIB 1 }
gmplsLabelConformance    OBJECT IDENTIFIER ::= { gmplsLabelStdMIB 2 }

gmplsLabelIndexNext OBJECT‑TYPE
  SYNTAX        IndexIntegerNextFree
  MAX‑ACCESS    read‑only
  STATUS        current
  DESCRIPTION
      "This object contains an unused value for gmplsLabelIndex,
       or a zero to indicate that no unused value exists or is
       available.

       A management application wishing to create a row in the
       gmplsLabelTable may read this object and then attempt to
       create a row in the table.  If row creation fails (because
       another application has already created a row with the
       supplied index), the management application should read this
       object again to get a new index value.

       When a row is created in the gmplsLabelTable with the
       gmplsLabelIndex value held by this object, an implementation
       MUST change the value in this object."
  ::= { gmplsLabelObjects 1 }

gmplsLabelTable OBJECT‑TYPE
  SYNTAX        SEQUENCE OF GmplsLabelEntry
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "Table of GMPLS Labels.  This table allows the representation
     of the more complex label forms required for GMPLS that cannot
     be held within the TEXTUAL‑CONVENTION MplsLabel; that is, labels
     that cannot be encoded within 32 bits.  It is, nevertheless, also
     capable of holding 32‑bit labels or regular MPLS Labels if
     desired.

     Each entry in this table represents an individual GMPLS Label
     value.  The representation of Labels in tables in other MIB
     modules may be achieved by a referrence to an entry in this
     table by means of a row pointer into this table.  The indexing
     of this table provides for arbitrary indexing and also for
     concatenation of labels.

     For an example of label concatenation, see RFC 3945, section 7.1.
     In essence, a GMPLS Label may be composite in order to identify
     a set of resources in the data plane.  Practical examples are
     timeslots and wavelength sets (which are not contiguous like
     wavebands).

     The indexing mechanism allows multiple entries in this table to
     be seen as a sequence of labels that should be concatenated.
     Ordering is potentially very sensitive for concatenation."
   REFERENCE
     "1. Generalized Multiprotocol Label Switching (GMPLS)
         Architecture, RFC 3945, section 7.1."
::= { gmplsLabelObjects 2 }

gmplsLabelEntry OBJECT‑TYPE
  SYNTAX        GmplsLabelEntry
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "An entry in this table represents a single label value.  There
     are three indexes into the table.

     ‑  The interface index may be helpful to distinguish which
        labels are in use on which interfaces or to handle cases
        where there are a very large number of labels in use in the
        system.  When label representation is desired to apply to the
        whole system or when it is not important to distinguish
        labels by their interfaces, this index MAY be set to zero.



     -  The label index provides a way of identifying the label.



     -  The label sub-index is only used for concatenated labels.  It
        identifies each component label.  When non-concatenated labels
        are used, this index SHOULD be set to zero.



     A storage type object is supplied to control the storage type
     for each entry, but implementations should note that the storage
     type of conceptual rows in other tables that include row
     pointers to an entry in this table SHOULD dictate the storage
     type of the rows in this table where the row in the other table
     is more persistent."

  INDEX {
    gmplsLabelInterface,
    gmplsLabelIndex,
    gmplsLabelSubindex }
::= { gmplsLabelTable 1 }

GmplsLabelEntry ::= SEQUENCE {
  gmplsLabelInterface           InterfaceIndexOrZero,
  gmplsLabelIndex               Unsigned32,
  gmplsLabelSubindex            Unsigned32,
  gmplsLabelType                GmplsLabelTypeTC,
  gmplsLabelMplsLabel           MplsLabel,
  gmplsLabelPortWavelength      Unsigned32,
  gmplsLabelFreeform            GmplsFreeformLabelTC,
  gmplsLabelSonetSdhSignalIndex Integer32,
  gmplsLabelSdhVc               Integer32,
  gmplsLabelSdhVcBranch         Integer32,
  gmplsLabelSonetSdhBranch      Integer32,
  gmplsLabelSonetSdhGroupBranch Integer32,
  gmplsLabelWavebandId          Unsigned32,
  gmplsLabelWavebandStart       Unsigned32,
  gmplsLabelWavebandEnd         Unsigned32,
  gmplsLabelStorageType         StorageType,
  gmplsLabelRowStatus           RowStatus
}

gmplsLabelInterface OBJECT‑TYPE
  SYNTAX        InterfaceIndexOrZero
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "The interface on which this label is used.  If this object is set
     to zero, the label MUST have applicability across the
     whole system and not be limited to a single interface."
::= { gmplsLabelEntry 1 }

gmplsLabelIndex OBJECT‑TYPE
  SYNTAX        Unsigned32 (0..4294967295)
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "An arbitrary index into the table to identify a label.

     Note that implementations that are representing 32‑bit labels
     within this table MAY choose to align this index with the value
     of the label, and this may result in the use of the value zero
     since it represents a valid label value.  Such implementation
     should be aware of the implications of sparsely populated



     tables.



     A management application may read the gmplsLabelIndexNext
     object to find a suitable value for this object."
::= { gmplsLabelEntry 2 }

gmplsLabelSubindex OBJECT‑TYPE
  SYNTAX        Unsigned32 (0..4294967295)
  MAX‑ACCESS    not‑accessible
  STATUS        current
  DESCRIPTION
    "In conjunction with gmplsLabelInterface and gmplsLabelIndex,
     this object uniquely identifies this row.  This sub‑index allows
     a single GMPLS Label to be defined as a concatenation of labels.
     This is particularly useful in TDM.

     The ordering of sub‑labels is strict with the sub‑label with
     the lowest gmplsLabelSubindex appearing first.  Note that all
     sub‑labels of a single GMPLS Label must share the same
     gmplsLabelInterface and gmplsLabelIndex values.  For labels that
     are not composed of concatenated sub‑labels, this value SHOULD
     be set to zero."
::= { gmplsLabelEntry 3 }

gmplsLabelType OBJECT‑TYPE
  SYNTAX        GmplsLabelTypeTC
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "Identifies the type of this label.  Note that this object does
     not determine whether MPLS or GMPLS signaling is in use: a value
     of gmplsMplsLabel(1) denotes that an MPLS Packet Label is
     present in the gmplsLabelMplsLabel object and encoded using the
     MplsLabel TEXTUAL‑CONVENTION (may be a 20‑bit MPLS Label, a 10‑
     or 23‑bit Frame Relay Label, or an Asynchronous Transfer Mode
     (ATM) Label), but does not describe whether this is signaled
     using MPLS or GMPLS.

     The value of this object helps determine which of the following
     objects are valid.  This object cannot be modified if
     gmplsLabelRowStatus is active(1)."
   REFERENCE
     "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
         Functional Description, RFC 3471, section 3."
::= { gmplsLabelEntry 4 }

gmplsLabelMplsLabel OBJECT‑TYPE
  SYNTAX         MplsLabel

  MAX‑ACCESS     read‑create
  STATUS         current
  DESCRIPTION
    "The value of an MPLS Label (that is a Packet Label) if this
     table is used to store it.  This may be used in MPLS systems even
     though the label values can be adequately stored in the MPLS MIB
     modules (MPLS‑LSR‑STD‑MIB and MPLS‑TE‑STD‑MIB).  Furthermore, in
     mixed MPLS and GMPLS systems, it may be advantageous to store all
     labels in a single label table.  Lastly, in GMPLS systems where
     Packet Labels are used (that is in systems that use GMPLS
     signaling and GMPLS Labels for packet switching), it may be
     desirable to use this table.

     This object is only valid if gmplsLabelType is set
     to gmplsMplsLabel(1).  This object cannot be modified if
     gmplsLabelRowStatus is active(1)."
  REFERENCE
    "1. MPLS Label Stack Encoding, RFC 3032."
  DEFVAL { 0 }
::= { gmplsLabelEntry 5 }

gmplsLabelPortWavelength OBJECT‑TYPE
  SYNTAX        Unsigned32
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The value of a Port or Wavelength Label when carried as a
     Generalized Label.  Only valid if gmplsLabelType is set to
     gmplsPortWavelengthLabel(2).  This object cannot be modified if
     gmplsLabelRowStatus is active(1)."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 3.2.1.1."
  DEFVAL { 0 }
::= { gmplsLabelEntry 6 }

gmplsLabelFreeform OBJECT‑TYPE
  SYNTAX        GmplsFreeformLabelTC
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The value of a Freeform Generalized Label that does not conform
     to one of the standardized label encodings or that an
     implementation chooses to represent as an octet string without
     further decoding.  Only valid if gmplsLabelType is set to
     gmplsFreeformLabel(3).  This object cannot be modified
     if gmplsLabelRowStatus is active(1)."
  REFERENCE

    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 3.2."
  DEFVAL { '00'h }
::= { gmplsLabelEntry 7 }

gmplsLabelSonetSdhSignalIndex OBJECT‑TYPE
  SYNTAX        Integer32 (0..4095)
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The Signal Index value (S) of a SONET or SDH Generalized Label.
     Zero indicates that this field is non‑significant.  Only valid if
     gmplsLabelType is set to gmplsSonetLabel(4) or gmplsSdhLabel(5).
     This object cannot be modified if gmplsLabelRowStatus is
     active(1)."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Extensions
        for Synchronous Optical Network (SONET) and Synchronous
        Digital Hierarchy (SDH) Control, RFC 4606, section 3."
  DEFVAL { 0 }
::= { gmplsLabelEntry 8 }

gmplsLabelSdhVc OBJECT‑TYPE
  SYNTAX        Integer32 (0..15)
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The VC Indicator (U) of an SDH Generalized Label.  Zero indicates
     that this field is non‑significant.  Only valid if gmplsLabelType
     is set to gmplsSdhLabel(5).  This object cannot be modified if
     gmplsLabelRowStatus is active(1)."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Extensions
        for Synchronous Optical Network (SONET) and Synchronous
        Digital Hierarchy (SDH) Control, RFC 4606, section 3."
  DEFVAL { 0 }
::= { gmplsLabelEntry 9 }

gmplsLabelSdhVcBranch OBJECT‑TYPE
  SYNTAX        Integer32 (0..15)
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The VC Branch Indicator (K) of an SDH Generalized Label.  Zero
     indicates that this field is non‑significant.  Only valid if
     gmplsLabelType is set to gmplsSdhLabel(5).  This
     object cannot be modified if gmplsLabelRowStatus is active(1)."
  REFERENCE

    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Extensions
        for Synchronous Optical Network (SONET) and Synchronous
        Digital Hierarchy (SDH) Control, RFC 4606, section 3."
  DEFVAL { 0 }
::= { gmplsLabelEntry 10 }

gmplsLabelSonetSdhBranch OBJECT‑TYPE
  SYNTAX        Integer32 (0..15)
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The Branch Indicator (L) of a SONET or SDH Generalized Label.
     Zero indicates that this field is non‑significant.  Only valid
     gmplsLabelType is set to gmplsSonetLabel(4) or
     gmplsSdhLabel(5).  This object cannot be modified if
     gmplsLabelRowStatus is active(1)."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Extensions
        for Synchronous Optical Network (SONET) and Synchronous
        Digital Hierarchy (SDH) Control, RFC 4606, section 3."
  DEFVAL { 0 }
::= { gmplsLabelEntry 11 }

gmplsLabelSonetSdhGroupBranch OBJECT‑TYPE
  SYNTAX        Integer32 (0..15)
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The Group Branch Indicator (M) of a SONET or SDH Generalized
     Label.  Zero indicates that this field is non‑significant.
     Only valid if gmplsLabelType is set to gmplsSonetLabel(4) or
     gmplsSdhLabel(5).  This object cannot be modified if
     gmplsLabelRowStatus is active(1)."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Extensions
        for Synchronous Optical Network (SONET) and Synchronous
        Digital Hierarchy (SDH) Control, RFC 4606, section 3."
  DEFVAL { 0 }
::= { gmplsLabelEntry 12 }

gmplsLabelWavebandId OBJECT‑TYPE
  SYNTAX        Unsigned32
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The waveband identifier component of a Waveband Label.  Only
     valid if gmplsLabelType is set to gmplsWavebandLabel(6).  This
     object cannot be modified if gmplsLabelRowStatus is active(1)."

  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 3.3."
  DEFVAL { 0 }
::= { gmplsLabelEntry 13 }

gmplsLabelWavebandStart OBJECT‑TYPE
  SYNTAX        Unsigned32
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The starting label component of a Waveband Label.  Only valid if
     gmplsLabelType is set to gmplsWavebandLabel(6).  This object
     cannot be modified if gmplsLabelRowStatus is active(1)."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 3.3."
  DEFVAL { 0 }
::= { gmplsLabelEntry 14 }

gmplsLabelWavebandEnd OBJECT‑TYPE
  SYNTAX        Unsigned32
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "The end label component of a Waveband Label.  Only valid if
     gmplsLabelType is set to gmplsWavebandLabel(6).  This object
     cannot be modified if gmplsLabelRowStatus is active(1)."
  REFERENCE
    "1. Generalized Multi‑Protocol Label Switching (GMPLS) Signaling
        Functional Description, RFC 3471, section 3.3."
  DEFVAL { 0 }
::= { gmplsLabelEntry 15 }

gmplsLabelStorageType OBJECT‑TYPE
  SYNTAX        StorageType
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "This variable indicates the storage type for this row.  The
     agent MUST ensure that this object's value remains consistent
     with the storage type of any rows in other tables that contain
     pointers to this row.  In particular, the storage type of this
     row must be at least as permanent as that of any row that points
     to it.
     Conceptual rows having the value 'permanent' need not
     allow write‑access to any columnar objects in the row."
  REFERENCE

    "1. Textual Conventions for SMIv2, STD 58, RFC 2579, section 2."
  DEFVAL { volatile }
::= { gmplsLabelEntry 16 }

gmplsLabelRowStatus OBJECT‑TYPE
  SYNTAX        RowStatus
  MAX‑ACCESS    read‑create
  STATUS        current
  DESCRIPTION
    "This variable is used to create, modify, and/or delete a row in
     this table.  When a row in this table has a row in the active(1)
     state, no objects in this row can be modified except the
     gmplsLabelRowStatus and gmplsLabelStorageType.

     The gmplsLabelType object does not have a default and must be
     set before a row can become active.  The corresponding label
     objects (dependent on the value of gmplsLabelType) should also
     be set unless they happen to need to use the specified default
     values as follows:

     gmplsLabelType setting             objects to be set
     ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
     gmplsMplsLabel(1)                  gmplsLabelMplsLabel

     gmplsPortWavelengthLabel(2)        gmplsLabelPortWavelength

     gmplsFreeformLabel(3)              gmplsLabelFreeform

     gmplsSonetLabel(4)                 gmplsLabelSonetSdhSignalIndex
                                        gmplsLabelSdhVc
                                        gmplsLabelSdhVcBranch
                                        gmplsLabelSonetSdhBranch
                                        gmplsLabelSonetSdhGroupBranch

     gmplsSdhLabel(5)                   gmplsLabelSonetSdhSignalIndex
                                        gmplsLabelSdhVc
                                        gmplsLabelSdhVcBranch
                                        gmplsLabelSonetSdhBranch
                                        gmplsLabelSonetSdhGroupBranch

     gmplsWavebandLabel(6)              gmplsLabelWavebandId
                                        gmplsLabelWavebandStart
                                        gmplsLabelWavebandEnd"
::= { gmplsLabelEntry 17 }

gmplsLabelGroups
  OBJECT IDENTIFIER ::= { gmplsLabelConformance 1 }

gmplsLabelCompliances
  OBJECT IDENTIFIER ::= { gmplsLabelConformance 2 }

gmplsLabelModuleReadOnlyCompliance MODULE‑COMPLIANCE
  STATUS current
  DESCRIPTION
    "Compliance requirement for implementations that only provide
     read‑only support for GMPLS‑LABEL‑STD‑MIB.  Such devices can then
     be monitored but cannot be configured using this MIB module."



  MODULE -- this module



‑‑ The mandatory groups have to be implemented by LSRs claiming
‑‑ support for this MIB module.  This MIB module is, however, not
‑‑ mandatory for a working implementation of a GMPLS LSR with full
‑‑ MIB support if the GMPLS Labels in use can be represented within
‑‑ a 32‑bit quantity.

MANDATORY‑GROUPS {
  gmplsLabelTableGroup
}

GROUP gmplsLabelPacketGroup
DESCRIPTION
  "This group extends gmplsLabelTableGroup for implementations that
   support Packet Labels.  It is optional for implementations that
   do not support Packet Labels."

GROUP gmplsLabelPortWavelengthGroup
DESCRIPTION
  "This group extends gmplsLabelTableGroup for implementations that
   support Port and Wavelength Labels.  It is optional for
   implementations that do not support Wavelength Labels."

GROUP gmplsLabelFreeformGroup
DESCRIPTION
  "This group extends gmplsLabelTableGroup for implementations that
   support Freeform Labels.  It is optional for implementations that
   do not support Freeform Labels."

GROUP gmplsLabelSonetSdhGroup
DESCRIPTION
  "This group extends gmplsLabelTableGroup for implementations that
   support SONET or SDH Labels.  It is optional for implementations
   that do not support SONET or SDH Labels."

GROUP gmplsLabelWavebandGroup
DESCRIPTION

  "This group extends gmplsLabelTableGroup for implementations that
   support Waveband Labels.  It is optional for implementations that
   do not support Waveband Labels."
OBJECT      gmplsLabelType
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelMplsLabel
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelPortWavelength
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelFreeform
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelSonetSdhSignalIndex
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelSdhVc
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelSdhVcBranch
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelSonetSdhBranch
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelSonetSdhGroupBranch
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelWavebandId
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."
OBJECT      gmplsLabelWavebandStart
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelWavebandEnd
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT      gmplsLabelStorageType
MIN‑ACCESS  read‑only
DESCRIPTION
  "Write access is not required."

OBJECT       gmplsLabelRowStatus
SYNTAX       RowStatus { active(1) }
MIN‑ACCESS   read‑only
DESCRIPTION
  "Write access is not required, and active(1) is
   the only status that needs to be supported."



::= { gmplsLabelCompliances 1 }



gmplsLabelModuleFullCompliance MODULE‑COMPLIANCE
  STATUS current
  DESCRIPTION
    "Compliance statement for agents that support the complete
     GMPLS‑LABEL‑STD‑MIB module.

     The mandatory groups have to be implemented by GMPLS LSRs
     claiming support for this MIB module.  This MIB module is,
     however, not mandatory for a working implementation of a GMPLS
     LSR with full MIB support if the GMPLS Labels in use can be
     represented within a 32‑bit quantity."



  MODULE -- this module



MANDATORY‑GROUPS {
  gmplsLabelTableGroup
}



::= { gmplsLabelCompliances 2 }



gmplsLabelTableGroup OBJECT‑GROUP
  OBJECTS {
    gmplsLabelIndexNext,
    gmplsLabelType,
    gmplsLabelStorageType,
    gmplsLabelRowStatus
  }

  STATUS  current
  DESCRIPTION
    "Necessary, but not sufficient, set of objects to implement label
     table support.  In addition, depending on the type of labels
     supported, the following other groups defined below are
     mandatory:

       gmplsLabelWavebandGroup and/or
       gmplsLabelPacketGroup and/or
       gmplsLabelPortWavelengthGroup and/or
       gmplsLabelFreeformGroup and/or
       gmplsLabelSonetSdhGroup."
::= { gmplsLabelGroups 1 }

gmplsLabelPacketGroup OBJECT‑GROUP
  OBJECTS {
    gmplsLabelMplsLabel
  }
  STATUS  current
  DESCRIPTION
    "Object needed to implement Packet (MPLS) Labels."
::= { gmplsLabelGroups 2 }

gmplsLabelPortWavelengthGroup OBJECT‑GROUP
  OBJECTS {
    gmplsLabelPortWavelength
  }
  STATUS  current
  DESCRIPTION
    "Object needed to implement Port and Wavelength Labels."
::= { gmplsLabelGroups 3 }

gmplsLabelFreeformGroup OBJECT‑GROUP
  OBJECTS {
    gmplsLabelFreeform
  }
  STATUS  current
  DESCRIPTION
    "Object needed to implement Freeform Labels."
::= { gmplsLabelGroups 4 }

gmplsLabelSonetSdhGroup OBJECT‑GROUP
  OBJECTS {
    gmplsLabelSonetSdhSignalIndex,
    gmplsLabelSdhVc,
    gmplsLabelSdhVcBranch,
    gmplsLabelSonetSdhBranch,
    gmplsLabelSonetSdhGroupBranch
  }
  STATUS  current
  DESCRIPTION
    "Objects needed to implement SONET and SDH Labels."
::= { gmplsLabelGroups 5 }

gmplsLabelWavebandGroup OBJECT‑GROUP
  OBJECTS {
    gmplsLabelWavebandId,
    gmplsLabelWavebandStart,
    gmplsLabelWavebandEnd
  }
  STATUS  current
  DESCRIPTION
    "Objects needed to implement Waveband Labels."
::= { gmplsLabelGroups 6 }



END




9. Security Considerations

   It is clear that the MIB modules described in this document in
   association with MPLS-LSR-STD-MIB [RFC3813] are potentially useful
   for monitoring of GMPLS LSRs.  These MIB modules can also be used for
   configuration of certain objects, and anything that can be configured
   can be incorrectly configured, with potentially disastrous results.



   There are a number of management objects defined in these MIB modules
   with a MAX-ACCESS clause of read-write and/or read-create.  Such
   objects may be considered sensitive or vulnerable in some network
   environments.  The support for SET operations in a non-secure
   environment without proper protection can have a negative effect on
   network operations.  These are the tables and objects and their
   sensitivity/vulnerability:



   o  the gmplsInterfaceTable, gmplsInSegmentTable,
      gmplsOutSegmentTable, and gmplsLabelTable collectively contain
      objects to provision GMPLS interfaces, LSPs, and their associated
      parameters on a Label Switching Router (LSR).  Unauthorized write
      access to objects in these tables could result in disruption of



      traffic on the network.  This is especially true if an LSP has
      already been established.



   Some of the readable objects in these MIB modules (i.e., objects with
   a MAX-ACCESS other than not-accessible) may be considered sensitive
   or vulnerable in some network environments.  It is thus important to
   control even GET and/or NOTIFY access to these objects and possibly
   to even encrypt the values of these objects when sending them over
   the network via SNMP.  These are the tables and objects and their
   sensitivity/vulnerability:



   o  the gmplsInterfaceTable, gmplsInSegmentTable,
      gmplsOutSegmentTable, and gmplsLabelTable collectively show the
      LSP network topology and its capabilities.  If an administrator
      does not want to reveal this information, then these tables should
      be considered sensitive/vulnerable.



   SNMP versions prior to SNMPv3 did not include adequate security.
   Even if the network itself is secure (for example by using IPsec),
   even then, there is no control as to who on the secure network is
   allowed to access and GET/SET (read/change/create/delete) the objects
   in these MIB modules.



   It is RECOMMENDED that implementers consider the security features as
   provided by the SNMPv3 framework (see [RFC3410], section 8),
   including full support for the SNMPv3 cryptographic mechanisms (for
   authentication and privacy).



   Further, deployment of SNMP versions prior to SNMPv3 is NOT
   RECOMMENDED.  Instead, it is RECOMMENDED to deploy SNMPv3 and to
   enable cryptographic security.  It is then a customer/operator
   responsibility to ensure that the SNMP entity giving access to an
   instance of this MIB module, is properly configured to give access to
   the objects only to those principals (users) that have legitimate
   rights to indeed GET or SET (change/create/delete) them.
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11. IANA Considerations

   IANA has rooted MIB objects in the two MIB modules contained in this
   document under the mplsStdMIB subtree.



   IANA has made the following assignments in the "NETWORK MANAGEMENT
   PARAMETERS" registry located at http://www.iana.org/assignments/
   smi-numbers in table:



   ...mib-2.transmission.mplsStdMIB (1.3.6.1.2.1.10.166)



Decimal  Name                  References
‑‑‑‑‑‑‑  ‑‑‑‑‑                 ‑‑‑‑‑‑‑‑‑‑
15       GMPLS‑LSR‑STD‑MIB     [RFC4803]
16       GMPLS‑LABEL‑STD‑MIB   [RFC4803]



   In the future, GMPLS-related standards-track MIB modules should be
   rooted under the mplsStdMIB (sic) subtree.  IANA has been requested
   to manage that namespace in the SMI Numbers registry [RFC3811].  New
   assignments can only be made via a Standards Action as specified in
   [RFC2434].
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   This document describes protocol-specific procedures and extensions
   for Generalized Multi-Protocol Label Switching (GMPLS) Resource
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   support end-to-end Label Switched Path (LSP) recovery that denotes
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Table of Contents



	1. Introduction
	 2. Conventions Used in This Document


	 3. Relationship to Fast Reroute (FRR)


	 4. Definitions
	  4.1. LSP Identification


	  4.2. Recovery Attributes
	   4.2.1. LSP Status


	   4.2.2. LSP Recovery



	  4.3. LSP Association



	 5. 1+1 Unidirectional Protection
	  5.1. Identifiers



	 6. 1+1 Bidirectional Protection
	  6.1. Identifiers


	  6.2. End-to-End Switchover Request/Response



	 7. 1:1 Protection with Extra-Traffic
	  7.1. Identifiers


	  7.2. End-to-End Switchover Request/Response


	  7.3. 1:N (N > 1) Protection with Extra-Traffic



	 8. Rerouting without Extra-Traffic
	  8.1. Identifiers


	  8.2. Signaling Primary LSPs


	  8.3. Signaling Secondary LSPs



	 9. Shared-Mesh Restoration
	  9.1. Identifiers


	  9.2. Signaling Primary LSPs


	  9.3. Signaling Secondary LSPs



	 10. LSP Preemption


	 11. (Full) LSP Rerouting
	  11.1. Identifiers


	  11.2. Signaling Reroutable LSPs



	 12. Reversion


	 13. Recovery Commands


	 14. PROTECTION Object
	  14.1. Format


	  14.2. Processing



	 15. PRIMARY_PATH_ROUTE Object
	  15.1. Format


	  15.2. Subobjects


	  15.3. Applicability


	  15.4. Processing



	 16. ASSOCIATION Object
	  16.1. Format


	  16.2. Processing



	 17. Updated RSVP Message Formats


	 18. Security Considerations


	 19. IANA Considerations


	 20. Acknowledgments


	 21. References
	  21.1. Normative References


	  21.2. Informative References



	 22. Contributors







1. Introduction

   Generalized Multi-Protocol Label Switching (GMPLS) extends MPLS to
   include support for Layer-2 Switch Capable (L2SC), Time-Division
   Multiplex (TDM), Lambda Switch Capable (LSC), and Fiber Switch
   Capable (FSC) interfaces.  GMPLS recovery uses control plane
   mechanisms (i.e., signaling, routing, and link management mechanisms)
   to support data plane fault recovery.  Note that the analogous (data
   plane) fault detection mechanisms are required to be present in
   support of the control plane mechanisms.  In this document, the term
   "recovery" is generically used to denote both protection and
   restoration; the specific terms "protection" and "restoration" are
   only used when differentiation is required.  The subtle distinction
   between protection and restoration is made based on the resource
   allocation done during the recovery phase (see [RFC4427]).



   A functional description of GMPLS recovery is provided in [RFC4426]
   and should be considered as a companion document.  The present
   document describes the protocol-specific procedures for GMPLS RSVP-
   TE (Resource ReSerVation Protocol - Traffic Engineering) signaling
   (see [RFC3473]) to support end-to-end recovery.  End-to-end recovery
   refers to the recovery of an entire LSP from its head-end (ingress
   node endpoint) to its tail-end (egress node endpoint).  With end-to-
   end recovery, working LSPs are assumed to be resource-disjoint (where
   a resource is a link, node, or Shared Risk Link Group (SRLG)) in the
   network so that they do not share any failure probability, but this
   is not mandatory.  With respect to a given set of network resources,
   a pair of working/protecting LSPs SHOULD be resource disjoint in case
   of dedicated recovery type (see below).  On the other hand, in case
   of shared recovery (see below), a group of working LSPs SHOULD be
   mutually resource-disjoint in order to allow for a (single and
   commonly) shared protecting LSP, itself resource-disjoint from each
   of the working LSPs.  Note that resource disjointness is a necessary
   (but not sufficient) condition to ensure LSP recoverability.



   The present document addresses four types of end-to-end LSP recovery:
   1) 1+1 (unidirectional/bidirectional) protection, 2) 1:N (N >= 1) LSP
   protection with extra-traffic, 3) pre-planned LSP rerouting without
   extra-traffic (including shared mesh), and 4) full LSP rerouting.



   1) The simplest notion of end-to-end LSP protection is 1+1
      unidirectional protection.  Using this type of protection, a
      protecting LSP is signaled over a dedicated resource-disjoint
      alternate path to protect an associated working LSP.  Normal
      traffic is simultaneously sent on both LSPs and a selector is used
      at the egress node to receive traffic from one of the LSPs.  If a
      failure occurs along one of the LSPs, the egress node selects the
      traffic from the valid LSP.  No coordination is required between
      the end nodes when a failure/switchover occurs.



      In 1+1 bidirectional protection, a protecting LSP is signaled over
      a dedicated resource-disjoint alternate path to protect the
      working LSP.  Normal traffic is simultaneously sent on both LSPs
      (in both directions), and a selector is used at both
      ingress/egress nodes to receive traffic from the same LSP.  This
      requires coordination between the end-nodes when switching to the
      protecting LSP.



   2) In 1:N (N >= 1) protection with extra-traffic, the protecting LSP
      is a fully provisioned and resource-disjoint LSP from the N
      working LSPs, that allows for carrying extra-traffic.  The N
      working LSPs MAY be mutually resource-disjoint.  Coordination
      between end-nodes is required when switching from one of the
      working LSPs to the protecting LSP.  As the protecting LSP is
      fully provisioned, default operations during protection switching
      are specified for a protecting LSP carrying extra-traffic, but
      this is not mandatory.  Note that M:N protection is out of scope
      of this document (though mechanisms it defines may be extended to
      cover it).



   3) Pre-planned LSP rerouting (or restoration) relies on the
      establishment between the same pair of end-nodes of a working LSP
      and a protecting LSP that is link/node/SRLG disjoint from the
      working one.  Here, the recovery resources for the protecting LSP
      are pre-reserved but explicit action is required to activate
      (i.e., commit resource allocation at the data plane) a specific
      protecting LSP instantiated during the (pre-)provisioning phase.
      Since the protecting LSP is not "active" (i.e., fully
      instantiated), it cannot carry any extra-traffic.  This does not
      mean that the corresponding resources cannot be used by other
      LSPs.  Therefore, this mechanism protects against working LSP(s)
      failure(s) but requires activation of the protecting LSP after
      working LSP failure occurrence.  This requires restoration
      signaling along the protecting path.  "Shared-mesh" restoration
      can be seen as a particular case of pre-planned LSP rerouting that
      reduces the recovery resource requirements by allowing multiple
      protecting LSPs to share common link and node resources.  The
      recovery resources are pre-reserved but explicit action is
      required to activate (i.e., commit resource allocation at the data
      plane) a specific protecting LSP instantiated during the (pre-)
      provisioning phase.  This procedure requires restoration signaling
      along the protecting path.



      Note that in both cases, bandwidth pre-reserved for a protecting
      (but not activated) LSP can be made available for carrying extra
      traffic.  LSPs for extra-traffic (with lower holding priority than
      the protecting LSP) can then be established using the bandwidth
      pre-reserved for the protecting LSP.  Also, any lower priority LSP
      that use the pre-reserved resources for the protecting LSP(s) must
      be preempted during the activation of the protecting LSP.



   4) Full LSP rerouting (or restoration) switches normal traffic to an
      alternate LSP that is not even partially established until after
      the working LSP failure occurs.  The new alternate route is
      selected at the LSP head-end node, it may reuse resources of the
      failed LSP at intermediate nodes and may include additional
      intermediate nodes and/or links.



   Crankback signaling (see [CRANK]) and LSP segment recovery (see
   [RFC4873]) are further detailed in dedicated companion documents.




2. Conventions Used in This Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   In addition, the reader is assumed to be familiar with the
   terminology used in [RFC3945], [RFC3471], [RFC3473] and referenced as
   well as in [RFC4427] and [RFC4426].




3. Relationship to Fast Reroute (FRR)

   There is no impact to RSVP-TE Fast Reroute (FRR) [RFC4090] introduced
   by end-to-end GMPLS recovery i.e., it is possible to use either
   method defined in FRR with end-to-end GMPLS recovery.



   The objects used and/or newly introduced by end-to-end recovery will
   be ignored by [RFC4090] conformant implementations, and FRR can
   operate on a per LSP basis as defined in [RFC4090].




4. Definitions


4.1. LSP Identification

   This section reviews terms previously defined in [RFC2205],
   [RFC3209], and [RFC3473].  LSP tunnels are identified by a
   combination of the SESSION and SENDER_TEMPLATE objects (see also
   [RFC3209]).  The relevant fields are as follows:



   IPv4 (or IPv6) tunnel endpoint address



        IPv4 (or IPv6) address of the egress node for the tunnel.



   Tunnel ID



        A 16-bit identifier used in the SESSION that remains constant
        over the life of the tunnel.



   Extended Tunnel ID



        A 32-bit (or 16-byte) identifier used in the SESSION that
        remains constant over the life of the tunnel.  Normally set to
        all zeros.  Ingress nodes that wish to narrow the scope of a
        SESSION to the ingress-egress pair MAY place their IPv4 (or
        IPv6) address here as a globally unique identifier.



   IPv4 (or IPv6) tunnel sender address



        IPv4 (or IPv6) address for a sender node.



   LSP ID



        A 16-bit identifier used in the SENDER_TEMPLATE and FILTER_SPEC
        that can be changed to allow a sender to share resources with
        itself.



   The first three fields are carried in the SESSION object (Path and
   Resv message) and constitute the basic identification of the LSP
   tunnel.



   The last two fields are carried in the SENDER_TEMPLATE (Path message)
   and FILTER_SPEC objects (Resv message).  The LSP ID is used to
   differentiate LSPs that belong to the same LSP Tunnel (as identified
   by its Tunnel ID).




4.2. Recovery Attributes

   The recovery attributes include all the parameters that determine the
   status of an LSP within the recovery scheme to which it is
   associated.  These attributes are part of the PROTECTION object
   introduced in Section 14.




4.2.1. LSP Status

   The following bits are used in determining resource allocation and
   status of the LSP within the group of LSPs forming the protected
   entity:



   - S (Secondary) bit: enables distinction between primary and
     secondary LSPs.  A primary LSP is a fully established LSP for which
     the resource allocation has been committed at the data plane (i.e.,
     full cross-connection has been performed).  Both working and
     protecting LSPs can be primary LSPs.  A secondary LSP is an LSP
     that has been provisioned in the control plane only, and for which
     resource selection MAY have been done but for which the resource
     allocation has not been committed at the data plane (for instance,
     no cross-connection has been performed).  Therefore, a secondary
     LSP is not immediately available to carry any traffic (thus
     requiring additional signaling to be available).  A secondary LSP
     can only be a protecting LSP.  The (data plane) resources allocated
     for a secondary LSP MAY be used by other LSPs until the primary LSP
     fails over to the secondary LSP.



   - P (Protecting) bit: enables distinction between working and
     protecting LSPs.  A working LSP must be a primary LSP whilst a
     protecting LSP can be either a primary or a secondary LSP.  When
     protecting LSP(s) are associated with working LSP(s), one also
     refers to the latter as protected LSPs.



   Note: The combination "secondary working" is not valid (only
   protecting LSPs can be secondary LSPs).  Working LSPs are always
   primary LSPs (i.e., fully established) whilst primary LSPs can be
   either working or protecting LSPs.



   - O (Operational) bit: this bit is set when a protecting LSP is
     carrying the normal traffic after protection switching (i.e.,
     applies only in case of dedicated LSP protection or LSP protection
     with extra-traffic; see Section 4.2.2).



   In this document, the PROTECTION object uses as a basis the
   PROTECTION object defined in [RFC3471] and [RFC3473] and defines
   additional fields within it.  The fields defined in [RFC3471] and
   [RFC3473] are unchanged by this document.




4.2.2. LSP Recovery

   The following classification is used to distinguish the LSP
   Protection Type with which LSPs can be associated at end-nodes (a
   distinct value is associated with each Protection Type in the
   PROTECTION object; see Section 14):



   - Full LSP Rerouting: set if a primary working LSP is dynamically
     recoverable using (non pre-planned) head-end rerouting.



   - Pre-planned LSP Rerouting without Extra-traffic: set if a
     protecting LSP is a secondary LSP that allows sharing of the pre-
     reserved recovery resources between one or more than one
     <sender;receiver> pair.  When the secondary LSPs resources are not
     pre-reserved for a single <sender;receiver> pair, this type is
     referred to as "shared mesh" recovery.



   - LSP Protection with Extra-traffic: set if a protecting LSP is a
     dedicated primary LSP that allows for extra-traffic transport and
     thus precludes any sharing of the recovery resources between more
     than one <sender;receiver> pair.  This type includes 1:N LSP
     protection with extra-traffic.



   - Dedicated LSP Protection: set if a protecting LSP does not allow
     sharing of the recovery resources nor the transport of extra-
     traffic (implying in the present context, duplication of the signal
     over both working and protecting LSPs as in 1+1 dedicated
     protection).  Note also that this document makes a distinction
     between 1+1 unidirectional and bidirectional dedicated LSP
     protection.



   For LSP protection, in particular, when the data plane provides
   automated protection-switching capability (see for instance ITU-T
   [G.841] Recommendation), a Notification (N) bit is defined in the
   PROTECTION object.  It allows for distinction between protection
   switching signaling via the control plane or the data plane.



   Note: this document assumes that Protection Type values have end-to-
   end significance and that the same value is sent over the protected
   and the protecting path.  In this context, shared-mesh (for instance)
   appears from the end-nodes perspective as being simply an LSP
   rerouting without extra-traffic services.  The net result of this is
   that a single bit (the S bit alone) does not allow determining
   whether resource allocation should be performed with respect to the
   status of the LSP within the protected entity.  The introduction of
   the P bit solves this problem unambiguously.  These bits MUST be
   processed on a hop-by-hop basis (independently of the LSP Protection
   Type context).  This allows for an easier implementation of reversion
   signaling (see Section 12) but also facilitates the transparent
   delivery of protected services since any intermediate node is not
   required to know the semantics associated with the incoming LSP
   Protection Type value.




4.3. LSP Association

   The ASSOCIATION object, introduced in Section 16, is used to
   associate the working and protecting LSPs.



   When used for signaling the working LSP, the Association ID of the
   ASSOCIATION object (see Section 16) identifies the protecting LSP.
   When used for signaling the protecting LSP, this field identifies the
   LSP protected by the protecting LSP.




5. 1+1 Unidirectional Protection

   One of the simplest notions of end-to-end LSP protection is 1+1
   unidirectional protection.



   Consider the following network topology:



A‑‑‑B‑‑‑C‑‑‑D
 \         /
  E‑‑‑F‑‑‑G



   The paths [A,B,C,D] and [A,E,F,G,D] are node and link disjoint,
   ignoring the ingress/egress nodes A and D.  A 1+1 protected path is
   established from A to D over [A,B,C,D] and [A,E,F,G,D], and traffic
   is transmitted simultaneously over both component paths (i.e., LSPs).



   During the provisioning phase, both LSPs are fully instantiated (and
   thus activated) so that no resource sharing can be done along the
   protecting LSP (nor can any extra-traffic be transported).  It is
   also RECOMMENDED to set the N bit since no protection-switching
   signaling is assumed in this case.



   When a failure occurs (say, at node B) and is detected at end-node D,
   the receiver at D selects the normal traffic from the other LSP.
   From this perspective, 1+1 unidirectional protection can be seen as
   an uncoordinated protection-switching mechanism acting independently
   at both endpoints.  Also, for the LSP under failure condition, it is
   RECOMMENDED to not set the Path_State_Removed Flag of the ERROR_SPEC
   object (see [RFC3473]) upon PathErr message generation.



   Note: it is necessary that both paths are SRLG disjoint to ensure
   recoverability; otherwise, a single failure may impact both working
   and protecting LSPs.




5.1. Identifiers

   To simplify association operations, both LSPs belong to the same
   session.  Thus, the SESSION object MUST be the same for both LSPs.
   The LSP ID, however, MUST be different to distinguish between the two
   LSPs.



   A new PROTECTION object (see Section 14) is included in the Path
   message.  This object carries the desired end-to-end LSP Protection
   Type -- in this case, "1+1 Unidirectional".  This LSP Protection Type
   value is applicable to both uni- and bidirectional LSPs.



   To allow distinguishing the working LSP (from which the signal is
   taken) from the protecting LSP, the working LSP is signaled by
   setting in the PROTECTION object the S bit to 0, the P bit to 0, and
   in the ASSOCIATION object, the Association ID to the protecting
   LSP_ID.  The protecting LSP is signaled by setting in the PROTECTION
   object the S bit to 0, the P bit to 1, and in the ASSOCIATION object,
   the Association ID to the associated protected LSP_ID.



   After protection switching completes, and after reception of the
   PathErr message, to keep track of the LSP from which the signal is
   taken, the protecting LSP SHOULD be signaled with the O bit set.  The
   formerly working LSP MAY be signaled with the A bit set in the
   ADMIN_STATUS object (see [RFC3473]).  This process assumes the tail-
   end node has notified the head-end node that traffic selection
   switchover has occurred.




6. 1+1 Bidirectional Protection

   1+1 bidirectional protection is a scheme that provides end-to-end
   protection for bidirectional LSPs.



   Consider the following network topology:



A‑‑‑B‑‑‑C‑‑‑D
 \         /
  E‑‑‑F‑‑‑G



   The LSPs [A,B,C,D] and [A,E,F,G,D] are node and link disjoint,
   ignoring the ingress/egress nodes A and D.  A bidirectional LSP is
   established from A to D over each path, and traffic is transmitted
   simultaneously over both LSPs.  In this scheme, both endpoints must
   receive traffic over the same LSP.  Note also that both LSPs are
   fully instantiated (and thus activated) so that no resource sharing
   can be done along the protection path (nor can any extra-traffic be
   transported).



   When a failure is detected by one or both endpoints of the LSP, both
   endpoints must select traffic from the other LSP.  This action must
   be coordinated between node A and D.  From this perspective, 1+1
   bidirectional protection can be seen as a coordinated protection-
   switching mechanism between both endpoints.



   Note: it is necessary that both paths are SRLG disjoint to ensure
   recoverability; otherwise, a single failure may impact both working
   and protecting LSPs.




6.1. Identifiers

   To simplify association operations, both LSPs belong to the same
   session.  Thus, the SESSION object MUST be the same for both LSPs.
   The LSP ID, however, MUST be different to distinguish between the two
   LSPs.



   A new PROTECTION object (see Section 14) is included in the Path
   message.  This object carries the desired end-to-end LSP Protection
   Type -- in this case, "1+1 Bidirectional".  This LSP Protection Type
   value is only applicable to bidirectional LSPs.



   It is also desirable to allow distinguishing the working LSP (from
   which the signal is taken) from the protecting LSP.  This is achieved
   for the working LSP by setting in the PROTECTION object the S bit to
   0, the P bit to 0, and in the ASSOCIATION object, the Association ID
   to the protecting LSP_ID.  The protecting LSP is signaled by setting
   in the PROTECTION object the S bit to 0, the P bit to 1, and in the
   ASSOCIATION object the Association ID to the associated protected
   LSP_ID.




6.2. End-to-End Switchover Request/Response

   To coordinate the switchover between endpoints, an end-to-end
   switchover request/response exchange is needed since a failure
   affecting one of the LSPs results in both endpoints switching to the
   other LSP (resulting in receiving traffic from the other LSP) in
   their respective directions.



   The procedure is as follows:



      1. If an end-node (A or D) detects the failure of the working LSP
         (or a degradation of signal quality over the working LSP) or
         receives a Notify message including its SESSION object within
         the <upstream/downstream session list> (see [RFC3473]), and the
         new error code/sub-code "Notify Error/ LSP Locally Failed" in
         the (IF_ID)_ERROR_SPEC object, it MUST begin receiving on the
         protecting LSP.  Note that the <sender descriptor> or <flow
         descriptor> is also present in the Notify message that resolves
         any ambiguity and race condition since identifying (together
         with the SESSION object) the LSP under failure condition.



            Note: (IF_ID)_ERROR_SPEC indicates that either the
            ERROR_SPEC (C-Type 1/2) or the ERROR_SPEC (C-Type 3/4,
            defined in [RFC3473]) can be used.



         This node MUST reliably send a Notify message, including the
         MESSAGE_ID object, to the other end-node (D or A, respectively)
         with the new error code/sub-code "Notify Error/LSP Failure"
         (Switchover Request) indicating the failure of the working LSP.
         This Notify message MUST be sent with the ACK_Desired flag set
         in the MESSAGE_ID object to request the receiver to send an
         acknowledgment for the message (see [RFC2961]).



         This (switchover request) Notify message MAY indicate the
         identity of the failed link or any other relevant information
         using the IF_ID ERROR_SPEC object (see [RFC3473]).  In this
         case, the IF_ID ERROR_SPEC object replaces the ERROR_SPEC
         object in the Notify message; otherwise, the corresponding
         (data plane) information SHOULD be received in the
         PathErr/ResvErr message.



      2. Upon receipt of the (switchover request) Notify message, the
         end-node (D or A, respectively) MUST begin receiving from the
         protecting LSP.



         This node MUST reliably send a Notify message, including the
         MESSAGE_ID object, to the other end-node (A or D,
         respectively).  This (switchover response) Notify message MUST
         also include a MESSAGE_ID_ACK object to acknowledge reception
         of the (switchover request) Notify message.



         This (switchover response) Notify message MAY indicate the
         identity of the failed link or any other relevant information
         using the IF_ID ERROR_SPEC object (see [RFC3473]).



         Note: upon receipt of the (switchover response) Notify message,
         the end-node (A or D, respectively) MUST send an Ack message to
         the other end-node to acknowledge its reception.



   Since the intermediate nodes (B, C, E, F, and G) are assumed to be
   GMPLS RSVP-TE signaling capable, each node adjacent to the failure
   MAY generate a Notify message directed either to the LSP head-end
   (upstream direction), or the LSP tail-end (downstream direction), or
   even both.  Therefore, it is expected that these LSP terminating
   nodes (that MAY also detect the failure of the LSP from the data
   plane) provide either the right correlation mechanism to avoid
   repetition of the above procedure or just discard subsequent Notify
   messages corresponding to the same Session.  In addition, for the LSP
   under failure condition, it is RECOMMENDED to not set the Path_State_
   Removed Flag of the ERROR_SPEC object (see [RFC3473]) upon PathErr
   message generation.



   After protection switching completes (step 2), and after reception of
   the PathErr message, to keep track of the LSP from which the signal
   is taken, the protecting LSP SHOULD be signaled with the O bit set.
   The formerly working LSP MAY be signaled with the A bit set in the
   ADMIN_STATUS object (see [RFC3473]).



   Note: when the N bit is set, the end-to-end switchover request/
   response exchange described above only provides control plane
   coordination (no actions are triggered at the data plane level).




7. 1:1 Protection with Extra-Traffic

   The most common case of end-to-end 1:N protection is to establish,
   between the same endpoints, an end-to-end working LSP (thus, N = 1)
   and a dedicated end-to-end protecting LSP that are mutually link/
   node/SRLG disjoint.  This protects against working LSP failure(s).



   The protecting LSP is used for switchover when the working LSP fails.
   GMPLS RSVP-TE signaling allows for the pre-provisioning of protecting
   LSPs by indicating in the Path message (in the PROTECTION object; see
   Section 14) that the LSPs are of type protecting.  Here, working and
   protecting LSPs are signaled as primary LSPs; both are fully
   instantiated during the provisioning phase.



   Although the resources for the protecting LSP are pre-allocated,
   preemptable traffic may be carried end-to-end using this LSP.  Thus,
   the protecting LSP is capable of carrying extra-traffic with the
   caveat that this traffic will be preempted if the working LSP fails.



   The setup of the working LSP SHOULD indicate that the LSP head-end
   and tail-end node wish to receive Notify messages using the NOTIFY
   REQUEST object.  The node upstream to the failure (upstream in terms
   of the direction an Path message traverses) SHOULD send a Notify
   message to the LSP head-end node, and the node downstream to the
   failure SHOULD send an Notify message to the LSP tail-end node.  Upon
   receipt of the Notify messages, both the end-nodes MUST switch the
   (normal) traffic from the working LSP to the pre-configured
   protecting LSP (see Section 7.2).  Moreover, some coordination is
   required if extra-traffic is carried over the end-to-end protecting
   LSP.  Note that if the working and the protecting LSP are established
   between the same end-nodes, no further notification is required to
   indicate that the working LSPs are no longer protected.



   Consider the following topology:



A‑‑‑B‑‑‑C‑‑‑D
 \         /
  E‑‑‑F‑‑‑G



   The working LSP [A,B,C,D] could be protected by the protecting LSP
   [A,E,F,G,D].  Both LSPs are fully instantiated (resources are
   allocated for both working and protecting LSPs) and no resource
   sharing can be done along the protection path since the primary
   protecting LSP can carry extra-traffic.



   Note: it is necessary that both paths are SRLG disjoint to ensure
   recoverability; otherwise, a single failure may impact both working
   and protecting LSPs.




7.1. Identifiers

   To simplify association operations, both LSPs belong to the same
   session.  Thus, the SESSION object MUST be the same for both LSPs.
   The LSP ID, however, MUST be different to distinguish between the
   protected LSP carrying working traffic and the protecting LSP that
   can carry extra-traffic.



   A new PROTECTION object (see Section 14) is included in the Path
   message used to set up the two LSPs.  This object carries the desired
   end-to-end LSP Protection Type -- in this case, "1:N Protection with
   Extra-Traffic".  This LSP Protection Type value is applicable to both
   uni- and bidirectional LSPs.



   The working LSP is signaled by setting in the new PROTECTION object
   the S bit to 0, the P bit to 0, and in the ASSOCIATION object, the
   Association ID to the protecting LSP_ID.



   The protecting LSP is signaled by setting in the new PROTECTION
   object the S bit to 0, the P bit to 1, and in the ASSOCIATION object,
   the Association ID to the associated protected LSP_ID.




7.2. End-to-End Switchover Request/Response

   To coordinate the switchover between endpoints, an end-to-end
   switchover request/response is needed such that the affected LSP is
   moved to the protecting LSP.  Protection switching from the working
   to the protecting LSP (implying preemption of extra-traffic carried
   over the protecting LSP) must be initiated by one of the end-nodes (A
   or D).



   The procedure is as follows:



      1. If an end-node (A or D) detects the failure of the working LSP
         (or a degradation of signal quality over the working LSP) or
         receives a Notify message including its SESSION object within
         the <upstream/downstream session list> (see [RFC3473]), and the
         new error code/sub-code "Notify Error/LSP Locally Failed" in
         the (IF_ID)_ERROR_SPEC object, it disconnects the extra-traffic
         from the protecting LSP.  Note that the <sender descriptor> or
         <flow descriptor> is also present in the Notify message that
         resolves any ambiguity and race condition since identifying
         (together with the SESSION object) the LSP under failure
         condition.



         This node MUST reliably send a Notify message, including the
         MESSAGE_ID object, to the other end-node (D or A, respectively)
         with the new error code/sub-code "Notify Error/LSP Failure"
         (Switchover Request) indicating the failure of the working LSP.
         This Notify message MUST be sent with the ACK_Desired flag set
         in the MESSAGE_ID object to request the receiver to send an
         acknowledgment for the message (see [RFC2961]).



         This (switchover request) Notify message MAY indicate the
         identity of the failed link or any other relevant information
         using the IF_ID ERROR_SPEC object (see [RFC3473]).  In this
         case, the IF_ID ERROR_SPEC object replaces the ERROR_SPEC
         object in the Notify message; otherwise, the corresponding
         (data plane) information SHOULD be received in the
         PathErr/ResvErr message.



      2. Upon receipt of the (switchover request) Notify message, the
         end-node (D or A, respectively) MUST disconnect the extra-
         traffic from the protecting LSP and begin sending/receiving
         normal traffic out/from the protecting LSP.



         This node MUST reliably send a Notify message, including the
         MESSAGE_ID object, to the other end-node (A or D,
         respectively).  This (switchover response) Notify message MUST
         also include a MESSAGE_ID_ACK object to acknowledge reception
         of the (switchover request) Notify message.



         This (switchover response) Notify message MAY indicate the
         identity of the failed link or any other relevant information
         using the IF_ID ERROR_SPEC object (see [RFC3473]).



         Note: since the Notify message generated by the other end-node
         (A or D, respectively) is distinguishable from the one
         generated by an intermediate node, there is no possibility of
         connecting the extra-traffic to the working LSP due to the
         receipt of a Notify message from an intermediate node.



      3. Upon receipt of the (switchover response) Notify message, the
         end-node (A or D, respectively) MUST begin receiving normal
         traffic from or sending normal traffic out the protecting LSP.



         This node MUST also send an Ack message to the other end-node
         (D or A, respectively) to acknowledge the reception of the
         (switchover response) Notify message.



   Note 1: a 2-phase protection-switching signaling is used in the
   present context; a 3-phase signaling (see [RFC4426]) that would imply
   a notification message, a switchover request, and a switchover
   response messages is not considered here.  Also, when the protecting
   LSPs do not carry extra-traffic, protection-switching signaling (as
   defined in Section 6.2) MAY be used instead of the procedure
   described in this section.



   Note 2: when the N bit is set, the above end-to-end switchover
   request/response exchange only provides control plane coordination
   (no actions are triggered at the data plane level).



   After protection switching completes (step 3), and after reception of
   the PathErr message, to keep track of the LSP from which the normal
   traffic is taken, the protecting LSP SHOULD be signaled with the O
   bit set.  In addition, the formerly working LSP MAY be signaled with
   the A bit set in the ADMIN_STATUS object (see [RFC3473]).




7.3. 1:N (N > 1) Protection with Extra-Traffic

   1:N (N > 1) protection with extra-traffic assumes that the fully
   provisioned protecting LSP is resource-disjoint from the N working
   LSPs.  This protecting LSP thereby allows for carrying extra-traffic.
   Note that the N working LSPs and the protecting LSP are all between
   the same pair of endpoints.  In addition, the N working LSPs
   (considered as identical in terms of traffic parameters) MAY be
   mutually resource-disjoint.  Coordination between end-nodes is
   required when switching from one of the working to the protecting
   LSP.



   Each working LSP is signaled with both S bit and P bit set to 0.  The
   LSP Protection Type is set to 0x04 (1:N Protection with Extra-
   Traffic) during LSP setup.  Each Association ID points to the
   protecting LSP ID.



   The protecting LSP (carrying extra-traffic) is signaled with the S
   bit set to 0 and the P bit set to 1.  The LSP Protection Type is set
   to 0x04 (1:N Protection with Extra-Traffic) during LSP setup.  The
   Association ID MUST be set by default to the LSP ID of the protected
   LSP corresponding to N = 1.



   Any signaling procedure applicable to 1:1 protection with extra-
   traffic equally applies to 1:N protection with extra-traffic.




8. Rerouting without Extra-Traffic

   End-to-end (pre-planned) rerouting without extra-traffic relies on
   the establishment between the same pair of end-nodes of a working LSP
   and a protecting LSP that is link/node/SRLG disjoint from the working
   LSP.  However, in this case the protecting LSP is not fully
   instantiated; thus, it cannot carry any extra-traffic (note that this
   does not mean that the corresponding resources cannot be used by
   other LSPs).  Therefore, this mechanism protects against working LSP
   failure(s) but requires activation of the protecting LSP after
   failure occurrence.



   Signaling is performed by indicating in the Path message (in the
   PROTECTION object; see Section 14) that the LSPs are of type working
   and protecting, respectively.  Protecting LSPs are used for fast
   switchover when working LSPs fail.  In this case, working and
   protecting LSPs are signaled as primary LSP and secondary LSP,
   respectively.  Thus, only the working LSP is fully instantiated
   during the provisioning phase, and for the protecting LSPs, no
   resources are committed at the data plane level (they are pre-
   reserved at the control plane level only).  The setup of the working
   LSP SHOULD indicate (using the NOTIFY REQUEST object as specified in
   Section 4 of [RFC3473]) that the LSP head-end node (and possibly the
   tail-end node) wish to receive a Notify message upon LSP failure
   occurrence.  Upon receipt of the Notify message, the head-end node
   MUST switch the (normal) traffic from the working LSP to the
   protecting LSP after its activation.  Note that since the working and
   the protecting LSPs are established between the same end-nodes, no
   further notification is required to indicate that the working LSPs
   are without protection.



   To make bandwidth pre-reserved for a protecting (but not activated)
   LSP available for extra-traffic, this bandwidth could be included in
   the advertised Unreserved Bandwidth at priority lower (means
   numerically higher) than the Holding Priority of the protecting LSP.
   In addition, the Max LSP Bandwidth field in the Interface Switching
   Capability Descriptor sub-TLV should reflect the fact that the
   bandwidth pre-reserved for the protecting LSP is available for extra
   traffic.  LSPs for extra-traffic then can be established using the
   bandwidth pre-reserved for the protecting LSP by setting (in the Path
   message) the Setup Priority field of the SESSION_ATTRIBUTE object to
   X (where X is the Setup Priority of the protecting LSP), and the
   Holding Priority field to at least X+1.  Also, if the resources pre-
   reserved for the protecting LSP are used by lower-priority LSPs,
   these LSPs MUST be preempted when the protecting LSP is activated
   (see Section 10).



   Consider the following topology:



A‑‑‑B‑‑‑C‑‑‑D
 \         /
  E‑‑‑F‑‑‑G



   The working LSP [A,B,C,D] could be protected by the protecting LSP
   [A,E,F,G,D].  Only the protected LSP is fully instantiated (resources
   are only allocated for the working LSP).  Therefore, the protecting
   LSP cannot carry any extra-traffic.  When a failure is detected on
   the working LSP (say, at B), the error is propagated and/or notified
   (using a Notify message with the new error code/sub-code "Notify
   Error/LSP Locally Failed" in the (IF_ID)_ERROR_SPEC object) to the
   ingress node (A).  Upon reception, the latter activates the secondary
   protecting LSP instantiated during the (pre-)provisioning phase.
   This requires:



(1)  the ability to identify a "secondary protecting LSP" (hereby
     called the "secondary LSP") used to recover another primary
     working LSP (hereby called the "protected LSP")
(2)  the ability to associate the secondary LSP with the protected
     LSP
(3)  the capability to activate a secondary LSP after failure
     occurrence.



   In the following subsections, these features are described in more
   detail.




8.1. Identifiers

   To simplify association operations, both LSPs (i.e., the protected
   and the secondary LSPs) belong to the same session.  Thus, the
   SESSION object MUST be the same for both LSPs.  The LSP ID, however,
   MUST be different to distinguish between the protected LSP carrying
   working traffic and the secondary LSP that cannot carry extra-
   traffic.



   A new PROTECTION object (see Section 14) is used to set up the two
   LSPs.  This object carries the desired end-to-end LSP Protection Type
   (in this case, "Rerouting without Extra-Traffic").  This LSP
   Protection Type value is applicable to both uni- and bidirectional
   LSPs.




8.2. Signaling Primary LSPs

   The new PROTECTION object is included in the Path message during
   signaling of the primary working LSP, with the end-to-end LSP
   Protection Type value set to "Rerouting without Extra-Traffic".



   Primary working LSPs are signaled by setting in the new PROTECTION
   object the S bit to 0, the P bit to 0, and in the ASSOCIATION object,
   the Association ID to the associated secondary protecting LSP_ID.




8.3. Signaling Secondary LSPs

   The new PROTECTION object is included in the Path message during
   signaling of secondary protecting LSPs, with the end-to-end LSP
   Protection Type value set to "Rerouting without Extra-Traffic".



   Secondary protecting LSPs are signaled by setting in the new
   PROTECTION object the S bit and the P bit to 1, and in the
   ASSOCIATION object, the Association ID to the associated primary
   working LSP_ID, which MUST be known before signaling of the secondary
   LSP.



   With this setting, the resources for the secondary LSP SHOULD be
   pre-reserved, but not committed at the data plane level, meaning that
   the internals of the switch need not be established until explicit
   action is taken to activate this secondary LSP.  Activation of a
   secondary LSP is done using a modified Path message with the S bit
   set to 0 in the PROTECTION object.  At this point, the link and node
   resources must be allocated for this LSP that becomes a primary LSP
   (ready to carry normal traffic).



   From [RFC3945], the secondary LSP is set up with resource pre-
   reservation but with or without label pre-selection (both allowing
   sharing of the recovery resources).  In the former case (defined as
   the default), label allocation during secondary LSP signaling does
   not require any specific procedure compared to [RFC3473].  However,
   in the latter case, label (and thus resource) re-allocation MAY occur
   during the secondary LSP activation.  This means that during the LSP
   activation phase, labels MAY be reassigned (with higher precedence
   over existing label assignment; see also [RFC3471]).



   Note: under certain circumstances (e.g., when pre-reserved protecting
   resources are used by lower-priority LSPs), it MAY be desirable to
   perform the activation of the secondary LSP in the upstream direction
   (Resv trigger message) instead of using the default downstream
   activation.  In this case, any mis-ordering and any mis-
   interpretation between a refresh Resv (along the lower-priority LSP)
   and a trigger Resv message (along the secondary LSP) MUST be avoided
   at any intermediate node.  For this purpose, upon reception of the
   Path message, the egress node MAY include the PROTECTION object in
   the Resv message.  The latter is then processed on a hop-by-hop basis
   to activate the secondary LSP until reaching the ingress node.  The
   PROTECTION object included in the Path message MUST be set as
   specified in this section.  In this case, the PROTECTION object with
   the S bit MUST be set to 0 and included in the Resv message sent in
   the upstream direction.  The upstream activation behavior SHOULD be
   configurable on a local basis.  Details concerning lower-priority LSP
   preemption upon secondary LSP activation are provided in Section 10.




9. Shared-Mesh Restoration

   An approach to reduce recovery resource requirements is to have
   protection LSPs sharing network resources when the working LSPs that
   they protect are physically (i.e., link, node, SRLG, etc.) disjoint.
   This mechanism is referred to as shared mesh restoration and is
   described in [RFC4426].  Shared-mesh restoration can be seen as a
   particular case of pre-planned LSP rerouting (see Section 8) that
   reduces the recovery resource requirements by allowing multiple
   protecting LSPs to share common link and node resources.  Here also,
   the recovery resources for the protecting LSPs are pre-reserved
   during the provisioning phase, thus an explicit signaling action is
   required to activate (i.e., commit resource allocation at the data
   plane) a specific protecting LSP instantiated during the (pre-)
   provisioning phase.  This requires restoration signaling along the
   protecting LSP.



   To make bandwidth pre-reserved for a protecting (but not activated)
   LSP, available for extra-traffic this bandwidth could be included in
   the advertised Unreserved Bandwidth at priority lower (means
   numerically higher) than the Holding Priority of the protecting LSP.
   In addition, the Max LSP Bandwidth field in the Interface Switching
   Capability Descriptor sub-TLV should reflect the fact that the
   bandwidth pre-reserved for the protecting LSP is available for extra
   traffic.  LSPs for extra-traffic then can be established using the
   bandwidth pre-reserved for the protecting LSP by setting (in the Path
   message) the Setup Priority field of the SESSION_ATTRIBUTE object to
   X (where X is the Setup Priority of the protecting LSP) and the
   Holding Priority field to at least X+1.  Also, if the resources pre-
   reserved for the protecting LSP are used by lower priority LSPs,
   these LSPs MUST be preempted when the protecting LSP is activated
   (see Section 10).  Further, if the recovery resources are shared
   between multiple protecting LSPs, the corresponding working LSPs
   head-end nodes must be informed that they are no longer protected
   when the protecting LSP is activated to recover the normal traffic
   for the working LSP under failure.



   Consider the following topology:



A‑‑‑B‑‑‑C‑‑‑D
 \         /
  E‑‑‑F‑‑‑G
 /         \
H‑‑‑I‑‑‑J‑‑‑K



   The working LSPs [A,B,C,D] and [H,I,J,K] could be protected by
   [A,E,F,G,D] and [H,E,F,G,K], respectively.  Per [RFC3209], in order
   to achieve resource sharing during the signaling of these protecting
   LSPs, they must have the same Tunnel Endpoint Address (as part of
   their SESSION object).  However, these addresses are not the same in
   this example.  Resource sharing along E, F, and G can only be
   achieved if the nodes E, F, and G recognize that the LSP Protection
   Type of the secondary LSP is set to "Rerouting without Extra-Traffic"
   (see PROTECTION object, Section 14) and acts accordingly.  In this
   case, the protecting LSPs are not merged (which is useful since the
   paths diverge at G), but the resources along E, F, G can be shared.



   When a failure is detected on one of the working LSPs (say, at B),
   the error is propagated and/or notified (using a Notify message with
   the new error code/sub-code "Notify Error/LSP Locally Failed" in the
   (IF_ID)_ERROR_SPEC object) to the ingress node (A).  Upon reception,
   the latter activates the secondary protecting LSP (see Section 8).
   At this point, it is important that a failure on the other LSP (say,
   at J) does not cause the other ingress (H) to send the data down the
   protecting LSP since the resources are already in use.  This can be
   achieved by node E using the following procedure.  When the capacity
   is first reserved for the protecting LSP, E should verify that the
   LSPs being protected ([A,B,C,D] and [H,I,J,K], respectively) do not
   share any common resources.  Then, when a failure occurs (say, at B)
   and the protecting LSP [A,E,F,G,D] is activated, E should notify H
   that the resources for the protecting LSP [H,E,F,G,K] are no longer
   available.



   The following subsections detail how shared mesh restoration can be
   implemented in an interoperable fashion using GMPLS RSVP-TE
   extensions (see [RFC3473]).  This includes:



(1)  the ability to identify a "secondary protecting LSP" (hereby
     called the "secondary LSP") used to recover another primary
     working LSP (hereby called the "protected LSP")
(2)  the ability to associate the secondary LSP with the protected
     LSP
(3)  the capability to include information about the resources used
     by the protected LSP while instantiating the secondary LSP.
(4)  the capability to instantiate during the provisioning phase
     several secondary LSPs in an efficient manner.
(5)  the capability to activate a secondary LSP after failure
     occurrence.



   In the following subsections, these features are described in detail.




9.1. Identifiers

   To simplify association operations, both LSPs (i.e., the protected
   and the secondary LSPs) belong to the same session.  Thus, the
   SESSION object MUST be the same for both LSPs.  The LSP ID, however,
   MUST be different to distinguish between the protected LSP carrying
   working traffic and the secondary LSP that cannot carry extra-
   traffic.



   A new PROTECTION object (see Section 14) is used to set up the two
   LSPs.  This object carries the desired end-to-end LSP Protection Type
   -- in this case, "Rerouting without Extra-Traffic".  This LSP
   Protection Type value is applicable to both uni- and bidirectional
   LSPs.




9.2. Signaling Primary LSPs

   The new PROTECTION object is included in the Path message during
   signaling of the primary working LSPs, with the end-to-end LSP
   Protection Type value set to "Rerouting without Extra-Traffic".



   Primary working LSPs are signaled by setting in the new PROTECTION
   object the S bit to 0, the P bit to 0, and in the ASSOCIATION object,
   the Association ID to the associated secondary protecting LSP_ID.




9.3. Signaling Secondary LSPs

   The new PROTECTION object is included in the Path message during
   signaling of the secondary protecting LSPs, with the end-to-end LSP
   Protection Type value set to "Rerouting without Extra-Traffic".



   Secondary protecting LSPs are signaled by setting in the new
   PROTECTION object the S bit and the P bit to 1, and in the
   ASSOCIATION object, the Association ID to the associated primary
   working LSP_ID, which MUST be known before signaling of the secondary
   LSP.  Moreover, the Path message used to instantiate the secondary
   LSP SHOULD include at least one PRIMARY_PATH_ROUTE object (see
   Section 15) that further allows for recovery resource sharing at each
   intermediate node along the secondary path.



   With this setting, the resources for the secondary LSP SHOULD be
   pre-reserved, but not committed at the data plane level, meaning that
   the internals of the switch need not be established until explicit
   action is taken to activate this LSP.  Activation of a secondary LSP
   is done using a modified Path message with the S bit set to 0 in the
   PROTECTION object.  At this point, the link and node resources must
   be allocated for this LSP that becomes a primary LSP (ready to carry
   normal traffic).



   From [RFC3945], the secondary LSP is set up with resource pre-
   reservation but with or without label pre-selection (both allowing
   sharing of the recovery resources).  In the former case (defined as
   the default), label allocation during secondary LSP signaling does
   not require any specific procedure compared to [RFC3473].  However,
   in the latter case, label (and thus resource) re-allocation MAY occur
   during the secondary LSP activation.  This means that, during the LSP
   activation phase, labels MAY be reassigned (with higher precedence
   over existing label assignment; see also [RFC3471]).




10. LSP Preemption

   When protecting resources are only pre-reserved for the secondary
   LSPs, they MAY be used to set up lower-priority LSPs.  In this case,
   these resources MUST be preempted when the protecting LSP is
   activated.  An additional condition raises from misconnection
   avoidance between the secondary protecting LSP being activated and
   the low-priority LSP(s) being preempted.  Procedure to be applied
   when the secondary protecting LSP (i.e., the preempting LSP) Path
   message reaches a node using the resources for lower-priority LSP(s)
   (i.e., preempted LSP(s)) is as follows:



   1. De-allocate resources to be used by the preempting LSP and release
      the cross-connection.  Note that if the preempting LSP is
      bidirectional, these resources may come from one or two lower-
      priority LSPs, and if from two LSPs, they may be uni- or bi-
      directional.  The preempting node SHOULD NOT send the Path message
      before the de-allocation of resources has completed since this may
      lead to the downstream path becoming misconnected if the
      downstream node is able to reassign the resources more quickly.



   2. Send PathTear and PathErr messages with the new error code/sub-
      code "Policy Control failure/Hard preempted" and the
      Path_State_Removed flag set for the preempted LSP(s).



   3. Reserve the preempted resources for the protecting LSP.  The
      preempting node MUST NOT cross-connect the upstream resources of a
      bidirectional preempting LSP.



   4. Send the Path message.



   5. Upon reception of a trigger Resv message from the downstream node,
      cross-connect the downstream path resources, and if the preempting
      LSP is bidirectional, perform cross-connection for the upstream
      path resources.



   Note that step 1 may cause alarms to be raised for the preempted LSP.
   If alarm suppression is desired, the preempting node MAY insert the
   following steps before step 1.



   1a. Before de-allocating resources, send a Resv message, including an

       ADMIN_STATUS object, to disable alarms for the preempted LSP.
   1b. Receive a Path message indicating that alarms are disabled.



   At the downstream node (with respect to the preempting LSP), the
   processing is RECOMMENDED to be as follows:



   1.  Receive PathTear (and/or PathErr) message for the preempted
       LSP(s).



2a. Release the resources associated with the LSP on the interface to
    the preempting LSP, remove any cross‑connection, and release all
    other resources associated with the preempted LSP.
2b. Forward the PathTear (and/or PathErr) message per [RFC3473].



   3.  Receive the Path message for the preempting LSP and process as
       normal, forwarding it to the downstream node.



   4.  Receive the Resv message for the preempting LSP and process as
       normal, forwarding it to the upstream node.




11. (Full) LSP Rerouting

   LSP rerouting, on the other hand, switches normal traffic to an
   alternate LSP that is fully established only after failure
   occurrence.  The new (alternate) route is selected at the LSP head-
   end and may reuse intermediate nodes included in the original route;
   it may also include additional intermediate nodes.  For strict-hop
   routing, TE requirements can be directly applied to the route
   computation, and the failed node or link can be avoided.  However, if
   the failure occurred within a loose-routed hop, the head-end node may
   not have enough information to reroute the LSP around the failure.
   Crankback signaling (see [CRANK]) and route exclusion techniques (see
   [RFC4874]) MAY be used in this case.



   The alternate route MAY be either computed on demand (that is, when
   the failure occurs; this is referred to as full LSP rerouting) or
   pre-computed and stored for use when the failure is reported.  The
   latter offers faster restoration time.  There is, however, a risk
   that the alternate route will become out of date through other
   changes in the network; this can be mitigated to some extent by
   periodic recalculation of idle alternate routes.



   (Full) LSP rerouting will be initiated by the head-end node that has
   either detected the LSP failure or received a Notify message and/or a
   PathErr message with the new error code/sub-code "Notify Error/LSP
   Locally Failed" for this LSP.  The new LSP resources can be
   established using the make-before-break mechanism, where the new LSP
   is set up before the old LSP is torn down.  This is done by using the
   mechanisms of the SESSION_ATTRIBUTE object and the Shared-Explicit
   (SE) reservation style (see [RFC3209]).  Both the new and old LSPs
   can share resources at common nodes.



   Note that the make-before-break mechanism is not used to avoid
   disruption to the normal traffic flow (the latter has already been
   broken by the failure that is being repaired).  However, it is
   valuable to retain the resources allocated on the original LSP that
   will be reused by the new alternate LSP.




11.1. Identifiers

   The Tunnel Endpoint Address, Tunnel ID, Extended Tunnel ID, and
   Tunnel Sender Address uniquely identify both the old and new LSPs.
   Only the LSP_ID value differentiates the old from the new alternate
   LSP.  The new alternate LSP is set up before the old LSP is torn down
   using Shared-Explicit (SE) reservation style.  This ensures that the
   new (alternate) LSP is established without double-counting resource
   requirements along common segments.



   The alternate LSP MAY be set up before any failure occurrence with
   SE-style resource reservation, the latter shares the same Tunnel End
   Point Address, Tunnel ID, Extended Tunnel ID, and Tunnel Sender
   Address with the original LSP (i.e., only the LSP ID value MUST be
   different).



   In both cases, the Association ID of the ASSOCIATION object MUST be
   set to the LSP ID value of the signaled LSP.




11.2. Signaling Reroutable LSPs

   A new PROTECTION object is included in the Path message during
   signaling of dynamically reroutable LSPs, with the end-to-end LSP
   Protection Type value set to "Full Rerouting".  These LSPs that can
   be either uni- or bidirectional are signaled by setting in the
   PROTECTION object the S bit to 0, the P bit to 0, and the Association
   ID value to the LSP_ID value of the signaled LSP.  Any specific
   action to be taken during the provisioning phase is up to the end-
   node local policy.



   Note: when the end-to-end LSP Protection Type is set to
   "Unprotected", both S and P bit MUST be set to 0, and the LSP SHOULD
   NOT be rerouted at the head-end node after failure occurrence.  The
   Association_ID value MUST be set to the LSP_ID value of the signaled
   LSP.  This does not mean that the Unprotected LSP cannot be re-
   established for other reasons such as path re-optimization and
   bandwidth adjustment driven by policy conditions.




12. Reversion

   Reversion refers to a recovery switching operation, where the normal
   traffic returns to (or remains on) the working LSP when it has
   recovered from the failure.  Reversion implies that resources remain
   allocated to the LSP that was originally routed over them even after
   a failure.  It is important to have mechanisms that allow reversion
   to be performed with minimal service disruption and reconfiguration.



   For "1+1 bidirectional Protection", reversion to the recovered LSP
   occurs by using the following sequence:



   1. Clear the A bit of the ADMIN_STATUS object if set for the
      recovered LSP.



   2. Then, apply the method described below to switch normal traffic
      back from the protecting to the recovered LSP.  This is performed
      by using the new error code/sub-code "Notify Error/LSP Recovered"
      (Switchback Request).



      The procedure is as follows:



      1) The initiating (source) node sends the normal traffic onto both
         the working and the protecting LSPs.  Once completed, the
         source node sends reliably a Notify message to the destination
         with the new error code/sub-code "Notify Error/LSP Recovered"
         (Switchback Request).  This Notify message includes the
         MESSAGE_ID object.  The ACK_Desired flag MUST be set in this
         object to request the receiver to send an acknowledgment for
         the message (see [RFC2961]).



      2) Upon receipt of this message, the destination selects the
         traffic from the working LSP.  At the same time, it transmits
         the traffic onto both the working and protecting LSP.



         The destination then sends reliably a Notify message to the
         source confirming the completion of the operation.  This
         message includes the MESSAGE_ID_ACK object to acknowledge
         reception of the received Notify message.  This Notify message
         also includes the MESSAGE_ID object.  The ACK_Desired flag MUST
         be set in this object to request the receiver to send an
         acknowledgment for the message (see [RFC2961]).



      3) When the source node receives this Notify message, it switches
         to receive traffic from the working LSP.



         The source node then sends an Ack message to the destination
         node confirming that the LSP has been reverted.



   3. Finally, clear the O bit of the PROTECTION object sent over the
      protecting LSP.



   For "1:N Protection with Extra-traffic", reversion to the recovered
   LSP occurs by using the following sequence:



   1. Clear the A bit of the ADMIN_STATUS object if set for the
      recovered LSP.



   2. Then, apply the method described below to switch normal traffic
      back from the protecting to the recovered LSP.  This is performed
      by using the new error code/sub-code "Notify Error/LSP Recovered"
      (Switchback Request).



      The procedure is as follows:



      1) The initiating (source) node sends the normal traffic onto both
         the working and the protecting LSPs.  Once completed, the
         source node sends reliably a Notify message to the destination
         with the new error code/sub-code "Notify Error/LSP Recovered"
         (Switchback Request).  This Notify message includes the
         MESSAGE_ID object.  The ACK_Desired flag MUST be set in this
         object to request the receiver to send an acknowledgment for
         the message (see [RFC2961]).



      2) Upon receipt of this message, the destination selects the
         traffic from the working LSP.  At the same time, it transmits
         the traffic onto both the working and protecting LSP.



         The destination then sends reliably a Notify message to the
         source confirming the completion of the operation.  This
         message includes the MESSAGE_ID_ACK object to acknowledge
         reception of the received Notify message.  This Notify message
         also includes the MESSAGE_ID object.  The ACK_Desired flag MUST
         be set in this object to request the receiver to send an
         acknowledgment for the message (see [RFC2961]).



      3) When the source node receives this Notify message, it switches
         to receive traffic from the working LSP, and stops transmitting
         traffic on the protecting LSP.



         The source node then sends an Ack message to the destination
         node confirming that the LSP has been reverted.



      4) Upon receipt of this message, the destination node stops
         transmitting traffic along the protecting LSP.



   3. Finally, clear the O bit of the PROTECTION object sent over the
      protecting LSP.



   For "Rerouting without Extra-traffic" (including the shared recovery
   case), reversion implies that the formerly working LSP has not been
   torn down by the head-end node upon PathErr message reception, i.e.,
   the head-end node kept refreshing the working LSP under failure
   condition.  This ensures that the exact same resources are retrieved
   after reversion switching (except if the working LSP required re-
   signaling).  Re-activation is performed using the following sequence:



   1. Clear the A bit of the ADMIN_STATUS object if set for the
      recovered LSP.



   2. Then, apply the method described below to switch normal traffic
      back from the protecting to the recovered LSP.  This is performed
      by using the new error code/sub-code "Notify Error/LSP Recovered"
      (Switchback Request).



      The procedure is as follows:



      1) The initiating (source) node sends the normal traffic onto both
         the working and the protecting LSPs.  Once completed, the
         source node sends reliably a Notify message to the destination
         with the new error code/sub-code "Notify Error/LSP Recovered"
         (Switchback Request).  This Notify message includes the
         MESSAGE_ID object.  The ACK_Desired flag MUST be set in this
         object to request the receiver to send an acknowledgment for
         the message (see [RFC2961]).



      2) Upon receipt of this message, the destination selects the
         traffic from the working LSP.  At the same time, it transmits
         the traffic onto both the working and protecting LSP.



         The destination then sends reliably a Notify message to the
         source confirming the completion of the operation.  This
         message includes the MESSAGE_ID_ACK object to acknowledge
         reception of the received Notify message.  This Notify message
         also includes the MESSAGE_ID object.  The ACK_Desired flag MUST
         be set in this object to request the receiver to send an
         acknowledgment for the message (see [RFC2961]).



      3) When the source node receives this Notify message, it switches
         to receive traffic from the working LSP, and stops transmitting
         traffic on the protecting LSP.



         The source node then sends an Ack message to the destination
         node confirming that the LSP has been reverted.



      4) Upon receipt of this message, the destination node stops
         transmitting traffic along the protecting LSP.



   3. Finally, de-activate the protecting LSP by setting the S bit to 1
      in the PROTECTION object sent over the protecting LSP.




13. Recovery Commands

   This section specifies the control plane behavior when using several
   commands (see [RFC4427]) that can be used to influence the recovery
   operations.



   A. Lockout of recovery LSP:



   The Lockout (L) bit of the ADMIN_STATUS object is used following the
   rules defined in Section 8 of [RFC3471] and Section 7 of [RFC3473].
   The L bit must be set together with the Reflect (R) bit in the
   ADMIN_STATUS object sent in the Path message.  Upon reception of the
   Resv message with the L bit set, this forces the recovery LSP to be
   temporarily unavailable to transport traffic (either normal or
   extra-traffic).  Unlock is performed by clearing the L bit, following
   the rules defined in Section 7 of [RFC3473].  This procedure is only
   applicable when the LSP Protection Type Flag is set to either 0x04
   (1:N Protection with Extra-Traffic), or 0x08 (1+1 Unidirectional
   Protection), or 0x10 (1+1 Bidirectional Protection).



   The updated format of the ADMIN_STATUS object to include the L bit is
   as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num(196)|   C‑Type (1)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|R|                        Reserved                 |L|I|C|T|A|D|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   Lockout (L): 1 bit



        When set, forces the recovery LSP to be temporarily unavailable
        to transport traffic (either normal or extra traffic).



   The R (Reflect), T (Testing), A (Administratively down), and D
   (Deletion in progress) bits are defined in [RFC3471].  The C (Call
   control) bit is defined in [GMPLS-CALL], and the I (Inhibit alarm
   communication) bit in [RFC4783].



   B. Lockout of normal traffic:



   The O bit of the PROTECTION object is set to 1 to force the recovery
   LSP to be temporarily unavailable to transport normal traffic.  This
   operation MUST NOT occur unless the working LSP is carrying the
   normal traffic.  Unlock is performed by clearing the O bit over the
   protecting LSP.  This procedure is only applicable when the LSP
   Protection Type Flag is set to either 0x04 (1:N Protection with
   Extra-Traffic), or 0x08 (1+1 Unidirectional Protection), or 0x10 (1+1
   Bidirectional Protection).



   C. Forced switch for normal traffic:



   Recovery signaling is initiated that switches normal traffic to the
   recovery LSP following the procedures defined in Section 6, 7, 8, and
   9.



   D. Requested switch for normal traffic:



   Recovery signaling is initiated that switches normal traffic to the
   recovery LSP following the procedures defined in Section 6, 7, 8, and
   9.  This happens unless a fault condition exists on other LSPs or
   spans (including the recovery LSP), or a switch command of equal or
   higher priority is in effect.



   E. Requested switch for recovery LSP:



   Recovery signaling is initiated that switches normal traffic to the
   working LSP following the procedure defined in Section 12.  This
   request is executed except if a fault condition exists on the working
   LSP or an equal or higher priority switch command is in effect.




14. PROTECTION Object

   This section describes the extensions to the PROTECTION object to
   broaden its applicability to end-to-end LSP recovery.




14.1. Format

   The format of the PROTECTION Object (Class-Num = 37, C-Type = 2) is
   as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num(37) | C‑Type (2)    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|S|P|N|O| Reserved  | LSP Flags |     Reserved      | Link Flags|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           Reserved                            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Secondary (S): 1 bit



         When set to 1, this bit indicates that the requested LSP is a
         secondary LSP.  When set to 0 (default), it indicates that the
         requested LSP is a primary LSP.



      Protecting (P): 1 bit



         When set to 1, this bit indicates that the requested LSP is a
         protecting LSP.  When set to 0 (default), it indicates that the
         requested LSP is a working LSP.  The combination, S set to 1
         with P set to 0 is not valid.



      Notification (N): 1 bit



         When set to 1, this bit indicates that the control plane
         message exchange is only used for notification during
         protection switching.  When set to 0 (default), it indicates
         that the control plane message exchanges are used for
         protection-switching purposes.  The N bit is only applicable
         when the LSP Protection Type Flag is set to either 0x04 (1:N
         Protection with Extra-Traffic), or 0x08 (1+1 Unidirectional
         Protection), or 0x10 (1+1 Bidirectional Protection).  The N bit
         MUST be set to 0 in any other case.



      Operational (O): 1 bit



         When set to 1, this bit indicates that the protecting LSP is
         carrying the normal traffic after protection switching.  The O
         bit is only applicable when the P bit is set to 1, and the LSP
         Protection Type Flag is set to either 0x04 (1:N Protection with
         Extra-Traffic), or 0x08 (1+1 Unidirectional Protection) or 0x10
         (1+1 Bidirectional Protection).  The O bit MUST be set to 0 in
         any other case.



      Reserved: 5 bits



         This field is reserved.  It MUST be set to zero on transmission
         and MUST be ignored on receipt.  These bits SHOULD be passed
         through unmodified by transit nodes.



      LSP (Protection Type) Flags: 6 bits



         Indicates the desired end-to-end LSP recovery type.  A value of
         0 implies that the LSP is "Unprotected".  Only one value SHOULD
         be set at a time.  The following values are defined.  All other
         values are reserved.



0x00    Unprotected
0x01    (Full) Rerouting
0x02    Rerouting without Extra‑Traffic
0x04    1:N Protection with Extra‑Traffic
0x08    1+1 Unidirectional Protection
0x10    1+1 Bidirectional Protection



      Reserved: 10 bits



         This field is reserved.  It MUST be set to zero on transmission
         and MUST be ignored on receipt.  These bits SHOULD be passed
         through unmodified by transit nodes.



      Link Flags: 6 bits



         Indicates the desired link protection type (see [RFC3471]).



      Reserved field: 32 bits



         Encoding of this field is detailed in [RFC4873].




14.2. Processing

   Intermediate and egress nodes processing a Path message containing a
   PROTECTION object MUST verify that the requested LSP Protection Type
   can be satisfied by the incoming interface.  If it cannot, the node
   MUST generate a PathErr message, with the new error code/sub-code
   "Routing problem/Unsupported LSP Protection".



   Intermediate nodes processing a Path message containing a PROTECTION
   object with the LSP Protection Type 0x02 (Rerouting without Extra-
   Traffic) value set and a PRIMARY_PATH_ROUTE object (see Section 15)
   MUST verify that the requested LSP Protection Type can be supported
   by the outgoing interface.  If it cannot, the node MUST generate a
   PathErr message with the new error code/sub-code "Routing
   problem/Unsupported LSP Protection".




15. PRIMARY_PATH_ROUTE Object

   The PRIMARY_PATH_ROUTE object (PPRO) is defined to inform nodes along
   the path of a secondary protecting LSP about which resources
   (link/nodes) are being used by the associated primary protected LSP
   (as specified by the Association ID field).  If the LSP Protection
   Type value is set to 0x02 (Rerouting without Extra-Traffic), this
   object SHOULD be present in the Path message for the pre-provisioning
   of the secondary protecting LSP to enable recovery resource sharing
   between one or more secondary protecting LSPs (see Section 9).  This
   document does not assume or preclude any other usage for this object.



   PRIMARY_PATH_ROUTE objects carry information extracted from the
   EXPLICIT ROUTE object and/or the RECORD ROUTE object of the primary
   working LSPs they protect.  Selection of the PPRO content is up to
   local policy of the head-end node that initiates the request.
   Therefore, the information included in these objects can be used as
   policy-based admission control to ensure that recovery resources are
   only shared between secondary protecting LSPs whose associated
   primary LSPs have link/node/SRLG disjoint paths.




15.1. Format

   The primary path route is specified via the PRIMARY_PATH_ROUTE object
   (PPRO).  The Primary Path Route Class Number (Class-Num) of form
   0bbbbbbb 38.



   Currently one C-Type (Class-Type) is defined, Type 1, Primary Path
   Route.  The PRIMARY_PATH_ROUTE object has the following format:



   Class-Num = 38 (of the form 0bbbbbbb), C-Type = 1



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//                        (Subobjects)                         //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The contents of a PRIMARY_PATH_ROUTE object are a series of
   variable-length data items called subobjects (see Section 15.3).



   To signal a secondary protecting LSP, the Path message MAY include
   one or multiple PRIMARY_PATH_ROUTE objects, where each object is
   meaningful.  The latter is useful when a given secondary protecting
   LSP must be link/node/SRLG disjoint from more than one primary LSP
   (i.e., is protecting more than one primary LSP).




15.2. Subobjects

   The PRIMARY_PATH_ROUTE object is defined as a list of variable-length
   data items called subobjects.  These subobjects are derived from the
   subobjects of the EXPLICIT ROUTE and/or RECORD ROUTE object of the
   primary working LSP(s).



   Each subobject has its own length field.  The length contains the
   total length of the subobject in bytes, including the Type and Length
   fields.  The length MUST always be a multiple of 4, and at least 4.



   The following subobjects are currently defined for the
   PRIMARY_PATH_ROUTE object:



‑ Sub‑Type 1: IPv4 Address (see [RFC3209])
‑ Sub‑Type 2: IPv6 Address (see [RFC3209])
‑ Sub‑Type 3: Label (see [RFC3473])
‑ Sub‑Type 4: Unnumbered Interface (see [RFC3477])



   An empty PPRO with no subobjects is considered illegal.  If there is
   no first subobject, the corresponding Path message is also in error,
   and the receiving node SHOULD return a PathErr message with the new
   error code/sub-code "Routing Problem/Bad PRIMARY_PATH_ROUTE object".



   Note: an intermediate node processing a PPRO can derive SRLG
   identifiers from the local IGP-TE database using its Type 1, 2, or 4
   subobject values as pointers to the corresponding TE Links (assuming
   each of them has an associated SRLG TE attribute).




15.3. Applicability

   The PRIMARY_PATH_ROUTE object MAY only be used when all GMPLS nodes
   along the path support the PRIMARY_PATH_ROUTE object and a secondary
   protecting LSP is being requested.  The PRIMARY_PATH_ROUTE object is
   assigned a class value of the form 0bbbbbbb.  Receiving GMPLS nodes
   along the path that do not support this object MUST return a PathErr
   message with the "Unknown Object Class" error code (see [RFC2205]).



   Also, the following restrictions MUST be applied with respect to the
   PPRO usage:



   - PPROs MAY only be included in Path messages when signaling
     secondary protecting LSPs (S bit = 1 and P bit = 1) and when the
     LSP Protection Type value is set to 0x02 (without Rerouting Extra-
     Traffic) in the PROTECTION object (see Section 14).



   - PRROs SHOULD be present in the Path message for the pre-
     provisioning of the secondary protecting LSP to enable recovery
     resource sharing between one or more secondary protecting LSPs (see
     Section 15.4).



   - PPROs MUST NOT be used in any other conditions.  In particular, if
     a PPRO is received when the S bit is set to 0 in the PROTECTION
     object, the receiving node MUST return a PathErr message with the
     new error code/sub-code "Routing Problem/PRIMARY_PATH_ROUTE object
     not applicable".



   - Crossed exchanges of PPROs over primary LSPs are forbidden (i.e.,
     their usage is restricted to a single set of protected LSPs).



   - The PPRO's content MUST NOT include subobjects coming from other
     PPROs.  In particular, received PPROs MUST NOT be reused to
     establish other working or protecting LSPs.




15.4. Processing

   The PPRO enables sharing recovery resources between a given secondary
   protecting LSP and one or more secondary protecting LSPs if their
   corresponding primary working LSPs have mutually (link/node/SRLG)
   disjoint paths.  Consider a node N through which n secondary
   protecting LSPs (say, P[1],...,P[n]) have already been established
   that protect n primary working LSPs (say, P'[1],...,P'[n]).  Suppose
   also that these n secondary working LSPs share a given outgoing link
   resource (say r).



   Now, suppose that node N receives a Path message for an additional
   secondary protecting LSP (say, Q, protecting Q').  The PPRO carried
   by this Path message is processed as follows:



   - N checks whether the primary working LSPs P'[1],...,P'[n]
     associated with the LSPs P[1],...,P[n], respectively, have any
     link, node, and SLRG in common with the primary working Q'
     (associated with Q) by comparing the stored PPRO subobjects
     associated with P'[1],...,P'[n] with the PPRO subobjects associated
     with Q' received in the Path message.



   - If this is the case, N SHOULD NOT attempt to share the outgoing
     link resource r between P[1],...,P[n] and Q.  However, upon local
     policy decision, N MAY allocate another available (shared) link
     other than r for use by Q.  If this is not the case (upon the local
     policy decision that no other link is allowed to be allocated for
     Q) or if no other link is available for Q, N SHOULD return a
     PathErr message with the new error code/sub-code "Admission Control
     Failure/LSP Admission Failure".



   - Otherwise (if P'[1],...,P'[n] and Q' are fully disjoint), the link
     r selected by N for the LSP Q MAY be exactly the same as the one
     selected for the LSPs P[1],...,P[n].  This happens after verifying
     (from the node's local policy) that the selected link r can be
     shared between these LSPs.  If this is not the case (for instance,
     the sharing ratio has reached its maximum for that link), and if
     upon local policy decision, no other link is allowed to be
     allocated for Q, N SHOULD return a PathErr message with the error
     code/sub-code "Admission Control Failure/Requested Bandwidth
     Unavailable" (see [RFC2205]).  Otherwise (if no other link is
     available), N SHOULD return a PathErr message with the new error
     code/sub-code "Admission Control Failure/LSP Admission Failure".



   Note that the process, through which m out of the n (m =< n)
   secondary protecting LSPs' PPROs may be selected on a local basis to
   perform the above comparison and subsequent link selection, is out of
   scope of this document.




16. ASSOCIATION Object

   The ASSOCIATION object is used to associate LSPs with each other.  In
   the context of end-to-end LSP recovery, the association MUST only
   identify LSPs that support the same Tunnel ID as well as the same
   tunnel sender address and tunnel endpoint address.  The Association
   Type, Association Source, and Association ID fields of the object
   together uniquely identify an association.  The object uses an object
   class number of the form 11bbbbbb to ensure compatibility with non-
   supporting nodes.



   The ASSOCIATION object is used to associate LSPs with each other.




16.1. Format

   The IPv4 ASSOCIATION object (Class-Num of the form 11bbbbbb with
   value = 199, C-Type = 1) has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num(199)|  C‑Type (1)   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|       Association Type        |       Association ID          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  IPv4 Association Source                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The IPv6 ASSOCIATION object (Class-Num of the form 11bbbbbb with
   value = 199, C-Type = 2) has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num(199)|  C‑Type (2)   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|       Association Type        |       Association ID          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
|                  IPv6 Association Source                      |
|                                                               |
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      Association Type: 16 bits



         Indicates the type of association being identified.  Note that
         this value is considered when determining association.  The
         following are values defined in this document.



Value       Type
‑‑‑‑‑       ‑‑‑‑
  0         Reserved
  1         Recovery (R)



      Association ID: 16 bits



         A value assigned by the LSP head-end.  When combined with the
         Association Type and Association Source, this value uniquely
         identifies an association.



      Association Source: 4 or 16 bytes



         An IPv4 or IPv6 address, respectively, that is associated to
         the node that originated the association.




16.2. Processing

   In the end-to-end LSP recovery context, the ASSOCIATION object is
   used to associate a recovery LSP with the LSP(s) it is protecting or
   a protected LSP(s) with its recovery LSP.  The object is carried in
   Path messages.  More than one object MAY be carried in a single Path
   message.



   Transit nodes MUST transmit, without modification, any received
   ASSOCIATION object in the corresponding outgoing Path message.



   An ASSOCIATION object with an Association Type set to the value
   "Recovery" is used to identify an LSP-Recovery-related association.
   Any node associating a recovery LSP MUST insert an ASSOCIATION object
   with the following setting:



   - The Association Type MUST be set to the value "Recovery" in the
     Path message of the recovery LSP.



   - The (IPv4/IPv6) Association Source MUST be set to the tunnel sender
     address of the LSP being protected.



   - The Association ID MUST be set to the LSP ID of the LSP being
     protected by this LSP or the LSP protecting this LSP.  If unknown,
     this value is set to its own signaled LSP_ID value (default).
     Also, the value of the Association ID MAY change during the
     lifetime of the LSP.



   Terminating nodes use received ASSOCIATION object(s) with the
   Association Type set to the value "Recovery" to associate a recovery
   LSP with its matching working LSP.  This information is used to bind
   the appropriate working and recovery LSPs together.  Such nodes MUST
   ensure that the received Path messages, including ASSOCIATION
   object(s), are processed with the appropriate PROTECTION object
   settings, if present (see Section 14 for PROTECTION object
   processing).  Otherwise, this node MUST return a PathErr message with
   the new error code/sub-code "LSP Admission Failure/Bad Association
   Type".  Similarly, terminating nodes receiving a Path message with a



   PROTECTION object requiring association between working and recovery
   LSPs MUST include an ASSOCIATION object.  Otherwise, such nodes MUST
   return a PathErr message with the new error code/sub-code "Routing
   Problem/PROTECTION object not Applicable".




17. Updated RSVP Message Formats

   This section presents the RSVP message-related formats as modified by
   this document.  Unmodified RSVP message formats are not listed.



   The format of a Path message is as follows:



<Path Message> ::= <Common Header> [ <INTEGRITY> ]
                   [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                   [ <MESSAGE_ID> ]
                   <SESSION> <RSVP_HOP>
                   <TIME_VALUES>
                   [ <EXPLICIT_ROUTE> ]
                   <LABEL_REQUEST>
                   [ <PROTECTION> ]
                   [ <LABEL_SET> ... ]
                   [ <SESSION_ATTRIBUTE> ]
                   [ <NOTIFY_REQUEST> ... ]
                   [ <ADMIN_STATUS> ]
                   [ <ASSOCIATION> ... ]
                   [ <PRIMARY_PATH_ROUTE> ... ]
                   [ <POLICY_DATA> ... ]
                   <sender descriptor>



   The format of the <sender descriptor> for unidirectional and
   bidirectional LSPs is not modified by the present document.



   The format of a Resv message is as follows:



<Resv Message> ::= <Common Header> [ <INTEGRITY> ]
                   [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                   [ <MESSAGE_ID> ]
                   <SESSION> <RSVP_HOP>
                   <TIME_VALUES>
                   [ <RESV_CONFIRM> ]  [ <SCOPE> ]
                   [ <PROTECTION> ]
                   [ <NOTIFY_REQUEST> ]
                   [ <ADMIN_STATUS> ]
                   [ <POLICY_DATA> ... ]
                   <STYLE> <flow descriptor list>



      <flow descriptor list> is not modified by this document.




18. Security Considerations

   The security threats identified in [RFC4426] may be experienced due
   to the exchange of RSVP messages and information as detailed in this
   document.  The following security mechanisms apply.



   RSVP signaling MUST be able to provide authentication and integrity.
   Authentication is required to ensure that the signaling messages are
   originating from the right place and have not been modified in
   transit.



   For this purpose, [RFC2747] provides the required RSVP message
   authentication and integrity for hop-by-hop RSVP message exchanges.
   For non hop-by-hop RSVP message exchanges the standard IPsec-based
   integrity and authentication can be used as explained in [RFC3473].



   Moreover, this document makes use of the Notify message exchange.
   This precludes RSVP's hop-by-hop integrity and authentication model.
   In the case, when the same level of security provided by [RFC2747] is
   desired, the standard IPsec based integrity and authentication can be
   used as explained in [RFC3473].



   To prevent the consequences of poorly applied protection and the
   increased risk of misconnection, in particular, when extra-traffic is
   involved, that would deliver the wrong traffic to the wrong
   destination, specific mechanisms have been put in place as described
   in Section 7.2, 8.3, and 10.




19. IANA Considerations

   IANA assigns values to RSVP protocol parameters.  Within the current
   document, a PROTECTION object (new C-Type), a PRIMARY_PATH_ROUTE
   object, and an ASSOCIATION object are defined.  In addition, new
   Error code/sub-code values are defined in this document.  Finally,
   registration of the ADMIN_STATUS object bits is requested.



   Two RSVP Class Numbers (Class-Num) and three Class Types (C-Types)
   values have to be defined by IANA in registry:



   http://www.iana.org/assignments/rsvp-parameters



   1) PROTECTION object (defined in Section 14.1)



   o PROTECTION object: Class-Num = 37



   - Type 2: C-Type = 2



   2) PRIMARY_PATH_ROUTE object (defined in Section 15.1)



   o PRIMARY_PATH_ROUTE object: Class-Num = 38 (of the form 0bbbbbbb),



   - Primary Path Route: C-Type = 1



   3) ASSOCIATION object (defined in Section 16.1)



   o ASSOCIATION object: Class-Num = 199 (of the form 11bbbbbb)



‑ IPv4 Association: C‑Type = 1
‑ IPv6 Association: C‑Type = 2



   o Association Type



   The following values defined for the Association Type (16 bits) field
   of the ASSOCIATION object.



Value       Type
‑‑‑‑‑       ‑‑‑‑
  0         Reserved
  1         Recovery (R)



   Assignment of values (from 2 to 65535) by IANA are subject to IETF
   expert review process, i.e., IETF Standards Track RFC Action.



   4) Error Code/Sub-code values



   The following Error code/sub-code values are defined in this
   document:



   Error Code = 01: "Admission Control Failure" (see [RFC2205])



o "Admission Control Failure/LSP Admission Failure" (4)
o "Admission Control Failure/Bad Association Type" (5)



   Error Code = 02: "Policy Control Failure" (see [RFC2205])



   o "Policy Control failure/Hard Pre-empted" (20)



   Error Code = 24: "Routing Problem" (see [RFC3209])



o "Routing Problem/Unsupported LSP Protection" (17)
o "Routing Problem/PROTECTION object not applicable" (18)
o "Routing Problem/Bad PRIMARY_PATH_ROUTE object" (19)
o "Routing Problem/PRIMARY_PATH_ROUTE object not applicable" (20)



   Error Code = 25: "Notify Error" (see [RFC3209])



o "Notify Error/LSP Failure"               (9)
o "Notify Error/LSP Recovered"             (10)
o "Notify Error/LSP Locally Failed"        (11)



   5) Registration of the ADMIN_STATUS object bits



   The ADMIN_STATUS object (Class-Num = 196, C-Type = 1) is defined in
   [RFC3473].



   IANA is also requested to track the ADMIN_STATUS bits extended by
   this document.  For this purpose, the following new registry entries
   have been created:



   http://www.iana.org/assignments/gmpls-sig-parameters



   - ADMIN_STATUS bits:



Name: ADMIN_STATUS bits
Format: 32‑bit vector of bits
Position:
   [0]          Reflect (R) bit defined in [RFC3471]
   [1..25]      To be assigned by IANA via IETF Standards
                Track RFC Action.
   [26]         Lockout (L) bit is defined in Section 13
   [27]         Inhibit alarm communication (I) in [RFC4783]

   [28]         Call control (C) bit is defined in
                [GMPLS‑CALL]
   [29]         Testing (T) bit is defined in [RFC3471]
   [30]         Administratively down (A) bit is defined in
                [RFC3471]
   [31]         Deletion in progress (D) bit is defined in
                [RFC3471]
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Abstract

   This document describes protocol specific procedures for GMPLS
   (Generalized Multi-Protocol Label Switching) RSVP-TE (Resource
   ReserVation Protocol - Traffic Engineering) signaling extensions to
   support label switched path (LSP) segment protection and restoration.
   These extensions are intended to complement and be consistent with
   the RSVP-TE Extensions for End-to-End GMPLS Recovery (RFC 4872).
   Implications and interactions with fast reroute are also addressed.
   This document also updates the handling of NOTIFY_REQUEST objects.
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1. Introduction


   [RFC4427]
 covers multiple types of protection, including end-to-end
   and segment-based approaches.  "RSVP-TE Extensions in Support of
   End-to-End Generalized Multi-Protocol Label Switching (GMPLS)
   Recovery" [RFC4872] defines a set of extensions to support multiple
   types of recovery.  The supported types include 1+1 unidirectional/
   1+1 bidirectional protection, LSP protection with extra-traffic
   (including 1:N protection with extra-traffic), pre-planned LSP re-
   routing without extra-traffic (including shared mesh), and full LSP
   re-routing.  In all cases, the recovery is provided on an end-to-end
   basis, i.e., the ingress and egress nodes of both the protected and
   the protecting LSP are the same.



   [RFC4090] provides a form of segment recovery for packet MPLS-TE
   networks.  Two methods of fast reroute are defined in [RFC4090].  The
   one-to-one backup method creates detour LSPs for each protected LSP
   at each potential point of local repair.  The facility backup method
   creates a bypass tunnel to protect a potential failure point that is
   shared by multiple LSPs and uses label stacking.  Neither approach
   supports the full set of recovery types supported by [RFC4872].
   Additionally, the facility backup method is not applicable to most
   non-PSC (packet switch capable) switching technologies.



   The extensions defined in this document allow for support of the full
   set of recovery types supported by [RFC4872], but on a segment, or
   portion of the LSP, basis.  The extensions allow (a) the signaling of
   desired LSP segment protection type, (b) upstream nodes to optionally
   identify where segment protection starts and stops, (c) the optional
   identification of hops used on protection segments, and (d) the
   reporting of paths used to protect an LSP.  The extensions also widen
   the topological scope over which protection can be supported.  They
   allow recovery segments that protect against an arbitrary number of
   nodes and links.  They enable overlapping protection and nested
   protection.  These extensions are intended to be compatible with fast
   reroute, and in some cases used with fast reroute.




1.1. Conventions Used in This Document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].



   In addition, the reader is assumed to be familiar with the
   terminology used in [RFC3209], [RFC3471], and [RFC3473], as well as
   [RFC4427], [RFC4426], [RFC4872], and [RFC4090].




2. Segment Recovery

   Segment recovery is used to provide protection and restoration over a
   portion of an end-to-end LSP.  Such segment protection and
   restoration is useful to protect against a span failure, a node
   failure, or failure over a particular portion of a network used by an
   LSP.



   Consider the following topology:



A‑‑‑B‑‑‑C‑‑‑D‑‑‑E‑‑‑F
         \     /
          G‑‑‑I



   In this topology, end-to-end protection and recovery is not possible
   for an LSP going between node A and node F, but it is possible to
   protect/recover a portion of the LSP.  Specifically, if the LSP uses
   a working path of [A,B,C,D,E,F], then a protection or restoration LSP
   can be established along the path [C,G,I,E].  This LSP protects
   against failures on spans {C,D} and {D,E}, as well as a failure of
   node D.  This form of protection/restoration is referred to as
   Segment Protection and Segment Restoration, or as Segment Recovery,
   collectively.  The LSP providing the protection or restoration is
   referred to as a segment protection LSP or a segment restoration LSP.
   The term "segment recovery LSP" is used to cover either a segment
   protection LSP or a segment restoration LSP.  The term "branch node"
   is used to refer to a node that initiates a recovery LSP, e.g., node
   C in the figure shown above.  This is equivalent to the point of
   local repair (PLR) used in [RFC4090].  As with [RFC4090], the term
   "merge node" is used to refer to a node that terminates a recovery
   LSP, e.g., node E in the figure shown above.



   Segment protection or restoration is signaled using a working LSP and
   one or more segment recovery LSPs.  Each segment recovery LSP is
   signaled as an independent LSP.  Specifically, the Sender_Template
   object uses the IP address of the node originating the recovery path,
   e.g., node C in the topology shown above, and the Session object
   contains the IP address of the node terminating the recovery path,
   e.g., node E shown above.  There is no specific requirement on LSP ID
   value, Tunnel ID, and Extended Tunnel ID.  Values for these fields
   are selected normally, including consideration for the make-before-
   break concept (as described in [RFC3209]).  Intermediate nodes follow
   standard signaling procedures when processing segment recovery LSPs.
   A segment recovery LSP may be protected itself using segment or end-
   to-end protection/restoration.  Note, in PSC environments, it may be
   desirable to construct the Sender_Template and Session objects per
   [RFC4090].



   When [RFC4090] isn't being used, the association between segment
   recovery LSPs with other LSPs is indicated using the ASSOCIATION
   object defined in [RFC4872].  The ASSOCIATION object is used to
   associate recovery LSPs with the LSP they are protecting.  Working
   and protecting LSPs, as well as primary and secondary LSPs, are
   identified using LSP Status as described in [RFC4872].  The O-bit in
   the segment flags portion of the PROTECTION object is used to
   identify when a recovery LSP is carrying the normal (active) traffic.



   An upstream node can permit downstream nodes to dynamically identify
   branch and merge points by setting the desired LSP segment protection
   bits in the PROTECTION object.  These bits are defined below.



   Optionally, an upstream node, usually the ingress node, can identify
   the endpoints of a segment recovery LSP.  This is accomplished using
   a new object.  This object uses the same format as an Explicit Route
   Object (ERO) and is referred to as a Secondary Explicit Route object
   (SERO); see Section 4.1.  SEROs also support a new subobject to
   indicate the type of protection or restoration to be provided.  At a
   minimum, an SERO will indicate a recovery LSP's initiator,
   protection/restoration type and terminator.  Standard ERO semantics
   (see [RFC3209]) can optionally be used within and SERO to explicitly
   control the recovery LSP.  A Secondary Record Route object (SRRO) is
   defined for recording the path of a segment recovery LSP; see Section
   5.



   SEROs are carried between the node creating the SERO, typically the
   ingress, and the node initiating a recovery LSP.  The node initiating
   a recovery LSP uses the SERO to create the ERO for the recovery LSP.
   At this (branch) node, all local objects are removed, and the new
   protection subobject is used to create the PROTECTION object for the
   recovery LSP.  It is also possible to control the handling of a
   failure to establish a recovery LSP.



   SRROs are carried in Path messages between the node terminating a
   recovery LSP, the merge node, and the egress.  SRROs are used in Resv
   messages between a branch node and the ingress.  The merge node of a
   recovery LSP creates an SRRO by copying the RRO from the Path message
   of the associated recovery LSP into a new SRRO object.  Any SRROs
   present in the recovery LSP's Path message are also copied.  The
   branch node of a recovery LSP creates an SRRO by copying the RRO from
   the Resv message of associated recovery LSP into a new SRRO object.
   Any SRROs present in the recovery LSP's Resv message are also copied.



   Notify request processing is also impacted by LSP segment recovery.
   Per [RFC3473], only one NOTIFY_REQUEST object is meaningful and
   should be propagated.  Additional NOTIFY_REQUEST objects are used to
   identify recovery LSP branch nodes.




2.1. Segment Protection

   Three approaches for end-to-end protection are defined in [RFC4872]:
   1+1 Unidirectional Protection (Section 5), 1+1 Bidirectional
   Protection (Section 6), and 1:1 Protection With Extra-Traffic
   (Section 7).  The segment protection forms of these protection
   approaches all operate much like their end-to-end counterparts.  Each
   behaves just like its end-to-end counterpart, with the exception that
   the protection LSP protects only a portion of the working LSP.  The
   type of protection to be used on a segment protection LSP is
   indicated, to the protection LSP's ingress, using the protection SERO
   subobject defined in Section 4.1.



   The switch-over processing for segment 1+1 Bidirectional protection
   and 1:1 Protection With Extra-Traffic follows the same procedures as
   end-to-end protection forms; see Sections 6.2 and 7.2 of [RFC4872]
   for details.




2.2. Segment Re-routing and Restoration

   Three re-routing and restoration approaches are defined in [RFC4872]:
   Re-routing without Extra-Traffic (Section 8), Shared-Mesh Restoration
   (Section 9), (Full) LSP Re-routing (Section 11).  As with protection,
   these approaches are supported on a segment basis.  The segment forms
   of re-routing and restoration operate exactly like their end-to-end
   counterparts, with the exception that the restoration LSP recovers
   only a portion of the working LSP.  The type of re-routing or
   restoration to be used on a segment restoration LSP is indicated, to
   the restoration LSP's ingress, using the new protection SERO
   subobject.




3. ASSOCIATION Object

   The ASSOCIATION object is used for the association of segment
   protection LSPs when [RFC4090] isn't being used.  The ASSOCIATION
   object is defined in [RFC4872].  In this document, we define a new
   Association Type field value to support make-before-break; the
   formats and procedures defined in [RFC4872] are not otherwise
   modified.




3.1. Format

   Association Type: 16 bits



Value       Type
‑‑‑‑‑       ‑‑‑‑
  2         Resource Sharing (R)



   See [RFC4872] for the definition of other fields and values.




3.2. Procedures

   The ASSOCIATION object is used to associate different LSPs with each
   other.  In the protection and restoration context, the object is used
   to associate a recovery LSP with the LSP it is protecting.  The
   ASSOCIATION object is also used to support resource sharing during
   make-before-break.  This object MUST NOT be used when association is
   made according to the methods defined in [RFC4090].




3.2.1. Recovery Type Processing

   Recovery type processing procedures are the same as those defined in
   [RFC4872], but processing and identification occur with respect to
   segment recovery LSPs.  Note that this means that multiple
   ASSOCIATION objects of type recovery may be present on an LSP.




3.2.2. Resource Sharing Association Type Processing

   The ASSOCIATION object with an Association Type with the value
   Resource Sharing is used to enable resource sharing during make-
   before-break.  Resource sharing during make-before-break is defined
   in [RFC3209].  The defined support only works with LSPs that share
   the same LSP egress.  With the introduction of segment recovery LSPs,
   it is now possible for an LSP endpoint to change during make-before-
   break.



   A node includes an ASSOCIATION object with a Resource Sharing
   Association Type in an outgoing Path message when it wishes to
   indicate resource sharing across an associated set of LSPs.  The
   Association Source is set to the originating node's router address.
   The Association ID MUST be set to a value that uniquely identifies
   the association of LSPs.  This MAY be set to the working LSP's LSP
   ID.  Once included, an ASSOCIATION object with a Resource Sharing
   Association Type SHOULD NOT be removed from the Path messages
   associated with an LSP.



   Any node processing a Path message for which the node does not have a
   matching state, and which contains an ASSOCIATION object with a
   Resource Sharing type, examines existing LSPs for matching
   Association Type, Association Source, and Association ID values.  If
   any match is found, then [RFC3209] style resource sharing SHOULD be
   provided between the new and old LSPs.  See [RFC3209] for additional
   details.




4. Explicit Control of LSP Segment Recovery

   Secondary Explicit Route objects, or SEROs, are defined in this
   document.  They may be used to indicate the branch and merge nodes of
   recovery LSPs.  They may also provide additional information that is
   to be carried in a recovery LSP's ERO.  When upstream control of
   branch and merge nodes is not desired, SEROs are not used.




4.1. Secondary Explicit Route Object Format

   The format of a SECONDARY_EXPLICIT_ROUTE object is the same as an
   EXPLICIT_ROUTE object.  This includes the definition of subobjects
   defined for EXPLICIT_ROUTE object.  The class of the
   SECONDARY_EXPLICIT_ROUTE object is 200 (of the form 11bbbbbb).




4.1.1. Protection Subobject

   A new subobject, called the protection subobject, is defined for use
   in the SECONDARY_EXPLICIT_ROUTE object.  As mentioned above, the new
   protection subobject is used to create the PROTECTION object for the
   recovery LSP.  Specific procedures related to the protection
   subobject are provided in Section 4.2.  The protection subobject is
   not valid for use with the Explicit and Record Route objects and MUST
   NOT be included in those objects.



   The format of the protection subobject is defined as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    |    Reserved   |   C‑Type      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  PROTECTION Object Contents                   |
|                              ...                              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      L-bit



         This is defined in [RFC3209] and MUST be set to zero for
         protection subobjects.



      Type



         37 Protection



      Length



         As defined in [RFC3209], Section 4.3.3.



      Reserved



         This field is reserved.  It MUST be set to zero on transmission
         and MUST be ignored on receipt.



      C-Type



         The C-Type of the included PROTECTION object.



      PROTECTION Object Contents



         The contents of the PROTECTION object, with the format matching
         the indicated C-Type, excluding the object header.




4.2. Explicit Control Procedures

   SEROs are carried in Path messages and indicate at which node a
   recovery LSP is to be initiated relative to the LSP carrying the
   SERO.  More than one SERO MAY be present in a Path message.



   To indicate the branch and merge nodes of a recovery LSP, an SERO is
   created and added to the Path message of the LSP being recovered.
   The decision to create and insert an SERO is a local matter and
   outside the scope of this document.



   An SERO SHOULD contain at least three subobjects.  The first
   subobject MUST indicate the node that is to originate the recovery
   LSP, i.e. the segment branch node.  The address used SHOULD also be
   listed in the ERO or another SERO.  This ensures that the branch node
   is along the LSP path.  The second subobject SHOULD be a protection
   subobject and should indicate the protection or restoration to be
   provided by the recovery LSP.  When the protection subobject is
   present, the LSP Segment Recovery Flags in the protection subobject
   MUST be ignored.  The final subobject in the SERO MUST be the merge
   node of the recovery LSP, and MAY have the L-bit set.  Standard ERO
   subobjects MAY be inserted between the protection subobject and the
   final subobject.  These subobjects MAY be loose or strict.



   A node receiving a Path message containing one or more SEROs SHOULD
   examine each SERO to see if it indicates a local branch point.  This
   determination is made by examining the first object of each SERO and
   seeing if the address indicated in the subobject can be associated
   with the local node.  If any of indicated addresses are associated
   with the local node, then the local node is a branch node.  If the
   local node is not a branch node, all received SEROs MUST be
   transmitted, without modification, in the corresponding outgoing Path
   message.



   At a branch node, the SERO, together with the Path message of LSP
   being recovered, provides the information to create the recovery LSP.
   The Path message for the recovery LSP is created at the branch node
   by cloning the objects carried in the incoming Path message of the
   LSP being protected.  Certain objects are replaced or modified in the
   recovery LSP's outgoing Path message.  The Sender_template object
   MUST be updated to use an address (in its Tunnel Sender Address
   field) on the local node, and the LSP ID MUST be updated to ensure
   uniqueness.  The Session object MUST be updated to use the address
   indicated in the final subobject of the SERO as the tunnel endpoint
   address, the tunnel ID MAY be updated, and the extended tunnel ID
   MUST be set to the local node address.  The PROTECTION object is
   replaced with the contents of the matching SERO protection subobject,
   when present.  In all cases, the R-bit of a new PROTECTION object is
   reset (0).  Any RROs and EROs present in the incoming Path message
   MUST NOT be included in the recovery LSP.  A new ERO MUST be
   included, with the contents of the SERO that indicated a local
   branch.  As with all EROs, no local information (local address and
   any protection subobjects) is carried in the ERO carried in the
   recovery LSP's outgoing Path message.  The SERO that indicated a
   local branch MUST be omitted from the recovery LSP's outgoing Path
   message.  Note, by default, all other received SEROs are passed in
   the recovery LSP's outgoing Path message.  SEROs MAY be omitted, from
   the recovery LSP's outgoing Path message as well as the outgoing Path
   message for the LSP being protected, when the SERO does not relate to
   the outgoing path message.



   The resulting Path message is used to create the recovery LSP.  From
   this point on, Standard Path message processing is used in processing
   the resulting Path message.




4.2.1. Branch Failure Handling

   During setup, it is possible that a processing node will be unable to
   support a requested branch.  Additionally, during setup and normal
   operation, PathErr messages may be received at a branch node.  The
   processing of these events depend on a number of factors.



   When a failure or received PathErr message is associated with the LSP
   being protected, the event is first processed per standard processing
   rules.  This includes generation of a standard PathErr message.  When
   LSP state is removed due to a local failure or a PathErr message with
   the Path_State_Removed flag set (1), the node MUST send a PathTear
   message downstream on all other branches.



   When a failure or received PathErr message is associated with a
   recovery LSP, processing is based on the R-bit in addition to the
   Path_State_Removed flag.  In all cases, a received PathErr message is
   first processed per standard processing rules and the failure or
   received PathErr message SHOULD trigger the generation of a PathErr
   message upstream for the LSP being protected.  The outgoing PathErr
   message SHOULD indicate an error of "Routing Problem/LSP Segment
   Protection Failed".  The outgoing PathErr message MUST include any
   SEROs carried in a received PathErr message.  If no SERO is present
   in a received PathErr message or when the failure is local, then an
   SERO that matches the errored LSP or failed branch MUST be added to
   the outgoing PathErr message.



   When a PathErr message with the Path_State_Removed flag cleared (0)
   is received, the outgoing (upstream) PathErr message SHOULD be sent
   with the Path_State_Removed flag cleared (0).



   When a PathErr message for a recovery LSP with the Path_State_Removed
   flag set (1) is received, the processing node MUST examine the R-bit
   (as defined below) of the LSP being protected.  The R-bit is carried
   in the PROTECTION object that triggered the initiation of the
   recovery LSP.  When the R-bit is not set (0), the outgoing (upstream)
   PathErr message SHOULD be sent with the Path_State_Removed flag
   cleared (0).  When the R-bit is set (1), the outgoing (upstream)
   PathErr message MUST be sent with the Path_State_Removed flag set
   (1).



   In all cases where an outgoing (upstream) PathErr message is sent
   with the Path_State_Removed flag set (1), all path state for the LSP
   being protected MUST be removed, and the node MUST send a PathTear
   message downstream on all active branches.




4.2.2. Resv Message Processing

   Branch nodes will process Resv messages for both recovery LSPs and
   LSPs being protected.  Resv messages are propagated upstream of
   branch nodes only after a Resv message is received for the protected
   LSP.  Resv messages on recovery LSPs will typically not trigger
   transmission of upstream Resv messages (for the LSP being protected).
   Exceptions to this include when RROs/SRROs are being collected and
   during certain ADMIN_STATUS object processing.  See below for more
   information on related processing.




4.2.3. Admin Status Change

   In general, objects in a recovery LSP are created based on the
   corresponding objects in the LSP being protected.  The ADMIN_STATUS
   object is created the same way, but it also requires some special
   coordination at branch nodes.  Specifically, in addition to normal
   processing, a branch node that receives an ADMIN_STATUS object in a
   Path message also MUST relay the ADMIN_STATUS object in a Path on
   every recovery LSP.  All Path messages MAY be concurrently sent
   downstream.



   Downstream nodes process the change in the ADMIN_STATUS object per
   [RFC3473], including generation of Resv messages.  When the most
   recently received upstream ADMIN_STATUS object has the R bit set,
   branch nodes wait for a Resv message with a matching ADMIN_STATUS
   object to be received on all branches before relaying a corresponding
   Resv message upstream.




4.2.4. Recovery LSP Teardown

   Recovery LSP removal follows standard procedures defined in [RFC3209]
   and [RFC3473].  This includes with and without setting the
   administrative status.




4.2.4.1. Teardown Without Admin Status Change

   The node initiating the teardown originates a PathTear message.  Each
   node that receives a PathTear message processes the PathTear message
   per standard processing (see [RFC3209] and [RFC2205]), and MUST also
   relay a PathTear on every recovery LSP.  All PathTear messages
   (received from upstream and locally originated) may be concurrently
   sent downstream.




4.2.4.2. Teardown With Admin Status Change

   Per [RFC3473], the ingress node originates a Path message with the D
   and R bits set in the ADMIN_STATUS object.  The admin status change
   procedure defined in Section 4.2.3 MUST then be followed.  Once the
   ingress receives all expected Resv messages, it MUST follow the
   teardown procedure described in Section 4.2.4.1.




4.3. Teardown From Non-Ingress Nodes

   As with any LSP, any node along a recovery LSP may initiate removal
   of the recovery LSP.  To do this, the node initiating the teardown
   sends a PathErr message with the appropriate Error Code and the
   Path_State_Removed flag cleared (0) toward the LSP ingress.  As
   described above, the recovery LSP ingress will propagate the error to
   the LSP ingress, which can then signal the removal of the recovery
   LSP.



   It is also possible for the node initiating the teardown to remove a
   Recovery LSP in a non-graceful manner.  In this case, the initiator
   sends a PathTear message downstream and a PathErr message with a
   "Confirmation" indication (error code and value set to zero), and the
   Path_State_Removed flag set (1) toward the LSP ingress node.  This
   manner of non-ingress node teardown is NOT RECOMMENDED because in
   some cases it can result in the removal of the LSP being protected.




4.3.1. Modified NOTIFY_REQUEST Object Processing

   A parallel set of rules are applied at branch and merge nodes to
   enable the branch or merge node to add a NOTIFY_REQUEST object to the
   Path and Resv messages of protected and recovery LSPs.  Branch nodes
   add NOTIFY_REQUEST objects to Path messages, and merge nodes add
   NOTIFY_REQUEST objects to Resv messages.



   When a node is branching or merging a recovery LSP, the node SHOULD
   include a single NOTIFY_REQUEST object in the Path message of the
   recovery LSP, in the case of a branch node, or the Resv message of
   the recovery LSP, in the case of a merge node.  The notify node
   address MUST be set to the router address of the processing node.



   Branch and merge nodes SHOULD also add a NOTIFY_REQUEST object to the
   LSP being protected.  For branch nodes, the notify node address is
   set to the address used in the sender template object of the
   associated recovery LSP.  For merge nodes, the notify node address is
   set to the address used in the session object of the associated
   recovery LSP.  A locally added NOTIFY_REQUEST object MUST be listed
   first in an outgoing message; any received NOTIFY_REQUEST objects
   MUST then be listed in the message in the order that they were
   received.  Note that this can result in a stack (or ordered list) of
   objects.



   Normal notification procedures are then followed for the LSP being
   protected.  That is, the notifying node MUST issue a Notify message
   to the recipient indicated by the notify address of the first listed
   NOTIFY_REQUEST object.  Under local policy control, a node issuing a
   Notify message MAY also send a Notify message to the Notify Node
   Address indicated in the last, or any other, NOTIFY_REQUEST object
   carried in the Path or Resv message.



   Recovery LSP merge and branch nodes remove the object added by the
   recovery branch or merge node from outgoing Path and Resv messages
   for the LSP being protected.  This is done by removing the
   NOTIFY_REQUEST object that, in the case of a merge node, matches the
   source address of the recovery LSP and, in the case of a branch node,
   matches the tunnel endpoint address of the recovery LSP.  The
   matching NOTIFY_REQUEST object will normally be the first of the
   listed NOTIFY_REQUEST objects.  Note, to cover certain backwards
   compatibility scenarios, the NOTIFY_REQUEST object SHOULD NOT be
   removed if it is the sole NOTIFY_REQUEST object.



   Note this requires the following change to [RFC3473], Section 4.2.1:



   o old text:

      If a message contains multiple NOTIFY_REQUEST objects, only the
      first object is meaningful.  Subsequent NOTIFY_REQUEST objects MAY
      be ignored and SHOULD NOT be propagated.



   o new text:

      If a message contains multiple NOTIFY_REQUEST objects, only the
      first object used is in notification.  Subsequent NOTIFY_REQUEST
      objects MUST be propagated in the order received.




4.3.2. Modified Notify and Error Message Processing

   Branch and merge nodes MUST support the following modification to
   Notify message processing.  When a branch or merge node receives
   notification of an LSP failure and it is unable to recover from that
   failure, it MUST notify the node indicated in the first
   NOTIFY_REQUEST object received in the Path message (for branch nodes)
   or Resv message (for merge nodes) associated with the LSP.




5. Secondary Record Route Objects

   Secondary Record Route objects, or SRROs, are used to record the path
   used by recovery LSPs.




5.1. Format

   The format of a SECONDARY_RECORD_ROUTE object is the same as a
   RECORD_ROUTE object, Class number 21.  This includes the definition
   of subobjects defined for RECORD_ROUTE object.  The class of the
   SECONDARY_RECORD_ROUTE object is 201 (of the form 11bbbbbb).



   The protection subobject defined above can also be used in
   SECONDARY_RECORD_ROUTE objects.




5.2. Path Processing

   SRROs may be carried in Path messages and indicate the presence of
   upstream recovery LSPs.  More than one SRRO MAY be added and present
   in a Path message.



   Any received SRRO MUST be transmitted by transit nodes, without
   modification, in the corresponding outgoing Path message.



   SRROs are inserted in Path messages by recovery LSP merge nodes.  The
   SRRO is created by copying the contents of an RRO received by the
   recovery LSP into a new SRRO object.  This SRRO is added to the
   outgoing Path message of the recovered LSP.  Note that multiple SRROs
   may be present.  The collection of SRROs is controlled via the
   segment-recording-desired flag in the SESSION_ATTRIBUTE object.  This
   flag MAY be set even when SEROs are not used.




5.3. Resv Processing

   SRROs may be carried in Resv messages and indicate the presence of
   downstream recovery LSPs.  More than one SRRO MAY be added and
   present in a Resv message.



   Any received SRRO MUST be transmitted by transit nodes, without
   modification, in the corresponding outgoing Resv message.  When Resv
   messages are merged, the resulting merged Resv SHOULD contain all
   SRROs received in downstream Resv messages.



   SRROs are inserted in Resv messages by branch nodes of recovery LSPs.
   The SRRO SHOULD be created with the first two objects being the local
   node address, followed by a protection subobject with the contents of
   the recovery LSP's PROTECTION object.  The remainder of the SRRO
   SHOULD be created by copying the contents of the RRO received by the
   recovery LSP.  This SRRO SHOULD be added to the outgoing Resv message
   of the recovered LSP.  Again, multiple SRROs may be present.



   If the newly added SRRO causes the message to be too big to fit in a
   Resv message, SRRO subobjects SHOULD be removed from any present
   SRROs.  When removing subobjects, the first two subobjects and the
   last subobject in an SRRO MUST NOT be removed.  Note that the
   subobject that followed a removed subobject MUST be updated with the
   L-bit set (1).  If after removing all but the first and last
   subobjects in all SRROs the resulting message is still too large to
   fit, then whole SRROs SHOULD be removed until the message does fit.




6. Dynamic Control of LSP Segment Recovery

   Dynamic identification of branch and merge nodes is supported via the
   LSP Segment Recovery Flags carried in the PROTECTION object.  The LSP
   Segment Recovery Flags are carried within one of the Reserved fields
   defined in the PROTECTION object defined in [RFC4872].  LSP Segment
   Recovery Flags are used to indicate when LSP segment recovery is
   desired.  When these bits are set, branch and merge nodes are
   dynamically identified.



   Note, the procedures defined in this section parallel the explicit
   control procedures defined above in Section 4.2.  The primary
   difference is in the creation of a recovery LSP's ERO.




6.1. Modified PROTECTION Object Format

   LSP Segment Recovery Flags are carried in the PROTECTION object of
   the same C-Type defined in [RFC4872].  The format of the flags are:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Length             | Class‑Num(37) | C‑Type (2)    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|S|P|N|O| Reserved  | LSP Flags |     Reserved      | Link Flags|
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|I|R|   Reserved    | Seg.Flags |           Reserved            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      In-Place (I): 1 bit



         When set (1) indicates that the desired segment recovery type
         indicated in the LSP Segment Recovery Flag is already in place
         for the associated LSP.



      Required (R): 1 bit



         When set (1) indicates that failure to establish the indicated
         protection should result in a failure of the LSP being
         protected.



      Segment Recovery Flags (Seg.Flags): 6 bits



         This field is used to indicate when an upstream node desires
         LSP Segment recovery to be dynamically initiated where
         possible.  The values used in this field are identical to the
         values defined for LSP Flags; see [RFC4872].



   See [RFC4872] for the definition of other fields.




6.2. Dynamic Control Procedures

   LSP Segment Recovery Flags are set to indicate that LSP segment
   recovery is desired for the LSP being signaled.  The type of recovery
   desired is indicated by the flags.  The decision to set the LSP
   Segment Recovery Flags is a local matter and outside the scope of
   this document.  A value of zero (0) means that no dynamic
   identification of segment recovery branch nodes are needed for the
   associated LSP.  When the In-Place bit is set, it means that the
   desired type of recovery is already in place for that particular LSP.



   A transit node receiving a Path message containing a PROTECTION
   object with a non-zero LSP Segment Recovery Flags value and the In-
   Place bit clear (0) SHOULD consider if it can support the indicated
   recovery type and if it can identify an appropriate merge node for a
   recovery LSP.  Dynamic identification MUST NOT be done when the
   processing node is identified as a branch node in an SERO.  If a node
   is unable to provide the indicated recovery type or identify a merge
   node, the Path message MUST be processed normally, and the LSP
   Segment Recovery Flags MUST NOT be modified.



   When a node dynamically identifies itself as a branch node and
   identifies the merge node for the type of recovery indicated in the
   LSP Segment Recovery Flags, it attempts to setup a recovery LSP.  The
   dynamically identified information, together with the Path message of
   LSP being recovered, is used to create the recovery LSP.



   The Path message for the recovery LSP is created at the branch node
   by cloning the objects carried in the incoming Path message of the
   LSP being protected.  Certain objects are replaced or modified in the
   recovery LSP's outgoing Path message.  The Sender_template object
   MUST be updated to use an address (in its Tunnel Sender Address
   field) on the local node, and the LSP ID MUST be updated to ensure
   uniqueness.  The Session object MUST be updated to use the address of
   the dynamically identified merge node as the tunnel endpoint address,
   the tunnel ID MAY be updated, and the extended tunnel ID MUST be set
   to the local node address.  The PROTECTION object is updated with the
   In-Place bit set (1).  Any RROs and EROs present in the incoming Path
   message MUST NOT be included in the recovery LSP.  A new ERO MAY be
   created based on any path information dynamically computed by the
   local node.



The resulting Path message is used to create the recovery LSP.  While
the recovery LSP exists, the PROTECTION object in the original Path
message  (unless overridden by local policy) MUST also be updated
with the In‑Place bit set (1).  From this point on, Standard Path
message processing is used in processing the resulting and original
Path messages.



   The merge node of a dynamically controlled recovery LSP SHOULD reset
   (0) the In-Place bit in the PROTECTION object of the outgoing Path
   message associated with the terminated recovery LSP.



   Unlike with explicit control, if the creation of a dynamically
   identified recovery LSP fails for any reason, the recovery LSP is
   removed, and no error message or indication is sent upstream.  With
   this exception, all the other procedures for explicitly controlled
   recovery LSPs apply to dynamically controlled recovery LSPs.  These
   other procedures are defined above in Sections 4.2.1 through 4.2.4.




7. Updated RSVP Message Formats

   This section presents the RSVP message related formats as modified by
   this document.  Where they differ, formats for unidirectional LSPs
   are presented separately from bidirectional LSPs.



   The format of a Path message is as follows:



<Path Message> ::=   <Common Header> [ <INTEGRITY> ]
                     [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                     [ <MESSAGE_ID> ]
                     <SESSION> <RSVP_HOP>
                     <TIME_VALUES>
                     [ <EXPLICIT_ROUTE> ]
                      <LABEL_REQUEST>
                      [ <PROTECTION> ]
                      [ <LABEL_SET> ... ]
                      [ <SESSION_ATTRIBUTE> ]
                      [ <NOTIFY_REQUEST> ... ]
                      [ <ADMIN_STATUS> ]
                      [ <ASSOCIATION> ... ]
                      [ <SECONDARY_EXPLICIT_ROUTE> ... ]
                      [ <POLICY_DATA> ... ]
                      <sender descriptor>



   The format of the sender description for unidirectional LSPs is:



<sender descriptor> ::=  <SENDER_TEMPLATE> <SENDER_TSPEC>
                         [ <ADSPEC> ]
                         [ <RECORD_ROUTE> ]
                         [ <SUGGESTED_LABEL> ]
                         [ <RECOVERY_LABEL> ]
                         [ <SECONDARY_RECORD_ROUTE> ... ]



   The format of the sender description for bidirectional LSPs is:



<sender descriptor> ::=  <SENDER_TEMPLATE> <SENDER_TSPEC>
                         [ <ADSPEC> ]
                         [ <RECORD_ROUTE> ]
                         [ <SUGGESTED_LABEL> ]
                         [ <RECOVERY_LABEL> ]
                         <UPSTREAM_LABEL>
                         [ <SECONDARY_RECORD_ROUTE> ... ]



   The format of a PathErr message is as follows:



<PathErr Message> ::= <Common Header> [ <INTEGRITY> ]
                      [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                      [ <MESSAGE_ID> ]
                      <SESSION> <ERROR_SPEC>
                      [ <ACCEPTABLE_LABEL_SET> ... ]
                      [ <SECONDARY_EXPLICIT_ROUTE> ... ]
                      [ <POLICY_DATA> ... ]
                      <sender descriptor>



   The format of a Resv message is as follows:



<Resv Message> ::=    <Common Header> [ <INTEGRITY> ]
                      [ [<MESSAGE_ID_ACK> | <MESSAGE_ID_NACK>] ... ]
                      [ <MESSAGE_ID> ]
                      <SESSION> <RSVP_HOP>
                      <TIME_VALUES>
                      [ <RESV_CONFIRM> ]  [ <SCOPE> ]
                      [ <NOTIFY_REQUEST> ... ]
                      [ <ADMIN_STATUS> ]
                      [ <POLICY_DATA> ... ]
                      <STYLE> <flow descriptor list>



   <flow descriptor list> ::= <FF flow descriptor list>

                            | <SE flow descriptor>



<FF flow descriptor list> ::= <FLOWSPEC> <FILTER_SPEC>
                         <LABEL> [ <RECORD_ROUTE> ]
                         [ <SECONDARY_RECORD_ROUTE> ... ]
                         | <FF flow descriptor list>
                         <FF flow descriptor>

<FF flow descriptor> ::= [ <FLOWSPEC> ] <FILTER_SPEC> <LABEL>
                         [ <RECORD_ROUTE> ]
                         [ <SECONDARY_RECORD_ROUTE> ... ]



   <SE flow descriptor> ::= <FLOWSPEC> <SE filter spec list>



   <SE filter spec list> ::= <SE filter spec>

                            | <SE filter spec list> <SE filter spec>



<SE filter spec> ::=     <FILTER_SPEC> <LABEL> [ <RECORD_ROUTE> ]
                         [ <SECONDARY_RECORD_ROUTE> ... ]




8. Security Considerations

   This document introduces new message objects for use in GMPLS
   signaling [RFC3473].  It does not introduce any new signaling
   messages, nor change the relationship between LSRs that are adjacent
   in the control plane.



   The procedures defined in this document result in an increase in the
   amount of topology information carried in signaling messages since
   the presence of SEROs and SRROs necessarily means that there is more
   information about LSP paths carried than in simple EROs and RROs.
   Thus, in the event of the interception of a signaling message,
   slightly more could be deduced about the state of the network than
   was previously the case, but this is judged to be a very minor
   security risk as this information is already available via routing.



   Otherwise, this document introduces no additional security
   considerations.  See [RFC3473] for relevant security considerations.




9. IANA Considerations

   IANA has assigned the following values for the namespaces defined in
   this document and reviewed in this section.




9.1. New Association Type Assignment

   IANA has made the following assignment to the "GMPLS Signaling
   Parameters" Registry (see [RFC4872]) located at
   http://www.iana.org/assignments/gmpls-sig-parameters.



Value       Type
‑‑‑‑‑       ‑‑‑‑
  2         Resource Sharing (R) [RFC4873]




9.2. Definition of PROTECTION Object Reserved Bits

   This document defines bits carried in the Reserved field of the
   PROTECTION object defined in [RFC4872].  As no IANA registry for
   these bits is requested in [RFC4872], no IANA action is required
   related to this definition.




9.3. Secondary Explicit Route Object

   IANA has made the following assignments in the "Class Names, Class
   Numbers, and Class Types" section of the "RSVP PARAMETERS" registry
   located at http://www.iana.org/assignments/rsvp-parameters.



A new class named SECONDARY_EXPLICIT_ROUTE has been created in the
11bbbbbb range (200) with the following definition:
   Class Types or C‑types:



      Same values as EXPLICIT_ROUTE object (C-Num 20)



      For Class 1, C-Type 1, the following additional Subobject type is
      defined:



37   PROTECTION              [RFC4873]




9.4. Secondary Record Route Object

   IANA has made the following assignments in the "Class Names, Class
   Numbers, and Class Types" section of the "RSVP PARAMETERS" registry
   located at http://www.iana.org/assignments/rsvp-parameters.



   A new class named SECONDARY_RECORD_ROUTE has been created in the
   11bbbbbb range (201) with the following definition:



      Class Types or C-types:



      Same values as RECORD_ROUTE object (C-Num 21)



      For Class 1, C-Type 1, the following additional Subobject type is
      defined:



37   PROTECTION              [RFC4873]




9.5. New Error Code

   IANA has made the following assignments in the "Routing Problem"
   subsection of "Error Codes and Values" section of the "RSVP
   PARAMETERS" registry located at
   http://www.iana.org/assignments/rsvp-parameters.



   21 = LSP Segment Protection Failed [RFC4873]




9.6. Use of PROTECTION Object C-type

   This document modifies the PROTECTION object, class number 37, C-Type
   2 (defined in Section 14.1. of [RFC4872]).
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Abstract

   This document specifies ways to communicate route exclusions during
   path setup using Resource ReserVation Protocol-Traffic Engineering
   (RSVP-TE).



   The RSVP-TE specification, "RSVP-TE: Extensions to RSVP for LSP
   Tunnels" (RFC 3209) and GMPLS extensions to RSVP-TE, "Generalized
   Multi-Protocol Label Switching (GMPLS) Signaling Resource ReserVation
   Protocol-Traffic Engineering (RSVP-TE) Extensions" (RFC 3473) allow
   abstract nodes and resources to be explicitly included in a path
   setup, but not to be explicitly excluded.



   In some networks where precise explicit paths are not computed at the
   head end, it may be useful to specify and signal abstract nodes and
   resources that are to be explicitly excluded from routes.  These
   exclusions may apply to the whole path, or to parts of a path between
   two abstract nodes specified in an explicit path.  How Shared Risk
   Link Groups (SRLGs) can be excluded is also specified in this
   document.
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1. Introduction

   The RSVP-TE specification [RFC3209] and GMPLS extensions [RFC3473]
   allow abstract nodes and resources to be explicitly included in a
   path setup, using the Explicit Route Object (ERO).



   In some systems, it may be useful to specify and signal abstract
   nodes and resources that are to be explicitly excluded from routes.
   This may be because loose hops or abstract nodes need to be prevented
   from selecting a route through a specific resource.  This is a
   special case of distributed path calculation in the network.



   For example, route exclusion could be used in the case where two
   non-overlapping Label Switched Paths (LSPs) are required.  In this
   case, one option might be to set up one path and collect its route
   using route recording, and then to exclude the routers on that first
   path from the setup for the second path.  Another option might be to
   set up two parallel backbones, dual home the provider edge (PE)
   routers to both backbones, and then exclude the local router on
   backbone A the first time that you set up an LSP (to a particular
   distant PE), and exclude the local router on backbone B the second
   time that you set up an LSP.



   Two types of exclusions are required:



   1. Exclusion of certain abstract nodes or resources on the whole
      path.  This set of abstract nodes is referred to as the Exclude
      Route list.



   2. Exclusion of certain abstract nodes or resources between a
      specific pair of abstract nodes present in an ERO.  Such specific
      exclusions are referred to as Explicit Exclusion Route.



   To convey these constructs within the signaling protocol, a new RSVP
   object and a new ERO subobject are introduced respectively.



   - A new RSVP-TE object is introduced to convey the Exclude Route
     list.  This object is the EXCLUDE_ROUTE object (XRO).



   - The second type of exclusion is achieved through a modification to
     the existing ERO.  A new ERO subobject type the Explicit Exclusion
     Route Subobject (EXRS) is introduced to indicate an exclusion
     between a pair of included abstract nodes.



   The knowledge of SRLGs, as defined in [RFC4216], may be used to
   compute diverse paths that can be used for protection.  In systems
   where it is useful to signal exclusions, it may be useful to signal
   SRLGs to indicate groups of resources that should be excluded on the
   whole path or between two abstract nodes specified in an explicit
   path.



   This document introduces a subobject to indicate an SRLG to be
   signaled in either of the two exclusion methods described above.
   This document does not assume or preclude any other usage for this
   subobject.  This subobject might also be appropriate for use within
   an Explicit Route object (ERO) or Record Route object (RRO), but this
   is outside the scope of this document.




1.1. Requirements Notation

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].




1.2. Scope of Exclude Routes

   This document does not preclude a route exclusion from listing
   arbitrary nodes or network elements to avoid.  The intent is,
   however, to indicate only the minimal number of subobjects to be
   explicitly avoided.  For instance, it may be necessary to signal only
   the SRLGs (or Shared Risk Link Groups) to avoid.  That is, the route
   exclusion is not intended to define the actual route by listing all
   of the choices to exclude at each hop, but rather to constrain the
   normal route selection process where loose hops or abstract nodes are
   to be expanded by listing certain elements to be avoided.



   It is envisaged that most of the conventional inclusion subobjects
   are specified in the signaled ERO only for the area where they are
   pertinent.  The number of subobjects to be avoided, specified in the
   signaled XRO, may be constant throughout the whole path setup, or the
   subobjects to be avoided may be removed from the XRO as they become
   irrelevant in the subsequent hops of the path setup.



   For example, consider an LSP that traverses multiple computation
   domains.  A computation domain may be an area in the administrative
   or IGP sense, or may be an arbitrary division of the network for
   active management and path computational purposes.  Let the primary
   path be (Ingress, A1, A2, AB1, B1, B2, BC1, C1, C2, Egress) where:



   - Xn denotes a node in domain X, and



   - XYn denotes a node on the border of domain X and domain Y.



   Note that Ingress is a node in domain A, and Egress is a node in
   domain C.  This is shown in Figure 1 where the domains correspond
   with areas.



        area A               area B              area C
 <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑> <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑> <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>

Ingress‑‑‑‑‑A1‑‑‑‑A2‑‑‑‑AB1‑‑‑‑B1‑‑‑‑B2‑‑‑‑BC1‑‑‑‑C1‑‑‑‑C2‑‑‑‑Egress
^  \                / | \              / | \                /
|   \              /  |  \            /  |  \              /
|    A3‑‑‑‑‑‑‑‑‑‑A4‑‑AB2‑‑B3‑‑‑‑‑‑‑‑B4‑‑BC2‑‑C3‑‑‑‑‑‑‑‑‑‑C4
|                     ^                  ^
|                     |                  |
|                     |                  |
|                     |              ERO: (C3‑strict, C4‑strict,
|                     |                    Egress‑strict)
|                     |              XRO: Not needed
|                     |
|               ERO: (B3‑strict, B4‑strict, BC2‑strict, Egress‑loose)
|               XRO: (BC1, C1, C2)
|
ERO: (A3‑strict, A4‑strict, AB2‑strict, Egress‑loose)
XRO: (AB1, B1, B2, BC1, C1, C2, Egress)



           Figure 1: Domains Corresponding to IGP Areas



   Consider the establishment of a node-diverse protection path in the
   example above.  The protection path must avoid all nodes on the
   primary path.  The exclusions for area A are handled during
   Constrained Shortest Path First (CSPF) computation at Ingress, so the
   ERO and XRO signaled at Ingress could be (A3-strict, A4-strict,
   AB2-strict, Egress-loose) and (AB1, B1, B2, BC1, C1, C2),
   respectively.  At AB2, the ERO and XRO could be (B3-strict, B4-
   strict, BC2-strict, Egress-loose) and (BC1, C1, C2), respectively.
   At BC2, the ERO could be (C3-strict, C4-strict, Egress-strict) and an
   XRO is not needed from BC2 onwards.



   In general, consideration SHOULD be given (as with explicit route) to
   the size of signaled data and the impact on the signaling protocol.




1.3. Relationship to MPLS TE MIB

   [RFC3812] defines managed objects for managing and modeling MPLS-
   based traffic engineering.  Included in [RFC3812] is a means to
   configure explicit routes for use on specific LSPs.  This
   configuration allows the exclusion of certain resources.



   In systems where the full explicit path is not computed at the
   ingress (or at a path computation site for use at the ingress), it
   may be necessary to signal those exclusions.  This document offers a
   means of doing this signaling.




2. Shared Risk Link Groups

   The identifier of an SRLG is defined as a 32-bit quantity in
   [RFC4202].  An SRLG subobject is introduced such that it can be used
   in the exclusion methods as described in the following sections.
   This document does not assume or preclude any other usage for this
   subobject.  This subobject might also be appropriate for use within
   Explicit Route object (ERO) or Record Route object (RRO), but this is
   outside the scope of this document.




2.1. SRLG Subobject

   The new SRLG subobject is defined by this document as follows.  Its
   format is modeled on the ERO subobjects defined in [RFC3209].



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    |       SRLG Id (4 bytes)       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|      SRLG Id (continued)      |           Reserved            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      L

         The L bit is an attribute of the subobject.  The L bit is set
         if the subobject represents a loose hop in the explicit route.
         If the bit is not set, the subobject represents a strict hop in
         the explicit route.



         For exclusions (as used by XRO and EXRS defined in this
         document), the L bit SHOULD be set to zero and ignored.



      Type

         The type of the subobject (34)



      Length

         The Length contains the total length of the subobject in bytes,
         including the Type and Length fields.  The Length is always 8.



      SRLG Id

         The 32-bit identifier of the SRLG.



      Reserved

         This field is reserved.  It SHOULD be set to zero on
         transmission and MUST be ignored on receipt.




3. Exclude Route List

   The exclude route identifies a list of abstract nodes that should not
   be traversed along the path of the LSP being established.  It is
   RECOMMENDED that the size of the exclude route list be limited to a
   value local to the node originating the exclude route list.




3.1. EXCLUDE_ROUTE Object (XRO)

   Abstract nodes to be excluded from the path are specified via the
   EXCLUDE_ROUTE object (XRO).



   Currently, one C_Type is defined, Type 1 EXCLUDE_ROUTE.  The
   EXCLUDE_ROUTE object has the following format:



         Class = 232, C_Type = 1



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//                        (Subobjects)                         //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



   The contents of an EXCLUDE_ROUTE object are a series of variable-
   length data items called subobjects.  This specification adapts ERO
   subobjects as defined in [RFC3209], [RFC3473], and [RFC3477] for use
   in route exclusions.  The SRLG subobject as defined in Section 2 of
   this document has not been defined before.  The SRLG subobject is
   defined here for use with route exclusions.



   The following subobject types are supported.



Type           Subobject
‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
1              IPv4 prefix
2              IPv6 prefix
4              Unnumbered Interface ID
32             Autonomous system number
34             SRLG



   The defined values for Type above are specified in [RFC3209] and in
   this document.



   The concept of loose or strict hops has no meaning in route
   exclusion.  The L bit, defined for ERO subobjects in [RFC3209], is
   reused here to indicate that an abstract node MUST be excluded (value
   0) or SHOULD be avoided (value 1).  The distinction is that the path
   of an LSP must not traverse an abstract node listed in the XRO with
   the L bit clear, but may traverse one with the L bit set.  A node
   responsible for routing an LSP (for example, for expanding a loose
   hop) should attempt to minimize the number of abstract nodes listed
   in the XRO with the L bit set that are traversed by the LSP according
   to local policy.  A node generating XRO subobjects with the L bit set
   must be prepared to accept an LSP that traverses one, some, or all of
   the corresponding abstract nodes.



   Subobjects 1, 2, and 4 refer to an interface or a set of interfaces.
   An Attribute octet is introduced in these subobjects to indicate the
   attribute (e.g., interface, node, SRLG) associated with the
   interfaces that should be excluded from the path.  For instance, the
   attribute node allows a whole node to be excluded from the path by
   specifying an interface of that node in the XRO subobject, in
   contrast to the attribute interface, which allows a specific
   interface (or multiple interfaces) to be excluded from the path
   without excluding the whole node.  The attribute SRLG allows all
   SRLGs associated with an interface to be excluded from the path.




3.1.1. IPv4 Prefix Subobject

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    | IPv4 address (4 bytes)        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| IPv4 address (continued)      | Prefix Length |   Attribute   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

   L
      0 indicates that the attribute specified MUST be excluded.
      1 indicates that the attribute specified SHOULD be avoided.



      Attribute



         Interface attribute values

            0 indicates that the interface or set of interfaces
            associated with the IPv4 prefix should be excluded or
            avoided.



         Node attribute value

            1 indicates that the node or set of nodes associated with
            the IPv4 prefix should be excluded or avoided.



         SRLG attribute values

            2 indicates that all the SRLGs associated with the IPv4
            prefix should be excluded or avoided.



   The rest of the fields are as defined in [RFC3209].




3.1.2. IPv6 Prefix Subobject

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    | IPv6 address (16 bytes)       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| IPv6 address (continued)                                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| IPv6 address (continued)                                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| IPv6 address (continued)                                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| IPv6 address (continued)      | Prefix Length |   Attribute   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

   L
      0 indicates that the attribute specified MUST be excluded.
      1 indicates that the attribute specified SHOULD be avoided.



      Attribute



         Interface attribute value

            0 indicates that the interface or set of interfaces
            associated with the IPv6 prefix should be excluded or
            avoided.



         Node attribute value

            1 indicates that the node or set of nodes associated with
            the IPv6 prefix should be excluded or avoided.



         SRLG attribute value

            2 indicates that all the SRLGs associated with the IPv6
            prefix should be excluded or avoided.



   The rest of the fields are as defined in [RFC3209].




3.1.3. Unnumbered Interface ID Subobject

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    |    Reserved   |  Attribute    |
| |             |               |(must be zero) |               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        TE Router ID                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Interface ID (32 bits)                    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

   L
      0 indicates that the attribute specified MUST be excluded.
      1 indicates that the attribute specified SHOULD be avoided.



      Attribute



         Interface attribute value

            0 indicates that the Interface ID specified should be
            excluded or avoided.



         Node attribute value

            1 indicates that the node with the Router ID should be
            excluded or avoided (this can be achieved using an IPv4/v6
            subobject as well, but is included here because it may be
            convenient to use information from subobjects of an RRO, as
            defined in [RFC3477], in specifying the exclusions).



         SRLG attribute value

            2 indicates that all the SRLGs associated with the interface
            should be excluded or avoided.



      Reserved

         This field is reserved.  It SHOULD be set to zero on
         transmission and MUST be ignored on receipt.



   The rest of the fields are as defined in [RFC3477].




3.1.4. Autonomous System Number Subobject

The meaning of the L bit is as follows:
   0 indicates that the abstract node specified MUST be excluded.
   1 indicates that the abstract node specified SHOULD be avoided.



   The rest of the fields are as defined in [RFC3209].  There is no
   Attribute octet defined.




3.1.5. SRLG Subobject

The meaning of the L bit is as follows:
   0 indicates that the SRLG specified MUST be excluded
   1 indicates that the SRLG specified SHOULD be avoided



   The Attribute octet is not present.  The rest of the fields are as
   defined in the "SRLG Subobject" section of this document.




3.2. Processing Rules for the EXCLUDE_ROUTE Object (XRO)

   The exclude route list is encoded as a series of subobjects contained
   in an EXCLUDE_ROUTE object.  Each subobject identifies an abstract
   node in the exclude route list.



   Each abstract node may be a precisely specified IP address belonging
   to a node, or an IP address with prefix identifying interfaces of a
   group of nodes, an Autonomous System, or an SRLG.



   The Explicit Route and routing processing is unchanged from the
   description in [RFC3209] with the following additions:



   1. When a Path message is received at a node, the node MUST check
      that it is not a member of any of the abstract nodes in the XRO if
      it is present in the Path message.  If the node is a member of any
      of the abstract nodes in the XRO with the L-flag set to "exclude",
      it SHOULD return a PathErr with the error code "Routing Problem"
      and error value of "Local node in Exclude Route".  If there are
      SRLGs in the XRO, the node SHOULD check that the resources the
      node uses are not part of any SRLG with the L-flag set to
      "exclude" that is specified in the XRO.  If it is, it SHOULD
      return a PathErr with error code "Routing Problem" and error value
      of "Local node in Exclude Route".



   2. Each subobject MUST be consistent.  If a subobject is not
      consistent then the node SHOULD return a PathErr with error code
      "Routing Problem" and error value "Inconsistent Subobject".  An
      example of an inconsistent subobject is an IPv4 Prefix subobject
      containing the IP address of a node and the attribute field is set
      to "interface" or "SRLG".



   3. The subobjects in the ERO and XRO SHOULD NOT contradict each
      other.  If a Path message is received that contains contradicting
      ERO and XRO subobjects, then:



      - Subobjects in the XRO with the L flag not set (zero) MUST take
        precedence over the subobjects in the ERO -- that is, a
        mandatory exclusion expressed in the XRO MUST be honored and an
        implementation MUST reject such a Path message.  This means that
        a PathErr with error code "Routing Problem" and error value of
        "Route blocked by Exclude Route" is returned.



      - Subobjects in the XRO with the L flag set do not take precedence
        over ERO subobjects -- that is, an implementation MAY choose to
        reject a Path message because of such a contradiction, but MAY
        continue and set up the LSP (ignoring the XRO subobjects that
        contradict the ERO subobjects).



   4. When choosing a next hop or expanding an explicit route to include
      additional subobjects, a node:



      a. MUST NOT introduce an explicit node or an abstract node that
         equals or is a member of any abstract node that is specified in
         the EXCLUDE_ROUTE object with the L-flag set to "exclude".  The
         number of introduced explicit nodes or abstract nodes with the
         L flag set to "avoid", which indicates that it is not mandatory
         to be excluded but that it is less preferred, SHOULD be
         minimized in the computed path.



      b. MUST NOT introduce links, nodes, or resources identified by the
         SRLG Id specified in the SRLG subobjects(s).  The number of
         introduced SRLGs with the L flag set to "avoid" SHOULD be
         minimized.



      If these rules preclude further forwarding of the Path message,
      the node SHOULD return a PathErr with the error code "Routing
      Problem" and error value of "Route blocked by Exclude Route".



      Note that the subobjects in the XRO is an unordered list of
      subobjects.



   A node receiving a Path message carrying an XRO MAY reject the
   message if the XRO is too large or complicated for the local
   implementation or the rules of local policy.  In this case, the node
   MUST send a PathErr message with the error code "Routing Error" and
   error value "XRO Too Complex".  An ingress LSR receiving this error
   code/value combination MAY reduce the complexity of the XRO or route
   around the node that rejected the XRO.



   The XRO Class-Num is of the form 11bbbbbb so that nodes that do not
   support the XRO forward it uninspected and do not apply the
   extensions to ERO processing described above.  This approach is
   chosen to allow route exclusion to traverse parts of the network that
   are not capable of parsing or handling the new function.  Note that
   Record Route may be used to allow computing nodes to observe
   violations of route exclusion and attempt to re-route the LSP
   accordingly.



   If a node supports the XRO, but not a particular subobject or part of
   that subobject, then that particular subobject is ignored.  Examples
   of a part of a subobject that can be supported are: (1) only prefix
   32 of the IPv4 prefix subobject could be supported, or (2) a
   particular subobject is supported but not the particular attribute
   field.



   When a node forwards a Path message, it can do the following three
   operations related to XRO besides the processing rules mentioned
   above:



   1. If no XRO was present, an XRO may be included.



   2. If an XRO was present, it may remove the XRO if it is sure that
      the next nodes do not need this information anymore.  An example
      is where a node can expand the ERO to a full strict path towards
      the destination.  See Figure 1 where BC2 is removing the XRO from
      the Path message.



   3. If an XRO was present, the content of the XRO can be modified.
      Subobjects can be added or removed.  See Figure 1 for an example
      where AB2 is stripping off some subobjects.



   In any case, a node MUST NOT introduce any explicit or abstract node
   in the XRO (irrespective of the value of the L flag) that it also has
   introduced in the ERO.




4. Explicit Exclusion Route

   The Explicit Exclusion Route defines abstract nodes or resources
   (such as links, unnumbered interfaces, or labels) that must not or
   should not be used on the path between two inclusive abstract nodes
   or resources in the explicit route.




4.1. Explicit Exclusion Route Subobject (EXRS)

   A new ERO subobject type is defined.  The Explicit Exclusion Route
   Subobject (EXRS) has type 33.  Although the EXRS is an ERO subobject
   and the XRO is reusing the ERO subobject, an EXRS MUST NOT be present
   in an XRO.  An EXRS is an ERO subobject that contains one or more
   subobjects of its own, called EXRS subobjects.



   The format of the EXRS is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    |           Reserved            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
//                one or more EXRS subobjects                  //
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      L

         It MUST be set to zero on transmission and MUST be ignored on
         receipt.  (Note: The L bit in an EXRS subobject is as defined
         for the XRO subobjects.)



      Type

         The type of the subobject (33).



      Reserved

         This field is reserved.  It SHOULD be set to zero on
         transmission and MUST be ignored on receipt.



      EXRS subobjects

         An EXRS subobject indicates the abstract node or resource to be
         excluded.  The format of an EXRS subobject is exactly the same
         as the format of a subobject in the XRO.  An EXRS may include
         all subobjects defined in this document for the XRO.



   Thus, an EXRS for an IP hop may look as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    |           Reserved            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|L|    Type     |     Length    | IPv4 address (4 bytes)        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| IPv4 address (continued)      | Prefix Length |   Attribute   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+




4.2. Processing Rules for the Explicit Exclusion Route Subobject (EXRS)

   Each EXRS may carry multiple exclusions.  The exclusion is encoded
   exactly as for XRO subobjects and prefixed by an additional Type and
   Length.



   The scope of the exclusion is the step between the previous ERO
   subobject that identifies an abstract node, and the subsequent ERO
   subobject that identifies an abstract node.  The processing rules of
   the EXRS are the same as the processing rule of the XRO within this
   scope.  Multiple exclusions may be present between any pair of
   abstract nodes.



   Exclusions may indicate explicit nodes, abstract nodes, or Autonomous
   Systems that must not be traversed on the path to the next abstract
   node indicated in the ERO.



   Exclusions may also indicate resources (such as unnumbered
   interfaces, link ids, and labels) that must not be used on the path
   to the next abstract node indicated in the ERO.



   SRLGs may also be indicated for exclusion from the path to the next
   abstract node in the ERO by the inclusion of an EXRS containing an
   SRLG subobject.  If the L bit in the SRLG subobject is zero, the
   resources (nodes, links, etc.) identified by the SRLG MUST NOT be
   used on the path to the next abstract node indicated in the ERO.  If
   the L bit is set, the resources identified by the SRLG SHOULD be
   avoided.



   If a node is called upon to process an EXRS and does not support
   handling of exclusions it will behave as described in [RFC3209] when
   an unrecognized ERO subobject is encountered.  This means that this
   node will return a PathErr with error code "Routing Error" and error
   value "Bad EXPLICIT_ROUTE object" with the EXPLICIT_ROUTE object
   included, truncated (on the left) to the offending EXRS.



   If the presence of EXRS precludes further forwarding of the Path
   message, the node SHOULD return a PathErr with the error code
   "Routing Problem" and error value "Route Blocked by Exclude Route".



   A node MAY reject a Path message if the EXRS is too large or
   complicated for the local implementation or as governed by local
   policy.  In this case, the node MUST send a PathErr message with the
   error code "Routing Error" and error value "EXRS Too Complex".  An
   ingress LSR receiving this error code/value combination MAY reduce
   the complexity of the EXRS or route around the node that rejected the
   EXRS.




5. Processing of XRO together with EXRS

   When an LSR performs ERO expansion and finds both the XRO in the Path
   message and EXRS in the ERO, it MUST exclude all the SRLGs, nodes,
   links, and resources listed in both places.  Where some elements
   appear in both lists, it MUST be handled according to the stricter
   exclusion request.  That is, if one list says that an SRLG, node,
   link, or resource must be excluded, and the other says only that it
   should be avoided, then the element MUST be excluded.




6. Minimum Compliance

   An implementation MUST be at least compliant with the following:



   1. The XRO MUST be supported with the following restrictions:



      - The IPv4 Prefix subobject MUST be supported with a prefix length
        of 32, and an attribute value of "interface" and "node".  Other
        prefix values and attribute values MAY be supported.



      - The IPv6 Prefix subobject MUST be supported with a prefix length
        of 128, and an attribute value of "interface" and "node".  Other
        prefix values and attribute values MAY be supported.



   2. The EXRS MAY be supported.  If supported, the same restrictions as
      for the XRO apply.  If not supported, an EXRS encountered during
      normal ERO processing MUST be rejected as an unknown ERO subobject
      as described in Section 4.2.  Note that a node SHOULD NOT parse
      ahead into an ERO, and if it does, it MUST NOT reject the ERO if
      it discovers an EXRS that applies to another node.



   3. If XRO or EXRS are supported, the implementation MUST be compliant
      with the processing rules of the supported, not supported, or
      partially supported subobjects as specified within this document.




7. Security Considerations

   Security considerations for MPLS-TE and GMPLS signaling are covered
   in [RFC3209] and [RFC3473].  This document does not introduce any new
   messages or any substantive new processing, and so those security
   considerations continue to apply.



   Note that any security concerns that exist with explicit routes
   should be considered with regard to route exclusions.  For example,
   some administrative boundaries may consider explicit routes to be
   security violations and may strip EROs from the Path messages that
   they process.  In this case, the XRO should also be considered for
   removal from the Path message.



   It is possible that an arbitrarily complex XRO or EXRS sequence could
   be introduced as a form of denial-of-service attack since its
   presence will potentially cause additional processing at each node on
   the path of the LSP.  It should be noted that such an attack assumes
   that an otherwise trusted LSR (i.e., one that has been authenticated
   by its neighbors) is misbehaving.  A node that receives an XRO or
   EXRS sequence that it considers too complex according to its local
   policy may respond with a PathErr message carrying the error code
   "Routing Error" and error value "XRO Too Complex" or "EXRS Too
   Complex".




8. IANA Considerations

   It might be considered that an alternative approach would be to
   assign one of the bits of the ERO subobject type field (perhaps the
   top bit) to identify that a subobject is intended for inclusion
   rather than exclusion.  However, [RFC3209] states that the type field
   (seven bits) should be assigned as 0 - 63 through IETF consensus
   action, 64 - 95 as first come first served, and 96 - 127 are reserved
   for private use.  It would not be acceptable to disrupt existing
   implementations, so the only option would be to split the IETF
   consensus range leaving only 32 subobject types.  It is felt that 32
   would be an unacceptably small number for future expansion of the
   protocol.




8.1. New ERO Subobject Type

IANA registry: RSVP PARAMETERS
Subsection: Class Names, Class Numbers, and Class Types



   A new subobject has been added to the existing entry for:



20  EXPLICIT_ROUTE



   The registry reads:



33  Explicit Exclusion Route subobject (EXRS)



   The Explicit Exclusion Route subobject (EXRS) is defined in Section
   4.1, "Explicit Exclusion Route Subobject (EXRS)".  This subobject may
   be present in the Explicit Route Object, but not in the Route Record
   Object or in the new EXCLUDE_ROUTE object, and it should not be
   listed among the subobjects for those objects.




8.2. New RSVP-TE Class Numbers

IANA registry: RSVP PARAMETERS
Subsection: Class Names, Class Numbers, and Class Types



   A new class number has been added for EXCLUDE_ROUTE object (XRO) as
   defined in Section 3.1, "EXCLUDE_ROUTE Object (XRO)".



EXCLUDE_ROUTE
Class‑Num of type 11bbbbbb
Value: 232
Defined CType: 1 (EXCLUDE_ROUTE)



   Subobjects 1, 2, 4, and 32 are as defined for Explicit Route Object.
   An additional subobject has been registered as requested in Section
   8.1, "New ERO Subobject Type".  The text should appear as:



Sub‑object type
             1   IPv4 address              [RFC3209]
             2   IPv6 address              [RFC3209]
             4   Unnumbered Interface ID   [RFC3477]
            32   Autonomous system number  [RFC3209]
            33   Explicit Exclusion Route subobject (EXRS) [RFC4874]
            34   SRLG                      [RFC4874]



   The SRLG subobject is defined in Section 3.1.5, "SRLG Subobject".
   The value 34 has been assigned.




8.3. New Error Codes

IANA registry: RSVP PARAMETERS
Subsection: Error Codes and Globally‑Defined Error Value Sub‑Codes



   New Error Values sub-codes have been registered for the Error Code
   'Routing Problem' (24).



64 = Unsupported Exclude Route Subobject Type
65 = Inconsistent Subobject
66 = Local Node in Exclude Route
67 = Route Blocked by Exclude Route
68 = XRO Too Complex
69 = EXRS Too Complex
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Appendix A. Applications

   This section describes some applications that can make use of the
   XRO.  The intention is to show that the XRO is not an application-
   specific object, but that it can be used for multiple purposes.  In a
   few examples, other solutions might be possible for that particular
   case, but the intention is to show that a single object can be used
   for all the examples, hence making the XRO a rather generic object
   without having to define a solution and new objects for each new
   application.




A.1. Inter-Area LSP Protection

   One method to establish an inter-area LSP is where the ingress router
   selects an ABR, and then the ingress router computes a path towards
   this selected ABR such that the configured constraints of the LSP are
   fulfilled.  In the example of Figure A.1, an LSP has to be
   established from node A in area 1 to node C in area 2.  If no loose
   hops are configured, then the computed ERO at A could look as
   follows: (A1-strict, A2-strict, ABR1-strict, C-loose).  When the Path
   message arrives at ABR1, then the ERO is (ABR1-strict, C-loose), and
   it can be expanded by ABR1 to (B1-strict, ABR3-strict, C-loose).
   Similarly, at ABR3 the received ERO is (ABR3-strict, C-loose), and it
   can be expanded to (C1-strict, C2-strict, C-strict).  If a backup LSP
   also has to be established, then A takes another ABR (ABR2 in this
   case) and computes a path towards this ABR that fulfills the
   constraints of the LSP and that is disjoint from the path of the
   primary LSP.  The ERO generated by A looks as follows for this
   example: (A3-strict, A4-strict, ABR2-strict, C-loose).



   In order to let ABR2 expand the ERO, it also needs to know the path
   of the primary LSP so that the ERO expansion is disjoint from the
   path of the primary LSP.  Therefore, A also includes an XRO that at
   least contains (ABR1, B1, ABR3, C1, C2).  Based on these constraints,
   ABR2 can expand the ERO such that it is disjoint from the primary
   LSP.  In this example, the ERO computed by ABR2 would be (B2-strict,
   ABR4-strict, C-loose), and the XRO generated by B contains at least
   (ABR3, C1, C2).  The latter information is needed for ABR4 to expand
   the ERO so that the path is disjoint from the primary LSP in area 2.



     Area 1           Area 0          Area 2
<‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑><‑‑‑‑‑‑‑‑‑‑‑‑‑‑><‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>

+‑‑‑A1‑‑‑A2‑‑‑‑ABR1‑‑‑‑‑B1‑‑‑‑‑ABR3‑‑‑‑C1‑‑‑C2‑‑‑+
|        |              |              |         |
|        |              |              |         |
A        |              |              |         C
|        |              |              |         |
|        |              |              |         |
+‑‑‑A3‑‑‑A4‑‑‑‑ABR2‑‑‑‑‑B2‑‑‑‑‑ABR4‑‑‑‑C3‑‑‑C4‑‑‑+



                 Figure A.1: Inter-area LSPs



   In this example, a node performing the path computation first selects
   an ABR and then computes a strict path towards this ABR.  For the
   backup LSP, all nodes of the primary LSP in the next areas have to be
   put in the XRO (with the exception of the destination node if node
   protection and no link protection is required).  When an ABR computes
   the next path segment, i.e., the path over the next area, it may
   remove the nodes from the XRO that are located in that area with the
   exception of the ABR where the primary LSP is exiting the area.  The
   latter information is still required because when the selected ABR
   (ABR4 in this example) further expands the ERO, it has to exclude the
   ABR on which the primary LSP is entering that area (ABR3 in this
   example).  This means that when ABR2 generates an XRO, it may remove
   the nodes in area 0 from the XRO but not ABR3.  Note that not doing
   this would not cause harm in this example because there is no path
   from ABR4 to C via ABR3 in area 2.  If there is a link between ABR4-
   ABR3 and ABR3-C, then it is required to have ABR3 in the XRO
   generated by ABR2.



   Discussion on the length of the XRO: When link or node protection is
   requested, the length of the XRO is bounded by the length of the RRO
   of the primary LSP.  It can be made shorter by removing nodes by the
   ingress node and the ABRs.  In the example above, the RRO of the
   primary LSP contains 8 subobjects, while the maximum XRO length can
   be bounded by 6 subobjects (nodes A1 and A2 do not have to be in the
   XRO).  For SRLG protection, the XRO has to list all SRLGs that are
   crossed by the primary LSP.




A.2. Inter-AS LSP Protection

   When an inter-AS LSP (which has to be protected by a backup LSP to
   provide link or node protection) is established, the same method as
   for the inter-area LSP case can be used.  The difference is when the
   backup LSP is not following the same AS-path as the primary LSP
   because then the XRO should always contain the full path of the
   primary LSP.  In case the backup LSP is following the same AS-path
   (but with different ASBRs -- at least in case of node protection), it
   is similar to the inter-area case: ASBRs expanding the ERO over the
   next AS may remove the XRO subobjects located in that AS.  Note that
   this can only be done by an ingress ASBR (the ASBR where the LSP is
   entering the AS).



   Discussion on the length of the XRO: the XRO is bounded by the length
   of the RRO of the primary LSP.



   Suppose that SRLG protection is required, and the ASs crossed by the
   main LSP use a consistent way of allocating SRLG-ids to the links
   (i.e., the ASs use a single SRLG space).  In this case, the SRLG-ids
   of each link used by the main LSP can be recorded by means of the
   RRO; the SRLG-ids are then used by the XRO.  If the SRLG-ids are only
   meaningful when local to the AS, putting SRLG-ids in the XRO crossing
   many ASs makes no sense.  To provide SRLG protection for inter-AS
   LSPs the link IP address of the inter-AS link used by the primary LSP
   can be put into the XRO of the Path message of the detour LSP or
   bypass tunnel.  The ASBR where the detour LSP or bypass tunnel is
   entering the AS can translate this into the list of SRLG-ids known to
   the local AS.



   Discussion on the length of the XRO: the XRO only contains 1
   subobject, which contains the IP address of the inter-AS link
   traversed by the primary LSP (assuming that the primary LSP and
   detour LSP or bypass tunnel are leaving the AS in the same area, and
   that they are also entering the next AS in the same area).




A.3. Protection in the GMPLS Overlay Model

   When an edge-node wants to establish an LSP towards another edge-node
   over an optical core network as described in [RFC4208] (see Figure
   A.2), the XRO can be used for multiple purposes.



  Overlay                                                  Overlay
  Network        +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+        Network
+‑‑‑‑‑‑‑‑‑‑+     |                                |     +‑‑‑‑‑‑‑‑‑‑+
|   +‑‑‑‑+ |     |  +‑‑‑‑‑+   +‑‑‑‑‑+   +‑‑‑‑‑+   |     | +‑‑‑‑+   |
|   |    | |     |  |     |   |     |   |     |   |     | |    |   |
| ‑‑+ EN1+‑+‑‑‑‑‑+‑‑+ CN1 +‑‑‑+ CN2 +‑‑‑+ CN3 +‑‑‑+‑‑‑‑‑+‑+ EN3+‑‑ |
|   |    | |  +‑‑+‑‑+     |   |     |   |     +‑‑‑+‑‑+  | |    |   |
|   +‑‑‑‑+ |  |  |  +‑‑+‑‑+   +‑‑+‑‑+   +‑‑+‑‑+   |  |  | +‑‑‑‑+   |
|          |  |  |     |         |         |      |  |  |          |
+‑‑‑‑‑‑‑‑‑‑+  |  |     |         |         |      |  |  +‑‑‑‑‑‑‑‑‑‑+
              |  |     |         |         |      |  |
+‑‑‑‑‑‑‑‑‑‑+  |  |     |         |         |      |  |  +‑‑‑‑‑‑‑‑‑‑+
|          |  |  |  +‑‑+‑‑+      |      +‑‑+‑‑+   |  |  |          |
|   +‑‑‑‑+ |  |  |  |     |      +‑‑‑‑‑‑+     |   |  |  | +‑‑‑‑+   |
|   |    +‑+‑‑+  |  | CN4 +‑‑‑‑‑‑‑‑‑‑‑‑‑+ CN5 |   |  +‑‑+‑+    |   |
| ‑‑+ EN2+‑+‑‑‑‑‑+‑‑+     |             |     +‑‑‑+‑‑‑‑‑+‑+ EN4+‑‑ |
|   |    | |     |  +‑‑‑‑‑+             +‑‑‑‑‑+   |     | |    |   |
|   +‑‑‑‑+ |     |                                |     | +‑‑‑‑+   |
|          |     +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+     |          |
+‑‑‑‑‑‑‑‑‑‑+                 Core Network               +‑‑‑‑‑‑‑‑‑‑+

     Overlay                                                 Overlay
     Network                                                 Network

 Legend:
      EN ‑ Edge‑Node
      CN ‑ Core‑Node



                                 Figure A.2



   A first application is where an edge-node wants to establish multiple
   LSPs towards the same destination edge-node, and these LSPs need to
   have few or no SRLGs in common.  In this case EN1 could establish an
   LSP towards EN3, and then it can establish a second LSP listing all
   links used by the first LSP with the indication to avoid the SRLGs of
   these links.  This information can be used by CN1 to compute a path
   for the second LSP.  If the core network consists of multiple areas,
   then the SRLG-ids have to be listed in the XRO.  The same example
   applies to nodes and links.



   Another application is where the edge-node wants to set up a backup
   LSP that is also protecting the links between the edge-nodes and
   core-nodes.  For instance, when EN2 establishes an LSP to EN4, it
   sends a Path message to CN4, which computes a path towards EN4 over
   (for instance) CN5.  When EN2 gets back the RRO of that LSP, it can
   signal a new LSP to CN1 with EN4 as the destination and the XRO
   computed based on the RRO of the first LSP.  Based on this
   information, CN1 can compute a path that has the requested diversity
   properties (e.g., a path going over CN2 and CN3, and then to EN4).



   It is clear that in these examples, the core-node may not alter the
   RRO in a Resv message to make its only contents be the subobjects
   from the egress core-node through the egress edge-node.




A.4. LSP Protection inside a Single Area

   The XRO can also be used inside a single area.  Take for instance a
   network where the TE extensions of the IGPs as described in [RFC3630]
   and [RFC3784] are not used.  Hence, each node has to select a next-
   hop and possibly crankback [CRANKBACK] has to be used when there is
   no viable next-hop.  In this case, when signaling a backup LSP, the
   XRO can be put in the Path message to exclude the links, nodes, or
   SRLGs of the primary LSP.  An alternative way to provide this
   functionality would be to indicate the following in the Path message
   of the backup LSP: the primary LSP and which type of protection is
   required.  This latter solution would work for link and node
   protection, but not for SRLG protection.



   When link or node protection is requested, the XRO is of the same
   length as the RRO of the primary LSP.  For SRLG protection, the XRO
   has to list all SRLGs that are crossed by the primary LSP.  Note that
   for SRLG protection, the link IP address to reference the SRLGs of
   that link cannot be used since the TE extensions of the IGPs are not
   used in this example.  Hence, a node cannot translate any link IP
   address located in that area to its SRLGs.
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Abstract

   In a distributed, constraint-based routing environment, the
   information used to compute a path may be out of date.  This means
   that Multiprotocol Label Switching (MPLS) and Generalized MPLS
   (GMPLS) Traffic Engineered (TE) Label Switched Path (LSP) setup
   requests may be blocked by links or nodes without sufficient
   resources.  Crankback is a scheme whereby setup failure information
   is returned from the point of failure to allow new setup attempts to
   be made avoiding the blocked resources.  Crankback can also be
   applied to LSP recovery to indicate the location of the failed link
   or node.



   This document specifies crankback signaling extensions for use in
   MPLS signaling using RSVP-TE as defined in "RSVP-TE: Extensions to
   RSVP for LSP Tunnels", RFC 3209, and GMPLS signaling as defined in
   "Generalized Multi-Protocol Label Switching (GMPLS) Signaling
   Functional Description", RFC 3473.  These extensions mean that the
   LSP setup request can be retried on an alternate path that detours
   around blocked links or nodes.  This offers significant improvements
   in the successful setup and recovery ratios for LSPs, especially in
   situations where a large number of setup requests are triggered at
   the same time.
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Section A : Problem Statement




1. Introduction and Framework


1.1. Background

   RSVP-TE (RSVP Extensions for LSP Tunnels) [RFC3209] can be used for
   establishing explicitly routed LSPs in an MPLS network.  Using RSVP-
   TE, resources can also be reserved along a path to guarantee and/or
   control QoS for traffic carried on the LSP.  To designate an explicit
   path that satisfies Quality of Service (QoS) guarantees, it is
   necessary to discern the resources available to each link or node in
   the network.  For the collection of such resource information,
   routing protocols, such as OSPF and Intermediate System to
   Intermediate System (IS-IS), can be extended to distribute additional
   state information [RFC2702].



   Explicit paths can be computed based on the distributed information
   at the LSR (ingress) initiating an LSP and signaled as Explicit
   Routes during LSP establishment.  Explicit Routes may contain 'loose
   hops' and 'abstract nodes' that convey routing through a collection
   of nodes.  This mechanism may be used to devolve parts of the path
   computation to intermediate nodes such as area border LSRs.



   In a distributed routing environment, however, the resource
   information used to compute a constraint-based path may be out of
   date.  This means that a setup request may be blocked, for example,
   because a link or node along the selected path has insufficient
   resources.



   In RSVP-TE, a blocked LSP setup may result in a PathErr message sent
   to the ingress, or a ResvErr sent to the egress (terminator).  These
   messages may result in the LSP setup being abandoned.  In Generalized
   MPLS [RFC3473] the Notify message may additionally be used to
   expedite notification of failures of existing LSPs to ingress and
   egress LSRs, or to a specific "repair point" -- an LSR responsible
   for performing protection or restoration.



   These existing mechanisms provide a certain amount of information
   about the path of the failed LSP.



   Generalized MPLS [RFC3471] and [RFC3473] extends MPLS into networks
   that manage Layer 2, TDM and lambda resources as well as packet
   resources.  Thus, crankback routing is also useful in GMPLS networks.



   In a network without wavelength converters, setup requests are likely
   to be blocked more often than in a conventional MPLS environment
   because the same wavelength must be allocated at each Optical Cross-
   Connect on an end-to-end explicit path.  This makes crankback routing
   all the more important in certain GMPLS networks.




1.2. Control Plane and Data Plane Separation

   Throughout this document, the processes and techniques are described
   as though the control plane and data plane elements that comprise a
   Label Switching Router (LSR) coreside and are related in a one-to-one
   manner.  This is for the convenience of documentation only.



   It should be noted that GMPLS LSRs may be decomposed such that the
   control plane components are not physically collocated.  Furthermore,
   one presence in the control plane may control more than one LSR in
   the data plane.  These points have several consequences with respect
   to this document:



   o  The nodes, links, and resources that are reported as errors, are
      data plane entities.



   o  The nodes, areas, and Autonomous Systems (ASs) that report that
      they have attempted re-routing are control plane entities.



   o  Where a single control plane entity is responsible for more than
      one data plane LSR, crankback signaling may be implicit in just
      the same way as LSP establishment signaling may be.



   The above points may be considered self-evident, but are stated here
   for absolute clarity.



   The stylistic convenience of referring to both the control plane
   element responsible for a single LSR and the data plane component of
   that LSR simply as "the LSR" should not be taken to mean that this
   document is applicable only to a collocated one-to-one relationship.
   Furthermore, in the majority of cases, the control plane and data
   plane components are related in a 1:1 ratio and are usually
   collocated.




1.3. Repair and Recovery

   If the ingress LSR or intermediate area border LSR knows the location
   of the blocked link or node, it can designate an alternate path and
   then reissue the setup request.  Determination of the identity of the
   blocked link or node can be achieved by the mechanism known as
   crankback routing [PNNI, ASH1].  In RSVP-TE, crankback signaling
   requires notifying the upstream LSR of the location of the blocked
   link or node.  In some cases, this requires more information than is
   currently available in the signaling protocols.



   On the other hand, various recovery schemes for link or node failures
   have been proposed in [RFC3469] and include fast re-routing.  These
   schemes rely on the existence of a protecting LSP to protect the
   working LSP, but if both the working and protecting paths fail, it is
   necessary to re-establish the LSP on an end-to-end basis, avoiding
   the known failures.  Similarly, fast re-routing by establishing a
   recovery path on demand after failure requires computation of a new
   LSP that avoids the known failures.  End-to-end recovery for
   alternate routing requires the location of the failed link or node.
   Crankback routing schemes could be used to notify the upstream LSRs
   of the location of the failure.



   Furthermore, in situations where many link or node failures occur at
   the same time, the difference between the distributed routing
   information and the real-time network state becomes much greater than
   in normal LSP setups.  LSP recovery might, therefore, be performed
   with inaccurate information, which is likely to cause setup blocking.
   Crankback routing could improve failure recovery in these situations.



   The requirement for end-to-end allocation of lambda resources in
   GMPLS networks without wavelength converters means that end-to-end
   recovery may be the only way to recover from LSP failures.  This is
   because segment protection may be much harder to achieve in networks
   of photonic cross-connects where a particular lambda may already be
   in use on other links: End-to-end protection offers the choice of use
   of another lambda, but this choice is not available in segment
   protection.



   This requirement makes crankback re-routing particularly useful in a
   GMPLS network, particularly in dynamic LSP re-routing cases (i.e.,
   when there is no pre-establishment of the protecting LSP).




1.4. Interaction with TE Flooding Mechanisms

   GMPLS uses Interior Gateway Protocols (IGPs) (OSPF and IS-IS) to
   flood traffic engineering (TE) information that is used to construct
   a traffic engineering database (TED) which acts as a data source for
   path computation.



   Crankback signaling is not intended to supplement or replace the
   normal operation of the TE flooding mechanism, since these mechanisms
   are independent of each other.  That is, information gathered from
   crankback signaling may be applied to compute an alternate path for
   the LSP for which the information was signaled, but the information
   is not intended to be used to influence the computation of the paths
   of other LSPs.



   Any requirement to rapidly flood updates about resource availability
   so that they may be applied as deltas to the TED and utilized in
   future path computations are out of the scope of this document.




1.5. Terminology

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in [RFC2119].




2. Discussion: Explicit versus Implicit Re-Routing Indications

   There have been problems in service provider networks when
   "inferring" from indirect information that re-routing is allowed.
   This document proposes the use of an explicit re-routing indication
   that authorizes re-routing, and contrasts it with the inferred or
   implicit re-routing indication that has previously been used.



   Various existing protocol options and exchanges, including the error
   values of PathErr message [RFC2205, RFC3209] and the Notify message
   [RFC3473], allow an implementation to infer a situation where re-
   routing can be performed.  This allows for recovery from network
   errors or resource contention.



   However, such inference of recovery signaling is not always desirable
   since it may be doomed to failure.  For example, experience of using
   release messages in TDM-based networks, for analogous implicit and
   explicit re-routing indications purposes provides some guidance.
   This background information is given in Appendix A.



   It is certainly the case that with topology information distribution,
   as performed with routing protocols such as OSPF, the ingress LSR
   could infer the re-routing condition.  However, convergence of
   topology information using routing protocols is typically slower than
   the expected LSP setup times.  One of the reasons for crankback is to
   avoid the overhead of available-link-bandwidth flooding, and to more
   efficiently use local state information to direct alternate routing
   to the path computation point.




   [ASH1]
 shows how event-dependent-routing can just use crankback, and
   not available-link-bandwidth flooding, to decide on the re-route path
   in the network through "learning models".  Reducing this flooding
   reduces overhead and can lead to the ability to support much larger
   AS sizes.



   Therefore, the use of alternate routing should be based on an
   explicit indication, and it is best to know the following information
   separately:



   - where blockage/congestion occurred.



   - whether alternate routing "should" be attempted.




3. Required Operation

   Section 1 identifies some of the circumstances under which crankback
   may be useful.  Crankback routing is performed as described in the
   following procedures, when an LSP setup request is blocked along the
   path or when an existing LSP fails.




3.1. Resource Failure or Unavailability

   When an LSP setup request is blocked due to unavailable resources, an
   error message response with the location identifier of the blockage
   should be returned to the LSR initiating the LSP setup (ingress LSR),
   the area border LSR, the AS border LSR, or some other repair point.



   This error message carries an error specification according to
   [RFC3209] -- this indicates the cause of the error and the node/link
   on which the error occurred.  Crankback operation may require further
   information as detailed in Sections 3.2.1 and 6.



   A repair point (for example, an ingress LSR) that receives crankback
   information resulting from the failure of an established LSP may
   apply local policy to govern how it attempts repair of the LSP.  For
   example, it may prioritize repair attempts between multiple LSPs that
   have failed, and it may consider LSPs that have been locally repaired
   ([RFC4090]) to be less urgent candidates for end-to-end repair.
   Furthermore, there is a likelihood that other LSRs are also
   attempting LSP repair for LSPs affected by the same fault which may
   give rise to resource contention within the network, so an LSR may
   stagger its repair attempts in order to reduce the chance of resource
   contention.




3.2. Computation of an Alternate Path

   In a flat network without partitioning of the routing topology, when
   the ingress LSR receives the error message, it computes an alternate
   path around the blocked link or node to satisfy QoS guarantees using
   link state information about the network.  If an alternate path is
   found, a new LSP setup request is sent over this path.



   On the other hand, in a network partitioned into areas such as with
   OSPF, the area border LSR may intercept and terminate the error
   response, and perform alternate (re-)routing within the downstream
   area.



   In a third scenario, any node within an area may act as a repair
   point.  In this case, each LSR behaves much like an area border LSR
   as described above.  It can intercept and terminate the error
   response and perform alternate routing.  This may be particularly
   useful where domains of computation are applied within the
   (partitioned) network, where such domains are not coincident on the
   routing partition boundaries.  However if, all nodes in the network
   perform re-routing it is possible to spend excessive network and CPU
   resources on re-routing attempts that would be better made only at
   designated re-routing nodes.  This scenario is somewhat like 'MPLS
   fast re-route' [RFC4090], in which any node in the MPLS domain can
   establish 'local repair' LSPs upon failure notification.




3.2.1. Information Required for Re-Routing

   In order to correctly compute a route that avoids the blocking
   problem, a repair point LSR must gather as much crankback information
   as possible.  Ideally, the repair node will be given the node, link,
   and reason for the failure.



   The reason for the failure may provide an important discriminator to
   help decide what action should be taken.  For example, a failure that
   indicates "No Route to Destination" is likely to give rise to a new
   path computation excluding the reporting LSR, but the reason
   "Temporary Control Plane Congestion" might lead to a simple retry
   after a suitable pause.



   However, even this information may not be enough to help with re-
   computation.  Consider for instance an explicit route that contains a
   non-explicit abstract node or a loose hop.  In this case, the failed
   node and link are not necessarily enough to tell the repair point
   which hop in the explicit route has failed.  The crankback
   information needs to indicate where, within the explicit route, the
   problem has occurred.




3.2.2. Signaling a New Route

   If the crankback information can be used to compute a new route
   avoiding the failed/blocking network resource, the route can be
   signaled as an Explicit Route.



   However, it may be that the repair point does not have sufficient
   topology information to compute an Explicit Route that is guaranteed
   to avoid the failed link or node.  In this case, Route Exclusions
   [RFC4874] may be particularly helpful.  To achieve this, [RFC4874]
   allows the crankback information to be presented as route exclusions
   to force avoidance of the failed node, link, or resource.




3.3. Persistence of Error Information

   The repair point LSR that computes the alternate path should store
   the location identifiers of the blockages indicated in the error
   message until the LSP is successfully established by downstream LSRs
   or until the repair point LSR abandons re-routing attempts.  Since
   crankback signaling information may be returned to the same repair
   point LSR more than once while establishing a specific LSP, the
   repair point LSR SHOULD maintain a history table of all experienced
   blockages for this LSP (at least until the routing protocol updates
   the state of this information) so that the resulting path
   computation(s) can detour all blockages.



   If a second error response is received by a repair point (while it is
   performing crankback re-routing) it should update the history table
   that lists all experienced blockages, and use the entire gathered
   information when making a further re-routing attempt.



   Note that the purpose of this history table is to correlate
   information when repeated retry attempts are made by the same LSR.
   For example, suppose that an attempt is made to route from A through
   B, and B returns a failure with crankback information, an attempt may
   be made to route from A through C, and this may also fail with the
   return of crankback information.  The next attempt SHOULD NOT be to
   route from A through B, and this may be achieved by use of the
   history table.



   The history table can be discarded by the signaling controller for A
   if the LSP is successfully established through A.  The history table
   MAY be retained after the signaling controller for A sends an error
   upstream, however the value this provides is questionable since a
   future retry as a result of crankback re-routing should not attempt
   to route through A.  If the history information is retained for a
   longer period it SHOULD be discarded after a local timeout has
   expired.  This timer is required so that the repair point does not
   apply the history table to an attempt by the ingress to re-establish
   a failed LSP, but to allow the history table to be available for use
   in re-routing attempts before the ingress declares the LSP as failed.



   It is RECOMMENDED that the repair point LSR discard the history table
   using a timer no larger than the LSP retry timer configured on the
   ingress LSR.  The correlation of the timers between the ingress and
   repair point LSRs is typically by manual configuration of timers
   local to each LSR, and is outside the scope of this document.



   The information in the history table is not intended to supplement
   the TED for the computation of paths of other LSPs.




3.4. Handling Re-Route Failure

   Multiple blockages (for the same LSP) may occur, and successive setup
   retry attempts may fail.  Retaining error information from previous
   attempts ensures that there is no thrashing of setup attempts, and
   knowledge of the blockages increases with each attempt.



   It may be that after several retries, a given repair point is unable
   to compute a path to the destination (that is, the egress of the LSP)
   that avoids all of the blockages.  In this case, it must pass an
   error indication message upstream.  It is most useful to the upstream
   nodes (and in particular to the ingress LSR) that may repair points
   for the LSP setup, if the error indication message identifies all of
   the downstream blockages and also the repair point that was unable to
   compute an alternate path.




3.5. Limiting Re-Routing Attempts

   It is important to prevent endless repetition of LSP setup attempts
   using crankback routing information after error conditions are
   signaled, or during periods of high congestion.  It may also be
   useful to reduce the number of retries, since failed retries will
   increase setup latency and degrade performance by increasing the
   amount of signaling processing and message exchanges within the
   network.



   The maximum number of crankback re-routing attempts that are allowed
   may be limited in a variety of ways.  This document allows an LSR to
   limit the retries per LSP, and assumes that such a limit will be
   applied either as a per-node configuration for those LSRs that are
   capable of re-routing, or as a network-wide configuration value.



   When the number of retries at a particular LSR is exceeded, the LSR
   will report the failure in an upstream direction until it reaches the
   next repair point where further re-routing attempts may be attempted,
   or it reaches the ingress which may act as a repair point or declare
   the LSP as failed.  It is important that the crankback information
   this is provided indicates that routing back through this node will
   not succeed; this situation is similar to that in Section 3.4.




4. Existing Protocol Support for Crankback Re-Routing

   Crankback re-routing is appropriate for use with RSVP-TE.



   1) LSP establishment may fail because of an inability to route,
      perhaps because links are down.  In this case a PathErr message is
      returned to the ingress.



   2) LSP establishment may fail because resources are unavailable.
      This is particularly relevant in GMPLS where explicit label
      control may be in use.  Again, a PathErr message is returned to
      the ingress.



   3) Resource reservation may fail during LSP establishment, as the
      Resv is processed.  If resources are not available on the required
      link or at a specific node, a ResvErr message is returned to the
      egress node indicating "Admission Control failure" [RFC2205].  The
      egress is allowed to change the FLOWSPEC and try again, but in the
      event that this is not practical or not supported (particularly in
      the non-PSC context), the egress LSR may choose to take any one of
      the following actions.



      - Ignore the situation and allow recovery to happen through Path
        refresh message and refresh timeout [RFC2205].



      - Send a PathErr message towards the ingress indicating "Admission
        Control failure".



      Note that in multi-area/AS networks, the ResvErr might be
      intercepted and acted on at an area/AS border router.



   4) It is also possible to make resource reservations on the forward
      path as the Path message is processed.  This choice is compatible
      with LSP setup in GMPLS networks [RFC3471], [RFC3473].  In this
      case, if resources are not available, a PathErr message is
      returned to ingress indicating "Admission Control failure".



   Crankback information would be useful to an upstream node (such as
   the ingress) if it is supplied on a PathErr or a Notify message that
   is sent upstream.




4.1. RSVP-TE

   In RSVP-TE, a failed LSP setup attempt results in a PathErr message
   returned upstream.  The PathErr message carries an ERROR_SPEC object,
   which indicates the node or interface reporting the error and the
   reason for the failure.



   Crankback re-routing can be performed explicitly avoiding the node or
   interface reported.




4.2. GMPLS-RSVP-TE

   GMPLS extends the error reporting described above by allowing LSRs to
   report the interface that is in error in addition to the identity of
   the node reporting the error.  This further enhances the ability of a
   re-computing node to route around the error.



   GMPLS introduces a targeted Notify message that may be used to report
   LSP failures direct to a selected node.  This message carries the
   same error reporting facilities as described above.  The Notify
   message may be used to expedite the propagation of error
   notifications, but in a network that offers crankback routing at
   multiple nodes there would need to be some agreement between LSRs as
   to whether PathErr or Notify provides the stimulus for crankback
   operation.  This agreement is constrained by the re-routing behavior
   selection (as listed in Section 5.4).  Otherwise, multiple nodes
   might attempt to repair the LSP at the same time, because:



   1) these messages can flow through different paths before reaching
      the ingress LSR, and



   2) the destination of the Notify message might not be the ingress
      LSR.



Section B : Solution




5. Control of Crankback Operation


5.1. Requesting Crankback and Controlling In-Network Re-Routing

   When a request is made to set up an LSP tunnel, the ingress LSR
   should specify whether it wants crankback information to be collected
   in the event of a failure, and whether it requests re-routing
   attempts by any or specific intermediate nodes.  For this purpose, a
   Re-routing Flag field is added to the protocol setup request
   messages.  The corresponding values are mutually exclusive.



No Re‑routing             The ingress node MAY attempt re‑routing
                          after failure.  Intermediate nodes SHOULD
                          NOT attempt re‑routing after failure.
                          Nodes detecting failures MUST report an
                          error and MAY supply crankback information.
                          This is the default and backwards
                          compatible option.

End‑to‑end Re‑routing     The ingress node MAY attempt re‑routing
                          after failure.  Intermediate nodes SHOULD
                          NOT attempt re‑routing after failure.



                             Nodes detecting failures MUST report an
                             error and SHOULD supply crankback
                             information.



Boundary Re‑routing       Intermediate nodes MAY attempt re‑routing
                          after failure only if they are Area Border
                          Routers or AS Border Routers (ABRs/ASBRs).
                          The boundary (ABR/ASBR) can either decide
                          to forward the error message upstream to
                          the ingress LSR or try to select another
                          egress boundary LSR.  Other intermediate
                          nodes SHOULD NOT attempt re‑routing.  Nodes
                          detecting failures MUST report an error and
                          SHOULD supply crankback information.

Segment‑based Re‑routing  Any node MAY attempt re‑routing after it
                          receives an error report and before it
                          passes the error report further upstream.
                          Nodes detecting failures MUST report an
                          error and SHOULD supply full crankback
                          information.




5.2. Action on Detecting a Failure

   A node that detects the failure to setup an LSP or the failure of an
   established LSP SHOULD act according to the Re-routing Flag passed on
   the LSP setup request.



   If Segment-based Re-routing is allowed, or if Boundary Re-routing is
   allowed and the detecting node is an ABR or ASBR, the detecting node
   MAY immediately attempt to re-route.



   If End-to-end Re-routing is indicated, or if Segment-based or
   Boundary Re-routing is allowed and the detecting node chooses not to
   make re-routing attempts (or has exhausted all possible re-routing
   attempts), the detecting node MUST return a protocol error indication
   and SHOULD include full crankback information.




5.3. Limiting Re-Routing Attempts

   Each repair point SHOULD apply a locally configurable limit to the
   number of attempts it makes to re-route an LSP.  This helps to
   prevent excessive network usage in the event of significant faults,
   and allows back-off to other repair points which may have a better
   chance of routing around the problem.




5.3.1. New Status Codes for Re-Routing

   An error code/value of "Routing Problem"/"Re-routing limit exceeded"
   (24/22) is used to identify that a node has abandoned crankback re-
   routing because it has reached a threshold for retry attempts.



   A node receiving an error response with this status code MAY also
   attempt crankback re-routing, but it is RECOMMENDED that such
   attempts be limited to the ingress LSR.




5.4. Protocol Control of Re-Routing Behavior

   The LSP_ATTRIBUTES object defined in [RFC4420] is used on Path
   messages to convey the Re-Routing Flag described in Section 4.1.
   Three bits are defined for inclusion in the LSP Attributes TLV as
   follows.  The bit numbers below have been assigned by IANA.



Bit     Name and Usage
Number

   1    End‑to‑end re‑routing desired.
        This flag indicates the end‑to‑end re‑routing behavior for an
        LSP under establishment.  This MAY also be used for
        specifying the behavior of end‑to‑end LSP recovery for
        established LSPs.

   2    Boundary re‑routing desired.
        This flag indicates the boundary re‑routing behavior for an
        LSP under establishment.  This MAY also be used for
        specifying the segment‑based LSP recovery through nested
        crankback for established LSPs.  The boundary ABR/ASBR can
        either decide to forward the PathErr message upstream to an
        upstream boundary ABR/ASBR or to the ingress LSR.
        Alternatively, it can try to select another egress boundary
        LSR.

   3    Segment‑based re‑routing desired.
        This flag indicates the segment‑based re‑routing behavior for
        an LSP under establishment.  This MAY also be used to specify
        the segment‑based LSP recovery for established LSPs.




6. Reporting Crankback Information


6.1. Required Information

   As described above, full crankback information SHOULD indicate the
   node, link, and other resources, which have been attempted but have
   failed because of allocation issues or network failure.



   The default crankback information SHOULD include the interface and
   the node address.



   Any address reported in such crankback information SHOULD be an
   address that was distributed by the routing protocols (OSPF and IS-
   IS) in their TE link state advertisements.  However, some additional
   information such as component link identifiers is additional to this.




6.2. Protocol Extensions

   [RFC3473] defines an IF_ID ERROR_SPEC object that can be used on
   PathErr, ResvErr and Notify messages to convey the information
   carried in the Error Spec Object defined in [RFC3209].  Additionally,
   the IF_ID ERROR_SPEC Object has the scope for carrying TLVs that
   identify the link associated with the error.



   The TLVs for use with this object are defined in [RFC3471], and are
   listed below.  They are used in two places.  In the IF_ID RSVP_HOP
   object they are used to identify links.  In the IF_ID ERROR_SPEC
   object they are used to identify the failed resource which is usually
   the downstream resource from the reporting node.



Type Length Format     Description
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 1      8   IPv4 Addr. IPv4                    (Interface address)
 2     20   IPv6 Addr. IPv6                    (Interface address)
 3     12   Compound   IF_INDEX                (Interface index)
 4     12   Compound   COMPONENT_IF_DOWNSTREAM (Component interface)
 5     12   Compound   COMPONENT_IF_UPSTREAM   (Component interface)



   Note that TLVs 4 and 5 are obsoleted by [RFC4201] and SHOULD NOT be
   used to identify component interfaces in IF_ID ERROR_SPEC objects.



   In order to facilitate reporting of crankback information, the
   following additional TLVs are defined.



Type Length Format     Description
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
 6    var   See below  DOWNSTREAM_LABEL        (GMPLS label)
 7    var   See below  UPSTREAM_LABEL          (GMPLS label)
 8      8   See below  NODE_ID                 (TE Router ID)
 9      x   See below  OSPF_AREA               (Area ID)
10      x   See below  ISIS_AREA               (Area ID)
11      8   See below  AUTONOMOUS_SYSTEM       (Autonomous system)
12    var   See below  ERO_CONTEXT             (ERO subobject)
13    var   See below  ERO_NEXT_CONTEXT        (ERO subobjects)
14      8   IPv4 Addr. PREVIOUS_HOP_IPv4       (Node address)
15     20   IPv6 Addr. PREVIOUS_HOP_IPv6       (Node address)
16      8   IPv4 Addr. INCOMING_IPv4           (Interface address)
17     20   IPv6 Addr. INCOMING_IPv6           (Interface address)
18     12   Compound   INCOMING_IF_INDEX       (Interface index)
19    var   See below  INCOMING_DOWN_LABEL     (GMPLS label)
20    var   See below  INCOMING_UP_LABEL       (GMPLS label)
21      8   See below  REPORTING_NODE_ID       (Router ID)
22      x   See below  REPORTING_OSPF_AREA     (Area ID)
23      x   See below  REPORTING_ISIS_AREA     (Area ID)
24      8   See below  REPORTING_AS            (Autonomous system)
25    var   See below  PROPOSED_ERO            (ERO subobjects)
26    var   See below  NODE_EXCLUSIONS         (List of nodes)
27    var   See below  LINK_EXCLUSIONS         (List of interfaces)



   For types 1, 2, and 3 the format of the Value field is already
   defined in [RFC3471].



   For types 14 and 16, the format of the Value field is the same as for
   type 1.



   For types 15 and 17, the format of the Value field is the same as for
   type 2.



   For type 18, the format of the Value field is the same as for type 3.



   For types 6, 7, 19, and 20, the length field is variable and the
   Value field is a label as defined in [RFC3471].  As with all uses of
   labels, it is assumed that any node that can process the label
   information knows the syntax and semantics of the label from the
   context.  Note that all TLVs are zero-padded to a multiple of four
   octets so that if a label is not itself a multiple of four octets, it
   must be disambiguated from the trailing zero pads by knowledge
   derived from the context.



   For types 8 and 21, the Value field has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         Router ID                             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



       Router ID: 32 bits



          The TE Router ID (TLV type 8) or the Router ID (TLV type 21)
          used to identify the node within the IGP.



   For types 9 and 22, the Value field has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     OSPF Area Identifier                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



       OSPF Area Identifier



          The 4-octet area identifier for the node.  This identifies the
          area where the failure has occurred.



   For types 10 and 23, the Value field has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|   Length      |     IS‑IS Area Identifier                     |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
~                     IS‑IS Area Identifier (continued)         ~
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



       Length



          Length of the actual (non-padded) IS-IS Area Identifier in
          octets.  Valid values are from 2 to 11 inclusive.



       IS-IS Area Identifier



          The variable-length IS-IS area identifier.  Padded with
          trailing zeroes to a four-octet boundary.



   For types 11 and 24, the Value field has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                  Autonomous System Number                     |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



       Autonomous System Number: 32 bits



          The AS Number of the associated Autonomous System.  Note that
          if 16-bit AS numbers are in use, the low order bits (16
          through 31) should be used and the high order bits (0 through
          15) should be set to zero.



   For types 12, 13, and 25, the Value field has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                       ERO Subobjects                          ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



       ERO Subobjects:



          A sequence of Explicit Route Object (ERO) subobjects.  Any ERO
          subobjects are allowed whether defined in [RFC3209],
          [RFC3473], or other documents.  Note that ERO subobjects
          contain their own types and lengths.



   For type 26, the Value field has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                       Node Identifiers                        ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



       Node Identifiers:



          A sequence of TLVs as defined here of types 1, 2, or 8 that
          indicates downstream nodes that have already participated in
          crankback attempts and have been declared unusable for the
          current LSP setup attempt.  Note that an interface identifier
          may be used to identify a node.



   For type 27, the Value field has the format:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                                                               |
~                       Link Identifiers                        ~
|                                                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



       Link Identifiers:



          A sequence of TLVs as defined here of the same format as type
          1, 2 or 3 TLVs that indicate incoming interfaces at downstream
          nodes that have already participated in crankback attempts and
          have been declared unusable for the current LSP setup attempt.




6.3. Guidance for Use of IF_ID ERROR_SPEC TLVs


6.3.1. General Principles

   If crankback is not being used, inclusion of an IF_ID ERROR_SPEC
   object in PathErr, ResvErr, and Notify messages follows the
   processing rules defined in [RFC3473] and [RFC4201].  A sender MAY
   include additional TLVs of types 6 through 27 to report crankback
   information for informational/monitoring purposes.



   If crankback is being used, the sender of a PathErr, ResvErr, or
   Notify message MUST use the IF_ID ERROR_SPEC object and MUST include
   at least one of the TLVs in the range 1 through 3 as described in
   [RFC3473], [RFC4201], and the previous paragraph.  Additional TLVs
   SHOULD also be included to report further information.  The following
   section gives advice on which TLVs should be used under different
   circumstances, and which TLVs must be supported by LSRs.



   Note that all such additional TLVs are optional and MAY be omitted.
   Inclusion of the optional TLVs SHOULD be performed where doing so
   helps to facilitate error reporting and crankback.  The TLVs fall
   into three categories: those that are essential to report the error,
   those that provide additional information that is or may be
   fundamental to the utility of crankback, and those that provide
   additional information that may be useful for crankback in some
   circumstances.



   Note that all LSRs MUST be prepared to receive and forward any TLV as
   per [RFC3473].  This includes TLVs of type 4 or 5 as defined in
   [RFC3473] and obsoleted by [RFC4201].  There is, however, no
   requirement for an LSR to actively process any but the TLVs defined
   in [RFC3473].  An LSR that proposes to perform crankback re-routing
   SHOULD support receipt and processing of all of the fundamental
   crankback TLVs, and is RECOMMENDED to support the receipt and
   processing of the additional crankback TLVs.



   It should be noted, however, that some assumptions about the TLVs
   that will be used MAY be made based on the deployment scenarios.  For
   example, a router that is deployed in a single-area network does not
   need to support the receipt and processing of TLV types 22 and 23.
   Those TLVs might be inserted in an IF_ID ERROR_SPEC object, but would
   not need to be processed by the receiver of a PathErr message.




6.3.2. Error Report TLVs

   Error Report TLVs are those in the range 1 through 3.  (Note that the
   obsoleted TLVs 4 and 5 may be considered in this category, but SHOULD
   NOT be used.)



   As stated above, when crankback information is reported, the IF_ID
   ERROR_SPEC object MUST be used.  When the IF_ID ERROR_SPEC object is
   used, at least one of the TLVs in the range 1 through 3 MUST be
   present.  The choice of which TLV to use will be dependent on the
   circumstance of the error and device capabilities.  For example, a
   device that does not support IPv6 will not need the ability to create
   a TLV of type 2.  Note, however, that such a device MUST still be
   prepared to receive and process all error report TLVs.




6.3.3. Fundamental Crankback TLVs

   Many of the TLVs report the specific resource that has failed.  For
   example, TLV type 1 can be used to report that the setup attempt was
   blocked by some form of resource failure on a specific interface
   identified by the IP address supplied.  TLVs in this category are 1
   through 11, although TLVs 4 and 5 may be considered to be excluded
   from this category by dint of having been obsoleted.



   These TLVs SHOULD be supplied whenever the node detecting and
   reporting the failure with crankback information has the information
   available.  (Note that some of these TLVs MUST be included as
   described in the previous two sections.)



   The TLVs of type 8, 9, 10, and 11 MAY, however, be omitted according
   to local policy and relevance of the information.




6.3.4. Additional Crankback TLVs

   Some TLVs help to locate the fault within the context of the path of
   the LSP that was being set up.  TLVs of types 12, 13, 14, and 15 help
   to set the context of the error within the scope of an explicit path
   that has loose hops or non-precise abstract nodes.  The ERO context
   information is not always a requirement, but a node may notice that
   it is a member of the next hop in the ERO (such as a loose or non-
   specific abstract node) and deduce that its upstream neighbor may
   have selected the path using next hop routing.  In this case,
   providing the ERO context will be useful to the upstream node that
   performs re-routing.



   Note the distinction between TLVs 12 and 13 is the distinction
   between "this is the hop I was trying to satisfy when I failed" and
   "this is the next hop I was trying to reach when I failed".



   Reporting nodes SHOULD also supply TLVs from the range 12 through 20
   as appropriate for reporting the error.  The reporting nodes MAY also
   supply TLVs from the range 21 through 27.



   Note that in deciding whether a TLV in the range 12 through 20 "is
   appropriate", the reporting node should consider amongst other
   things, whether the information is pertinent to the cause of the
   failure.  For example, when a cross-connection fails, it may be that
   the outgoing interface is faulted, in which case only the interface
   (for example, TLV type 1) needs to be reported, but if the problem is
   that the incoming interface cannot be connected to the outgoing
   interface because of temporary or permanent cross-connect
   limitations, the node should also include reference to the incoming
   interface (for example, TLV type 16).



   Four TLVs (21, 22, 23, and 24) allow the location of the reporting
   node to be expanded upon.  These TLVs would not be included if the
   information is not of use within the local system, but might be added
   by ABRs relaying the error.  Note that the Reporting Node ID (TLV 21)
   need not be included if the IP address of the reporting node as
   indicated in the ERROR_SPEC itself, is sufficient to fully identify
   the node.



   The last three TLVs (25, 26, and 27) provide additional information
   for recomputation points.  The reporting node (or a node forwarding
   the error) MAY make suggestions about how the error could have been
   avoided, for example, by supplying a partial ERO that would cause the
   LSP to be successfully set up if it were used.  As the error
   propagates back upstream and as crankback routing is attempted and
   fails, it is beneficial to collect lists of failed nodes and links so
   that they will not be included in further computations performed at
   upstream nodes.  These lists may also be factored into route
   exclusions [RFC4874].



   Note that there is no ordering requirement on any of the TLVs within
   the IF_ID Error Spec, and no implication should be drawn from the
   ordering of the TLVs in a received IF_ID Error Spec.



   The decision of precisely which TLV types a reporting node includes
   is dependent on the specific capabilities of the node, and is outside
   the scope of this document.




6.3.5. Grouping TLVs by Failure Location

   Further guidance as to the inclusion of crankback TLVs can be given
   by grouping the TLVs according to the location of the failure and the
   context within which it is reported.  For example, a TLV that reports
   an area identifier would only need to be included as the crankback
   error report transits an area boundary.



Resource Failure
         6      DOWNSTREAM_LABEL
         7      UPSTREAM_LABEL
Interface Failures
         1      IPv4
         2      IPv6
         3      IF_INDEX
         4      COMPONENT_IF_DOWNSTREAM (obsoleted)
         5      COMPONENT_IF_UPSTREAM   (obsoleted)
        12      ERO_CONTEXT
        13      ERO_NEXT_CONTEXT
        14      PREVIOUS_HOP_IPv4
        15      PREVIOUS_HOP_IPv6
        16      INCOMING_IPv4
        17      INCOMING_IPv6
        18      INCOMING_IF_INDEX
        19      INCOMING_DOWN_LABEL
        20      INCOMING_UP_LABEL
Node Failures
         8      NODE_ID
        21      REPORTING_NODE_ID
Area Failures
         9      OSPF_AREA
        10      ISIS_AREA
        22      REPORTING_OSPF_AREA
        23      REPORTING_ISIS_AREA
        25      PROPOSED_ERO
        26      NODE_EXCLUSIONS
        27      LINK_EXCLUSIONS
AS Failures
        11      AUTONOMOUS_SYSTEM
        24      REPORTING_AS



   Although discussion of aggregation of crankback information is out of
   the scope of this document, it should be noted that this topic is
   closely aligned to the information presented here.  Aggregation is
   discussed further in Section 6.4.5.




6.3.6. Alternate Path Identification

   No new object is used to distinguish between Path/Resv messages for
   an alternate LSP.  Thus, the alternate LSP uses the same SESSION and
   SENDER_TEMPLATE/FILTER_SPEC objects as the ones used for the initial
   LSP under re-routing.




6.4. Action on Receiving Crankback Information


6.4.1. Re-Route Attempts

   As described in Section 2, a node receiving crankback information in
   a PathErr must first check to see whether it is allowed to perform
   re-routing.  This is indicated by the Re-routing Flags in the
   LSP_ATTRIBUTES object during an LSP setup request.



   If a node is not allowed to perform re-routing it should forward the
   PathErr message, or if it is the ingress report the LSP as having
   failed.



   If re-routing is allowed, the node should attempt to compute a path
   to the destination using the original (received) explicit path and
   excluding the failed/blocked node/link.  The new path should be added
   to an LSP setup request as an explicit route and signaled.



   LSRs performing crankback re-routing should store all received
   crankback information for an LSP until the LSP is successfully
   established or until the node abandons its attempts to re-route the
   LSP.  On the next crankback re-routing path computation attempt, the
   LSR should exclude all the failed nodes, links and resources reported
   from previous attempts.



   It is an implementation decision whether the crankback information is
   discarded immediately upon a successful LSP establishment or retained
   for a period in case the LSP fails.




6.4.2. Location Identifiers of Blocked Links or Nodes

   In order to compute an alternate path by crankback re-routing, it is
   necessary to identify the blocked links or nodes and their locations.
   The common identifier of each link or node in an MPLS network should
   be specified.  Both protocol-independent and protocol-dependent
   identifiers may be specified.  Although a general identifier that is
   independent of other protocols is preferable, there are a couple of
   restrictions on its use as described in the following subsection.



   In link state protocols such as OSPF and IS-IS, each link and node in
   a network can be uniquely identified, for example, by the context of
   a TE Router ID and the Link ID.  If the topology and resource
   information obtained by OSPF advertisements is used to compute a
   constraint-based path, the location of a blockage can be represented
   by such identifiers.



   Note that when the routing-protocol-specific link identifiers are
   used, the Re-routing Flag on the LSP setup request must have been set
   to show support for boundary or segment-based re-routing.



   In this document, we specify routing protocol specific link and node
   identifiers for OSPFv2, OSPFv3, and IS-IS for IPv4 and IPv6.  These
   identifiers may only be used if segment-based re-routing is
   supported, as indicated by the Routing Behavior flag on the LSP setup
   request.




6.4.3. Locating Errors within Loose or Abstract Nodes

   The explicit route on the original LSP setup request may contain a
   loose or an Abstract Node.  In these cases, the crankback information
   may refer to links or nodes that were not in the original explicit
   route.



   In order to compute a new path, the repair point may need to identify
   the pair of hops (or nodes) in the explicit route between which the
   error/blockage occurred.



   To assist this, the crankback information reports the top two hops of
   the explicit route as received at the reporting node.  The first hop
   will likely identify the node or the link, the second hop will
   identify a 'next' hop from the original explicit route.




6.4.4. When Re-Routing Fails

   When a node cannot or chooses not to perform crankback re-routing, it
   must forward the PathErr message further upstream.



   However, when a node was responsible for expanding or replacing the
   explicit route as the LSP setup was processed, it MUST update the
   crankback information with regard to the explicit route that it
   received.  Only if this is done will the upstream nodes stand a
   chance of successfully routing around the problem.




6.4.5. Aggregation of Crankback Information

   When a setup blocking error or an error in an established LSP occurs
   and crankback information is sent in an error notification message,
   an upstream node may choose to attempt crankback re-routing.  If that
   node's attempts at re-routing fail, the node will accumulate a set of
   failure information.  When the node gives up, it MUST propagate the
   failure message further upstream and include crankback information
   when it does so.



   Including a full list of all failures that have occurred due to
   multiple crankback failures by multiple repair point LSRs downstream
   could lead to too much signaled information using the protocol
   extensions described in this document.  A compression mechanism for
   such information is available using TLVs 26 and 27.  These TLVs allow
   for a more concise accumulation of failure information as crankback
   failures are propagated upstream.



   Aggregation may involve reporting all links from a node as unusable
   by flagging the node as unusable, flagging an ABR as unusable when
   there is no downstream path available, or including a TLV of type 9
   which results in the exclusion of the entire area, and so on.  The
   precise details of how aggregation of crankback information is
   performed are beyond the scope of this document.




6.5. Notification of Errors


6.5.1. ResvErr Processing

   As described above, the resource allocation failure for RSVP-TE may
   occur on the reverse path when the Resv message is being processed.
   In this case, it is still useful to return the received crankback
   information to the ingress LSR.  However, when the egress LSR
   receives the ResvErr message, per [RFC2205] it still has the option
   of re-issuing the Resv with different resource requirements (although
   not on an alternate path).



   When a ResvErr carrying crankback information is received at an
   egress LSR, the egress LSR MAY ignore this object and perform the
   same actions that it would perform for any other ResvErr.  However,
   if the egress LSR supports the crankback extensions defined in this
   document, and after all local recovery procedures have failed, it
   SHOULD generate a PathErr message carrying the crankback information
   and send it to the ingress LSR.



   If a ResvErr reports on more than one FILTER_SPEC (because the Resv
   carried more than one FILTER_SPEC) then only one set of crankback
   information should be present in the ResvErr and it should apply to
   all FILTER_SPEC carried.  In this case, it may be necessary per
   [RFC2205] to generate more than one PathErr.




6.5.2. Notify Message Processing

   [RFC3473] defines the Notify message to enhance error reporting in
   RSVP-TE networks.  This message is not intended to replace the
   PathErr and ResvErr messages.  The Notify message is sent to
   addresses requested on the Path and Resv messages.  These addresses
   could (but need not) identify the ingress and egress LSRs,
   respectively.



   When a network error occurs, such as the failure of link hardware,
   the LSRs that detect the error MAY send Notify messages to the
   requested addresses.  The type of error that causes a Notify message
   to be sent is an implementation detail.



   In the event of a failure, an LSR that supports [RFC3473] and the
   crankback extensions defined in this document MAY choose to send a
   Notify message carrying crankback information.  This would ensure a
   speedier report of the error to the ingress and/or egress LSRs.




6.6. Error Values

   Error values for the Error Code "Admission Control Failure" are
   defined in [RFC2205].  Error values for the error code "Routing
   Problem" are defined in [RFC3209] and [RFC3473].



   A new error value is defined for the error code "Routing Problem".
   "Re-routing limit exceeded" indicates that re-routing has failed
   because the number of crankback re-routing attempts has gone beyond
   the predetermined threshold at an individual LSR.




6.7. Backward Compatibility

   It is recognized that not all nodes in an RSVP-TE network will
   support the extensions defined in this document.  It is important
   that an LSR that does not support these extensions can continue to
   process a PathErr, ResvErr, or Notify message even if it carries the
   newly defined IF_ID ERROR_SPEC information (TLVs).



   This document does not introduce any backward compatibility issues
   provided that existing implementations conform to the TLV processing
   rules defined in [RFC3471] and [RFC3473].




7. LSP Recovery Considerations

   LSP recovery is performed to recover an established LSP when a
   failure occurs along the path.  In the case of LSP recovery, the
   extensions for crankback re-routing explained above can be applied
   for improving performance.  This section gives an example of applying
   the above extensions to LSP recovery.  The goal of this example is to
   give a general overview of how this might work, and not to give a
   detailed procedure for LSP recovery.



   Although there are several techniques for LSP recovery, this section
   explains the case of on-demand LSP recovery, which attempts to set up
   a new LSP on demand after detecting an LSP failure.




7.1. Upstream of the Fault

   When an LSR detects a fault on an adjacent downstream link or node, a
   PathErr message is sent upstream.  In GMPLS, the ERROR_SPEC object
   may carry a Path_State_Remove_Flag indication.  Each LSR receiving
   the message then releases the corresponding LSP.  (Note that if the
   state removal indication is not present on the PathErr message, the
   ingress node MUST issue a PathTear message to cause the resources to
   be released.) If the failed LSP has to be recovered at an upstream
   LSR, the IF_ID ERROR SPEC that includes the location information of
   the failed link or node is included in the PathErr message.  The
   ingress, intermediate area border LSR, or indeed any repair point
   permitted by the Re-routing Flags, that receives the PathErr message
   can terminate the message and then perform alternate routing.



   In a flat network, when the ingress LSR receives the PathErr message
   with the IF_ID ERROR_SPEC TLVs, it computes an alternate path around
   the blocked link or node satisfying the QoS guarantees.  If an
   alternate path is found, a new Path message is sent over this path
   toward the egress LSR.



   In a network segmented into areas, the following procedures can be
   used.  As explained in Section 5.4, the LSP recovery behavior is
   indicated in the Flags field of the LSP_ATTRIBUTES object of the Path
   message.  If the Flags indicate "End-to-end re-routing", the PathErr
   message is returned all the way back to the ingress LSR, which may
   then issue a new Path message along another path, which is the same
   procedure as in the flat network case above.



   If the Flags field indicates Boundary re-routing, the ingress area
   border LSR MAY terminate the PathErr message and then perform
   alternate routing within the area for which the area border LSR is
   the ingress LSR.



   If the Flags field indicates segment-based re-routing, any node MAY
   apply the procedures described above for Boundary re-routing.




7.2. Downstream of the Fault

   This section only applies to errors that occur after an LSP has been
   established.  Note that an LSR that generates a PathErr with
   Path_State_Remove Flag SHOULD also send a PathTear downstream to
   clean up the LSP.



   A node that detects a fault and is downstream of the fault MAY send a
   PathErr and/or Notify message containing an IF_ID ERROR SPEC that
   includes the location information of the failed link or node, and MAY
   send a PathTear to clean up the LSP at all other downstream nodes.



   However, if the reservation style for the LSP is Shared Explicit (SE)
   the detecting LSR MAY choose not to send a PathTear -- this leaves
   the downstream LSP state in place and facilitates make-before-break
   repair of the LSP re-utilizing downstream resources.  Note that if
   the detecting node does not send a PathTear immediately, then the
   unused state will timeout according to the normal rules of [RFC2205].



   At a well-known merge point, an ABR or an ASBR, a similar decision
   might also be made so as to better facilitate make-before-break
   repair.  In this case, a received PathTear might be 'absorbed' and
   not propagated further downstream for an LSP that has an SE
   reservation style.  Note, however, that this is a divergence from the
   protocol and might severely impact normal tear-down of LSPs.




8. IANA Considerations


8.1. Error Codes

   IANA maintains a registry called "RSVP Parameters" with a subregistry
   called "Error Codes and Globally-Defined Error Value Sub-Codes".
   This subregistry includes the RSVP-TE "Routing Problem" error code
   that is defined in [RFC3209].



   IANA has assigned a new error value for the "Routing Problem" error
   code as follows:



22     Re‑routing limit exceeded.




8.2. IF_ID_ERROR_SPEC TLVs

   The IF_ID_ERROR_SPEC TLV type values defined in [RFC3471] are
   maintained by IANA in the "Interface_ID Types" subregistry of the
   "GMPLS Signaling Parameters" registry.



   IANA has made new assignments from this subregistry for the new TLV
   types defined in Section 6.2 of this document.




8.3. LSP_ATTRIBUTES Object

   IANA maintains an "RSVP TE Parameters" registry with an "Attributes
   Flags" subregistry.  IANA has made three new allocations from this
   registry as listed in Section 5.4.



   These bits are defined for inclusion in the LSP Attributes TLV of the
   LSP_ATTRIBUTES.  The values shown have been assigned by IANA.




9. Security Considerations

   The RSVP-TE trust model assumes that RSVP-TE neighbors and peers
   trust each other to exchange legitimate and non-malicious messages.
   This assumption is necessary in order that the signaling protocol can
   function.



   Note that this trust model is assumed to cascade.  That is, if an LSR
   trusts its neighbors, it extends this trust to all LSRs that its
   neighbor trusts.  This means that the trust model is usually applied
   across the whole network to create a trust domain.



   Authentication of neighbor identity is already a standard provision
   of RSVP-TE, as is the protection of messages against tampering and
   spoofing.  Refer to [RFC2205], [RFC3209], and [RFC3473] for a
   description of applicable security considerations.  These
   considerations and mechanisms are applicable to hop-by-hop message
   exchanges (such as used for crankback propagation on PathErr
   messages) and directed message exchanges (such as used for crankback
   propagation on Notify messages).



   Key management may also be used with RSVP-TE to help to protect
   against impersonation and message content falsification.  This
   requires the maintenance, exchange, and configuration of keys on each
   LSR.  Note that such maintenance may be especially onerous to
   operators, hence it is important to limit the number of keys while
   ensuring the required level of security.



   This document does not introduce any protocol elements or message
   exchanges that change the operation of RSVP-TE security.



   However, it should be noted that crankback is envisaged as an inter-
   domain mechanism, and as such it is likely that crankback information
   is exchanged over trust domain borders.  In these cases, it is
   expected that the information from within a neighboring domain would
   be of little or no value to the node performing crankback re-routing
   and would be ignored.  In any case, it is highly likely that the
   reporting domain will have applied some form of information
   aggregation in order to preserve the confidentiality of its network
   topology.



   The issue of a direct attack by one domain upon another domain is
   possible and domain administrators should apply policies to protect
   their domains against the results of another domain attempting to
   thrash LSPs by allowing them to set up before reporting them as
   failed.  On the whole, it is expected that commercial contracts
   between trust domains will provide a degree of protection.



   A more serious threat might arise if a domain reports that neither it
   nor its downstream neighbor can provide a path to the destination.
   Such a report could be bogus in that the reporting domain might not
   have allowed the downstream domain the chance to attempt to provide a
   path.  Note that the same problem does not arise for nodes within a
   domain because of the trust model.  This type of malicious behavior
   is hard to overcome, but may be detected by use of indirect path
   computation requests sent direct to the falsely reported domain using
   mechanisms such as the Path Computation Element [RFC4655].



   Note that a separate document describing inter-domain MPLS and GMPLS
   security considerations will be produced.



   Finally, it should be noted that while the extensions in this
   document introduce no new security holes in the protocols, should a
   malicious user gain protocol access to the network, the crankback
   information might be used to prevent establishment of valid LSPs.
   Thus, the existing security features available in RSVP-TE should be
   carefully considered by all deployers and SHOULD be made available by
   all implementations that offer crankback.  Note that the
   implementation of re-routing attempt thresholds are also particularly
   useful in this context.
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Appendix A. Experience of Crankback in TDM-Based Networks

   Experience of using release messages in TDM-based networks for
   analogous repair and re-routing purposes provides some guidance.



   One can use the receipt of a release message with a Cause Value (CV)
   indicating "link congestion" to trigger a re-routing attempt at the
   originating node.  However, this sometimes leads to problems.



*‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑*  *‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑*
|                    |  |                 |
|  N2 ‑‑‑‑‑‑‑‑‑‑‑ N3‑|‑‑|‑‑‑‑‑ AT‑‑‑ EO2  |
|  |              | \|  |    / |          |
|  |              |  |‑‑|‑  /  |          |
|  |              |  |  | \/   |          |
|  |              |  |  | /\   |          |
|  |              |  |‑‑|‑  \  |          |
|  |              | /|  |    \ |          |
|  N1 ‑‑‑‑‑‑‑‑‑‑‑ N4‑|‑‑|‑‑‑‑‑ EO1        |
|                    |  |                 |
*‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑*  *‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑*
         A‑1                  A‑2



           Figure 1.  Example of network topology



   Figure 1 illustrates four examples based on service-provider
   experiences with respect to crankback (i.e., explicit indication)
   versus implicit indication through a release with CV.  In this
   example, N1, N2,N3, and N4 are located in one area (A-1), and AT,
   EO1, and EO2 are in another area (A-2).



   Note that two distinct areas are used in this example to clearly
   expose the issues.  In fact, the issues are not limited to multi-area
   networks, but arise whenever path computation is distributed
   throughout the network, for example, where loose routes, AS routes,
   or path computation domains are used.



   1. A connection request from node N1 to EO1 may route to N4 and then
      find "all circuits busy".  N4 returns a release message to N1 with
      CV34 indicating all circuits busy.  Normally, a node such as N1 is
      programmed to block a connection request when receiving CV34,
      although there is good reason to try to alternately route the
      connection request via N2 and N3.



      Some service providers have implemented a technique called Route
      Advance (RA), where if a node that is RA capable receives a
      release message with CV34, it will use this as an implicit re-
      route indication and try to find an alternate route for the
      connection request if possible.  In this example, alternate route
      N1-N2-N3-EO1 can be tried and may well succeed.



   2. Suppose a connection request goes from N2 to N3 to AT while trying
      to reach EO2 and is blocked at link AT-EO2.  Node AT returns a
      CV34 and with RA, N2 may try to re-route N2-N1-N4-AT-EO2, but of
      course this fails again.  The problem is that N2 does not realize
      where this blocking occurred based on the CV34, and in this case
      there is no point in further alternate routing.



   3. However, in another case of a connection request from N2 to E02,
      suppose that link N3-AT is blocked.  In this case N3 should return
      crankback information (and not CV34) so that N2 can alternate
      route to N1-N4-AT-EO2, which may well be successful.



   4. In a final example, for a connection request from EO1 to N2, EO1
      first tries to route the connection request directly to N3.
      However, node N3 may reject the connection request even if there
      is bandwidth available on link N3-EO1 (perhaps for priority
      routing considerations, e.g., reserving bandwidth for high
      priority connection requests).  However, when N3 returns CV34 in
      the release message, EO1 blocks the connection request (a normal
      response to CV34 especially if E01-N4 is already known to be
      blocked) rather than trying to alternate route through AT-N3-N2,
      which might be successful.  If N3 returns crankback information,
      EO1 could respond by trying the alternate route.



      It is certainly the case that with topology exchange, such as
      OSPF, the ingress LSR could infer the re-routing condition.
      However, convergence of routing information is typically slower
      than the expected LSP setup times.  One of the reasons for
      crankback is to avoid the overhead of available-link-bandwidth
      flooding, and to more efficiently use local state information to
      direct alternate routing at the ingress-LSR.




   [ASH1]
 shows how event-dependent-routing can just use crankback, and
   not available-link-bandwidth flooding, to decide on the re-route path
   in the network through "learning models".  Reducing this flooding
   reduces overhead and can lead to the ability to support much larger
   AS sizes.



   Therefore, the alternate routing should be indicated based on an
   explicit indication (as in examples 3 and 4), and it is best to know
   the following information separately:



      a) where blockage/congestion occurred (as in examples 1-2)



         and



      b) whether alternate routing "should" be attempted even if there
         is no "blockage" (as in example 4).
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1. Introduction

   This memo defines a Yang model that translates and obsolete the SNMP
   mib module defined in draft-galikunze-ccamp-dwdm-if-snmp-mib for
   managing single channel optical interface parameters of DWDM
   applications, using the approach specified in G.698.2.  This model
   supports parameters to characterize coherent transceivers found in
   current implementations to specify the mode of operation.  As
   application identifiers like those specified in ITU-T G.874.1
   [ITU.G874.1] are not avaiable we use mode templates instead.  A mode
   template describes transceiver characteristics in detail and can be
   identified by a mode-id.



   This draft refers and supports the RFC7698 and draft-many-coherent-
   DWDM-if-control.



   The YANG model describing and extending the optical parameters allows
   different vendors and operators to retrieve, provision and exchange
   information across the multi-vendor IaDI interfaces in an abstract
   manner.



   The they concept introduced by this YANG model is the notion of a
   mode.  A mode is a combination of parameters or parameter ranges that
   is supported by a transceiver.  As an example, operating a device in
   QPSK mode may use a different FEC and requires less OSNR to reach the
   FEC limit than the same transceiver operating in QAM16 mode.  Given
   the number of parameters and their possible combinations it is
   important for vendors to be able to qualify a set of combinations
   which is the basis to define a mode.  The YANG model furthermore
   provides means to selecting one mode as current-mode from that pre-
   defined list of modes supported by the transceiver module.  Once
   selected, current-opt-if-och-mode-params provide the means to
   configure specific parameters at run time and retrieve actual
   parameters from the module.  For example, the frequency is a
   parameter that can be set within min/max boundaries set by the
   current mode.  Laser Temperature however is a ro parameter available
   at run-time that can be checked against the mode boundaries and may
   trigger an event.




2. The Internet-Standard Management Framework

   For a detailed overview of the documents that describe the current
   Internet-Standard Management Framework, please refer to section 7 of
   RFC 3410 [RFC3410].



   This memo specifies a Yang model for optical interfaces.




3. Conventions

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119] In
   the description of OIDs the convention: Set (S) Get (G) and Trap (T)
   conventions will describe the action allowed by the parameter.




4. Overview

   Figure 1 shows a set of reference points, for single-channel
   connection between transmitters (Tx) and receivers (Rx).  Here the
   DWDM network elements include an OM and an OD (which are used as a
   pair with the opposing element), one or more optical amplifiers and
   may also include one or more OADMs.




       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
    Ss |              DWDM Network Elements              | Rs
+‑‑+ | |  | \                                       / |  |  | +‑‑+
Tx L1‑‑|‑>|   \    +‑‑‑‑‑‑+            +‑‑‑‑‑‑+   /   |‑‑|‑‑>Rx L1
+‑‑‑+  |  |    |   |      |  +‑‑‑‑‑‑+  |      |  |    |  |    +‑‑+
+‑‑‑+  |  |    |   |      |  |      |  |      |  |    |  |    +‑‑+
Tx L2‑‑|‑>| OM |‑‑>|‑‑‑‑‑‑|‑>|ROADM |‑‑|‑‑‑‑‑‑|‑>| OD |‑‑|‑‑>Rx L2
+‑‑‑+  |  |    |   |      |  |      |  |      |  |    |  |    +‑‑+
+‑‑‑+  |  |    |   |      |  +‑‑‑‑‑‑+  |      |  |    |  |    +‑‑+
Tx L3‑‑|‑>|   /    | DWDM |    |  ^    | DWDM |   \   |‑‑|‑‑>Rx L3
+‑‑‑+  |  | /      | Link +‑‑‑‑|‑‑|‑‑‑‑+ Link |     \ |  |    +‑‑+
       +‑‑‑‑‑‑‑‑‑‑‑+           |  |           +‑‑‑‑‑‑‑‑‑‑+
                            +‑‑+  +‑‑+
                            |        |
                         Rs v        | Ss
                         +‑‑‑‑‑+  +‑‑‑‑‑+
                         |RxLx |  |TxLx |
                         +‑‑‑‑‑+  +‑‑‑‑‑+
Ss = reference point at the DWDM network element tributary output
Rs = reference point at the DWDM network element tributary input
Lx = Lambda x
OM = Optical Mux
OD = Optical Demux
ROADM = Reconfigurable Optical Add Drop Mux




   from Fig. 5.1/G.698.2



               Figure 1: External transponder in WDM netwoks




4.1. Optical Parameters Description

   The link between the external transponders through a WDM network
   media channels are managed at the edges, i.e. at the transmitters
   (Tx) and receivers (Rx) attached to the S and R reference points
   respectively.



   Definitions of the optical parameters are provided below to increase
   the readability of the document.




4.1.1. Parameters at Ss

   output-power:

      The mean launched power at Ss is the average power (in dBm) of a
      pseudo-random data sequence coupled into the DWDM link.



   central frequency:

      This parameter indicates the Central frequency value that Ss and
      Rs will be set to work (in THz)




4.1.2. Interface at point Rs

   input-power:

      The average received power (in dBm) at point Rs.



   Curr-OSNR:

      Current Optical Signal to Noise Ratio (OSNR) estimated at Rx
      Transceiver port.



   Curr-q-factor:

      "Q" factor estimated at Rx Transceiver port.




4.2. Use Cases

   The use cases are described in draft-ietf-ccamp-dwdm-if-mng-ctrl-fwk




4.3. Optical Interface for external transponder in a WDM network

   The ietf-ext-xponder-wdm-if is an augment to the ietf-interface.  It
   allows the user to set the operating mode of transceivers as well as
   other operational parameters.  The module provides also treshold
   settings and notifications to supervise measured parameters and
   notify the client.



module: ietf‑ext‑xponder‑wdm‑if
 augment /if:interfaces/if:interface:
    +‑‑rw optIfOChRsSs
       +‑‑rw if‑current‑mode

       |  +‑‑ro mode‑id?                      string
       |  +‑‑ro min‑central‑frequency?        uint32
       |  +‑‑ro max‑central‑frequency?        uint32
       |  +‑‑ro min‑input‑power?              dbm‑t
       |  +‑‑ro max‑input‑power?              dbm‑t
       |  +‑‑ro min‑output‑power?             dbm‑t
       |  +‑‑ro max‑output‑power?             dbm‑t
       |  +‑‑ro osnr‑margin?                  int32
       |  +‑‑ro q‑margin?                     int32
       |  +‑‑ro fec‑info?                     string
       |  +‑‑ro fec‑bitrate?                  string
       |  +‑‑ro fec‑gain?                     string
       |  +‑‑rw fec‑ber‑mantissa‑threshold?   uint32
       |  +‑‑rw fec‑ber‑exponent‑threshold?   int32
       |  +‑‑ro number‑of‑lanes?              uint32
       |  +‑‑ro min‑laser‑temperature?        int32
       |  +‑‑ro max‑laser‑temperature?        int32
       |  +‑‑ro min‑rx‑optical‑power?         dbm‑t
       |  +‑‑ro max‑rx‑optical‑power?         dbm‑t
       |  +‑‑ro min‑chromatic‑dispersion?     int32
       |  +‑‑ro max‑chromatic‑dispersion?     int32
       |  +‑‑ro min‑diff‑group‑delay?         int32
       |  +‑‑ro max‑diff‑group‑delay?         int32
       |  +‑‑ro modulation‑format?            string
       |  +‑‑rw bits‑per‑symbol?              uint32
       |  +‑‑rw num‑symbols‑in‑alphabet?      uint32
       |  +‑‑rw symbols‑index?                uint32
       |  +‑‑ro i‑center?                     int32
       |  +‑‑ro q‑center?                     int32
       |  +‑‑ro i‑noise‑variance?             int32
       |  +‑‑ro q‑noise‑variance?             int32
       |  +‑‑ro a‑noise‑variance?             int32
       |  +‑‑ro p‑noise‑variance?             int32
       +‑‑ro if‑supported‑mode
       |  +‑‑ro number‑of‑modes‑supported?   uint32
       |  +‑‑ro mode‑list* [mode‑id]
       |     +‑‑ro mode‑id                       string
       |     +‑‑ro min‑central‑frequency?        uint32
       |     +‑‑ro max‑central‑frequency?        uint32
       |     +‑‑ro min‑input‑power?              dbm‑t
       |     +‑‑ro max‑input‑power?              dbm‑t
       |     +‑‑ro min‑output‑power?             dbm‑t
       |     +‑‑ro max‑output‑power?             dbm‑t
       |     +‑‑ro osnr‑margin?                  int32
       |     +‑‑ro q‑margin?                     int32
       |     +‑‑ro fec‑info?                     string
       |     +‑‑ro fec‑bitrate?                  string
       |     +‑‑ro fec‑gain?                     string

       |     +‑‑ro fec‑ber‑mantissa‑threshold?   uint32
       |     +‑‑ro fec‑ber‑exponent‑threshold?   int32
       |     +‑‑ro number‑of‑lanes?              uint32
       |     +‑‑ro min‑laser‑temperature?        int32
       |     +‑‑ro max‑laser‑temperature?        int32
       |     +‑‑ro min‑rx‑optical‑power?         dbm‑t
       |     +‑‑ro max‑rx‑optical‑power?         dbm‑t
       |     +‑‑ro min‑chromatic‑dispersion?     int32
       |     +‑‑ro max‑chromatic‑dispersion?     int32
       |     +‑‑ro min‑diff‑group‑delay?         int32
       |     +‑‑ro max‑diff‑group‑delay?         int32
       |     +‑‑ro modulation‑format?            string
       |     +‑‑ro bits‑per‑symbol?              uint32
       |     +‑‑ro num‑symbols‑in‑alphabet?      uint32
       |     +‑‑ro symbols‑index?                uint32
       |     +‑‑ro i‑center?                     int32
       |     +‑‑ro q‑center?                     int32
       |     +‑‑ro i‑noise‑variance?             int32
       |     +‑‑ro q‑noise‑variance?             int32
       |     +‑‑ro a‑noise‑variance?             int32
       |     +‑‑ro p‑noise‑variance?             int32
       +‑‑rw current‑opt‑if‑och‑mode‑params
          +‑‑rw mode‑id?                          string
          +‑‑ro osnr‑margin?                      int32
          +‑‑ro q‑margin?                         int32
          +‑‑rw central‑frequency?                uint32
          +‑‑rw output‑power?                     int32
          +‑‑ro input‑power?                      int32
          +‑‑rw min‑fec‑ber‑mantissa‑threshold?   uint32
          +‑‑rw min‑fec‑ber‑exponent‑threshold?   int32
          +‑‑rw max‑fec‑ber‑mantissa‑threshold?   uint32
          +‑‑rw max‑fec‑ber‑exponent‑threshold?   int32
          +‑‑rw number‑of‑tcas‑supported?         uint32
          +‑‑rw mode‑list* [tca‑type]
          |  +‑‑rw tca‑type        opt‑if‑och‑tca‑types
          |  +‑‑rw min‑threshold?                 int32
          |  +‑‑rw max‑threshold?                 int32
          +‑‑ro cur‑osnr?                         int32
          +‑‑ro cur‑q‑factor?                     int32
          +‑‑ro uncorrected‑words?                uint64
          +‑‑ro fec‑ber‑mantissa?                 uint32
          +‑‑ro fec‑ber‑exponent?                 int32

  notifications:
    +‑‑‑n opt‑if‑och‑central‑frequency‑change
    |  +‑‑ro if‑name?   ‑> /if:interfaces/interface/name
    |  +‑‑ro new‑opt‑if‑och‑central‑frequency
    |     +‑‑ro central‑frequency?               uint32

    +‑‑‑n opt‑if‑och‑mode‑change
    |  +‑‑ro if‑name?   ‑> /if:interfaces/interface/name
    |  +‑‑ro mode‑id?                             string
    +‑‑‑n opt‑if‑och‑min‑tca
       +‑‑ro if‑name?   ‑> /if:interfaces/interface/name
       +‑‑ro tca‑type?   opt‑if‑och‑tca‑types





5. Structure of the Yang Module

   ietf-ext-xponder-wdm-if is a top level model for the support of this
   feature.




6. Yang Module

   The ietf-ext-xponder-wdm-if is defined as an extension to ietf
   interfaces.




   <CODE BEGINS> file "ietf-ext-xponder-wdm-if.yang"



   module ietf-ext-xponder-wdm-if {

       namespace "urn:ietf:params:xml:ns:yang:ietf-ext-xponder-wdm-if";
       prefix ietf-ext-xponder-wdm-if;



import ietf‑interfaces {
  prefix if;
 }

 organization
   "IETF CCAMP
   Working Group";

 contact
   "WG Web:   <http://tools.ietf.org/wg/ccamp/>
    WG List:  <mailto:ccamp@ietf.org>


    Editor:   Dharini Hiremagalur
              <mailto:dharinih@juniper.net>";



        description

          "This module contains a collection of YANG definitions for
           configuring Optical interfaces.



    Copyright (c) 2016 IETF Trust and the persons identified
    as authors of the code.  All rights reserved.

    Redistribution and use in source and binary forms, with or
    without modification, is permitted pursuant to, and
    subject to the license terms contained in, the Simplified
    BSD License set forth in Section 4.c of the IETF Trust's
    Legal Provisions Relating to IETF Documents
    (http://trustee.ietf.org/license‑info).";

revision "2018‑10‑22" {
       description
           "Revision 1.2";
       reference
           "";
}

revision "2018‑03‑06" {
       description
           "Revision 1.1";
       reference
           "";
}

revision "2017‑03‑06" {
       description
           "Revision 1.0";
       reference
           "";
}
revision "2016‑03‑17" {
       description
           "Initial revision.";
       reference
           "";
}



 typedef dbm‑t {
   type decimal64 {
     fraction‑digits 2;
     range "‑50..‑30 | ‑10..5 | 10000000";
   }
   description "
     Amplifier Power in dBm ";
 }
 typedef opt‑if‑och‑tca‑types {



            type enumeration {

                enum max-laser-linewdt {



           description " The maximum laser linewidth";
         }
         enum min‑tx‑power‑tca {
           description " The min tx power tca";
         }
         enum max‑tx‑power‑tca {
           description " The min tx power tca";
         }
         enum min‑rx‑power‑tca{
           description " The min tx power tca";
         }
         enum max‑rx‑power‑tca{
           description " The min tx power tca";
         }
         enum max‑pol‑power‑diff‑tca{
           description " The power diff. between polariz. tca";
         }
         enum max‑pol‑skew‑diff‑tca{
           description " The Skew between the two polariz. tca";
         }
         enum min‑frequency‑offset‑tca{
           description " Min Frequency offset tca";
         }
         enum max‑frequency‑offset‑tca{
           description " Max Frequency offset tca";
         }
         enum min‑osnr‑tca{
           description " Min OSNR tca";
         }
         enum max‑osnr‑tca{
           description " Max OSNR tca";
         }
         enum min‑laser‑temperature‑tca{
           description " The min tx power tca";
         }
         enum max‑laser‑temperature‑tca{
           description " Temperature tca";
         }
         enum min‑fec‑ber‑tca{
           description " Min Pre Fec BER tca";
         }
         enum max‑fec‑ber‑tca{
           description " Max Pre Fec BER tca";
         }
         enum min‑q‑tca{
           description "Min Q tca";
         }
         enum max‑q‑tca {

           description "Max Q tca";
         }
     }
     description " The different types of TCA's";
 }


 grouping opt‑if‑och‑power {
    description "Interface optical Power";
    leaf output‑power {
        type int32;
        units ".01dbm";
        description "The output power for this interface
                      in .01 dBm.
                      The setting of the output power is
                       optional";
    }

    leaf input‑power {
         type int32;
         units ".01dbm";
         config false;
         description "The current input power of this
               interface";
    }
}

 grouping opt‑if‑och‑tca‑thresholds {
      description "Thresholds for TCA's";
      leaf  tca‑type {
         type opt‑if‑och‑tca‑types;
         description  "type of the TCA eg TX Power";
      }
      leaf  min‑threshold {
        type int32;
        description " A TCA is generated if the variable is
                      less than this value";

       }
       leaf  max‑threshold {
        type int32;
        description " A TCA is generated if the variable is
                      more than this value";
       }
  }



         grouping opt-if-och-fec {

             description "Fec info";



    leaf fec‑info {
       type string {
          length "1..255";
       }
       config false;
       description
                "Fec Type ‑ eg GFEC";
   }
   leaf fec‑bitrate {
       type string {
           length "1..255";
       }
       config false;
       description
                "Fec Overhead rate ";
   }
   leaf fec‑gain {
      type string {
          length "1..255";
      }
      config false;
      description
                "Fec Overhead rate ";
    }
    leaf  fec‑ber‑mantissa‑threshold {
      type uint32;
      description " Mantissa of the FEC BER threshold";

     }
     leaf  fec‑ber‑exponent‑threshold {
       type int32;
       description " Exponent of the FEC BER threshold";
     }
}

grouping opt‑if‑och‑central‑frequency {
    description "Interface Central Frequency";
    leaf  central‑frequency {
      type uint32;
      description " This parameter indicates the frequency
                    of this interface ";
     }
}

grouping opt‑if‑och‑constellation {
    description "Optical constellation parameters";
    leaf i‑center {
       type int32;

       units ".0001";
       config false;
       description "The In‑phase coordinate of the selected
                    constellation symbol for this mode";
     }
     leaf q‑center {
       type int32;
       units ".0001";
       config false;
       description "The Quadrature coordinate of the selected
                    constellation symbol for this mode";
     }
     leaf i‑noise‑variance {
       type int32;
       units ".001";
       config false;
       description "The Variance of the in‑phase noise
                    component for this mode";
     }
     leaf q‑noise‑variance {
       type int32;
       units ".001";
       config false;
       description "The Variance of the quadrature noise
                    component for this mode";
     }
     leaf a‑noise‑variance {
       type int32;
       units ".001";
       config false;
       description "The Variance of the radial noise
                    component for this mode";
     }
     leaf p‑noise‑variance {
       type int32;
       units ".001";
       config false;
       description "The Variance of the phase noise
                    component for this mode";
     }
}

grouping opt‑if‑och‑modulation‑params {
    description "Optical modulation parameters for the lane";
    leaf modulation‑format {
       type string {
          length "1..255";
       }

       config false;
       description
                "Modulation format for this mode";
    }
    leaf  bits‑per‑symbol {
      type uint32;
      description " This parameter the bits per symbol for
                    this mode.";

    }
    leaf  num‑symbols‑in‑alphabet {
      type uint32;
      description " This parameter the bits per symbol for
                    this mode.";

     }
     leaf  symbols‑index {
      type uint32;
      description " This parameter is the symbol index this
                    mode.";

     }
     uses opt‑if‑och‑constellation;



         }



grouping opt‑if‑och‑lane‑param {
    description "Optical parameters for the lane";
    leaf number‑of‑lanes {
       type  uint32;
       config false;
       description
              "Number of optical lanes of this interface";
    }
    leaf min‑laser‑temperature {
       type  int32;
       units ".01C";
       config false;
       description
              "Minimum Laser Temperature of this mode for
                 this interface";
   }
   leaf max‑laser‑temperature {
       type  int32;
       units ".01C";
       config false;
       description
              "Maximum Laser Temperature of this mode for

                 this interface";
   }
   leaf min‑rx‑optical‑power {
       type dbm‑t;
       config false;
       description
               "Minimum rx optical power of this mode for
                 this interface";
   }
   leaf max‑rx‑optical‑power {
       type dbm‑t;
       config false;
       description
               "Maximum rx optical power of this mode for
                 this interface";
   }
   leaf min‑chromatic‑dispersion {
       type int32;
       config false;
       description
               "Minimum chromatic dispersion of this mode
                 for this interface";
   }
   leaf max‑chromatic‑dispersion {
       type int32;
       config false;
       description
                "Maximum chromatic dispersion of this
                  mode for this interface";
   }
   leaf min‑diff‑group‑delay {
       type int32;
       config false;
       description
                "Minimum Differential group delay of this
                  mode for this interface";
   }
   leaf max‑diff‑group‑delay  {
       type int32;
       config false;
       description
                "Maximum Differential group delay of this
                  mode for this interface";
   }
    uses opt‑if‑och‑modulation‑params;
}

grouping opt‑if‑och‑tca‑list {
  description "List of TCA's.";
  leaf number‑of‑tcas‑supported {
      type uint32;
      description "Number of tcas
                   supported by this interface";
   }
  list mode‑list {
      key "tca‑type";
      description "List of the tcas";
      uses opt‑if‑och‑tca‑thresholds;
  }
}

grouping opt‑if‑och‑fec‑tca‑thresholds {
    description "Pre FEC BER Thresholds for TCA's";
    leaf  min‑fec‑ber‑mantissa‑threshold {
      type uint32;
      description " Min Mantissa of the FEC BER threshold";

     }
     leaf  min‑fec‑ber‑exponent‑threshold {
      type int32;
      description " Min Exponent of the FEC BER threshold";

     }
     leaf  max‑fec‑ber‑mantissa‑threshold {
      type uint32;
      description " Max Mantissa of the FEC BER threshold";

     }
     leaf  max‑fec‑ber‑exponent‑threshold {
      type int32;
      description " Max Exponent of the FEC BER threshold";

     }
}


grouping opt‑if‑och‑mode‑params  {
    description "OCh mode parameters.";
    leaf mode‑id {
          type string {
                length "1..255";
          }
          description
                "Id for the OCh mode template";
    }

    leaf  osnr‑margin {
      type int32;
      units "dB";
      config false;
      description " OSNR margin to FEC threshold";
     }
     leaf  q‑margin {
      type int32;
      units "dB";
      config false;
      description " Q‑Factor margin to FEC threshold";
     }
    uses opt‑if‑och‑central‑frequency;
    uses opt‑if‑och‑power;
    uses opt‑if‑och‑fec‑tca‑thresholds;
    uses opt‑if‑och‑tca‑list;



         }



grouping opt‑if‑och‑statistics {
    description "OCh statistics.";
    leaf  cur‑osnr {
      type int32;
      units "dB";
      config false;
      description " OSNR margin to FEC threshold";
     }
     leaf  cur‑q‑factor {
      type int32;
      units "dB";
      config false;
      description " Q‑Factor of the interface";
     }
     leaf  uncorrected‑words {
      type uint64;
      config false;
      description " Post FEC errored words";
     }
     leaf  fec‑ber‑mantissa {
      type uint32;
      config false;
      description " Pre fec FEC errored words mantissa";
     }
     leaf  fec‑ber‑exponent {
      type int32;
      config false;
      description " Pre fec FEC errored words exponent";
     }



         }



grouping opt‑if‑och‑mode  {
        description "OCh mode template.";
        leaf mode‑id {
          type string {
                length "1..255";
          }
          config false;
          description
                "Id for the OCh mode template";
         }
         leaf min‑central‑frequency {
             type uint32;
             config false;
             description "This parameter indicates the minimum
                           frequency for this template  ";
          }
          leaf max‑central‑frequency {
             type uint32;
             config false;
             description "This parameter indicates the minimum
                           frequency for this template  ";
          }
          leaf min‑input‑power {
             type dbm‑t;
             config false;
             description "The minimum input power of this
                          interface";
          }
          leaf max‑input‑power {
             type dbm‑t;
             config false;
             description "The maximum input power of this
                          interface";
          }
          leaf min‑output‑power {
             type dbm‑t;
             config false;
             description "The minimum output power of this
                          interface";
          }
          leaf max‑output‑power {
             type dbm‑t;
             config false;
             description "The maximum output power of this
                          interface";
          }

          leaf  osnr‑margin {
             type int32;
             units "dB";
             config false;
             description "OSNR margin to FEC threshold";
          }
          leaf  q‑margin {
             type int32;
             units "dB";
             config false;
             description "Q‑Factor margin to FEC threshold";
          }
          uses opt‑if‑och‑fec;
          uses opt‑if‑och‑lane‑param;



         }






grouping opt‑if‑och‑mode‑list {
   description "List of Mode list group.";
   leaf number‑of‑modes‑supported {
       type uint32;
       description "Number of modes
                    supported by this interface";
    }
   list mode‑list {
       key "mode‑id";
       description "List of the modes ";
       uses opt‑if‑och‑mode;
   }
 }


 notification opt‑if‑och‑central‑frequency‑change {
    description "A change of Central Frequency has been
                 detected.";
    leaf "if‑name" {
        type leafref {
            path "/if:interfaces/if:interface/if:name";
        }
        description "Interface name";
    }
    container new‑opt‑if‑och‑central‑frequency {
    description "The new Central Frequency of the
                 interface";
    uses opt‑if‑och‑central‑frequency;

    }
 }

 notification opt‑if‑och‑mode‑change {
    description "A change of Mode Template has been
                 detected.";
    leaf "if‑name" {
        type leafref {
            path "/if:interfaces/if:interface/if:name";
        }
        description "Interface name";
    }
    leaf mode‑id {
        type string {
            length "1..255";
        }
        description  "Id for the OCh mode template";
    }



         }



   notification opt‑if‑och‑min‑tca {
      description "A min output TCA notification.";
      leaf "if‑name" {
          type leafref {
              path "/if:interfaces/if:interface/if:name";
          }
          description "Interface name";
      }
      leaf tca‑type {
          type opt‑if‑och‑tca‑types;
          description "Type of TCA for eg min tx power TCA";
      }
   }

   augment "/if:interfaces/if:interface" {
     description "Parameters for an optical interface";
     container optIfOChRsSs {
        description "RsSs path configuration for an interface";
        container if‑current‑mode {
             description "Current mode template of the
                          interface";
             uses opt‑if‑och‑mode;
         }

         container if‑supported‑mode {
             config false;
             description "Supported mode list of

                          this interface";
             uses opt‑if‑och‑mode‑list;
         }
         container current‑opt‑if‑och‑mode‑params {
             description "Current parameters of
                          this interface";
             uses opt‑if‑och‑mode‑params;
             uses opt‑if‑och‑statistics;
         }


      }
   }
}



   <CODE ENDS>





7. Security Considerations

   The YANG module defined in this memo is designed to be accessed via
   the NETCONF protocol [RFC6241]. he lowest NETCONF layer is the secure
   transport layer and the mandatory-to-implement secure transport is
   SSH [RFC6242].  The NETCONF access control model [RFC6536] provides
   the means to restrict access for particular NETCONF users to a pre-
   configured subset of all available NETCONF protocol operation and
   content.




8. IANA Considerations

   This document registers a URI in the IETF XML registry [RFC3688].
   Following the format in [RFC3688], the following registration is
   requested to be made:



   URI: urn:ietf:params:xml:ns:yang:ietf-interfaces:ietf-ext-xponder-
   wdm-if



   Registrant Contact: The IESG.



   XML: N/A, the requested URI is an XML namespace.



   This document registers a YANG module in the YANG Module Names
   registry [RFC6020].



   This document registers a YANG module in the YANG Module Names
   registry [RFC6020].



   prefix: ietf-ext-xponder-wdm-if reference: RFC XXXX
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Abstract

   This memo defines extensions to LMP(rfc4209) for managing Optical
   parameters associated with Wavelength Division Multiplexing (WDM)
   systems in accordance with the Interface Application Identifier
   approach defined in ITU-T Recommendation G.694.1.[ITU.G694.1] and its
   extensions.
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1. Introduction

   This extension addresses the use cases described by "draft-ietf-
   ccamp-dwdm-if-mng-ctrl-fwk".  LMP [RFC4902] provides link property
   correlation capabilities that can be used between a transceiver
   device and an Optical Line System (OLS) device.  Link property
   correlation is a procedure by which, intrinsic parameters and
   capabilities are exchanged between two ends of a link.  Link property
   correlation as defined in RFC3591 allows either end of the link to
   supervise the received signal and operate within a commonly
   understood parameter window.  Here the term 'link' refers in
   particular to the attachment link between OXC and OLS (see Figure 1).
   The relevant interface parameters are in line with "draft-dharini-
   ccamp-dwdm-if-yang".




2. DWDM line system

   Figure 1 shows a set of reference points (Rs and Ss), for a single-
   channel connection between transmitter (Tx) and receiver (Rx)
   devices.  Here the DWDM network elements in between those devices
   include an Optical Multiplexer (OM) and an Optical Demultiplexer
   (OD).  In addition it may include one or more Optical Amplifiers (OA)
   and one or more Optical Add-Drop Multiplexers (OADM).




       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
    Ss |              DWDM Network Elements              | Rs
+‑‑+ | |  | \                                       / |  |  | +‑‑+
Tx L1‑‑|‑>|   \    +‑‑‑‑‑‑+            +‑‑‑‑‑‑+   /   |‑‑|‑‑>Rx L1
+‑‑‑+  |  |    |   |      |  +‑‑‑‑‑‑+  |      |  |    |  |    +‑‑+
+‑‑‑+  |  |    |   |      |  |      |  |      |  |    |  |    +‑‑+
Tx L2‑‑|‑>| OM |‑‑>|‑‑‑‑‑‑|‑>|ROADM |‑‑|‑‑‑‑‑‑|‑>| OD |‑‑|‑‑>Rx L2
+‑‑‑+  |  |    |   |      |  |      |  |      |  |    |  |    +‑‑+
+‑‑‑+  |  |    |   |      |  +‑‑‑‑‑‑+  |      |  |    |  |    +‑‑+
Tx L3‑‑|‑>|   /    | DWDM |    |  ^    | DWDM |   \   |‑‑|‑‑>Rx L3
+‑‑‑+  |  | /      | Link +‑‑‑‑|‑‑|‑‑‑‑+ Link |     \ |  |    +‑‑+
       +‑‑‑‑‑‑‑‑‑‑‑+           |  |           +‑‑‑‑‑‑‑‑‑‑+
                            +‑‑+  +‑‑+
                            |        |
                         Rs v        | Ss
                         +‑‑‑‑‑+  +‑‑‑‑‑+
                         |RxLx |  |TxLx |
                         +‑‑‑‑‑+  +‑‑‑‑‑+

Ss = Sender reference point at the DWDM network element
     tributary output
Rs = Receiver reference point at the DWDM network element
     tributary input
Lx = Lambda x
OM = Optical Mux
OD = Optical Demux
ROADM = Reconfigurable Optical Add Drop Mux




   from Fig. 5.1/G.698.2



                 Figure 1: Linear Single Channel approach



   Figure 2 Extended LMP Model ( from [RFC4209] )




         +‑‑‑‑‑‑+ Ss    +‑‑‑‑‑‑+       +‑‑‑‑‑‑+    Rs +‑‑‑‑‑‑+
         |      | ‑‑‑‑‑ |      |       |      | ‑‑‑‑‑ |      |
         | OXC1 | ‑‑‑‑‑ | OLS1 | ===== | OLS2 | ‑‑‑‑‑ | OXC2 |
         |      | ‑‑‑‑‑ |      |       |      | ‑‑‑‑‑ |      |
         +‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+
           ^  ^             ^              ^             ^  ^
           |  |             |              |             |  |
           |  +‑‑‑‑‑LMP‑‑‑‑‑+              +‑‑‑‑‑LMP‑‑‑‑‑+  |
           |                                                |
           +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑LMP‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

OXC        : is an entity that contains transponders
OLS        : generic optical system, it can be ‑
             Optical Mux, Optical Demux, Optical Add
             Drop Mux, Amplifier etc.
OLS to OLS : represents the Optical Multiplex section
             <xref target="ITU.G709"/>
Rs/Ss      : reference points in between the OXC and the OLS





                       Figure 2: Extended LMP Model




3. Use Cases

   The use cases are described in draft-ietf-ccamp-dwdm-if-mng-ctrl-fwk




4. Extensions to LMP-WDM Protocol

   This document defines extensions to [RFC4209] to allow a set of
   characteristic parameters, to be exchanged between a router or
   optical switch (e.g.  OTN cross connect) and the optical line system
   to which it is attached.  In particular, this document defines
   additional Data Link sub-objects to be carried in the LinkSummary
   message defined in [RFC4204] and [RFC6205].  The OXC and OLS systems
   may be managed by different Network management systems and hence may
   not know the capability and status of their peer.  These messages and
   their usage are defined in subsequent sections of this document.



The following new messages are defined for the WDM extension for
ITU‑T G.698.2 [ITU.G698.2]/ITU‑T G.698.1 [ITU.G698.1]/
ITU‑T G.959.1 [ITU.G959.1]
  ‑ OCh_General                 (sub‑object Type = TBA)
  ‑ OCh_ApplicationIdentier     (sub‑object Type = TBA)
  ‑ OCh_Ss                      (sub‑object Type = TBA)
  ‑ OCh_Rs                      (sub‑object Type = TBA)




5. General Parameters - OCh_General

   These are a set of general parameters as described in [G698.2] and
   [G.694.1].  Please refer to the "draft-galikunze-ccamp-dwdm-if-snmp-
   mib" and "draft-dharini-ccamp-dwdm-if-yang" for more details about
   these parameters and the [RFC6205] for the wavelength definition.



The general parameters are
 1. Central Frequency ‑ (Tera Hz) 4 bytes (see RFC6205 sec.3.2)
 2. Number of Application Identifiers (A.I.) Supported
 3. Single‑channel Application Identifier in use
 4. Application Identifier Type in use
 5. Application Identifier in use



   Figure 3: The format of the this sub-object (Type = TBA, Length =
   TBA) is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |         (Reserved)            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Central Frequency                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|   Number of Application                 |                     |
|   Identifiers Supported                 |     (Reserved)      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| Single‑channel|  A.I. Type    |         A.I. length           |
| Application   |   in use      |                               |
| Identifier    |               |                               |
| Number in use |               |                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|           Single‑channel Application Identifier in use        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|           Single‑channel Application Identifier in use        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|           Single‑channel Application Identifier in use        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



      A.I. Type in use: STANDARD, PROPRIETARY



         A.I. Type in use: STANDARD



     Refer to G.698.2 recommendation :  B‑DScW‑ytz(v)

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                Single‑channel Application Code                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                Single‑channel Application Code                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                Single‑channel Application Code                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+




         A.I. Type in use: PROPRIETARY



  Note: if the A.I. type = PROPRIETARY, the first 6 Octets of the
  Application Identifier in use are six characters of the
  PrintableString must contain the Hexadecimal representation of
  an OUI (Organizationally Unique Identifier) assigned to the
  vendor whose implementation generated the Application
  Identifier; the remaining octets of the PrintableString are
  unspecified.

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        OUI                                    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              OUI cont.        |           Vendor value        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           Vendor Value                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+




                           Figure 3: OCh_General




6. ApplicationIdentifier - OCh_ApplicationIdentifier

   This message is to exchange the application identifiers supported as
   described in [G698.2].  There can be more than one Application
   Identifier supported by the transmitter/receiver in the OXC.  The
   number of application identifiers supported is exchanged in the
   "OCh_General" message.  (from [G698.1]/[G698.2]/[G959.1] and G.874.1
   )



    The parameters are

        1. Number of Application Identifiers (A.I.) Supported



        2. Single-channel application identifier Number

           uniquely identifiers this entry - 8 bits



        3. Application Indentifier Type (A.I.) (STANDARD/PROPRIETARY)



        4. Single-channel application identifier -- 96 bits

           (from [G698.1]/[G698.2]/[G959.1]




      - this parameter can have

           multiple instances as the transceiver can support multiple
           application identifiers.





   Figure 4: The format of the this sub-object (Type = TBA, Length =
   TBA) is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |         (Reserved)            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|   Number of Application                 |                     |
|   Identifiers Supported                 |     (Reserved)      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| Single‑channel|  A.I. Type    |         A.I. length           |
| Application   |               |                               |
| Identifier    |               |                               |
| Number        |               |                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|               Single‑channel Application Identifier           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|               Single‑channel Application Identifier           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|               Single‑channel Application Identifier           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
//              ....                                           //
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
| Single‑channel|               |         A.I. length           |
| Application   |   A.I. Type   |                               |
| Identifier    |               |                               |
| Number        |               |                               |
|               |               |                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

|               Single‑channel Application Identifier           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|               Single‑channel Application Identifier           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|               Single‑channel Application Identifier           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+




      A.I. Type in use: STANDARD, PROPRIETARY



   A.I. Type in use: STANDARD
   Refer to G.698.2 recommendation :  B‑DScW‑ytz(v)

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                Single‑channel Application Code                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                Single‑channel Application Code                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                Single‑channel Application Code                |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+




         A.I. Type in use: PROPRIETARY



  Note: if the A.I. type = PROPRIETARY, the first 6 Octets of the
  Application Identifier in use are six characters of the
  PrintableString must contain the Hexadecimal representation of
  an OUI (Organizationally Unique Identifier) assigned to the
  vendor whose implementation generated the Application
  Identifier; the remaining octets of the PrintableString are
  unspecified.

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        OUI                                    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|              OUI cont.        |           Vendor value        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                           Vendor Value                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



                    Figure 4: OCh_ApplicationIdentifier




7. OCh_Ss - OCh transmit parameters

   These are the G.698.2 parameters at the Source(Ss reference points).
   Please refer to "draft-dharini-ccamp-dwdm-if-yang" for more details
   about these parameters.



       1. Output power





   Figure 5: The format of the OCh sub-object (Type = TBA, Length = TBA)
   is as follows:




 0                   1                   2                  3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |         (Reserved)            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                      Output Power                             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+




                   Figure 5: OCh_Ss transmit parameters




8. OCh_Rs - receive parameters

   These are the G.698.2 parameters at the Sink (Rs reference points).



       1.  Current Input Power      - (0.1dbm) 4bytes



   Figure 6: The format of the OCh receive sub-object (Type = TBA,
   Length = TBA) is as follows:



     The format of the OCh receive/OLS Sink sub-object (Type = TBA,
     Length = TBA) is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |                   (Reserved)  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                   Current Input Power                         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+





                    Figure 6: OCh_Rs receive parameters




9. Security Considerations

   LMP message security uses IPsec, as described in [RFC4204].  This
   document only defines new LMP objects that are carried in existing
   LMP messages, similar to the LMP objects in [RFC:4209].  This
   document does not introduce new security considerations.




10. IANA Considerations

      LMP <xref target="RFC4204"/> defines the following name spaces and
      the ways in which IANA can make assignments to these namespaces:



‑  LMP Message Type
‑  LMP Object Class
‑  LMP Object Class type (C‑Type) unique within the Object Class
‑  LMP Sub‑object Class type (Type) unique within the Object Class
 This memo introduces the following new assignments:



      LMP Sub-Object Class names:



under DATA_LINK Class name (as defined in <xref target="RFC4204"/>)
  ‑ OCh_General                  (sub‑object Type = TBA)
  ‑ OCh_ApplicationIdentifier    (sub‑object Type = TBA)
  ‑ OCh_Ss                       (sub‑object Type = TBA)
  ‑ OCh_Rs                       (sub‑object Type = TBA)
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Abstract

   This memo defines a Yang model that translate the information model
   to support Impairment-Aware (IA) Routing and Wavelength Assignment
   (RWA) functionality.  The information model is defined in draft-ietf-
   ccamp-wson-iv-info and draft-martinelli-ccamp-wson-iv-encode.  This
   document defines proper encoding and extend to the models defined in
   draft-lee-ccamp-wson-yang tu support Impairment-Aware (IA) Routing
   and Wavelength Assignment (RWA) functions



   The Yang model defined in this memo can be used for Optical
   Parameters monitoring and/or configuration of the multivendor
   Endpoints and ROADMs.  The use of this model does not guarantee
   interworking of transceivers over a DWDM.  Optical path feasibility
   and interoperability has to be determined by means outside the scope
   of this document.  The purpose of this model is to program interface
   parameters to consistently configure the mode of operation of
   transceivers.
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1. Introduction

   This memo defines a Yang model that translates the existing mib
   module defined in draft-ietf-ccamp-wson-iv-info and draft-martinelli-
   ccamp-wson-iv-encode to provide the network impairment information to
   an SDN controller.  One of the key SDN controller features is to
   support multivendor network and support the service calculation and
   deployment in multilayer topologies, for the DWDM layer it is
   fundamental that the SDN controller is aware of the optical
   impairments to verify the feasibility of new circuits before their
   provisioning.  Although SDN controller will not apply exhaustive and
   accurate algorithms and the optical channel feasibility verification
   may have a degree of unreliability this function can work on a
   multivendor common set of parameter and algorithms to ensure the
   operator the best change to set a circuit.  This document follows the
   same impairment definition and applicability of draft-ietf-ccamp-
   wson-iv-info.



   The optical impairments related to the DWDM Transceiver are described
   by draft draft-dharini-ccamp-if-param-yang.  Applications are defined
   in G.698.2 [ITU.G698.2] using optical interface parameters at the
   single-channel connection points between optical transmitters and the
   optical multiplexer, as well as between optical receivers and the
   optical demultiplexer in the DWDM system.  This Recommendation uses a
   methodology which explicitly specify the details of the optical
   network between reference point Ss and Rs, e.g., the passive and
   active elements or details of the design.



   This draft refers and supports the draft-ietf-ccamp-dwdm-if-mng-ctrl-
   fwk



   The building of a yang model describing the optical parameters allows
   the different vendors and operator to retrieve, provision and
   exchange information across multi-vendor domains in a standardized
   way.  In addition to the parameters specified in ITU recommendations
   the Yang models support also the "vendor specific parameters".




2. The Internet-Standard Management Framework

   For a detailed overview of the documents that describe the current
   Internet-Standard Management Framework, please refer to section 7 of
   RFC 3410 [RFC3410].



   This memo specifies a Yang model for optical interfaces.




3. Conventions

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119] In
   the description of OIDs the convention: Set (S) Get (G) and Trap (T)
   conventions will describe the action allowed by the parameter.




4. Definition

   For a detailed definition this draft refers to draft-ietf-ccamp-wson-
   iv-info.




5. Applicability

   This document targets at Scenario C defined in [RFC6566] section
   4.1.1.  as approximate impairment estimation.  The Approximate
   concept refer to the fact that this Information Model covers
   information mainly provided by [ITU.G680] Computational Model.
   Although the [RFC6566] provides no or little approximation the
   parameters described in this draft can be applied to the algorithms
   verifying the circuit feasibility in the new coherent non compensated
   DWDM networks In this case the impairments verification can reach a
   good reliability and accuracy.  This draft does not address
   computational matters but provides all the information suitable to
   cover most of the full coherent network algorithms, not being
   exhaustive the information can give a acceptable or even good
   approximation in term of connection feasibility.  This may not be
   true for legacy compensated network.




6. Properties

   For the signal properties this traft refers the draft-ietf-ccamp-
   wson-iv-info Ch.2.3 with some extension of the parameters.




7. Overview

   Figure 1 shows a set of reference points, for single-channel
   connection between transmitters (Tx) and receivers (Rx).  Here the
   DWDM network elements include an OM and an OD (which are used as a
   pair with the opposing element), one or more optical amplifiers and
   may also include one or more OADMs.




       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
    Ss |                   DWDM Network                  | Rs
+‑‑+ | |  | \                                       / |  |  | +‑‑+
Tx L1‑‑|‑>|   \                                   /   |‑‑|‑‑>Rx L1
+‑‑‑+  |  |    |             +‑‑‑‑‑‑+            |    |  |    +‑‑+
+‑‑‑+  |  |    |             |      |            |    |  |    +‑‑+
Tx L2‑‑|‑>| OM |‑‑‑‑‑‑‑‑‑‑‑‑>|ROADM |‑‑ ‑‑‑‑‑‑‑‑>| OD |‑‑|‑‑>Rx L2
+‑‑‑+  |  |    |     DWDM    |      |    DWDM    |    |  |    +‑‑+
+‑‑‑+  |  |    |     Link    +‑‑‑‑‑‑+    Link    |    |  |    +‑‑+
Tx L3‑‑|‑>|   /                |  ^               \   |‑‑|‑‑>Rx L3
+‑‑‑+  |  | /                  |  |                 \ |  |    +‑‑+
       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑|‑‑|‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
                            +‑‑+  +‑‑+
                            |        |
                         Rs v        | Ss
                         +‑‑‑‑‑+  +‑‑‑‑‑+
                         |RxLx |  |TxLx |
                         +‑‑‑‑‑+  +‑‑‑‑‑+
Ss = reference point at the DWDM network element tributary output
Rs = reference point at the DWDM network element tributary input
Lx = Lambda x
OM = Optical Mux
OD = Optical Demux
ROADM = Reconfigurable Optical Add Drop Mux




   from Fig. 5.1/G.698.2



               Figure 1: External transponder in WDM netwoks




7.1. Optical Parameters Description

   The link between the external transponders through a WDM network
   media channels are managed at the edges, i.e. at the transmitters
   (Tx) and receivers (Rx) attached to the S and R reference points
   respectively.  The set of parameters that could be managed are
   defined by the "application code" notation



   The definitions of the optical parameters are provided below to
   increase the readability of the document, where the definition is
   ended by (R) the parameter can be retrieve with a read, when (W) it
   can be provisioned by a write, (R,W) can be either read or written.




7.1.1. Optical path from point Ss to Rs

   The following parameters for the optical path from point S and R are
   defined in G.698.2 [ITU.G698.2].



   Maximum and minimum (residual) chromatic dispersion:

      These parameters define the maximum and minimum value of the
      optical path "end to end chromatic dispersion" (in ps/nm) that the
      system shall be able to tolerate.  (R)



   Minimum optical return loss at Ss:

      These parameter defines minimum optical return loss (in dB) of the
      cable plant at the source reference point (Ss), including any
      connectors (R)



   Maximum discrete reflectance between Ss and Rs:

      Optical reflectance is defined to be the ratio of the reflected
      optical power present at a point, to the optical power incident to
      that point.  Control of reflections is discussed extensively in
      ITU-T Rec. G.957 (R)



   Maximum differential group delay:

      Differential group delay (DGD) is the time difference between the
      fractions of a pulse that are transmitted in the two principal
      states of polarization of an optical signal.  For distances
      greater than several kilometers, and assuming random (strong)
      polarization mode coupling, DGD in a fiber can be statistically
      modelled as having a Maxwellian distribution.  (R)



   Maximum polarization dependent loss:

      The polarization dependent loss (PDL) is the difference (in dB)
      between the maximum and minimum values of the channel insertion
      loss (or gain) of the black link from point SS to RS due to a
      variation of the state of polarization (SOP) over all SOPs.  (R)



   Maximum inter-channel crosstalk:

      Inter-channel crosstalk is defined as the ratio of total power in
      all of the disturbing channels to that in the wanted channel,
      where the wanted and disturbing channels are at different
      wavelengths.  The parameter specifies the isolation of a link
      conforming to the "black link" approach such that under the worst-
      case operating conditions the inter-channel crosstalk at any
      reference point RS is less than the maximum inter-channel
      crosstalk value (R)



   Maximum interferometric crosstalk:

      This parameter places a requirement on the isolation of a link
      conforming to the "black link" approach such that under the worst
      case operating conditions the interferometric crosstalk at any
      reference point RS is less than the maximum interferometric
      crosstalk value.  (R)



   Maximum optical path OSNR penalty:

      The optical path OSNR penalty is defined as the difference between
      the Lowest OSNR at Rs and Lowest OSNR at Ss that meets the BER
      requirement (R)



   Maximum ripple:

      Although is defined in G.698.2 (R).




7.1.2. Rs and Ss Configuration

   For the Rs and Ss configuration this draft refers the draft-dharini-
   ccamp-dwdm-if-param-yang while for the Rs-Ss extended parameters for
   coherent transmission interfaces refer to draft-dharini-ccamp-dwdm-
   if-param-yang




7.1.3. Table of Application Codes

   For Application Codes configuration this draft refers the draft-
   dharini-ccamp-dwdm-if-param-yang




7.2. Use Cases

   The use cases are described in draft-ietf-ccamp-dwdm-if-mng-ctrl-fwk




7.3. Optical Parameters for impairment validation in a WDM network

   The ietf-opt-parameters-wdm is an augment to the ????. It allows the
   user to get and set the application Optical Parameters of a DWDM
   network.




module: ietf‑opt‑parameters‑wdm
  augment /if:interfaces/if:interface:
    +‑‑rw optical‑transport
    |  +‑‑rw attenuator‑value?    attenuator‑t
    |  +‑‑rw offset?              decimal64
    |  +‑‑rw channel‑power‑ref?   decimal64
    |  +‑‑rw tilt‑calibration?    tilt‑t
    +‑‑rw opwr‑threshold‑warning
    |  +‑‑rw opwr‑min?         dbm‑t
    |  +‑‑rw opwr‑min‑clear?   dbm‑t

    |  +‑‑rw opwr‑max?         dbm‑t
    +‑‑rw gain‑degrade‑alarm
    |  +‑‑rw gain‑degrade‑low?    dbm‑t
    |  +‑‑rw gain‑degrade‑high?   dbm‑t
    +‑‑rw power‑degrade‑high‑alarm
    |  +‑‑rw gain‑degrade‑high?   dbm‑t
    +‑‑rw power‑degrade‑low‑alarm
    |  +‑‑ro power‑degrade‑low?   dbm‑t
    +‑‑rw noise
    |  +‑‑rw noise?   decimal64
    +‑‑rw noise‑sigma
    |  +‑‑rw noise?   decimal64
    +‑‑rw chromatic‑dispersion
    |  +‑‑rw noise‑sigma?   decimal64
    +‑‑rw chromatic‑dispersion‑slope
    |  +‑‑rw chromatic‑dispersion‑slope?   decimal64
    +‑‑rw pmd
    |  +‑‑rw pmd?   decimal64
    +‑‑rw pdl
    |  +‑‑rw pdl?   decimal64
    +‑‑rw drop‑power
    |  +‑‑rw drop‑power?   decimal64
    +‑‑rw drop‑power‑sigma
    |  +‑‑rw noise?   decimal64
    +‑‑rw ripple
    |  +‑‑rw drop‑power‑sigma?   decimal64
    +‑‑ro ch‑noise‑figure
    |  +‑‑ro ch‑noise‑figure* [ch‑noise‑fig]
    |     +‑‑ro ch‑noise‑fig       ch‑noise‑figure‑point
    |     +‑‑ro input‑to‑output?   decimal64
    |     +‑‑ro input‑to‑drop?     decimal64
    |     +‑‑ro add‑to‑output?     decimal64
    +‑‑rw dgd
    |  +‑‑rw dgd?   decimal64
    +‑‑ro ch‑isolation
    |  +‑‑ro ch‑isolation* [ch‑isolat]
    |     +‑‑ro ch‑isolat       ch‑isolation‑cross
    |     +‑‑ro ad‑ch‑isol?     decimal64
    |     +‑‑ro no‑ad‑ch‑iso?   decimal64
    +‑‑rw ch‑extinction
       +‑‑rw cer?   decimal64





8. Structure of the Yang Module

   ietf-opt-parameters-wdm is a top level model for the support of this
   feature.




9. Yang Module

   The ietf-opt-parameters-wdm is defined as an extension to ietf
   interfaces ????.




   <CODE BEGINS> file "ietf-opt-parameters-wdm.yang"



   module ietf-opt-parameters-wdm {

     namespace "urn:ietf:params:xml:ns:yang:ietf-opt-parameters-wdm";
     prefix iietf-opt-parameters-wdm;




import ietf‑interfaces {
  prefix if;
}

import iana‑if‑type {
  prefix ianaift;
}



organization
  "IETF CCAMP
  Working Group";

contact
  "WG Web:   <http://tools.ietf.org/wg/ccamp/>
   WG List:  <mailto:ccamp@ietf.org>


   Editor:   Gabriele Galimberti
             <mailto:ggalimbe@cisco.com>";

description
  "This module contains a collection of YANG definitions for
   collecting and configuring Optical Parameters
   in Optical Networks and calculate the circuit feasibility.

   Copyright (c) 2016 IETF Trust and the persons identified
   as authors of the code.  All rights reserved.

   Redistribution and use in source and binary forms, with or
   without modification, is permitted pursuant to, and
   subject to the license terms contained in, the Simplified
   BSD License set forth in Section 4.c of the IETF Trust's
   Legal Provisions Relating to IETF Documents



           (http://trustee.ietf.org/license-info).";



   revision "2018‑10‑22" {
          description
              "Revision 1.1";
          reference
              "";
   }

   revision "2018‑03‑06" {
          description
              "Revision 1.0";
          reference
              "";
   }

   revision "2016‑10‑30" {
          description
              "Initial revision.";
          reference
            "RFC XXXX: A YANG Data Model for Optical Paramenters
            of DWDM Networks
               ";
   }



typedef tilt‑t {
   type decimal64 {
     fraction‑digits 2;
     range "‑5..5";
   }
   description "Tilt Type";
 }


 typedef signal‑output‑power‑t {
     type decimal64 {
       fraction‑digits 2;
       range "‑10..30";
     }
   description "
     Amplifier Power provisioning ";
 }

 typedef active‑channel‑t {
   type union {
     type uint8 {

       range "0..200";
     }
   }
   description "
     Number of channels active on a span ‑ and on an amplifier";
 }

 typedef dbm‑t {
   type decimal64 {
     fraction‑digits 2;
     range "‑50..‑30 | ‑10..5 | 10000000";
   }
   description "
     Amplifier Power in dBm ";
 }

 typedef attenuator‑t {
   type decimal64 {
     fraction‑digits 2;
     range "‑15..‑5";
   }
   description "
   Attenuation value (attenuator) applied after the Amplifier";
 }

 typedef ch‑noise‑figure‑point {
   type decimal64 {
     fraction‑digits 2;
     range "‑15..‑5";
   }
   description "
   Amplifier noise figure of point power";
 }

 typedef ch‑isolation‑cross {
   type decimal64 {
     fraction‑digits 2;
     range "‑15..‑5";
   }
   description "
   cross channel isolation value";
 }

  grouping opwr‑threshold‑warning‑grp {
   description "
     Minimum Optical Power threshold
      ‑ this is used to rise Power alarm ";

   leaf opwr‑min {
     type dbm‑t;
     units "dBm";
     default ‑1;
     description "Minimum Power Value";
   }

   leaf opwr‑min‑clear {
     type dbm‑t;
     units "dBm";
     default ‑1;
     description "threshold to clear Minimum Power value Alarm";
   }

   leaf opwr‑max {
     type dbm‑t;
     units "dBm";
     default 1;
     description "
       Maximum Optical Power threshold
        ‑ this is used to rise Power alarm ";
   }
 }

 grouping gain‑degrade‑alarm‑grp {
   description "
     Low Optical Power gain threshold
      ‑ this is used to rise Power alarm ";

   leaf gain‑degrade‑low {
     type dbm‑t;
     units "dBm";
     default ‑1;
     description "Low Gain Degrade Value";
   }

   leaf gain‑degrade‑high {
     type dbm‑t;
     units "dBm";
     default 1;
     description "
       High Optical Power gain threshold
        ‑ this is used to rise Power alarm ";
   }
 }



     grouping power-degrade-high-alarm-grp {

       description "



         High Optical Power gain alarm ";



  leaf gain‑degrade‑high {
    type dbm‑t;
    units "dBm";
    default 1;
    description "Low Gain Degrade Value";
  }
}

grouping power‑degrade‑low‑alarm‑grp {
  description "
    Low Optical Power gain alarm ";

  leaf power‑degrade‑low {
    type dbm‑t;
    units "dBm";
    default ‑1;
    config false;
    description "High Gain Degrade Value";
  }
}


grouping noise‑grp {
  description "Noise feasibility";
  leaf noise {
    type decimal64 {
      fraction‑digits 2;
    }
      units "dB";
     description "Noise feasibility ‑ reference ITU‑T G.680
     OSNR added to the signal by the OMS. The noise is intended
     per channel and is independent of the number of active
     channels in OMS";
  }
}


grouping noise‑sigma‑grp {
    description "Noise sigma feasibility";
  leaf noise‑sigma {
    type decimal64 {
      fraction‑digits 2;
    }
    units "dB";
    description "Noise Sigma feasibility ‑ accuracy of the
        OSNR added to

       the signal by the OMS";
  }
}

grouping chromatic‑dispersion‑grp {
    description "Chromatic Dispersion";
  leaf chromatic‑dispersion {
    type decimal64 {
      fraction‑digits 2;
    }
    units "ps/nm";
    description "Chromatic Dispersion (CD) related to the OMS";
  }
}

grouping chromatic‑dispersion‑slope‑grp {
    description "Chromatic Dispersion slope";
  leaf chromatic‑dispersion‑slope {
    type decimal64 {
      fraction‑digits 2;
    }
    units "ps/nm^2";
    description "Chromatic Dispersion (CD) Slope related to
        the OMS";
  }
}

grouping pmd‑grp {
    description "Polarization Mode Dispersion";
  leaf pmd {
    type decimal64 {
      fraction‑digits 2;
    }
    units "ps";
    description "Polarization Mode Dispersion (PMD) related
        to OMS";
  }
}

grouping pdl‑grp {
    description "Polarization Dependent Loss";
  leaf pdl {
    type decimal64 {
      fraction‑digits 2;
    }
    units "dB";
    description "Polarization Dependent Loss (PDL) related to
          the OMS";

  }
}

grouping drop‑power‑grp {
    description "Drop power at DWDM if RX feasibility";
  leaf drop‑power {
    type decimal64 {
      fraction‑digits 2;
    }
    units "dBm";
    description "Drop Power value at the DWDM Transceiver RX
         side";
  }
}

grouping drop‑power‑sigma‑grp {
    description "Drop power sigma at DWDM if RX feasibility ";
  leaf drop‑power‑sigma {
    type decimal64 {
      fraction‑digits 2;
    }
    units "db";
    description "Drop Power Sigma value at the DWDM Transceiver
    RX side";
  }
}

  grouping ripple‑grp {
      description "Channel Ripple";
  leaf ripple {
    type decimal64 {
      fraction‑digits 2;
    }
    units "db";
    description "Channel Ripple";
  }
}

  grouping ch‑noise‑figure‑grp {
  list ch‑noise‑figure {
      key "ch‑noise‑fig";
      description "Channel signal‑spontaneous noise figure";

  leaf ch‑noise‑fig {
      type ch‑noise‑figure‑point;
      description  "Channel signal‑spontaneous noise
      figure point";
      }

  leaf input‑to‑output {
      type decimal64 {
        fraction‑digits 2;
      }
      units "dB";
      description "from input port to output port";
    }

  leaf input‑to‑drop {
      type decimal64 {
        fraction‑digits 2;
      }
      units "dB";
      description "from input port to drop port";
    }

  leaf add‑to‑output {
      type decimal64 {
        fraction‑digits 2;
      }
      units "dB";
      description "from add port to output port";
    }
  }
  description "Channel signal‑spontaneous noise figure";
}

  grouping dgd‑grp {
      description "Differential Group Delay";
  leaf dgd {
    type decimal64 {
      fraction‑digits 2;
    }
    units "db";
    description "differential group delay";
  }
}

  grouping ch‑isolation‑grp {
  list ch‑isolation {
      key "ch‑isolat";
      description "adjacent and not adjacent channel isolation";

  leaf ch‑isolat {
      type ch‑isolation‑cross;
      description  "channel isolation from adjacent";
      }

  leaf ad‑ch‑isol {
      type decimal64 {
        fraction‑digits 2;
      }
      units "dB";
      description "adjecent channel isolation";
    }

  leaf no‑ad‑ch‑iso {
      type decimal64 {
        fraction‑digits 2;
      }
      units "dB";
      description "non adjecent channel isolation";
    }
  }
  description "djacent and not adjacent channel isolation";
}

  grouping ch‑extinction‑grp {
      description "Channel Extinsion";
  leaf cer {
    type decimal64 {
      fraction‑digits 2;
    }
    units "db";
    description "channel extinction";
  }
}

  grouping att‑coefficient‑grp {
    description "Attenuation coefficient (for a fibre segment)";
  leaf att {
    type decimal64 {
      fraction‑digits 2;
    }
    units "db";
    description "Attenuation coefficient (for a fibre segment)";
  }
 }


augment "/if:interfaces/if:interface" {
  when "if:type = 'ianaift:opticalTransport'" {
      description "Specific optical‑transport Interface Data";
  }
  description "Specific optical‑transport Interface Data";
  container optical‑transport {



         description "Specific optical-transport Data";



 leaf attenuator‑value {
   type attenuator‑t;
   description "External attenuator value ";
 }

 leaf offset {
   type decimal64 {
     fraction‑digits 2;
     range "‑30..30";
   }
   description "Raman and power amplifiers offset";
 }

 leaf channel‑power‑ref {
   type decimal64 {
     fraction‑digits 2;
     range "‑10..15";
   }
   description "Optical power per channel";
 }

 leaf tilt‑calibration {
   type tilt‑t;
   description "Amplifier Tilt tuning";
 }
}
container opwr‑threshold‑warning {
   description "Optical power threshold warning";
 uses opwr‑threshold‑warning‑grp;
     }
container gain‑degrade‑alarm {
   description "Gain degrade alarm";
 uses gain‑degrade‑alarm‑grp;
     }
container power‑degrade‑high‑alarm {
   description "Power degrade high aparm";
 uses power‑degrade‑high‑alarm‑grp;
     }
container power‑degrade‑low‑alarm {
   description "Power degrade low alarm";
 uses power‑degrade‑low‑alarm‑grp;
     }
container noise {
   description "Channel Noise feasibility";
 uses noise‑grp;
     }

container noise‑sigma {
   description "Channel Noise sigma feasibility";
 uses noise‑grp;
     }
container chromatic‑dispersion {
   description "Chromatic Dispersion";
 uses noise‑sigma‑grp;
     }
container chromatic‑dispersion‑slope {
   description "Chromatic Dispersion slope";
 uses chromatic‑dispersion‑slope‑grp;
     }
container pmd {
   description "Polarization Mode Dispersion";
 uses pmd‑grp;
     }
container pdl {
   description "Polarization Dependent Loss";
 uses pdl‑grp;
     }
container drop‑power {
   description "Drop power at DWDM if RX feasibility";
 uses drop‑power‑grp;
     }
container drop‑power‑sigma {
   description "Drop power sigma at DWDM if RX feasibility";
 uses noise‑grp;
     }
container ripple {
   description "Channel Ripple";
 uses drop‑power‑sigma‑grp;
     }
container ch‑noise‑figure {
   config false;
   description "Channel signal‑spontaneous noise figure";
 uses ch‑noise‑figure‑grp;
     }
container dgd {
   description "Differential Group Delay";
 uses dgd‑grp;
     }
container ch‑isolation {
   config false;
   description "adjacent and not adjacent channel isolation";
 uses ch‑isolation‑grp;
     }
container ch‑extinction {
   description "Channel Extinsion";



         uses ch-extinction-grp;

             }



   }
 }
}



   <CODE ENDS>





10. Security Considerations

   The YANG module defined in this memo is designed to be accessed via
   the NETCONF protocol [RFC6241]. he lowest NETCONF layer is the secure
   transport layer and the mandatory-to-implement secure transport is
   SSH [RFC6242].  The NETCONF access control model [RFC6536] provides
   the means to restrict access for particular NETCONF users to a pre-
   configured subset of all available NETCONF protocol operation and
   content.




11. IANA Considerations

   This document registers a URI in the IETF XML registry [RFC3688].
   Following the format in [RFC3688], the following registration is
   requested to be made:



   URI: urn:ietf:params:xml:ns:yang:ietf-interfaces:ietf-ext-xponder-
   wdm-if



   Registrant Contact: The IESG.



   XML: N/A, the requested URI is an XML namespace.



   This document registers a YANG module in the YANG Module Names
   registry [RFC6020].



   This document registers a YANG module in the YANG Module Names
   registry [RFC6020].



   prefix: ietf-ext-xponder-wdm-if reference: RFC XXXX
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1. Introduction

   This experimental extension addresses the use cases described by
   "draft-ietf-ccamp-dwdm-if-mng-ctrl-fwk" to the Spectrum Switched
   Optical Network applications.  LMP [RFC4902] provides link property
   correlation capabilities that can be used between a transceiver
   device and an Optical Line System (OLS) device.  Link property
   correlation is a procedure by which, intrinsic parameters and
   capabilities are exchanged between two ends of a link.  Link property
   correlation as defined in RFC4204 allows either end of the link to
   supervise the received signal and operate within a commonly
   understood parameter window.  Here the term 'link' refers in
   particular to the attachment link between OXC and OLS (see Figure 1).
   The relevant novelty is the interface configuration having a multiple
   carrier where the client signal is spread on.  The parameters are not
   yet fully defined by ITU-, so this document can jast be seen as an
   experimental proposal not binding operators and vendors to comply and
   implement them




2. DWDM line system

   Figure 1 shows a set of reference points (Rs and Ss), for a single-
   channel connection between transmitter (Tx) and receiver (Rx)
   devices.  Here the DWDM network elements in between those devices
   include an Optical Multiplexer (OM) and an Optical Demultiplexer
   (OD).  In addition it may include one or more Optical Amplifiers (OA)
   and one or more Optical Add-Drop Multiplexers (OADM).




       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
    Ss |              DWDM Network Elements              | Rs
+‑‑+ | |  | \                                       / |  |  | +‑‑+
Tx L1‑‑|‑>|   \    +‑‑‑‑‑‑+            +‑‑‑‑‑‑+   /   |‑‑|‑‑>Rx L1
+‑‑‑+  |  |    |   |      |  +‑‑‑‑‑‑+  |      |  |    |  |    +‑‑+
+‑‑‑+  |  | FX |   |      |  | FLEX |  |      |  | FX |  |    +‑‑+
Tx L2‑‑|‑>| OM |‑‑>|‑‑‑‑‑‑|‑>|ROADM |‑‑|‑‑‑‑‑‑|‑>| OD |‑‑|‑‑>Rx L2
+‑‑‑+  |  |    |   |      |  |      |  |      |  |    |  |    +‑‑+
+‑‑‑+  |  |    |   |      |  +‑‑‑‑‑‑+  |      |  |    |  |    +‑‑+
Tx L3‑‑|‑>|   /    | DWDM |    |  ^    | DWDM |   \   |‑‑|‑‑>Rx L3
+‑‑‑+  |  | /      | Link +‑‑‑‑|‑‑|‑‑‑‑+ Link |     \ |  |    +‑‑+
       +‑‑‑‑‑‑‑‑‑‑‑+           |  |           +‑‑‑‑‑‑‑‑‑‑+
                            +‑‑+  +‑‑+
                            |        |
                         Rs v        | Ss
                         +‑‑‑‑‑+  +‑‑‑‑‑+
                         |RxLx |  |TxLx |
                         +‑‑‑‑‑+  +‑‑‑‑‑+

Ss = Sender reference point at the DWDM network element
     tributary output, this can be a set of multiple transceivers
     carrying the same client payload.
Rs = Receiver reference point at the DWDM network element
     tributary input this can be a set of multiple transceivers
     carrying the same client payload.

FX OM = Flex‑Spectrum Optical Mux
FX OD = Flex‑Spectrum Optical Demux
Flex ROADM = Flex‑Spectrum Optical Add Drop Mux (reconfigurable)



   extending Fig. 5.1/G.698.2



                 Figure 1: Linear Single Channel approach



   Figure 2 Extended LMP Model ( from [RFC4209] )




        +‑‑‑‑‑‑+ Ss    +‑‑‑‑‑‑+       +‑‑‑‑‑‑+    Rs +‑‑‑‑‑‑+
        |      | ‑‑‑‑‑ |      |       |      | ‑‑‑‑‑ |      |
        | OXC1 | ‑‑‑‑‑ | OLS1 | ===== | OLS2 | ‑‑‑‑‑ | OXC2 |
        |      | ‑‑‑‑‑ |      |       |      | ‑‑‑‑‑ |      |
        +‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+       +‑‑‑‑‑‑+
          ^  ^             ^              ^             ^  ^
          |  |             |              |             |  |
          |  +‑‑‑‑‑LMP‑‑‑‑‑+              +‑‑‑‑‑LMP‑‑‑‑‑+  |
          |                                                |
          +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑LMP‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

OXC     : is an entity that contains Multiple carriers transponders
OLS     : generic Flex‑Spectrum optical system, it can be ‑
          Optical Mux, Optical Demux, Optical Add
          Drop Mux, Amplifier etc.
OLS to OLS: represents the Optical Multiplex section
            <xref target="ITU.G709"/>
Rs/Ss     : reference points in between the OXC and the OLS



                       Figure 2: Extended LMP Model




3. Use Cases

   The set of paramentes exchanged between OXC and OLS is to support the
   Spectrum Switched Optical Network in therms of Number of Sub-carriers
   available at the transceiver and their characteristics to provide the
   SSON control plane all the information suitable to calculate the path
   and the optical feasibility




4. Extensions to LMP-WDM Protocol

   This document defines extensions to [RFC4209] to allow a set of
   characteristic parameters, to be exchanged between a router or
   optical switch and the optical line system to which it is attached.
   In particular, this document defines additional Data Link sub-objects
   to be carried in the LinkSummary message defined in [RFC4204] and
   [RFC6205].  The OXC and OLS systems may be managed by different
   Network management systems and hence may not know the capability and
   status of their peer.  These messages and their usage are defined in
   subsequent sections of this document.



The following new messages are defined for the SSON extension
  ‑ Multi carrier Transceiver   (sub‑object Type = TBA)




5. Multi carrier Transceiver

   These are a set of general parameters extending the description in
   [G698.2] and [G.694.1].  ITU-T working groups are working to detail
   most of parameters and an update of the TLV may be required.



   Other than the Application Identifier described in [G698.2] and
   draft-dharinigert-ccamp-dwdm-if-lmp the parameters to describe a
   multicarrier transceiver are describes as follows:



 1. Modulation format: indicates the Transceiver capabilities
    to support a single or multiple modulation format like:
    BPSK, DC‑DP‑BSPSK, QPSK, DP‑QPSK, QAM16, DP‑QAM16,
    DC‑DP‑QAM16, 64QAM.
 2. FEC: indicates the FEC types the transceiver can support
 3. baud rate: symbols rate, basically this identify the
    channel symbols number per second
 4. Num Carriers: number of (sub)carriers the trasceiver can support
    and can be "mapped" in a Mediachannel
 5. Bits/symbol: number of bit per simbol (aka spectral efficiency)
 6. Subcarrier band (minimum distance between subcarriers) in GHz
 7. Guard band (required guard band at the side of media channel)
 8. Sub‑carrier TX Power: output optical power the transceiver can
    provide
 9. Sub‑carrier RX Power: Input optical power Range the transceiver
    can support, this is known also as Sensitivity
10  Max‑pol‑power‑difference: max power difference between the
    polarised components
11  Max‑pol‑skew‑difference: maw Skew between polarised signal and
    subcarriers supported by the transceiver
12. Sub‑carrier OSNR robustness



   Figure 3: The format of the this sub-object (Type = TBA, Length =
   TBA) is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|    Type       |    Length     |         (Reserved)            |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|S|I|         Modulation ID     |               FEC             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         baud rate  (Symbol Rate)              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|      Number of subcarriers    |            Bit/Symbol         |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|          subcarrier band      |           guard band          |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

|                      sub‑carrier TX power                     |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     sub‑carrier RX power HIGH                 |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     sub‑carrier RX power LOW                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Max‑pol‑power‑difference                  |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Max‑pol‑skew‑difference                   |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                        sub‑carrier OSNR                       |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+

  ‑ S: standardized format;
  ‑ I: input / output (1 / 0)
  ‑ Modulation Format: is the modulation type:
        BPSK, DC DP BSPSK, QPSK, DP QPSK, 8QAM, 16QAM, 64QAM,
        Hybrid, etc.
         ‑ <TBD> (ITU‑T reference)
         ‑ value > 32768 (first bit is 1): custom defined values
        Value 0 is reserved to be used if no value is defined
  ‑ FEC: the signal Forward Error Corrections type (16‑bit
        unsigned integer), the defined values are:
         ‑ <TBD> (ITU‑T reference)
         ‑ 32768 (first bit is 1): custom defined values
        Value 0 is reserved to be used if no value is defined
  ‑ Baud Rate: the signal symbol rate (IEEE 32‑bit float,
        in bauds/s)
        Value 0 is reserved to be used if no value is defined
  ‑ Num Carriers
  ‑ Bits/symbol
  ‑ Subcarrier band (minimum distance between subcarriers)
  ‑ Guard band (required guard band at the side of media channel)
  ‑ Sub‑carrier Transmit Power
  ‑ Sub‑carrier Receive HIGH Power range (Sensitivity)
  ‑ Sub‑carrier Receive LOW Power range (Sensitivity)
  ‑ Sub‑carrier OSNR robustness
  ‑ Max‑pol‑power‑difference
  ‑ Max‑pol‑skew‑difference
  ‑ Sub‑carrier OSNR



                    Figure 3: Multi carrier Transceiver




6. Security Considerations

   LMP message security uses IPsec, as described in [RFC4204].  This
   document only defines new LMP objects that are carried in existing
   LMP messages, similar to the LMP objects in [RFC:4209].  This
   document does not introduce new security considerations.




7. IANA Considerations

      LMP <xref target="RFC4204"/> defines the following name spaces and
      the ways in which IANA can make assignments to these namespaces:



‑  LMP Message Type
‑  LMP Object Class
‑  LMP Object Class type (C‑Type) unique within the Object Class
‑  LMP Sub‑object Class type (Type) unique within the Object Class
 This memo introduces the following new assignments:



      LMP Sub-Object Class names:



under DATA_LINK Class name (as defined in <xref target="RFC4204"/>)
  ‑ Multi carrier Transceiver              (sub‑object Type = TBA)
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Abstract

   This memo defines the signaling extensions for managing Spectrum
   Switched Optical Network (SSON) parameters shared between the Client
   and the Network and inside the Network in accordance to the model
   described in RFC 7698.  The extensions are in accordance and
   extending the parameters defined in ITU-T Recommendation
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Copyright Notice

   Copyright (c) 2011 IETF Trust and the persons identified as the
   document authors.  All rights reserved.




Status of This Memo

   This Internet-Draft is submitted in full conformance with the
   provisions of BCP 78 and BCP 79.



   Internet-Drafts are working documents of the Internet Engineering
   Task Force (IETF).  Note that other groups may also distribute
   working documents as Internet-Drafts.  The list of current Internet-
   Drafts is at https://datatracker.ietf.org/drafts/current/.



   Internet-Drafts are draft documents valid for a maximum of six months
   and may be updated, replaced, or obsoleted by other documents at any
   time.  It is inappropriate to use Internet-Drafts as reference
   material or to cite them other than as "work in progress."



   This Internet-Draft will expire on April 25, 2019.



Internet-Drafdraft-ggalimbe-ccamp-flexigrid-carrier-label-0 October 2018




Copyright Notice

   Copyright (c) 2018 IETF Trust and the persons identified as the
   document authors.  All rights reserved.



   This document is subject to BCP 78 and the IETF Trust's Legal
   Provisions Relating to IETF Documents
   (https://trustee.ietf.org/license-info) in effect on the date of
   publication of this document.  Please review these documents
   carefully, as they describe your rights and restrictions with respect
   to this document.  Code Components extracted from this document must
   include Simplified BSD License text as described in Section 4.e of
   the Trust Legal Provisions and are provided without warranty as
   described in the Simplified BSD License.




Table of Contents



	1.  Introduction


	2.  Client interface parameters


	3.  Use Cases


	4.  Signalling Extensions
	 4.1.  New LSP set-up parameters


	 4.2.  Extension to LSP set-up reservation
	  4.2.1.  Sub-carrier list content


	  4.2.2.  Sub-carrier sub-TLV



	 4.3.  RSVP Protocol Extensions considerations



	5.  Security Considerations


	6.  IANA Considerations


	7.  Contributors


	8.  References
	 8.1.  Normative References


	 8.2.  Informative References



	Authors' Addresses




1. Introduction

   Generalised Multiprotocol Label Switched (GMPLS) is widely used in
   Wavelength Switched Optical Network (WSON) to support the optical
   circuits set-up through the signalling between Core Nodes and Edge
   Nodes.  This extension addresses the use cases described by [RFC7698]
   Ch.3.3 and supports the information, needed in Spectrum Switched
   Optical Network (SSON), to signal a Media Channel and the associated
   carriers set request.  The new set of parameters is related to the
   Media Channel and the carrier(s) routed with it and keep the backward
   compatibility with the WSON signalling.  In particular this memo
   wants do address the use cases where the SSON LSP (the Media Channel
   in RFC7698) carries multiple carrier (OTSi) containing same Payload.
   The set of the carriers can be seen as single Logical circuit.  This
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   memo can be considered as the extension of [RFC7792].  The contents
   and the parameters reflect the experimental activity on IP over SSON
   recently done by some vendors and research consortia.



   Figure 1 shows how the multiple carrier are mapped into a Media
   Channel.  A set of parameters must be shared on the UNI to allow the
   GMPLS to do the proper routing and Spectrum Assignment and decide the
   carrier position.




   +‑‑‑‑‑‑+       +‑‑‑‑‑‑+  _________  +‑‑‑‑‑‑+       +‑‑‑‑‑‑+
   | E.N. |       | C.N. | /        /\ | C.N. |       | E.N. |
   |  OTS1| ‑‑‑‑‑ |      ||        |  ||      | ‑‑‑‑‑ |OTS1  |
 ==|  OTS2| ‑‑‑‑‑ |      || Media  |  ||      | ‑‑‑‑‑ |OTS2  |==
 ==|  OTS3| ‑‑‑‑‑ |      || Channel|  ||      | ‑‑‑‑‑ |OTS3  |==
   |  OTS4| ‑‑‑‑‑ |      ||        |  ||      | ‑‑‑‑‑ |OTS4  |
   |      |       | ROADM| \________\/ | ROADM|       |      |
   +‑‑‑‑‑‑+       +‑‑‑‑‑‑+             +‑‑‑‑‑‑+       +‑‑‑‑‑‑+
         ^         ^                         ^         ^
         |         |                         |         |
         +‑‑‑UNI‑‑‑+                         +‑‑‑UNI‑‑‑+


E.N. = Edge Node ‑ UNI Client
C.N. = Core Node ‑ UNI Network
ROADM = Lambda/Spectrum switch
Media Channel = the optical circuit
OTSi = Carriers belonging to the same Network Media Channel (or
       Super Channel)
UNI = Signalig interface




                        Figure 1: Multi carrier LSP




2. Client interface parameters

   The Edge Node interface can have one or multiple carriers (OTSi).
   All the carrier have the same characteristics and are provisionable
   in terms of:



   Number of subcarriers:

      This parameter indicates the number of subcarriers available for
      the super-channel in case the Transceiver can support multiple
      carrier circuits.



   Central frequency (see G.694.1 Table 1):

      This parameter indicates the Central frequency value that Ss and
      Rs will be set to work (in THz).  See the details in Section 6/
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      G.694.1 or based on "n" value explanation and the following "k"
      values definition in case of multicarrier transceivers.



   Central frequency granularity:

      This parameter indicates the Central frequency granularity
      supported by the transceiver, this value is combined with k and n
      value to calculate the central frequency of the carrier or sub-
      carriers.



   Minimum channel spacing:

      This is the minimum nominal difference in frequency (in GHz)
      between two adjacent channels (or carriers) depending on the
      Transceiver characteristics.



   Bit rate / Baud rate of optical tributary signals:

      Optical Tributary Signal bit (for NRZ signals) rate or Symbol (for
      Multiple bit per symbol) rate .



   FEC Coding:

      This parameter indicate what Forward Error Correction (FEC) code
      is used at Ss and Rs (R/W) (not mentioned in G.698.2).  .



Wavelength Range (see G.694.1):  [ITU.G694.1]
   This parameter indicate minimum and maximum wavelength spectrum in
   a definite wavelength Band (L, C and S).



   Modulation format:

      This parameter indicates the list of supported Modulation Formats
      and the provisioned Modulation Format..



   Inter carrier skew:

      This parameter indicates, in case of multi-carrier transceivers
      the maximum skew between the sub-carriers supported by the
      transceiver.



   Laser Output power:

      This parameter provisions the Transceiver Output power, it can be
      either a setting and measured value.



   receiver input power:

      This parameter provisions the Min and MAX input pover suppotred by
      the Transceiver, i.e. Receiver Sensitivity.



   The above parameters are related to the Edge Node Transceiver and are
   used by the Core Network GMPLS in order to calculate the optical
   feasibility and the spectrum allocation.  The parameters can be
   shared between the Client and the Network via LMP or provisioned to
   the Network by an EMS or an operator OSS.
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3. Use Cases

   The use cases are described in draft-ietf-ccamp-dwdm-if-mng-ctrl-fwk
   and [RFC7698]




4. Signalling Extensions

   Some of the above parameters can be applied to RFC7792 (SENDER_TSPEC/
   FLOWSPEC).  The above parameters could be applied to [RFC4208]
   scenarios but they are valid also in case of non UNI scenarios.  The
   [RFC6205] parameters remain valid.




4.1. New LSP set-up parameters

   When the E.N. wants to request to the C.N. a new circuit set-up
   request or the GMPLS wants to signal in the SSON network the Optical
   Interface characteristics the following parameters will be provided
   to the C.N.:



   Number of available subcarriers (c):

      This parameter is an integer and identifies the number of Client
      ports connected to the Core ports available to suport the
      requested circuit



   Total bandwidth request:

      e.g. 200Gb, 400Gb, 1Tb - it is the bandwidth (payload) to be
      carried by the multiple carrier circuit



   Policy (strict/loose):

      Strict/loose referred to B/W and subcarrier number.  This is to
      give some flexibility to the GMPLS in order to commit client
      request.



   Subcarrier bandwidth tunability:

      (optional) e.g. 34Ghz, 48GHz.
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   The TLV define the resource constraints for the requested Media
   Channel.



   The format of the this sub-object is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|S|B|     Reserved              |         Carrier Number        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          Total Bandwidth                      |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



                     Figure 2: SSON LSP set-up request



Carrier Number: number of carrier to be allocated for the requested
      channel (16‑bit unsigned integer)
      If Carrier Number == 0 no constraint set on the number of
      carriers to be used

S strict number of subcarrier
  ‑  S = 0 the number of requested carriers is the maximum number
            that can be allocated (a lower value can be allocated if
            the requested bandwidth is satisfied)
  ‑  S = 1 the number of requested carriers is strict (must be > 0)

Total Bandwidth: the requested total bandwidth to be supported by
      the Media Channel (32‑bit IEEE float, bytes/s)
      If Total Bandwidth == 0: no bandwidth constraint is defined
      (B must be 0)

B Bandwidth constraints
  ‑ B = 0: the value is the maximum requested bandwidth (a lower
            value can be allocated if resources are not available)
  ‑ B = 1: the requested bandwidth is the minimum value to be
            allocated (a higher value can be allocated if requested
            by the physical constraints of the ports)



   Reserved: unused bit (for future use, should be 0)
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   Note: bandwidth unit is defined in accordance to RFC 3471

       chap. 3.1.2 Bandwith Encoding specification.  Bandwidth higher
       than 40Gb/s values must be defined (e.g. 100Gb/s, 150Gb/s
       400Gb/s, etc.)



TLV Usage:
Head UNI‑C PATH: requested traffic constraints, the Head UNI‑N node
     must satisfy when reserving the optical resources and defining
     the carriers configuration
The TLV can be omitted: no traffic constraints is defined (resources
     allocated by UNI‑N based on a local policy)




4.2. Extension to LSP set-up reservation

   Once the GMPLS has calculated the Media Channel path, the Spectrum
   Allocation, the Sub-carrier number and frequency, the modulation
   format, the FEC and the Transmit power, sends back to the E.N. the
   path set-up confirmation providing the values of the calculated
   paramenters:



   Media Channel:

      (Grid, C.S., Identifier m and n). as indicated in RFC7699
      Section 4.1



   Modulation format:

      This parameter indicates the Modulation Formats to be set in the
      Transceivers.



   FEC Coding:

      This parameter indicate what Forward Error Correction (FEC) code
      must be used by the Transceivers (not mentioned in G.698).  .



   Bit rate / Baud rate of optical tributary signals:

      Optical tributary signal bit (for NRZ signals) rate or Symbol (for
      Multiple bit per symbol) rate.



   List of subcarriers:

      This parameter indicates the subcarriers to be used for the super-
      channel in case the Transceiver can support multiple carrier
      Circuits.



   Central frequency granularity (J):

      This parameter indicates the Central frequency granularity
      supported by the transceiver, this value is combined with K and n
      value to calculate the central frequency on the carrier or sub-
      carriers.



   Central frequency (see G.694.1 Table 1):
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      Grid, Identifiers, central frequency and granularity.



   Laser Output power:

      This parameter provisions the Transceiver Output power, it can be
      either a setting and measured value.



   Circuit Path, RRO, etc:

      All these info are defined in [RFC4208].



   Path Error:

      e.g. no path exist, all the path error defined in [RFC4208].




The TLV defines the carriers signal configuration.
All carriers in a Media Channel MUST have the same configuration.

The format of this sub‑object (Type = TBA, Length = TBA) is
as follows:

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|        Modulation Format      |               FEC             |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                         baud rate  (Symbol Rate)              |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



                           Figure 3: OCh_General



Traffic Type
    ‑ Modulation Format: is the modulation type:
          BPSK, DC DP BSPSK, QPSK, DP QPSK, 8QAM, 16QAM, 64QAM,
          Hybrid, etc.
          ‑ <TBD> (ITU‑T reference)
          ‑ value > 32768 (first bit is 1): custom defined values
          Value 0 is reserved to be used if no value is defined
    ‑ FEC: the signal Forward Error Corrections type (16‑bit
           unsigned integer), the defined values are:
           ‑ <TBD> (ITU‑T reference)
           ‑ 32768 (first bit is 1): custom defined values
           Value 0 is reserved to be used if no value is defined
    ‑ Baud Rate: the signal symbol rate (IEEE 32‑bit float,
           in bauds/s)
           Value 0 is reserved to be used if no value is defined
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Notes:
  ‑ The PATH request from the Head UNI‑C node can specify all or
    only a subset of the parameters (e.g. the Modulation and the
    baud rate as required but not the FEC) setting to 0 for the
    undefined parameters.
    When forwarding the PATH message, the UNI‑N will set the
    undefined parameters based on the optical impairment calculation
    and the constraints giveng by the UNI‑C
  ‑ Custom codes (values > 0x8000) interpretation is a local
    installation matter.

TLV Usage:
  ‑ Head UNI‑C PATH: used to force specific transponder
    configurations
  ‑ Head UNI‑N RESV: set selected configuration on head node
  ‑ Tail UNI‑N PATH: set selected configuration on tail node




4.2.1. Sub-carrier list content

   For Each carrier inside the Media Channel the TLV is used.



   The format of this sub-object (Type = TBA, Length = TBA)

    is as follows:



 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|      Carrier Identifier       |               j               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                               k                               |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                            sub‑TLVs                           |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



                     Figure 4: Sub-Carrier parameters
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   Carrier set-up:



‑ Carrier identifier field: sub‑carrier
      identifier inside the mediachannel.  Identifies the carrier
      position inside the Media Channel (16‑bit unsigned integer)
      The Carrier Identifier is the logical circuit sub‑lane
      position, a TLV for each value from 1 to the number of
      allocated carriers must be present.
‑ J field:  granularity of the channel spacing, can be a
      multiple of 0.01GHz. ‑ default value is 0.1GHz.
‑ K field:  positive or negative integer (including 0) to multiply
      by J and identify the Carrier Position inside the
      Media Channel, offset from media Channel Central frequency
‑ sub‑TLVs: additional information related to carriers if needed
      and the ports associated to the carrier.



     In summary Carrier Frequency = MC-C.F. (in THz) + K * J GHz.



                                 m=8
  +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑X‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
  |                               |                              |
  |           sub‑carrier                    sub‑carrier         |
  |     +‑‑‑‑‑‑‑‑‑‑X‑‑‑‑‑‑‑‑‑‑+   |   +‑‑‑‑‑‑‑‑‑‑X‑‑‑‑‑‑‑‑‑‑+    |
  |     |        OTSi         |       |         OTSi        |    |
  |     |          o          |   |   |          o          |    |
  |     |          |          |       |          |          |    |
 ‑4  ‑3  ‑2  ‑1   0   1   2   3   4   5   6   7   8   9   10  11  12
‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑‑‑+‑
                   |             n=4             |
                   K1    ‑236     |     +236     K2

  <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ Media Channel ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>






4.2.2. Sub-carrier sub-TLV

   The defined sub-TLVs are Port Identifiers and Carrier Power
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   Source Port Identifier



The format of this sub‑object (Type = TBA, Length = TBD) is
as follows:

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Type (TBA)         |           Length (TBD)        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                     Source Port Identifier                    |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



                     Figure 5: Source Port Identifier




   Source Port Identifier: the HEAD UNI-C optical logical source end
   point identifier (32-bits integer, ifindex)




TLV Usage:
     ‑ Head UNI‑C PATH: used to force specific carrier ports
       [optional use, e.g. with external PCE scenario]
     ‑ Tail UNI‑N PATH: report selected arrier head ports
       to tail UNI‑C
     ‑ RESV: report selected configuration to HEAD UNI‑C node




   Destination Port Identifier



The format of this sub‑object (Type = TBA, Length = TBD) is
as follows:

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Type (TBA)         |           Length (TBD)        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                   Destination Port Identifier                 |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



                  Figure 6: Destination Port Identifiers
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   Destination Port Identifier: the local upstream optical logical

           destination end point identifier (32-bits integer, ifindex)



TLV Usage:
     ‑ Head UNI‑C PATH: used to force specific carrier ports
       [optional use, e.g. with external PCE scenario]
     ‑ Tail UNI‑N PATH: set selected configuration on tail node
     ‑ RESV: report selected configuration to HEAD UNI‑C node




   Carrier Power



The format of this sub‑object (Type = TBA, Length = TBD)
is as follows:

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|            Type (TBA)         |           Length (TBD)        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
|                          carrier power                        |
+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+



                          Figure 7: Carrier Power



   Carrier Power: the requested carrier transmit power (32-bits IEEE

                 Float, dBm), optionally used to notify the configured
                 power (in UNI client side) or force the power to the
                 to the UNI client).



TLV Usage:
  ‑ Head UNI‑C PATH: used to force specific carrier frequency/ports
    (optional use, e.g. with external PCE scenario)
  ‑ Head UNI‑N RESV: set selected configuration on head node
  ‑ Tail UNI‑N PATH: set selected configuration on tail node




4.3. RSVP Protocol Extensions considerations

   The additional information described in the draft, is related to the
   Media Channel supported traffic.  It could be encoded in the
   SENDER_TSPEC/FLOW_SPEC objects by extending the SSON_SENDER_TSPEC/
   SSON_FLOW_SPEC defined in RFC 7792 (or defining a new C-Type) with an
   optional TLV list or it could be encoded in a newly defined entry
   (new OBJECT or new LSP_ATTRIBUTES OBJECT TLV)



   This solution is consistent with other technology specific extensions
   (e.g.  SDH), but requires the explicit handling of the extensions by
   all nodes.
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   Beside this, some of the additional information defined is local to
   the head/tail UNI link (e.g. the carrier/port association), while the
   traffic spec info should be valid end-to-end.




5. Security Considerations

   GMPLS message security uses IPsec, as described in xxxx.  This
   document only defines new UNI objects that are carried in existing
   UNI messages, similar to the UNI objects in xxx.  This document does
   not introduce new security considerations.




6. IANA Considerations

   T.B.D.
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Abstract

   This document specifies GMPLS control plane requirements, framework,
   and architecture for FlexE technology.



   As different from earlier Ethernet data planes FlexE allows for
   decoupling of the Ethernet Physical layer (PHY) and Media Access
   Control layer (MAC) rates.



   Study Group 15 (SG15) of the ITU-T has endorsed the FlexE
   Implementation Agreement from Optical Internetworking Forum (OIF) and
   included it, by reference, in some of their Recommendations.




Status of This Memo

   This Internet-Draft is submitted in full conformance with the
   provisions of BCP 78 and BCP 79.



   Internet-Drafts are working documents of the Internet Engineering
   Task Force (IETF).  Note that other groups may also distribute
   working documents as Internet-Drafts.  The list of current Internet-
   Drafts is at https://datatracker.ietf.org/drafts/current/.



   Internet-Drafts are draft documents valid for a maximum of six months
   and may be updated, replaced, or obsoleted by other documents at any
   time.  It is inappropriate to use Internet-Drafts as reference
   material or to cite them other than as "work in progress."



   This Internet-Draft will expire on May 11, 2019.
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   Copyright (c) 2018 IETF Trust and the persons identified as the
   document authors.  All rights reserved.



   This document is subject to BCP 78 and the IETF Trust's Legal
   Provisions Relating to IETF Documents
   (https://trustee.ietf.org/license-info) in effect on the date of
   publication of this document.  Please review these documents
   carefully, as they describe your rights and restrictions with respect
   to this document.  Code Components extracted from this document must
   include Simplified BSD License text as described in Section 4.e of
   the Trust Legal Provisions and are provided without warranty as
   described in the Simplified BSD License.
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1. Introduction

   Ethernet MAC rates were until recently constrained to match the rates
   of the Ethernet PHY(s).  Work within the OIF allows MAC rates to be
   different from PHY rates.  An OIF implementation agreement
   [OIFFLEXE1] allows for complete decoupling of the MAC and PHY rates.



   SG15 in ITU-T has endorsed the OIF FlexE data plane and parts of
   [G.872], [G.709], [G.798] and [G.8021] depends on or are based on the
   FlexE data plane.



   This includes support for:



   a.  MAC rates which are greater than the rate of a single PHY;
       multiple PHYs are bonded to achieve this



   b.  MAC rates which are less than the rate of a PHY (sub-rate)



   c.  support for channelization within a single PHY, or over a group
       of bonded PHYs.



   The capabilities supported by the first version of the FlexE data
   plane are:



   a.  Support a large rate Ethernet MAC over bonded Ethernet PHYs, e.g.
       supporting a 200G MAC over 2 bonded 100GBASE-R PHY(s)



   b.  Support a sub-rate Ethernet MAC over a single Ethernet PHY, e.g.
       supporting a 50G MAC over a 100GBASE-R PHY



   c.  Support a collection of flexible Ethernet clients over a single
       Ethernet PHY, e.g. supporting two MACs with the rates 25G, and
       one with rate 50G over a single 100GBASE-R PHY



   d.  Support a sub-rate Ethernet MAC over bonded PHYs, e.g. supporting
       a 150G Ethernet client over 2 bonded 100GBASE-R PHY(s)



   e.  Support a collection of Ethernet MAC clients over bonded Ethernet
       PHYs, e.g. supporting a 50G, and 150G MAC over 2 bonded Ethernet
       PHY(s)



   Networks which support FlexE Ethernet interfaces include a basic
   building block, this is true also when the interfaces are bonded.
   This building block consists of two FlexE Shim functions, located at
   opposite ends of a link, and the logical point to point links that
   carry the Ethernet PHY signals between the two FlexE Shim Functions.



   These logical point-to-point links may be realized in a variety of
   ways:



   a.  direct point-to-point links with no intervening transport
       network.



   b.  Ethernet PHY(s) may be transparently transported via an Optical
       Transport Network (OTN), as defined by ITU-T in [G.709] and
       [G.798].  The OTN set of client mappings has been extended to
       support the use cases identified in the OIF FlexE implementation
       agreement.



   This draft considers the variants in which the two peer FlexE devices
   are both customer-edge devices, or when one is a customer-edge and
   the other is provider edge devices.  This list of use cases will help
   identify the Control Plane (i.e.  Routing and Signaling) extensions
   that may be required.




1.1. Requirements Language

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].




2. Terminology

   a.  CE (Customer Edge) - the group of functions that support the
       termination/origination of data received from or sent to the
       network



   b.  Ethernet PHY: an entity representing Physical Coding Sublayer
       (PCS), Physical Media Attachment (PMA), and Physical Media
       Dependent (PMD) layers.



   c.  FlexE Calendar: The total capacity of a FlexE Group is
       represented as a collection of slots which have a granularity of
       5G.  The calendar for a FlexE Group composed of n 100G PHYs is
       represented as an array of 20n slots (each representing 5G of
       bandwidth).  This calendar is partitioned into sub-calendars,
       with 20 slots per 100G PHY.  Each FlexE client is mapped into one
       or more calendar slots (based on the bandwidth the FlexE client
       flow will need).



   d.  FlexE Client: An Ethernet flow based on a MAC data rate that may
       or may not correspond to any Ethernet PHY rate.



   e.  FlexE Group: A FlexE Group is composed of from 1 to n Ethernet
       PHYs.  In the first version of FlexE each PHY is identified by a
       number in the range {1-254}.



   f.  FlexE Shim: the layer that maps or demaps the FlexE client flows
       carried over a FlexE Group.



   g.  LMP: Link Management Protocol



   h.  LSP: Label Switched Path



   i.  OTN: Optical Transport Network



   j.  SG15: ITU-T Study Group 15 (Transport, Access and Home).



   k.  TE: Traffic Engineering



   l.  TED: Traffic Engineering Database




3. FlexE Reference Model

   The figure below gives a simplified FlexE reference model.



                  ...................................
         n x PHY  .         n x crunched PHYs        .
                  .                                  .
+‑‑‑‑+            . +‑‑‑‑‑+    +‑‑‑‑‑+    +‑‑‑‑‑+    .   +‑‑‑‑+
| CE +‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ PE1 +‑‑‑‑+  P  +‑‑‑‑+ PE2 +‑‑‑‑‑‑‑‑+ CE |
+‑‑‑‑+            . +‑‑‑‑‑+    +‑‑‑‑‑+    +‑‑‑‑‑+    .   +‑‑‑‑+
                  .                                  .
+‑‑‑‑+   m x PHY  .                                  .   +‑‑‑‑+
| CE +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ CE |
+‑‑‑‑+            .                                  .   +‑‑‑‑+
                  .         OTN Network              .
                  .                                  .
                  ....................................

+‑‑‑‑+   p x PHY                                         +‑‑‑‑+
| CE +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ CE |
+‑‑‑‑+                                                   +‑‑‑‑+







                      Figure 1: FlexE Reference Model



   The services offered by Flexible Ethernet are essentially the same as
   for traditional Ethernet, connection less Ethernet transport.
   However, when the relationship between the PHY and MAC layer are
   setup by a GMPLS control plane there is a strong connection oriented
   aspect.




4. Requirements

   This section summarizes the control plane requirements for FlexE
   Group and FlexE Client signaling and routing.



Req‑1   The solution SHALL support the creation of a FlexE Group,
        consisting of one or more (i.e., in the 1 to 254 range) 100GE
        Ethernet PHY(s).



           There are several alternatives that can meet this
           requirement, e.g.  routing and signaling protocols, or a
           centralized controller/management system with network access
           to the FlexE mux/demux at each FlexE Group termination point.



Req‑2   The solution SHOULD be able to verify that the collection of
        Ethernet PHY(s) included in a FlexE Group have the same
        characteristics (e.g.  number of PHYs, rate of PHYs, etc.) at
        the peer FlexE shims.

Req‑3   The solution SHALL support the ability to delete a FlexE
        Group.

Req‑4   The solution SHALL support the ability to administratively
        lock/unlock a FlexE Group.

Req‑5   It SHALL be possible to add/remove PHY(s) to/from an
        operational FlexE group while the group has been
        administratively locked.

Req‑6   The solution SHALL support the ability to advertise and
        discover information about FlexE capable nodes, and the FlexE
        Groups and FlexE Clients they support.

Req‑7   The system SHALL allow the addition (or removal) of one or
        more FlexE clients on aFlexE Group.  The addition (or
        removal) of a FlexE client flow SHALL NOT affect the services
        for the other FlexE client signals.

Req‑8   The system SHALL allow the FlexE client signals to flexibly
        span the set of Ethernet PHY(s) which comprise the FlexE
        Group.

Req‑9   The solution SHALL support FlexE client flow resizing without
        affecting any existing FlexE clients within the same FlexE
        Group.

Req‑10  The solution SHALL support establishment of MPLS LSPs that
        requires the support of a FlexE infrastructure.




5. GMPLS Controlled FlexE

   The high level goals for using a GMPLS control plane for FlexE can be
   summarized as:



   o  Set up a FlexE Group



   o  Set up a FlexE Client



   o  Advertise FlexE Groups and FlexE Clients



   o  Set up of a higher layer LSP that requires to be run over a FlexE
      infrastructure.




5.1. Types of LSPs in a FlexE capable network

   The FlexE infrastructure may be established in three different ways



   o  The FlexE Groups and FlexE Client may be pre-configured



   o  Only the FlexE groups may be pre-configured, while the setup of
      the FlexE client is triggered by the request to setup a MPLS LSP



   o  The setup of both FlexE Group and FlexE Client may be triggered by
      the request to setup an MPLS LSP.




5.2. Signaling Channel

   In the type of equipment for which FlexE was first specified an out
   of band signaling channel is not commonly available.  If that is the
   case, and the GMPLS FlexE control plane will be used, the FlexE Group
   will have to setup by e.g. a management system and a FlexE Client on
   that FlexE Group (also configured) will have to allocated as a
   signaling channel.



   Further details of the setup of the FlexE Groups, FlexE Clients and
   MPLS LSPs over a FlexE infrastructure will be found in Section 7.2.




5.3. MPLS LSP in the FlexE Data Plane

   FlexE is a true link layer technology, i.e. it is not switched, this
   means that the FlexE Groups and FlexE Clients are terminated on the
   next-hop node, and that the switching needs to take place on a higher
   layer.



   The FlexE technology can be used to establish link layer connectivity
   with high and deterministic bandwidth.  However, there is no way to,
   in a deterministic way, allocate certain traffic to a specific FlexE
   Client.  A GMPLS control plane can do this.



   A GMPLS controlled FlexE capable node may be thought of using the
   traditional model of a node with a separation between control and
   data plane.



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|  +‑‑‑‑‑‑‑‑‑‑‑‑+  |
|  |   GMPLS    |  |
|  |  Control   |  |
|  |   Plane    |  |
|  +‑‑‑‑‑‑‑‑‑‑‑‑+  |
|         ^        |
|         |        |
|         v        |
|  +‑‑‑‑‑‑‑‑‑‑‑‑+  |
|  |   FlexE    |  |
|  |    Data    |  |   ^
|  |   Plane    |  |
|  +‑‑‑‑‑‑‑‑‑‑‑‑+  |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+




                   Figure 2: GMPLS controlled FlexE Node



   The GMPLS control plane will speak extended standard GMPLS protocols
   with its neighbours and peers.





           Node A                  Node B                  Node Z
         +‑‑CP
       +‑|‑‑‑‑‑‑‑‑‑‑‑+        |‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+  ~   +‑‑‑‑‑‑‑‑‑+
       | |           |        |                  |      |         |
       | |  +‑‑‑‑‑‑+ |        | +‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ |      | +‑‑‑‑‑+ |
 LSP   | +‑>|  v   | |        | |  ....x.....  | |      | |  ^  | |
       | |  |  .   | |        | |  .        .  | |      | |  .  | |
       | |  +‑‑.‑‑‑+ |        | +‑‑.‑‑‑‑‑‑‑‑.‑‑+ |      | +‑‑.‑‑+ |
FlexE  | +‑>|  o   | |        | |  o  |  |  o  | |      | |  o  | |
Client | |  |  o   | |        | |  o  |  |  o  | |      | |  o  | |
       | |  +‑‑o‑‑‑| |        | +‑‑o‑‑+  +‑‑o‑‑+ |      | +‑‑o‑‑| |
FlexE  | +‑>|  U   | |        | |  U  |  |  U  | |      | |  U  | |
Group  |    |  U   | |        | |  U  |  |  U  | |      | |  U  | |
       |    +‑‑U‑‑‑| |        | +‑‑U‑‑+  +‑‑U‑‑+ |      | +‑‑U‑‑+ |
       |‑‑‑‑‑‑‑U‑‑‑‑‑+        +‑‑‑‑U‑‑‑‑‑‑‑‑U‑‑‑‑+      +‑‑‑‑U‑‑‑‑+
               U                   U        U                U
               UUUUUUUUUUUUUUUUUUUUU        UUUUUUU ~ UUUUUUUU

               Legend ... = LSP
                      ooo = FlexE Client
                      UUU = FlexE Group




       Figure 3: GMPLS controlled network with FlexE infrastructure



   Figure 3 describes how an MPLS LSP is mapped over a FlexE Client and
   FlexE Group.




5.4. Configuring the data plane in FlexE capable nodes

   In Figure 3 we show an LSP, a FlexE Client and a FlexE Group, the LSP
   is there because while the FlexE Channel and Group are not switched,
   switching in our example takes place on the LSP level.  This section
   will discuss establishment of FlexE Clients and Groups, and mapping
   of the LSP onto a FlexE Client.



   The establishment of a LSP over a FlexE system is very similar to how
   this is done in any other system.  Building on information gathered
   through the routing system and using the GMPLS signaling to establish
   the LSP.




5.4.1. Configure/Establish a FlexE Group/Link

   Consider the setup of a FlexE Group between node A and B,
   corresponding to the row of U's from node A to B in Figure 3.  The
   FlexE group is considered to consist of n PHYs, but does not have any
   FlexE Clients defined from start.



   When this is done by the GMPLS control plane, two conditions need to
   be fulfilled (1) there need to be a data channel defined between node
   A and B; and (2) a FlexE capable IGP-TE protocol needs to be running
   in the network.



   Node A will send an RSVP-TE message to node be with the information
   describing the FlexE Group to be setup.  This information might be
   thought of as the "FlexE Group Label" (or part of the FlexE label).
   It will contain at least the following information:



   o  A FlexE Group Identifier (FGid).



   o  The number of active FlexE Channels (numFC), where 0 indicates
      that zero clients are active.



   o  Number of PHYs that the FlexE Group is composed of, for each PHY



      *  PHY identifier



      *  PHY bandwidth



      *  slot granularity/number of slots



      *  available and unavailable slots



   When node B receives the RSVP-TE message it checks that it can setup
   the requested FlexE Group.  If the check turns positive, node send an
   acknowledgment to node A and the FlexE Group is setup.



   A more detailed description of how to setup a FlexE Group, will be
   included in the draft dealing with signaling in detail.




5.4.2. Configure/Establish a FlexE Client

   Consider the situation where a FlexE Group is already established (as
   described in Section 5.4.1) and an m G FlexE Client is needed.
   Similar to the establishment of the FlexE Group, node A will send a
   RSV-TE message to node B.



   This RSVP-TE message include at least the following information:



   o  FlexE Group Identifier



   o  FlexE Client Identifier



   o  from which PHYs the slots will allocated, i.e. slots might come
      from more than one PHY.



   o  Information per PHY



      *  PHY bandwidth



      *  slot granularity



      *  available/unavailable slots



      *  allocated slots



   A more detailed description of how to setup a FlexE Channel, will be
   included in the draft dealing with signaling in detail.




5.4.3. Advertise FlexE Groups and FlexE lts

   Once the FlexE Group and FlexE CLielts are configured they can be
   advertised into the routing system as normal routing adjacencies,
   including the FlexE specific TE information.




5.5. Open Issues

Note: This section is intended to be removed and the results of the
discussion are supposed to brought into the relevant sections of this
document.
The intention is to trigger this discussion.



   While working on the FlexE Control Plane, questions around the
   relationship of entities as "control plane / multi-layer control
   plane", RSVP-TE session and the information relating to a layer
   network.  The table below summarizxes the possibilities we see.



+‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| Control   | Session             | Network layer info              |
| Plane     |                     |                                 |
+‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| MLCP‑1    | One session         | Info for all network layers     |
| MLCP‑2    | Sesion for each     | Each session have info for one  |
|           | network layer       | network layer                   |
| MLCP‑12   | More than one       | info for each network layer     |
|           | sesion              | included in the session         |
| MLCP‑3    | One sesion          | info for a single network layer |
+‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                       Table 1: Multi-layer CP types



   Sections Section 5.5.1 to Section 5.5.4 shortly describes the
   different types of control plane identified.




5.5.1. Multi Layer Control Plane Typ-1 (MLCP-1)

   A multi layer control plane type 1 (MLCP-1) has one single control
   plane that that controls all layer networks that two nodes interact
   over.  The control plane sets up one single RSVP-TE session and all
   layer networks are controlled over that single session.  For each
   layer network there is a set of information that the control plane
   manages over that session.




5.5.2. Multi Layer Control Plane Typ-2 (MLCP-2)

   A multi layer control plane type 2 (MLCP-2) has one single control
   plane that that controls all layer networks that two nodes interact
   over.  The control plane sets up one RSVP-TE session for each layer
   network and the layer networks are controlled over a dedicated
   session.  For each layer network there is a set of information that
   the control plane manages over the dedicated session.




5.5.3. Multi Layer Control Plane Typ-12 (MLCP-12)

   A multi layer control plane type 12 (MLCP-12) is a mix between MLCP-1
   and MLCP-2, the control plane still controls all layer networks that
   two nodes interact over.  However, for some layer networks it set up
   a RSVP-TE session the may control more than one layer network.  For
   other layer network an RSCP-TE session is used to control a single
   layer network.  For each layer network there is a set of information
   that the control plane manages over dedicated sessions.




5.5.4. Multi Layer Control Plane Typ-3 (MLCP-3)

   A multi layer control plane type 3 (MLCP-3) may be viewed as a set of
   confederated control plsnes, where each control plane controls one
   layer network, via a RSVP-TE session.  For each layer network there
   is a set of information that the control plane manages over the
   dedicated session.  For the case that there are more than one layer
   network between two nodes that needs to controlled, there is one
   dedicated control plane for each layer network.




6. Framework and Architecture

   This section discusses FlexE framework and architecture.  Framework
   is taken to mean how FlexE interoperates with other parts of the data
   communication system.  Architecture is taken to mean how functional
   groups and elements within FlexE work together to deliver the
   expected FlexE services.  Framework is taken to mean how FlexE
   interacts with it environment.




6.1. FlexE Framework

   The service offered by Flexible Ethernet is a transport service very
   similar (or even identical) to the service offered by Ethernet.



   There are two major additions supported by FlexE:



   o  FlexE is intended to support high bandwidth and FlexE can offer
      granular bandwidth from 5Gbits/s and a bandwidth as high as the
      FlexE Group allows.



   o  As FlexE groups and clients are setup as a configuration activity,
      by a centralized controller or by a GMPLS control plane the
      service is connection oriented.




6.2. FlexE Architecture


6.2.1. Architecture Components

   This section discusses the different parts of FlexE signaling and
   routing and how these parts interoperate.



   The FlexE routing mechanism is used to provide resource available
   information for setup of higher layer LSPs, like Ethernet PHYs'
   information, partial-rate support information.  Based on the resource
   available information advertised by routing protocol, an end-to-end
   FlexE connection is computed, and then the signaling protocol is used
   to set up the end-to-end connection.



   FlexE signaling mechanism is used to setup LSPs.



   MPLS forwarding over a FlexE infrastructure is different from
   forwarding over other infrastructures.  When MPLS runs over a FlexE
   infrastructure it is possible that there are more than FlexE Client
   that meet the next-hop requirements, often it is possible to use any
   suitable FlexE Clientfor a hop between two nodes.  If the mapping
   between a MPLS encapsulated packet and the FlexE Client, this mapping
   need to be explicit when the LSP is set up, and the MPLS label will
   be used to find the correct FlexE Client.




6.2.2. FlexE Layer Model

   The FLexE layer model is similar Ethernet model, the Ethernet PHY
   layer corresponds to the "FlexE Group", and the MAC layer corresponds
   to the "FlexE Client".



   As different from earlier Ethernet the combination of Flexe Group and
   Client allows for a huge freedom when it comes to define the
   bandwidth of an Ethernet connectivity.




6.2.2.1. FlexE Group structure

   The FlexE Group might be supported by virtually any transport
   network, including the Ethernet PHY.  While the Ethernet PHY offers a
   fixed bandwidth the FlexE Group has been structured into 5 Gbit/s
   slots.  This means that the FlexE Group can support FlexE clients of
   a variety of bandwidths.



   The first version is defined for 20 slots of 5 Git/s over a 100 Gbit/
   s PHY.  The 100 Gbit/s PHYs can be bonded to give higher bandwidth.




6.2.2.2. FlexE Client mapping

   A FlexE client is an Ethernet flow based on a MAC data rate that may
   or may not correspond to any Ethernet PHY rate.  The FlexE Shim is
   the layer that maps or demaps the FlexE client flows carried over a
   FlexE group.  As defined in [OIFFLEXE1], MAC rates of 10, 40, and any
   multiple of 25 Gbit/s are supported.  This means that if there is a
   100 Gbit/s FlexE Group between A and B, a FlexE client of 10, 25, 40,
   50, 75 and 100 Gbit/s can be created.



   However, by bonding, for example 5 PHYs of 100 Git/s to a single
   FlexE group, FlexE clients of 500 Gbit/s can be supported.




7. Control Plane

   This section discusses the procedures and extensions needed to the
   GMPLS Control Plane to establish FlexE LSPs.



   There are several ways to establish FlexE groups, allocate slots for
   FlexE clients, and setup higher layer LSPs.  A configuration tool, a
   centralized controller or the GMPLS control plane can all be used.



   To create the FlexE GMPLS control plane Groups, FlexE Clients and
   higher layer LSPs, extensions to the following protocols may be
   needed:



   o  "RSVP-TE: Extensions to RSVP for LSP Tunnels" (RSVP-TE) [RFC3209]



   o  "Link Management Protocol" (LMP) [RFC4204]



   o  "Path Computation Element (PCE) Communication Protocol" (PCEP)
      [RFC5440]



   o  IS-IS Extensions for Traffic Engineering (ISIS-TE) [RFC5305]



   o  "OSPF Extensions in Support of Generalized Multi-Protocol Label
      Switching (GMPLS)" (OSPF-TE) [RFC4203]



   o  "North-Bound Distribution of Link-State and Traffic Engineering
      (TE) Information Using BGP" (BGP-LS) [RFC7752]



   A FlexE control plane YANG model will also be needed.



   Section 7.2 and Section 7.1 discusses the role of the GMPLS control
   plane when primarily setting up LSPs.



   When discussing the signaling and routing procedures we assume that
   the FlexE group has been established prior to executing the
   procedures needed to establish an LSP.  Technically it is possible to
   establish FlexE group, allocate FlexE client slots and LSP with a
   single exchange of GMPLS signaling messages.




7.1. GMPLS Routing

   To establish an LSP the Traffic Engineering (TE) information is the
   most critical information, e.g. resource utilization on interfaces
   and link, including the availability of slots on the FlexE groups.
   The GPMPLS routing protocols needs to be extended to handle this
   information.  The Traffic Engineering Database (TED) will keep an
   updated version of this information.



   The FlexE capable nodes will be identified by IP-addresses, and the
   routing and traffic engineering information will be flooded to all
   nodes within the routing domain using TCP/IP.



   When an LSP over the FlexE infrastructure is about to be setup, e.g.
   R1 - R4 - R5 in Figure 4 the information in the TED is used verify
   that resources are available.  When it is conformed that the LSP is
   established the TED is updated, marking the resources used for the
   new LSP as used.  Similarly when a LSP is taken down the resources
   are marked as free.




7.2. GMPLS Signaling

   As described in Section 5 the state of the FlexE infrastructure may
   effect the actions needed to setup an LSPin a FlexE capable network.
   The FlexE infrastructure maybe be:



   1.  fully pre-configured



   2.  partially pre-configured, i.e. the FlexE Group may be pre-
       configured, but not the FlexE Clients



   3.  not pre-configured, i.e. the setup of FlexE Group and FlexE
       Client will be triggered because of the request to setup an LSP.



   Figure 4 will be used to illustrate the different cases.





+‑‑‑‑+
| R1 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
+‑‑‑‑+                     |
                           |
+‑‑‑‑+                  +‑‑+‑‑+                         +‑‑‑‑+
| R2 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+  R4 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ R5 |
+‑‑‑‑+                  +‑‑+‑‑+                         +‑‑‑‑+
                           |
+‑‑‑‑+                     |
| R3 +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+   PHY R1 to R4 100 Gbit(s
+‑‑‑‑+                         PHY R2 to R4 100 Gbit(s
                               PHY R3 to R4 100 Gbit(s
                               PHY R4 to R5 200 Gbit(s







                        Figure 4: FlexE LSP Example



   The text in Section 7.2 is not a specification of the GMPLS signaling
   extensions for FlexE capable network, it is a description to
   illustrate the expected features of such a protocol.  Nor do we
   discuss failure scenarios.




7.2.1. LSP setup with pre-configured FlexE infrastructure

   In this first example, referencing Figure 4, one 100 Gbit/s FlexE
   group is configured between R1 and R4, between R2 and R4, and between
   R3 and R4.  Between R4 and R5 there is a 200 Gbit/s FlexE Group.



   Over each 100 Gbit/s FlexE Group there are four 5 Gbit/s, two 20
   Gbit/s and one 40 Gbit/s FlrxE Clients configured.  Over the 200 Git/
   s FlexE Group there are eoght 5 Gbit/s, four 20 Gbit/s and tow 40
   Gbit/s FlrxE Clients configured.



   One of the 5 Gbit/s FlexE Clients on each FlexE Groups are used as
   signaling channel.



   To establish the for example a 200 Mbit/s MPLS LSP the normal GMPLS
   request/response procedures are followed.  R1 sends the request to
   R4, R4 allocate resources on one of the FlexE Ckients, forward the
   request to R5.  R5 responds to R4 indicating the label and the FlexE
   Client the traffic should be sent over, R4 does the same for R1.



   The only difference between the standard signaling and what happens
   here is that there the assigned label will be used to find the right
   FlexE Client.




7.2.2. LSP setup with partially configured FlexE infrastructure

   In the second example, also referencing Figure 4, the FlexE Groups
   are set up in the same way as in the first example, however only one
   5 Gbit/s FlexE Client per FlexE Group are established by
   configuration.  This FlexE Client will be used for signaling.



   When preparing to send the request that a 5 Gbit/s MPLS LSP shall be
   set up R1 discovers that there are no feasible FlexE Client between
   R1 aand R4.  R1 therefore sends the request to establish such a FlexE
   Client, when receiving the request R4 allocates resources for the
   FlexE Client on the FlexE Group.  There may be different strategies
   for allocating the bandwidth for this FlexE client.  Such strategies
   are out of scope for this document.  R1 then sends the information
   about the FlexE Client to R1, and both ends establish the FlexE
   Client.



   When the FlexE Client between R1 and R4 is established, R1 proceeds
   to send the request for an MPLS LSP to R4.  R4 will discover that a
   feasible FlexE Client is missing between R4 and R5.  The same
   procedure s for setting up the FlexE Client between R1 and R4 is
   repeated for R4 and R5.  When there is a feasible FlexE Client
   available the signaling to set up the MPLS LSP continues as normal.



   The label allocated for the MPLS LSP will be used to find the correct
   FlexE Client.



   When a FlexE Clients is set up in this way they can be announced into
   the routing system in two different ways.  First, they can be made
   generally available, i.e. it will be free to use for anyone that want
   to set up LSPs over the FlexE Group between R1 and R4 and between R4
   and R5.  Second, the use of the FlexE Clients may be restricted to
   the application that initially did set up the FlexE Client.




7.2.3. LSP setup with non-configured FlexE infrastructure

   This example also refers to Figure 4 as different from the earlier
   example no FlexE Group or FlexE Client configuration is done prior to
   the first request for an MPLS LSP over the FlexE infrastructure.



   To make the set up of LSPs in a FlexE network where no FlexE Groups
   or FlexE Clients have been configured two conditions need to be
   fulfilled.  First an out of band signaling channel must be available.
   Second the FlexE Capabilities must be announced in to the IGP and/or
   centralized controller.



   If these two conditions are fulfilled, the set up of an MPLS LSP
   progress pretty much as in the partially configured network.  The
   difference is that the set up of both the FlexE Group and FlexE
   Client are triggered by the request to set up an MPLS LSP.



   As in the partially configured case FlexE Clients can be announced
   into the routing system in two different modes, either they are
   generally availble.  It or they are reserved for the applications
   that first established them.




7.2.4. Packet Label Switching Data Plane

   This section discusses how the FlexE LSP data plane works.  In
   general it can be said that the interface offered by the FlexE Shim
   and the FlexE client is equivalent to the interface offered by the
   Ethernet MAC.



   Figure 5 below illustrates the FlexE packet switching data plane
   procedures.



     R1                         R3                        R4
.............         ......................          ...........
. +‑‑‑‑‑‑‑+ .         . +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ .          . +‑‑‑‑‑+ .
. |  LSP  | .         . | LSP  \  / LSP  | .          . | LSP | .
. |   a   | .         . |  a    \/   b   | .          . |  b  | .
. +‑‑‑‑‑‑‑+ .         . +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ .          . +‑‑‑‑‑+ .
. |  ETH  | .         . | ETH |    | ETH | .          . | ETH | .
. |  i/f  | .         . | i/f |    | i/f | .          . | i/f | .
. +‑‑‑‑‑‑‑+ .         . +‑‑‑‑‑+    +‑‑‑‑‑+ .          . +‑‑‑‑‑+ .
. | FlexE | .         . |FlexE|    |FlexE| .          . |FlexE| .
. | trsp  | .         . |trsp |    |trsp | .          . |trsp | .
. +‑‑‑+‑‑‑+ .         . +‑‑+‑‑+    +‑‑+‑‑+ .          . +‑‑+‑‑+ .
......|......         .....^..........|.....          .....^.....
      |                    |          |                    |
      +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+          +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+




                    Figure 5: LSP over FlexE Data Plane



   The data plane processes packets like this:



   o  The LSP encapsulating and forawrding function in node R1 receives
      a packet that needs to be encapsulated as an MPLS packet with the
      label "a".  The label "a" is used to figure out which FlexE
      emulated Ethernet interfaces the label encapsulated packet need to
      be forwarded over.



   o  The Ethernet interfaces, by means of FlexE transport, forwards the
      packet to node R3.  Node R3 swaps the label "a" to label "b" and
      uses "b" to decide over which interface to send the packet.



   o  Node R3 forwards the packet to node R, which terminates the LSP.



   Sending MPLS encapsulated packets over a FlexE Client is similar to
   send them over an Ethernet 802.1 interface.  The critical differences
   are:



   o  FlexE channelized sub-interfaces guarantee a deterministic
      bandwidth for an LSP.



   o  When a application that originally establish a FlexE Client
      reserve it for use by that application only, it is possible to
      create uninfringeable bandwidth end-to-end for an MPLS LSP.



   o  FlexE infrastructure allows for creating very large end to end
      bandwidth




8. Operations, Administration, and Maintenance (OAM)

   To be added in a later version.
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Abstract

   This document provides a YANG data model for the impairment-aware TE
   topology in optical networks.
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1. Introduction

   In order to provision an optical connection (an optical path)
   through a wavelength switched optical networks (WSONs) or spectrum
   switched optical networks (SSONs), a combination of path continuity,
   resource availability, and impairment constraints must be met to
   determine viable and optimal paths through the network. The
   determination of appropriate paths is known as Impairment-Aware
   Routing and Wavelength Assignment (IA-RWA) [RFC6566] for WSON, while
   it is known as IA-Routing and Spectrum Assigment (IA-RSA) for SSON.
   This document provides a YANG data model for the impairment-aware
   Traffic Engineering (TE) topology in WSONs and SSONs. The YANG model
   described in this document is a WSON/SSON technology-specific Yang
   model based on the information model developed in [RFC7446] and the
   two encoding documents [RFC7581] and [RFC7579] that developed
   protocol independent encodings based on [RFC7446].



   The intent of this document is to provide a Yang data model, which
   can be utilized by an Multi Domain Service Coordinator (MDSC) to
   collect states of WSON impairment data from the Transport PNCs to
   enable impairment-aware optical path computation according to the
   ACTN Architecture [RFC8453]. The communication between controllers
   is done via a NETCONF [RFC8341]. Similarly, this model can also be
   exported by the MDSC to a Customer Network Controller (CNC), which
   can run an offline planning process to map latter the services in
   the network.



   This document augments the generic TE topology draft [TE-TOPO] where
   possible.



   This document defines one YANG module: ietf-optical-impairment-
   topology (Section 3) according to the new Network Management
   Datastore Architecture [RFC8342].




1.1. Terminology

   Refer to [RFC4847] and [RFC5253] for the key terms used in this
   document.



   The following terms are defined in [RFC7950] and are not redefined
   here:



   o client



   o server



   o augment



   o data model



   o data node



   The following terms are defined in [RFC6241] and are not redefined
   here:



   o  configuration data



   o  state data



   The terminology for describing YANG data models is found in
   [RFC7950].




1.2. Tree diagram

   A simplified graphical representation of the data model is used in
   Section 2 of this this document.  The meaning of the symbols in
   these diagrams is defined in [RFC8340].




1.3. Prefixes in Data Node Names

   In this document, names of data nodes and other data model objects
   are prefixed using the standard prefix associated with the
   corresponding YANG imported modules, as shown in Table 1.



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑+
| Prefix           | YANG module                      | Reference  |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑+
| optical‑imp‑topo | ietf‑optical‑impairment‑topology | [RFC XXXX] |
| layer0‑types     | ietf‑layer0‑types                | [WSON‑topo]|
| nw               | ietf‑network                     | [RFC8345]  |
| nt               | ietf‑network‑topology            | [RFC8345]  |
| tet              | ietf‑te‑topology                 | [TE‑TOPO]  |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑+



             Table 1: Prefixes and corresponding YANG modules



   Note: The RFC Editor will replace XXXX with the number assigned to
   the RFC once this draft becomes an RFC.






2. YANG Model (Tree Structure)

module: ietf‑optical‑impairment‑topology
  augment /nw:networks/nw:network/nw:network‑types/tet:te‑topology:
    +‑‑rw optical‑impairment‑topology!
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes:
    +‑‑ro fiber‑type?   fiber‑type
    +‑‑ro power?        int32
    +‑‑ro pmd?          decimal64
    +‑‑ro cd?           decimal64
    +‑‑ro osnr?         decimal64

  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑
attributes/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(optical‑imp‑topo)
       +‑‑rw (grid‑type)?
       |  +‑‑:(flexi‑grid)
       |  |  +‑‑ro central‑channel‑freq?   decimal64
       |  |  +‑‑ro slot‑width?             decimal64
       |  +‑‑:(dwdm)
       |  |  +‑‑ro channel‑freq?           decimal64
       |  +‑‑:(cwdm)
       |     +‑‑ro channel‑wavelength?     uint32
       +‑‑ro bit‑rate?                     decimal64
       +‑‑ro BER?                          decimal64
       +‑‑ro pmd?                          decimal64
       +‑‑ro cd?                           decimal64
       +‑‑ro osnr?                         decimal64
       +‑‑ro q‑factor?                     decimal64
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑
attributes/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(optical‑imp‑topo)
       +‑‑rw (grid‑type)?
       |  +‑‑:(flexi‑grid)
       |  |  +‑‑ro central‑channel‑freq?   decimal64
       |  |  +‑‑ro slot‑width?             decimal64
       |  +‑‑:(dwdm)
       |  |  +‑‑ro channel‑freq?           decimal64
       |  +‑‑:(cwdm)
       |     +‑‑ro channel‑wavelength?     uint32
       +‑‑ro bit‑rate?                     decimal64
       +‑‑ro BER?                          decimal64
       +‑‑ro pmd?                          decimal64
       +‑‑ro cd?                           decimal64
       +‑‑ro osnr?                         decimal64
       +‑‑ro q‑factor?                     decimal64
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(optical‑imp‑topo)
       +‑‑rw (grid‑type)?
       |  +‑‑:(flexi‑grid)
       |  |  +‑‑ro central‑channel‑freq?   decimal64
       |  |  +‑‑ro slot‑width?             decimal64
       |  +‑‑:(dwdm)
       |  |  +‑‑ro channel‑freq?           decimal64
       |  +‑‑:(cwdm)
       |     +‑‑ro channel‑wavelength?     uint32
       +‑‑ro bit‑rate?                     decimal64

       +‑‑ro BER?                          decimal64
       +‑‑ro pmd?                          decimal64
       +‑‑ro cd?                           decimal64
       +‑‑ro osnr?                         decimal64
       +‑‑ro q‑factor?                     decimal64
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(optical‑imp‑topo)
       +‑‑rw (grid‑type)?
       |  +‑‑:(flexi‑grid)
       |  |  +‑‑ro central‑channel‑freq?   decimal64
       |  |  +‑‑ro slot‑width?             decimal64
       |  +‑‑:(dwdm)
       |  |  +‑‑ro channel‑freq?           decimal64
       |  +‑‑:(cwdm)
       |     +‑‑ro channel‑wavelength?     uint32
       +‑‑ro bit‑rate?                     decimal64
       +‑‑ro BER?                          decimal64
       +‑‑ro pmd?                          decimal64
       +‑‑ro cd?                           decimal64
       +‑‑ro osnr?                         decimal64
       +‑‑ro q‑factor?                     decimal64
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑point:
    +‑‑rw available‑operational‑mode*   layer0‑types:operational‑mode
    +‑‑rw operational‑mode?             layer0‑types:operational‑mode
    +‑‑rw vendor‑identifier?            layer0‑types:vendor‑identifier
    +‑‑rw transponder‑id?               uint32
    +‑‑ro available‑modulation*         identityref
    +‑‑rw modulation‑enabled?           boolean
    +‑‑rw modulation‑type?              identityref
    +‑‑ro available‑FEC*                identityref
    +‑‑rw FEC‑enabled?                  boolean
    +‑‑rw FEC‑type?                     identityref
    +‑‑ro FEC‑code‑rate?                decimal64
    +‑‑rw FEC‑threshold?                decimal64
    +‑‑ro power?                        int32
    +‑‑ro power‑min?                    int32
    +‑‑ro power‑max?                    int32
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑point:
    +‑‑ro transponder‑list* [carrier‑id]
       +‑‑ro carrier‑id    uint32




3. Optical Impairment Topology YANG Model

<CODE BEGINS> file ietf-optical-impairment-topology@2018-10-22.yang



module   ietf‑optical‑impairment‑topology {



  yang-version 1.1;



  namespace "urn:ietf:params:xml:ns:yang:ietf-optical-impairment-topology";



  prefix "optical-imp-topo";



import ietf‑network {
  prefix "nw";
}

import ietf‑network‑topology {
  prefix "nt";
}

import ietf‑te‑topology {
  prefix "tet";
}

import ietf‑layer0‑types {
  prefix "layer0‑types";
}



  organization

    "IETF CCAMP Working Group";



contact
  "Editor:   Young Lee <leeyoung@huawei.com>
   Editor:   Haomian Zheng <zhenghaomian@huawei.com>
   Editor:   Nicola Sambo <nicosambo@gmail.com>
   Editor:   Victor Lopez <victor.lopezalvarez@telefonica.com>
   Editor:   Gabriele Galimberti <ggalimbe@cisco.com>";



  description

   "This module contains a collection of YANG definitions for
   impairment-aware optical networks.



 Copyright (c) 2018 IETF Trust and the persons identified as
 authors of the code.  All rights reserved.

 Redistribution and use in source and binary forms, with or
 without modification, is permitted pursuant to, and subject
 to the license terms contained in, the Simplified BSD
 License set forth in Section 4.c of the IETF Trust's Legal
 Provisions Relating to IETF Documents
 (http://trustee.ietf.org/license‑info).";

revision 2018‑10‑22 {
 description
    "version 0.";



      reference

        "RFC XXX: A Yang Data Model for Impairment-aware Optical Networks ";
  }



identity modulation {
  description "base identity for modulation type";
}
identity QPSK {
 base modulation;
 description
    "QPSK (Quadrature Phase Shift Keying) modulation";
}
identity DP_QPSK {
  base modulation;
  description
   "DP‑QPSK (Dual Polarization Quadrature
    Phase Shift Keying) modulation";
}
identity QAM8 {
  base modulation;
  description
     "8QAM (8‑State Quadrature Amplitude Modulation) modulation";
}
identity QAM16 {
  base modulation;
  description
     "QAM16 (Quadrature Amplitude Modulation)";
}
identity  DP_QAM8 {
  base modulation;
  description
     "DP‑QAM8 (Dual Polarization Quadrature Amplitude Modulation)";
}
identity DC_DP_QAM8 {
  base modulation;
  description
     "DC DP‑QAM8 (Dual Polarization Quadrature Amplitude Modulation)";
}
identity  DP_QAM16 {
  base modulation;
  description
     "DP‑QAM16 (Dual Polarization Quadrature Amplitude Modulation)";
}
identity DC_DP_QAM16 {
  base modulation;
  description
     "DC DP‑QAM16 (Dual Polarization Quadrature Amplitude Modulation)";
}


identity FEC {
  description
   "Enumeration that defines the type of
    Forward Error Correction";
}
identity reed‑solomon {
  base FEC;
 description
   "Reed‑Solomon error correction";
}
identity hamming‑code {
  base FEC;
 description
   "Hamming Code error correction";
}
identity golay {
  base FEC;
 description "Golay error correction";
}

typedef fiber‑type {
      type enumeration {
          enum G.652 {
             description "G.652 Standard Singlemode Fiber";
          }
          enum G.654 {
             description "G.654 Cutoff Shifted Fiber";
          }
          enum G.653 {
             description "G.653 Dispersion Shifted Fiber";
          }
          enum G.655 {
             description "G.655 Non‑Zero Dispersion Shifted Fiber";
          }
          enum G.656 {
             description "G.656 Non‑Zero Dispersion for Wideband
                          Optical Transport";
          }
          enum G.657 {
             description "G.657 Bend‑Insensitive Fiber";
          }
      }
 description
    "ITU‑T based fiber‑types";
}




  grouping optical-label {



  description
    "Generic label for optical links and paths";
  choice grid‑type {
    description
      "Label for Flexigrid, DWDM or CWDM grid";
    case flexi‑grid {
      leaf central‑channel‑freq {
        type decimal64 {
          fraction‑digits 5;
        }
        units THz;
        config false;
        description
          "The Flexi‑grid central frequency in THz, e.g. 193.12500";
        reference
          "RFC7698";
      }
      leaf slot‑width {
        type decimal64 {
          fraction‑digits 5;
        }
        units GHz;
        config false;
        description
          "The Flexi‑grid slot width in GHz, e.g. 50, 100, 150.";
        reference
          "RFC7698";
 }
    }
    case dwdm {
      leaf channel‑freq {
        type decimal64 {
          fraction‑digits 5;
        }
        units THz;
        config false;
        description
          "The DWDM frequency in THz, e.g. 193.12500";
        reference
          "RFC6205";
      }
    }
    case cwdm {
      leaf channel‑wavelength {
        type uint32;
        units nm;
   config false;
        description
          "The CWDM wavelength in nanometer, e.g. 1511";

        reference
          "RFC6205";
      }
    }
  }
}




  grouping transponder-attributes {

   description "Configuration of an optical transponder";



   leaf‑list available‑modulation {
     type identityref {
       base modulation;
     }
     config false;
     description
       "List determining all the available modulations";
   }
   leaf modulation‑enabled {
     type boolean;
     description
       "Determines whether the modulation is enabled or not";
   }
   leaf modulation‑type {
     type identityref {
       base modulation;
     }
     description
       "Modulation type of the transponder";
   }
   leaf‑list available‑FEC {
     type identityref {
       base FEC;
     }
     config false;
          description "List determining all the available FEC";
   }
   leaf FEC‑enabled {
     type boolean;
          description
         "Determines whether the FEC is enabled or not";
   }
   leaf FEC‑type {
     type identityref {
       base FEC;
     }
     description
       "FEC type of the transponder";

   }
   leaf FEC‑code‑rate {
     type decimal64 {
       fraction‑digits 8;
       range "0..max";
     }
     config false;
     description "FEC‑code‑rate";
   }

        leaf FEC‑threshold {
     type decimal64 {
       fraction‑digits 8;
       range "0..max";
     }
     description "Threshold on the BER, for which FEC is able to correct errors";
   }
   leaf power {
          type int32;
          units "dBm";
          config false;
          description "per channel power";
        }
   leaf power‑min {
          type int32;
          units "dBm";
          config false;
          description "minimum power of the transponder";
        }
   leaf power‑max {
          type int32;
          units "dBm";
          config false;
          description "maximum power of the transponder";
        }
  }

  grouping sliceable‑transponder‑attributes {
   description
     "Configuration of a sliceable transponder.";
   list transponder‑list {
     key "carrier‑id";
     config false;
      description "List of carriers";
       leaf carrier‑id {
         type uint32;
         config false;
        description "Identifier of the carrier";
       }

   }
  }

/*  grouping wson‑node‑attributes {
   description "WSON node attributes";
   container wson‑node {
      description "WSON node attrtibutes.";
      leaf node‑type {
       type identityref {
         base te‑wson‑types:wson‑node‑type;
       }
       description "WSON node type.";
      }
   }
  }
*/



  grouping optical-fiber-data {

      description "optical link (fiber) attributes with impairment data";



      leaf fiber‑type {
    type fiber‑type;
    config false;
    description "fiber‑type";
      }

      leaf power {
         type int32;
    units "dBm";
         config false;
         description "Total Input Power Level at the line port of the link";
      }
      leaf pmd {
    type decimal64 {
            fraction‑digits 8;
       range "0..max";
    }
    units "ps/(km)^0.5";
    config false;
            description "Polarization Mode Dispersion";
      }
      leaf cd {
    type decimal64 {
       fraction‑digits 5;
    }
    units "ps/nm/km";
    config false;
       description "Cromatic Dispersion";
      }

      leaf osnr {
    type decimal64 {
            fraction‑digits 5;
    }
    units "dB";
    config false;
       description "osnr";
      }
/*    leaf sigma {
    type decimal64 {
            fraction‑digits 5;
    }
    units "dB";
    config false;
       description "sigma in the Gausian Noise Model";
      }
     */
  }

  grouping optical‑impairment‑data {
   description "optical impairment data per channel/wavelength";
     leaf bit‑rate {
       type decimal64 {
         fraction‑digits 8;
         range "0..max";
       }
       units "Gbit/s";
      config false;
       description "Gross bit rate";
     }
     leaf BER {
       type decimal64 {
        fraction‑digits 18;
          range "0..max";
        }
        config false;
        description "BER";
     }
     leaf pmd {
       type decimal64 {
        fraction‑digits 8;
        range "0..max";
       }
       units "ps/(km)^0.5";
       config false;
        description "Polarization Mode Dispersion";
     }
     leaf cd {
       type decimal64 {

        fraction‑digits 5;
       }
       units "ps/nm/km";
       config false;
       description "Cromatic Dispersion";
     }
     leaf osnr {
       type decimal64 {
        fraction‑digits 5;
       }
       units "dB";
       config false;
       description "osnr";
     }
     leaf q‑factor {
       type decimal64 {
        fraction‑digits 5;
       }
       units "dB";
       config false;
       description "q‑factor";
     }
  }

  grouping wson‑ttp‑attributes {
    description
      "WSON tunnel termination point (e.g.tranponder) attributes";
      leaf‑list available‑operational‑mode {
        type layer0‑types:operational‑mode;
        description "List of all vendor‑specific supported
        mode identifiers";
      }

      leaf operational‑mode {
        type layer0‑types:operational‑mode;
        description "Vendor‑specific mode identifier";
      }

      leaf vendor‑identifier {
          type layer0‑types:vendor‑identifier;
          description "vendor identifier that uses vendor‑specific mode";
        }
  }



/* Data nodes */



  augment "/nw:networks/nw:network/nw:network‑types"
    + "/tet:te‑topology" {
    description "optical‑impairment topology augmented";

    container optical‑impairment‑topology {
      presence "indicates an impairment‑aware topology of optical networks";
      description
       "Container to identify impairment‑aware topology type";
    }
  }

  augment "/nw:networks/nw:network/nt:link/tet:te"
    + "/tet:te‑link‑attributes"   {
    when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/optical‑imp‑topo:optical‑impairment‑topology" {
      description
        "This augment is only valid for Optical Impairment.";
    }
    description "Optical Link augmentation for impairment data.";
    uses optical‑fiber‑data;
  }

    /* Augment label hop of underlay primary path of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "optical‑imp‑topo:optical‑impairment‑topology" {
      description "Augment optical TE label";
    }
    description "optical label.";
    case optical‑imp‑topo {
      uses optical‑label;
     uses optical‑impairment‑data;
    }
  }

  /* Augment label hop of underlay backup path of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "optical‑imp‑topo:optical‑impairment‑topology" {
      description "Augment optical TE label";
    }
    description "optical label.";
    case optical‑imp‑topo {
      uses optical‑label;
     uses optical‑impairment‑data;

    }
  }
    /* Augment label hop of underlay primary path of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "optical‑imp‑topo:optical‑impairment‑topology" {
          description "Augment Optical TE label";
    }
*/
    description "optical label.";
    case optical‑imp‑topo {
      uses optical‑label;
     uses optical‑impairment‑data;
    }
  }

  /* Augment label hop of underlay backup path of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "optical‑imp‑topo:optical‑impairment‑topology" {
      description "Augment Optical TE label";
    }
*/
    description "optical label.";
    case optical‑imp‑topo {
      uses optical‑label;
     uses optical‑impairment‑data;
    }
  }



/*
  augment "/nw:networks/nw:network/nw:node/tet:te"
    + "/tet:te‑node‑attributes" {
    when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/optical‑imp‑topo:optical‑impairment‑topology" {
      description
        "This augment is only valid for WSON.";

    }
    description "WSON Node augmentation.";
    uses wson‑node‑attributes;
  }
*/

  augment "/nw:networks/nw:network/nw:node/tet:te"
    + "/tet:tunnel‑termination‑point" {
    when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/optical‑imp‑topo:optical‑impairment‑topology" {
      description
        "This augment is only valid for Impairment with non‑sliceable
        transponder model";
    }
    description
      "Tunnel termination point
      augmentation for non‑sliceable transponder model.";



        uses wson-ttp-attributes;



        leaf transponder‑id {
          type uint32;
          description "transponder identifier";
        }
    uses transponder‑attributes;
  }

  augment "/nw:networks/nw:network/nw:node/tet:te"
    + "/tet:tunnel‑termination‑point" {
    when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/optical‑imp‑topo:optical‑impairment‑topology" {
      description
        "This augment is only valid for optical impairment with sliceable
        transponder model";
    }
    description
      "Tunnel termination point augmentation for sliceable transponder model.";
    uses sliceable‑transponder‑attributes;
  }
}
<CODE ENDS>






4. Security Considerations

   The configuration, state, and action data defined in this document
   are designed to be accessed via a management protocol with a secure
   transport layer, such as NETCONF [RFC6241].  The NETCONF access
   control model [RFC6536] provides the means to restrict access for
   particular NETCONF users to a preconfigured subset of all available
   NETCONF protocol operations and content.



   A number of configuration data nodes defined in this document are
   read-only; however, these data nodes may be considered sensitive or
   vulnerable in some network environments (TBD).




5. IANA Considerations

   This document registers the following namespace URIs in the IETF XML
   registry [RFC3688]:





‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
URI: urn:ietf:params:xml:ns:yang:ietf‑optical‑impairment‑topology
Registrant Contact: The IESG.
XML: N/A, the requested URI is an XML namespace.
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑




   This document registers the following YANG modules in the YANG
   Module Names registry [RFC7950]:



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
name:      ietf‑optical‑impairment‑topology
namespace: urn:ietf:params:xml:ns:yang:ietf‑optical‑impairment‑
topology

reference: RFC XXXX (TDB)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
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Abstract

   This document provides a YANG data model for the impairment-aware TE
   topology in wavelength switched optical networks (WSONs).






Status of this Memo
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1. Introduction

   In order to provision an optical connection (an optical path)
   through a WSON, a combination of path continuity, resource
   availability, and impairment constraints must be met to determine
   viable and optimal paths through the network.  The determination of
   appropriate paths is known as Impairment-Aware Routing and
   Wavelength Assignment (IA-RWA) [RFC6566].



   This document provides a YANG data model for the impairment-aware
   Traffic Engineering (TE) topology in wavelength switched optical
   networks (WSONs). The YANG model described in this document is a
   WSON technology-specific Yang model based on the information model
   developed in [RFC7446] and the two encoding documents [RFC7581] and
   [RFC7579] that developed protocol independent encodings based on
   [RFC7446].



   The intent of this document is to provide a Yang data model, which
   can be utilized by an MDSC to collect states of WSON impairment data
   from the Transport PNCs to enable impairment-aware optical path
   computation according to the ACTN Architecture [RFC8453]. The
   communication between controllers is done via a NETCONF [RFC8341].



   This document augments the generic TE topology draft [TE-TOPO] and
   reuses groupings via importing other modules such as ietf-wson-
   topology and ietf-te-wson-types defined in [WSON-TOPO].



   This document defines one YANG module: ietf-wson-impairment-topology
   (Section 3) according to the new Network Management Datastore
   Architecture [RFC8342].




1.1. Terminology

   Refer to [RFC4847] and [RFC5253] for the key terms used in this
   document.



   The following terms are defined in [RFC7950] and are not redefined
   here:



   o client



   o server



   o augment



   o data model



   o data node



   The following terms are defined in [RFC6241] and are not redefined
   here:



   o  configuration data



   o  state data



   The terminology for describing YANG data models is found in
   [RFC7950].




1.2. Tree diagram

   A simplified graphical representation of the data model is used in
   Section 2 of this this document.  The meaning of the symbols in
   these diagrams is defined in [RFC8340].




1.3. Prefixes in Data Node Names

   In this document, names of data nodes and other data model objects
   are prefixed using the standard prefix associated with the
   corresponding YANG imported modules, as shown in Table 1.



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑+
| Prefix        | YANG module                   | Reference  |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑+
| wson‑imp‑topo | ietf‑wson‑impairment‑topology | [RFC XXXX] |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑+



             Table 1: Prefixes and corresponding YANG modules



   Note: The RFC Editor will replace XXXX with the number assigned to
   the RFC once this draft becomes an RFC.






2. YANG Model (Tree Structure)

module: ietf‑wson‑impairment‑topology
  augment /nw:networks/nw:network/nw:network‑types/tet:te‑topology:
    +‑‑rw wson‑impairment‑topology!
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes:
    +‑‑ro power?   int32
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑
attributes/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(wson‑imp‑topo)
       +‑‑rw (grid‑type)?
       |  +‑‑:(dwdm)
       |  |  +‑‑ro channel‑freq?         decimal64
       |  +‑‑:(cwdm)
       |     +‑‑ro channel‑wavelength?   uint32
       +‑‑ro bit‑rate?             decimal64
       +‑‑ro BER?                  decimal64
       +‑‑ro pmd?                  decimal64
       +‑‑ro cd?                   decimal64
       +‑‑ro osnr?                 decimal64
       +‑‑ro q‑factor?             decimal64
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑
attributes/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(wson‑imp‑topo)
       +‑‑rw (grid‑type)?

       |  +‑‑:(dwdm)
       |  |  +‑‑ro channel‑freq?         decimal64
       |  +‑‑:(cwdm)
       |     +‑‑ro channel‑wavelength?   uint32
       +‑‑ro bit‑rate?             decimal64
       +‑‑ro BER?                  decimal64
       +‑‑ro pmd?                  decimal64
       +‑‑ro cd?                   decimal64
       +‑‑ro osnr?                 decimal64
       +‑‑ro q‑factor?             decimal64
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:underlay/tet:primary‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(wson‑imp‑topo)
       +‑‑rw (grid‑type)?
       |  +‑‑:(dwdm)
       |  |  +‑‑ro channel‑freq?         decimal64
       |  +‑‑:(cwdm)
       |     +‑‑ro channel‑wavelength?   uint32
       +‑‑ro bit‑rate?             decimal64
       +‑‑ro BER?                  decimal64
       +‑‑ro pmd?                  decimal64
       +‑‑ro cd?                   decimal64
       +‑‑ro osnr?                 decimal64
       +‑‑ro q‑factor?             decimal64
  augment /nw:networks/tet:te/tet:templates/tet:link‑template/tet:te‑link‑
attributes/tet:underlay/tet:backup‑path/tet:path‑
element/tet:type/tet:label/tet:label‑hop/tet:te‑label/tet:technology:
    +‑‑:(wson‑imp‑topo)
       +‑‑rw (grid‑type)?
       |  +‑‑:(dwdm)
       |  |  +‑‑ro channel‑freq?         decimal64
       |  +‑‑:(cwdm)
       |     +‑‑ro channel‑wavelength?   uint32
       +‑‑ro bit‑rate?             decimal64
       +‑‑ro BER?                  decimal64
       +‑‑ro pmd?                  decimal64
       +‑‑ro cd?                   decimal64
       +‑‑ro osnr?                 decimal64
       +‑‑ro q‑factor?             decimal64
  augment /nw:networks/nw:network/nw:node/tet:te/tet:te‑node‑attributes:
    +‑‑rw wson‑node
       +‑‑rw node‑type?   identityref
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑point:
    +‑‑ro available‑modulation*   identityref
    +‑‑ro modulation‑enabled?     boolean
    +‑‑ro modulation‑type?        identityref
    +‑‑ro available‑FEC*          identityref
    +‑‑ro FEC‑enabled?            boolean

    +‑‑ro FEC‑type?               identityref
    +‑‑ro FEC‑code‑rate?          decimal64
    +‑‑ro FEC‑threshold?          decimal64
  augment /nw:networks/nw:network/nw:node/tet:te/tet:tunnel‑termination‑point:
    +‑‑ro transponder‑list* [carrier‑id]
       +‑‑ro carrier‑id    uint32




3. IETF-WSON-Topology YANG Model

<CODE BEGINS> file "ietf-wson-impairment-topology@2018-08-31.yang"



module   ietf‑wson‑impairment‑topology {
  yang‑version 1.1;



  namespace "urn:ietf:params:xml:ns:yang:ietf-wson-impairment-topology";



  prefix "wson-imp-topo";



import ietf‑network {
  prefix "nw";
}

import ietf‑network‑topology {
  prefix "nt";
}

import ietf‑te‑topology {
  prefix "tet";
}

import ietf‑wson‑topology {
  prefix "wson";
}

import ietf‑te‑wson‑types {
  prefix "te‑wson‑types";
}



  organization

    "IETF CCAMP Working Group";



contact
  "Editor:   Young Lee  <leeyoung@huawei.com>";



  description

   "This module contains a collection of YANG definitions for



   Impairment-aware RWA WSON.



 Copyright (c) 2018 IETF Trust and the persons identified as
 authors of the code.  All rights reserved.

 Redistribution and use in source and binary forms, with or
 without modification, is permitted pursuant to, and subject
 to the license terms contained in, the Simplified BSD
 License set forth in Section 4.c of the IETF Trust's Legal
 Provisions Relating to IETF Documents
 (http://trustee.ietf.org/license‑info).";

revision 2018‑08‑31{
 description
    "version 0.";
    reference
      "RFC XXX: A Yang Data Model for Impairment‑aware WSON Optical Networks ";
}

identity modulation {
  description "base identity for modulation type";
}
identity QPSK {
 base modulation;
 description
    "QPSK (Quadrature Phase Shift Keying) modulation";
}
identity DP_QPSK {
  base modulation;
  description
   "DP‑QPSK (Dual Polarization Quadrature
    Phase Shift Keying) modulation";
}
identity QAM16 {
  base modulation;
 description
   "QAM16 (Quadrature Amplitude Modulation
    ‑ 4 bits per symbol) modulation";
}
identity  DP_QAM16 {
  base modulation;
  description
   "DP‑QAM16 (Dual Polarization Quadrature Amplitude Modulation
   ‑ 4 bits per symbol) modulation";
}
identity DC_DP_QAM16 {
  base modulation;

  description
   "DC DP‑QAM16 (Dual Polarization Quadrature Amplitude Modulation
   ‑ 4 bits per symbol) modulation";
}


identity FEC {
  description
   "Enumeration that defines the type of
    Forward Error Correction";
}
identity reed‑solomon {
  base FEC;
 description
   "Reed‑Solomon error correction";
}
identity hamming‑code {
  base FEC;
 description
   "Hamming Code error correction";
}
identity golay {
  base FEC;
 description "Golay error correction";
}


grouping wson‑label {
  description
    "Generic label for WSON links and paths";
  choice grid‑type {
    description
      "Label for DWDM or CWDM grid";
    case dwdm {
      leaf channel‑freq {
        type decimal64 {
          fraction‑digits 5;
        }
        units THz;
      config false;
        description
          "The DWDM frequency in THz, e.g. 193.12500";
        reference
          "RFC6205";
      }
    }
    case cwdm {

      leaf channel‑wavelength {
        type uint32;
        units nm;
      config false;
        description
          "The CWDM wavelength in nanometer, e.g. 1511";
        reference
          "RFC6205";
      }
    }
  }
}


grouping transponder‑attributes {
 description "Configuration of an optical transponder";
 leaf‑list available‑modulation {
    type identityref {
      base modulation;
    }
    config false;
    description
       "List determining all the available modulations";
 }
 leaf modulation‑enabled {
    type boolean;
    config false;
    description
       "Determines whether the modulation is enabled or not";
 }
 leaf modulation‑type {
    type identityref {
      base modulation;
    }
    config false;
    description
       "Modulation type of the transponder";
 }
 leaf‑list available‑FEC {
    type identityref {
      base FEC;
    }
    config false;
    description "List determining all the available FEC";
 }
 leaf FEC‑enabled {
    type boolean;

    config false;
    description
       "Determines whether the FEC is enabled or not";
 }
 leaf FEC‑type {
    type identityref {
      base FEC;
    }
    config false;
    description
       "FEC type of the transponder";
 }
 leaf FEC‑code‑rate {
    type decimal64 {
      fraction‑digits 8;
      range "0..max";
    }
    config false;
    description "FEC‑code‑rate";
 }
 leaf FEC‑threshold {
    type decimal64 {
      fraction‑digits 8;
      range "0..max";
    }
    config false;
    description "Threshold on the BER, for which FEC is able to correct errors";
 }
}

grouping sliceable‑transponder‑attributes {
 description
    "Configuration of a sliceable transponder.";
 list transponder‑list {
    key "carrier‑id";
    config false;
    description "List of carriers";
    leaf carrier‑id {
       type uint32;
       config false;
       description "Identifier of the carrier";
    }
 }
}



  grouping wson-node-attributes {

   description "WSON node attributes";



 container wson‑node {
    description "WSON node attrtibutes.";
    leaf node‑type {
     type identityref {
       base te‑wson‑types:wson‑node‑type;
     }
     description "WSON node type.";
    }
 }
}

grouping wson‑fiber‑data {
 description "WSON link (fiber) attributes with impairment data";
   leaf power {
    type int32;
    units "dBm";
    config false;
    description "Input Power Level of the receiver side of the link";
    }
}

grouping wson‑impairement‑data {
 description "WSON impairment data per wavelength";
   leaf bit‑rate {
     type decimal64 {
       fraction‑digits 8;
       range "0..max";
     }
     units "Gbit/s";
    config false;
     description "Gross bit rate";
   }
   leaf BER {
     type decimal64 {
      fraction‑digits 18;
        range "0..max";
      }
      config false;
      description "BER";
   }
   leaf pmd {
     type decimal64 {
      fraction‑digits 8;
      range "0..max";
     }
     units "ps/(km)^0.5";
     config false;

      description "Polarization Mode Dispersion";
   }
   leaf cd {
     type decimal64 {
      fraction‑digits 5;
     }
     units "ps/nm/km";
     config false;
     description "Cromatic Dispersion";
   }
   leaf osnr {
     type decimal64 {
      fraction‑digits 5;
     }
     units "dB";
     config false;
     description "osnr";
   }
   leaf q‑factor {
     type decimal64 {
      fraction‑digits 5;
     }
     units "dB";
     config false;
     description "q‑factor";
   }
}

/*
grouping wson‑ttp‑attributes {
  description
    "WSON tunnel termination point (e.g.tranponder) attributes";
    leaf‑list available‑operational‑mode {
      type te‑wson‑types:operational‑mode;
      description "List of all vendor‑specific supported
      mode identifiers";
    }

    leaf operational‑mode {
      type te‑wson‑types:operational‑mode;
      description "Vendor‑specific mode identifier";
    }
}
*/



/* Data nodes */



  augment "/nw:networks/nw:network/nw:network‑types"
    + "/tet:te‑topology" {
    description "wson‑impairment topology augmented";
    container wson‑impairment‑topology {
      presence "indicates an impairment‑aware topology of wson";
      description
       "Container to identify impairment‑aware wson topology type";
    }
  }

  augment "/nw:networks/nw:network/nt:link/tet:te"
    + "/tet:te‑link‑attributes"   {
    when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/wson‑imp‑topo:wson‑impairment‑topology" {
      description
        "This augment is only valid for WSON Impairment.";
    }
    description "WSON Link augmentation for impairment data.";
    uses wson‑fiber‑data;
  }

    /* Augment label hop of underlay primary path of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "wson:wson‑topology" {
      description "Augment WSON TE label";
    }
    description "WSON label.";
    case wson‑imp‑topo {
      uses wson‑label;
     uses wson‑impairement‑data;
    }
  }

  /* Augment label hop of underlay backup path of TE link */
  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
    when "../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "wson:wson‑topology" {
      description "Augment WSON TE label";

    }
    description "WSON label.";
    case wson‑imp‑topo {
      uses wson‑label;
     uses wson‑impairement‑data;
    }
  }
    /* Augment label hop of underlay primary path of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:underlay/tet:primary‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "wson:wson‑topology" {
          description "Augment WSON TE label";
    }
*/
    description "WSON label.";
    case wson‑imp‑topo {
      uses wson‑label;
     uses wson‑impairement‑data;
    }
  }

  /* Augment label hop of underlay backup path of TE link template */
  augment "/nw:networks/tet:te/tet:templates/"
        + "tet:link‑template/tet:te‑link‑attributes/"
        + "tet:underlay/tet:backup‑path/tet:path‑element/tet:type/"
        + "tet:label/tet:label‑hop/tet:te‑label/tet:technology" {
/*
    when "../../../../../../../../../"
       + "nw:network‑types/tet:te‑topology/"
       + "wson:wson‑topology" {
      description "Augment WSON TE label";
    }
*/
    description "WSON label.";
    case wson‑imp‑topo {
      uses wson‑label;
     uses wson‑impairement‑data;
    }
  }



  augment "/nw:networks/nw:network/nw:node/tet:te"
    + "/tet:te‑node‑attributes" {
    when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/wson:wson‑topology" {
      description
        "This augment is only valid for WSON.";
    }
    description "WSON Node augmentation.";
    uses wson‑node‑attributes;
  }


  augment "/nw:networks/nw:network/nw:node/tet:te"
    + "/tet:tunnel‑termination‑point" {
    when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/wson‑imp‑topo:wson‑impairment‑topology" {
      description
        "This augment is only valid for Impairment WSON with non‑sliceable
        transponder model";
    }
    description
      "WSON tunnel termination point
      augmentation for non‑sliceabletransponder model.";

   /* uses wson‑ttp‑attributes; */
    uses transponder‑attributes;
  }

  augment "/nw:networks/nw:network/nw:node/tet:te"
    + "/tet:tunnel‑termination‑point" {
    when "/nw:networks/nw:network/nw:network‑types"
      +"/tet:te‑topology/wson‑imp‑topo:wson‑impairment‑topology" {
      description
        "This augment is only valid for Impairment WSON with sliceable
        transponder model";
    }
    description
      "WSON tunnel termination point augmentation for sliceabletransponder model.";
    uses sliceable‑transponder‑attributes;
  }
}
<CODE ENDS>





4. Security Considerations

   The configuration, state, and action data defined in this document
   are designed to be accessed via a management protocol with a secure
   transport layer, such as NETCONF [RFC6241].  The NETCONF access
   control model [RFC6536] provides the means to restrict access for
   particular NETCONF users to a preconfigured subset of all available
   NETCONF protocol operations and content.



   A number of configuration data nodes defined in this document are
   read-only; however, these data nodes may be considered sensitive or
   vulnerable in some network environments.




5. IANA Considerations

   This document registers the following namespace URIs in the IETF XML
   registry [RFC3688]:





‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   URI: urn:ietf:params:xml:ns:yang:ietf‑wson‑impairment‑topology
   Registrant Contact: The IESG.
   XML: N/A, the requested URI is an XML namespace.
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑




   This document registers the following YANG modules in the YANG
   Module Names registry [RFC7950]:



‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
name:      ietf‑wson‑impairment‑topology
namespace: urn:ietf:params:xml:ns:yang:ietf‑wson‑impairment‑
topology

reference: RFC XXXX (TDB)
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
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Abstract

   This document examines the applicability of using current existing
   GMPLS routing and signaling to set up ODUk/ODUflex over ODUCn link,
   as a result of the support of OTU/ODU links with rates larger than
   100G in the 2016 version of G.709.
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1. Introduction

   The current GMPLS routing [RFC7138] and signaling extensions
   [RFC7139] only includes coverage for the control of all the OTN
   capabilities that were defined in the 2012 version of G.709
   [ITU-T_G709_2012].



   While the 2016 version of G.709 [ITU-T_G709_2016] introduces support
   for new higher rate ODU signals, termed ODUCn (which have a nominal
   rate of n x 100 Gbps), how to use GMPLS to configure ODUCn should be
   taken into consideration.  But it seems how to configure the ODUCn
   link needs more discussion, so this draft mainly focuses on the use
   of current GMPLS mechanisms to set up ODUk/ODUflex over an existing
   ODUCn link.



   This document presents an overview of the changes introduced in
   [ITU-T_G709_2016] to motivate the present topic and then analyzes how
   the current GMPLS routing and signalling mechanisms can be utilized
   to setup ODUk/ODUflex connections over ODUCn links.




1.1. Scope

   For the purposes of the B100G control plane discussion, the OTN
   should be considered as a combination of ODU and OTSi layers.  Note
   that [ITU-T_G709_2016] is deprecating the use of the term "OCh" for
   B100G entities, and leaving it intact only for maintaining continuity
   in the description of the signals with bandwidth upto 100G.  This
   document focuses on only the control of the ODU layer.  The control
   of the OTSi layer is out of scope of this document.  But in order to
   facilitate the description of the challenges brought by
   [ITU-T_G709_2016] to B100G GMPLS routing and signalling, some general
   description about OTSi will be included in this draft.




2. Terminology


2.1. Requirements Language

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC 2119 [RFC2119].




2.2. OTN terminology used in this document

   a.  OPUCn: Optical Payload Unit -Cn.



   b.  ODUCn: Optical Data Unit - Cn.



   c.  OTUCn: Fully standardized Optical Transport Unit - Cn.



   d.  OTUCn-M: This signal is an extension of the OTUCn signal
       introduced above.  This signal contains the same amount of
       overhead as the OTUCn signal, but contains a reduced amount of
       payload area.  Specifically the payload area consists of M 5G
       tributary slots (where M is strictly less than 20*n).



   e.  PSI: OPU Payload structure Indicator.  This is a multi-frame
       message and describes the composition of the OPU signal.  This
       field is a concatenation of the Payload type (PT) and the
       Multiplex Structrure Indicator (MSI) defined below.



   f.  MSI: Multiplex Structure Indicator.  This structure indicates the
       grouping of the tributary slots in an OPU payload area to realize
       a client signal that is multiplexed into an OPU.  The individual
       clients multiplexed into the OPU payload area are distinguished
       by the Tributary Port number (TPN).



   g.  GMP: Generic Mapping Procedure.



   h.  OTSiG: see [ITU-T_G872]



   i.  OTSiA: see [ITU-T_G872]



   Detailed description of these terms can be found in
   [ITU-T_G709_2016].




3. Overview of B100G in G.709

   This section provides an overview of new features in
   [ITU-T_G709_2016].




3.1. OTUCn

   In order to carry client signals with rates greater than 100Gbps,
   [ITU-T_G709_2016] takes a general and scalable approach that
   decouples the rates of OTU signals from the client rate evolution.
   The new OTU signal is called OTUCn; this signal is defined to have a
   rate of (approximately) n*100G.  The following are the key
   characteristics of the OTUCn signal:



   a.  The OTUCn signal contains one ODUCn.  The OTUCn and ODUCn signals
       perform digital section roles only (see
       [ITU-T_G709_2016]:Section 6.1.1)



   b.  The OTUCn signals can be viewed as being formed by interleaving n
       OTUC signals (where are labeled 1, 2, ..., n), each of which has
       the format of a standard OTUk signal without the FEC columns (per
       [ITU-T_G709_2016]Figure 7-1).  The ODUCn have a similar
       structure, i.e. they can be seen as being formed by interleaving
       n instances of ODUC signals (respectively).  The OTUC signal
       contains the ODUC signals, just as in the case of fixed rate OTUs
       defined in G.709 [ITU-T_G709_2016].



   c.  Each of the OTUC "slices" have the same overhead (OH) as the
       standard OTUk signal in G.709 [ITU-T_G709_2016].  The combined
       signal OTUCn has n instances of OTUC OH, ODUC OH.



   d.  The OTUC signal has a slightly higher rate compared to the OTU4
       signal (without FEC); this is to ensure that the OPUC payload
       area can carry an ODU4 signal.




3.1.1. Carrying OTUCn between 3R points

   As explained above, within G.709 [ITU-T_G709_2016], the OTUCn, ODUCn
   and OPUCn signal structures are presented in a (physical) interface
   independent manner, by means of n OTUC, ODUC and OPUC instances that
   are marked #1 to #n.  Specifically, the definition of the OTUCn
   signal does not cover aspects such as FEC, modulation formats, etc.
   These details are defined as part of the adaptation of the OTUCn
   layer to the optical layer(s).  The specific interleaving of
   OTUC/ODUC/OPUC signals onto the optical signals is interface specific
   and specified for OTN interfaces with standardized application codes
   in the interface specific recommendations (G.709.x).



   The following scenarios of OTUCn transport need to be considered (see
   Figure 1):



   a.  inter-domain interfaces: These types of interfaces are used for
       connecting OTN edge nodes to (a) client equipment (e.g. routers)
       or (b) hand-off points from other OTN networks.  ITU-T has
       standardized the Flexible OTN (FlexO) interfaces to support these
       functions.  Recommendation [ITU-T_G709.1] specifies a flexible
       interoperable short-reach OTN interface over which an OTUCn (n
       >=1) is transferred, using bonded FlexO interfaces which belong
       to a FlexO group.  In its current form, Recommendation
       [ITU-T_G709.1] is limited to the case of transporting OTUCn
       signals using n 100G Ethernet PHY(s).  When the PHY(s) for the
       emerging set of Ethernet signals, e.g. 200GbE and 400GbE, become
       available, new recommendations can define the required
       adaptations.



   b.  intra-domain interfaces: In these cases, the OTUCn is transported
       using a proprietary (vendor specific) encapsulation, FEC etc.  In
       future, it may be possible to transport OTUCn for intra-domain
       links using future variants of FlexO.



==================================================================


      +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
      |                 OTUCn signal                           |
      +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
      |  Inter+Domain    |  Intra+Domain    |  Intra+Domain    |
      |  Interface (IrDI)|  Interface (IaDI)|  Interface       |
      |  FlexO (G.709.1) |  FlexO (G.709.x) |  Proprietary     |
      |                  |  (Future)        |  Encap, FEC etc. |
      +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+


==================================================================



                  Figure 1: OTUCn transport possibilities




3.2. ODUCn

   The ODUCn signal [ITU-T_G709_2016] can be viewed as being formed by
   the appropriate interleaving of content from n ODUC signal instances.
   The ODUC frames have the same structure as a standard ODU -- in the
   sense that it has the same Overhead (OH) area, and the payload area
   -- but has a higher rate since its payload area can embed an ODU4
   signal.



   The ODUCn signals have a rate that is captured in Table 1.



+‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
| ODU Type |                      ODU Bit Rate                      |
+‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|  ODUCn   | n x 239/226 x 99,532,800 kbit/s = n x 105,258,138.053  |
|          |                         kbit/s                         |
+‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



                           Table 1: ODUCn rates



   The ODUCn is a multiplex section ODU signal, and is mapped into an
   OTUCn signal which provides the regenerator section layer.  In some
   scenarios, the ODUCn, and OTUCn signals will be co-terminous, i.e.
   they will have identical source/sink locations.  [ITU-T_G709_2016]
   and [ITU-T_G872] allow for the ODUCn signal to pass through a digital
   regenerator node which will terminate the OTUCn layer, but will pass
   the regenerated (but otherwise untouched) ODUCn towards a different
   OTUCn interface where a fresh OTUCn layer will be initiated (see
   Figure 2).  In this case, the ODUCn is carried by 3 OTUCn segments.
   Specifically, the OPUCn signal flows through these regenerators
   unchanged.  That is, the set of client signals, their TPNs, trib-slot
   allocation remains unchanged.  Note however that the ODUCn Overhead
   (OH) might be modified if TCM sub-layers are instantiated in order to
   monitor the performance of the repeater hops.  In this sense, the
   ODUCn should not be seen as a general ODU which can be switched via
   an ODUk cross-connect.



   ==================================================================


+‑‑‑‑‑‑‑‑+           +‑‑‑‑‑‑‑‑+                +‑‑‑‑‑‑‑‑+          +‑‑‑‑‑‑‑‑+
|        +‑‑‑‑‑‑‑‑‑‑‑+        |                |        +‑‑‑‑‑‑‑‑‑‑+        |
| OTN    |‑‑‑‑‑‑‑‑‑‑‑| OTN    |                | OTN    |‑‑‑‑‑‑‑‑‑‑| OTN    |
| DXC    +‑‑‑‑‑‑‑‑‑‑‑+ WXC    +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ WXC    +‑‑‑‑‑‑‑‑‑‑+ DXC    |
|        |           | 3R     |                | 3R     |          |        |
+‑‑‑‑‑‑‑‑+           +‑‑‑‑‑‑‑‑+                +‑‑‑‑‑‑‑‑+          +‑‑‑‑‑‑‑‑+
    <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ODUCn‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>
     <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>  <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑> <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>
             OTUCn                   OTUCn                  OTUCn


   ==================================================================



                          Figure 2: ODUCn signal




3.3. OTUCn-M

   The standard OTUCn signal has the same rate as that of the ODUCn
   signal as captured in Table 1.  This implies that the OTUCn signal
   can only be transported over wavelength groups which have a total
   capacity of multiples of (approximately) 100G.  Modern DSPs support a
   variety of bit rates per wavelength, depending on the reach
   requirements for the optical link.  In other words, it is possible to
   extend the reach of an optical link (i.e. increase the physical
   distance covered) by lowering the bitrate of the client signal that
   is modulated onto the carrier(s).  By the very nature of the OTUCn
   signal, it is constrained to rates which are multiples of
   (approximately) 100G.  If it so happens that the total rate of the
   LO-ODUs carried over the ODUCn is smaller than n X 100G, it is
   possible to "crunch" the OTUCn to remove the unused capacity.  With
   this in mind, ITU-T supports the notion of a reduced rate OTUCn
   signal, termed the OTUCn-M.  The OTUCn-M signal is derived from the
   OTUCn signal by retaining all the n instances of overhead (one per
   OTUC slice) but only M tributary slots of capacity.




3.4. Time Slot Granularity

   [ITU-T_G709_2012] introduced the support for 1.25G granular tributary
   slots in OPU2, OPU3, and OPU4 signals.  With the introduction of
   higher rate signals, it is no longer practical for the optical
   networks (and the datapath hardware) to support a very large number
   of flows at such a fine granularity.  ITU-T has defined the OPUC with
   a tributary slot granularity of 5G.  This means that the ODUCn signal
   has 20*n tributary slots (of 5Gbps capacity).  It is worthwhile
   considering that the range of tributary port number (TPN) is 10*n,
   and not 20*n which would allow for a different client signal to be
   carried in each TS.  As an example, it will not be possible to embed
   15 5G ODUflex signals in a ODUC1.




3.5. Structure of OPUCn MSI with Payload type 0x22

   As mentioned above, the OPUCn signal has 20*n 5G tributary slots.
   The OPUCn contains n PSI structures, one per OPUC instance.  The PSI
   structure consists of the Payload Type (of 0x22), followed by a
   Reserved Field (1 byte), followed by the MSI.  The OPUCn MSI field
   has a fixed length of 40*n bytes and indicates the availability of
   each TS.  Two bytes are used for each of the 20*n tributary slots,
   and each such information structure has the following format
   ([ITU-T_G709_2016] G.709:Section 20.4.1):



   a.  The TS availability bit 1 indicates if the tributary slot is
       available or unavailable



   b.  The TS occupation bit 9 indicates if the tributary slot is
       allocated or unallocated



   c.  b.c.  The tributary port # in bits 2 to 8 and 10 to 16 indicates
       the port number of the client that is being carried in this
       specific TS; a flexible assignment of tributary port to tributary
       slots is possible.  Numbering of tributary ports are is from 1 to
       10n.




3.6. Client Signal Mappings

   The approach taken by the ITU-T to map non-OTN client signals to the
   appropriate ODU containers is as follows:



   a.  All client signals with rates less than 100G are mapped as
       specified in [ITU-T_G709_2016]:Clause 17.  These mappings are
       identical to those specified in the earlier revision of G.709
       [ITU-T_G709_2012].  Thus, for example, the 1000BASE-X/10GBASE-R
       signals are mapped to ODU0/ODU2e respectively (see Table 2 --
       based on Table 7-2 in [ITU-T_G709_2016])



   b.  Always map the new and emerging client signals to ODUflex signals
       of the appropriate rates (see Table 2 -- based on Table 7-2 in
       [ITU-T_G709_2016])



   c.  Drop support for ODU Virtual Concatenation.  This simplifies the
       network, and the supporting hardware since multiple different
       mappings for the same client are no longer necessary.  Note that
       legacy implementations that transported sub-100G clients using
       ODU VCAT shall continue to be supported.



   d.  ODUflex signals are low-order signals only.  If the ODUflex
       entities have rates of 100G or less, they can be transported
       using either an ODUk (k=1..4) or an ODUCn server layer.  On the
       other hand, ODUflex connections with rates greater than 100G will
       require the server layer to be ODUCn.  The ODUCn signals must be
       adapted to an OTUCn signal.  Figure 3 illstrates the hierarchy of
       the digital signals defined in [ITU-T_G709_2016].



+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|    ODU Type    |                   ODU Bit Rate                   |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|      ODU0      |                  1,244,160 Kbps                  |
|      ODU1      |             239/238 x 2,488,320 Kbps             |
|      ODU2      |             239/237 x 9,953,280 Kbps             |
|     ODU2e      |            239/237 x 10,312,500 Kbps             |
|      ODU3      |            239/236 x 39,813,120 Kbps             |
|      ODU4      |            239/227 x 99,532,800 Kbps             |
|  ODUflex for   |         239/238 x Client signal Bit rate         |
|   CBR client   |                                                  |
|    signals     |                                                  |
|  ODUflex for   |               Configured bit rate                |
|  GFP‑F mapped  |                                                  |
| packet traffic |                                                  |
|  ODUflex for   | s x 239/238 x 5 156 250 kbit/s: s=2,8,5*n, n >=  |
|   IMP mapped   |                        1                         |
| packet traffic |                                                  |
|  ODUflex for   | 103 125 000 x 240/238 x n/20 kbit/s, where n is  |
|  FlexE aware   | total number of available tributary slots among  |
|   transport    | all PHYs which have been crunched and combined.  |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



     Note that this table doesn't include ODUCn -- since it cannot be
   generated by mapping a non-OTN signal.  An ODUCn is always formed by
                      multiplexing multiple LO-ODUs.



        Table 2: Types and rates of ODUs usable for client mappings



==================================================================


                 Clients (e.g. SONET/SDH, Ethernet)
                      +       +      +
                      |       |      |
   +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑+‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
   |                     OPUk                                 |
   +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
   |                     ODUk                                 |
   +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑+
   | OTUk, OTUk.V, OTUkV   |          OPUk             |      |
   +‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+      |
   | OTLk.n   |            |          ODUk             |      |
   +‑‑‑‑‑‑‑‑‑‑+            +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑+      |
                           | OTUk, OTUk.V, OTUkV |   OPUCn    |
                           +‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
                           | OTLk.n   |          |   ODUCn    |
                           +‑‑‑‑‑‑‑‑‑‑+          +‑‑‑‑‑‑‑‑‑‑‑‑+
                                                 |   OTUCn    |
                                                 +‑‑‑‑‑‑‑‑‑‑‑‑+


==================================================================



   Figure 3: Digital Structure of OTN interfaces (from G.709:Figure 6-1)




4. Applicability and GMPLS Implications


4.1. Applicability and Challenges

   Two typical scenarios are depicted in Appendix XIII of
   [ITU-T_G709_2016], which are also introduced into this document to
   help analyze the potential extension to GMPLS needed.  Though these
   two scenarios are mainly introduced in G.709 to describe OTUCn sub
   rates application, they can also be used to describe general OTUCn
   application.  One thing that should be note is these two scenarios
   are a little different from those described in [ITU-T_G709_2016], as
   the figure in this section include the OTSi(G) in to facilitate the
   description of the challenge brought by [ITU-T_G709_2016].



   The first scenarios is depicted in Figure 4.  This scenario deploys
   OTUCn/OTUCn-M between two line ports connecting two L1/L0 ODU cross
   connects (XC) within one optical transport network.  One OTUCn is
   actually carried by one OTSi(G) or OTSiA.



   As defined in [ITU-T_G872], OTSiG is used to represent one or more
   OTSi as a group to carry a single client signal (e.g., OTUCn).  The
   OTSiG may have non-associated overhead, the combination of the OTSiG
   and OTSiG-O is represented by the OTSiA management/control
   abstraction.



   In this scenario, it is clear that the OTUCn and ODUCn link can be
   automatically established, after/together with the setup of OTSi(G)
   or OTSiA, as both OTUCn and ODUCn perform section layer only.  One
   client OTUCn signal is carried by one single huge OTSi signal or a
   group of OTSi.  There is a 1:1 mapping relationship between OTUCn and
   OTSi(G) or OTSiA.



   For example, one 400G OTUCn signal can be carried by one single 400G
   OTSi signal or one 400G OTUCn signal can be split into 4 different
   OTUC instances, with each instances carried by one OTSi.  Those four
   OTSi function as a group to carry a single 400G OTUCn signal.



==================================================================


              +‑‑‑‑‑‑‑‑+                     +‑‑‑‑‑‑‑‑+
              |        +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+        |
              | OTN    |‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑| OTN    |
              |  XC    +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+  XC    |
              |        |                     |        |
              +‑‑‑‑‑‑‑‑+                     +‑‑‑‑‑‑‑‑+
                <‑‑‑‑‑‑‑‑‑‑ ODUk/ODUflex ‑‑‑‑‑‑‑‑‑‑‑>
                 <‑‑‑‑‑‑‑‑‑‑‑‑ ODUCn ‑‑‑‑‑‑‑‑‑‑‑‑‑‑>
                  <‑‑‑‑‑‑‑ OTUCn/OTUCn‑M ‑‑‑‑‑‑‑‑‑>
                   <‑‑‑‑‑‑‑‑OTSi(G)/OTSiA‑‑‑‑‑‑‑‑‑>


==================================================================



                           Figure 4: Scenario A



   The second scenarios is depicted in Figure 4.  This scenario deploys
   OTUCn/OTUCn-M between transponders which are in a different domain B,
   which are separated from the L1 ODU XCs in domain A and/or C. one
   end-to-end ODUCn is actually supported by three different OTUCn or
   OTUCn-M segments, which are in turn carried by OTSi(G) or OTSiA.



   In the second scenario, OTUCn links will be established automatically
   after/together with the setup of OTSi(G) or OTSiA, while there are
   still some doubts about how the ODUCn link is established.  In
   principle, it could/should be possible but it is not yet clear in
   details how the ODUCn link can be automatically setup.



   ==================================================================


                    +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
     A              |                B                     |          A or C
     |              |                                      |             |
+‑‑‑‑‑‑‑‑+          | +‑‑‑‑‑‑‑‑+                +‑‑‑‑‑‑‑‑+ |        +‑‑‑‑‑‑‑‑+
|        +‑‑‑‑‑‑‑‑‑‑|‑+        |                |        +‑|‑‑‑‑‑‑‑‑+        |
| OTN    |‑‑‑‑‑‑‑‑‑‑|‑| Transp |                | Transp |‑|‑‑‑‑‑‑‑‑| OTN    |
|  XC    +‑‑‑‑‑‑‑‑‑‑|‑+ onder  +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+ onder  +‑|‑‑‑‑‑‑‑‑+  XC    |
|        |          | |        |                |        | |        |        |
+‑‑‑‑‑‑‑‑+          | +‑‑‑‑‑‑‑‑+                +‑‑‑‑‑‑‑‑+ |        +‑‑‑‑‑‑‑‑+
                    |                                      |
                    +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+

     <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ODUk/ODUflex‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>
      <‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ ODUCn ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑>
       <‑‑‑‑‑‑‑OTUCn‑‑‑‑‑‑‑><‑‑‑‑‑OTUCn/OTUCn‑M‑‑‑‑‑><‑‑‑‑‑‑‑OTUCn‑‑‑‑‑‑‑>
        <‑‑OTSi(G)/OTSiA‑‑>  <‑‑‑‑OTSi(G)/OTSiA‑‑‑‑>  <‑‑OTSi(G)/OTSiA‑‑>


   ==================================================================



                           Figure 5: Scenario B



   According to the above description, it can be concluded that some
   uncertainty about setup of ODUCn link still exist, and this
   uncertainty may have relationship with the progress in ITU-T.  Based
   on the analysis, it is suggested that the scope of this draft should
   mainly focus on how to set up ODUk/ODUflex LSPs over ODUCn links, as
   also indicated in the figure above.




4.2. GMPLS Implications and Applicability


4.2.1. Implications and Applicability for GMPLS Signalling

   Once the ODUCn link is configured, the GMPLS mechanisms defined in
   RFC7139 can be reused to set up ODUk/ODUflex LSP with no/few changes.
   As the resource on the ODUCn link which can be seen by the client
   ODUk/ODUflex is a serial of 5G slots, the label defined in RFC7139 is
   able to accommodate the requirement of the setup of ODUk/ODUflex over
   ODUCn link.



   One thing should be note is the TPN used in RFC7139 and defined in
   G.709-2016 for ODUCn link.  Since the TPN currently defined in G.709
   for ODUCn link has 14 bits, while this field in RFC7139 only has 12
   bits, some extension work is needed, but this is not so urgent since
   for today networks scenarios 12 bits are enough, as it can support a
   single ODUCn link up to n=400, namely 40Tbit.



   An example is given below to illustrate the label format defined in
   RFC7139 for multiplexing ODU4 onto ODUC10.  One ODUC10 has 200 5G
   slots, and twenty of them are allocated to the ODU4.  Along with the
   increase of "n", the label may become lengthy, an optimized label
   format may be needed.



==================================================================


   0                   1                   2                   3
   0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
  |       TPN = 3         |   Reserved    |     Length = 200      |
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
  |0 1 1 0 1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0|
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
  |0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0 0|
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
  |0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0|
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
  |0 0 0 0 1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0|
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
  |0 0 0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0|
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
  |0 0 0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0|
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+
  |0 0 0 0 0 0 0 0|               Padding Bits(0)                 |
  +‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+‑+


==================================================================



                          Figure 6: Label format




4.2.2. Implications and Applicability for GMPLS Routing

   For routing, we think that no extension to current mechanisms defined
   in RFC7138 are needed.  Because, once one ODUCn link is up, we need
   to advertise only the resources that can be used on this ODUCn link
   and the multiplexing hierarchy on this link.  Considering ODUCn link
   is already configured, it's the ultimate hierarchy of this
   multiplexing, there is no need to explicitly extent the ODUCn signal
   type in the routing.



   The OSPF-TE extension defined in section 4 of RFC7138 can be used to
   advertise the resource information on the ODUCn link to direct the
   setup of ODUk/ODUflex.
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Abstract

   YANG enables to compile a set of consistent vendor-neutral data
   models for optical networks and components based on actual
   operational needs emerging from heterogeneous use cases.  A YANG
   model has been also proposed to describe finite state machine to
   program network elements that are modeled with YANG.  This document
   augments the more generic YANG model for finite state machine
   [I-D.sambo-netmod-yang-fsm], in order to pre-instruct an optical
   transponder on the actions to be performed (e.g., code adaptation) in
   case some events, such as physical layer degradations, occur.




Status of This Memo

   This Internet-Draft is submitted in full conformance with the
   provisions of BCP 78 and BCP 79.



   Internet-Drafts are working documents of the Internet Engineering
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   material or to cite them other than as "work in progress."
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1. Introduction

   Networks are evolving toward more programmability, flexibility, and
   multi-vendor interoperability.  Multi-vendor interoperability can be
   applied in the context of nodes, i.e. a node composed of components
   provided by different vendors (named fully disaggregated white box)
   is assembled under the same control system.  This way, operators can
   optimize costs and network performance without the need of being tied
   to single vendor equipment.  NETCONF protocol RFC6241 [RFC6241] based
   on YANG data modeling language RFC6020 [RFC6020] is emerging as a
   candidate Software Defined Networking (SDN) enabled protocol.  First,
   NETCONF supports both control and management functionalities, thus
   permits high programmability.  Then, YANG enables data modeling in a
   vendor-neutral way.  Some recent works have provided YANG models to
   describe attributes of links (e.g., identification), nodes (e.g.,
   connectivity matrix), media channels, and transponders (e.g.,
   supported forward error correction - FEC) of networks
   ([I-D.ietf-i2rs-yang-network-topo] [I-D.vergara-ccamp-flexigrid-yang]
   [I-D.zhang-ccamp-l1-topo-yang]), also including optical technologies.
   A YANG model [I-D.sambo-netmod-yang-fsm] has been also proposed to
   describe finite state machines (FSMs) in order to program actions
   based on conditions and events in YANG-described devices.  Such draft
   mainly refers to elastic optical networks (EONs), i.e. optical
   networks based on flexible grid where circuits with different
   bandwidth requirements are switched.  EONs are expected to employ
   flexible transponders, i.e. transponders supporting multiple bit
   rates, multiple modulation formats, and multiple codes.  Such
   transponders permits the (re-) configuration of the bit rate value
   based on traffic requirements, as well as the configuration of the
   modulation format and code based on the physical characteristics of a
   path (e.g., quadrature phase shift keying is more robust than 16
   quadrature amplitude modulation).  This document augments the YANG
   model for FSM [I-D.sambo-netmod-yang-fsm] to be applied in
   programming reconfiguration of transponders in EONs based on physical
   layer conditions.  In particular, the model enables a centralized
   remote network controller (managed by a network operator) to instruct
   a transponder controller about the actions to perform when certain
   events (e.g., failures) occur.  The actions to be taken and the
   events can be re-programmed on the device.




2. Conventions used in this document

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
   document are to be interpreted as described in RFC2119 [RFC2119].




3. Terminology

   ABNO: Application-Based Network Operations



   BER: Bit Error Rate



   EON: Elastic Optical Network



   FEC: Forward Error Correction



   FSM: Finite State Machine



   NETCONF: Network Configuration Protocol



   OAM: Operation Administration and Maintenance



   SDN: Software Defined Network



   YANG: Yet Another Network Generator




4. Flexible Transponders

   Flexible transponders enable several parameters' configurations,
   through the support of multiple modulation formats, baud rate, and
   forward error correction (FEC) schemes.  This way, transmission
   parameters can be (re-)configured based on the physical layer
   conditions.  The YANG model presented in this draft enables to pre-
   program reconfiguration settings of data plane devices in case of
   changes in the physical layer conditions.  In particular, soft
   failures can be assumed.  Soft failures imply transmission
   performance degradation, in turns a bit error rate (BER) increase,
   e.g. due to the ageing of some network devices.  Without loosing
   generality, the ABNO architecture is assumed for the control and
   management of EONs (RFC7491 [RFC7491]).  Considering the state of the
   art, when pre-FEC BER passes above a predefined threshold, it is
   expected that an alarm is sent to the OAM Handler, which communicates
   with the ABNO controller that may trigger an SDN controller (that
   could be the Provisioning Manager of ABNO RFC7491 [RFC7491]) for
   computing new transmission parameters.  The involved ABNO modules are
   shown in the simplified ABNO architecture of Fig. 1.  Then,
   transponders are reconfigured.  When alarms related to several
   connections impacted by the soft failure are generated, this
   procedure may be particularly time consuming.  The related workflow
   for transponder reconfiguration is shown in Fig. 2.  The proposed
   model enables an SDN controller to instruct the transponder about
   reconfiguration of new transmission parameters values if a soft
   failure occurs.  This can be done before the failure occurs (e.g.,
   during the connection instantiation phase or during the connection
   service), so that data plane devices can promptly reconfigure
   themselves without querying the SDN controller to trigger an on-
   demand recovery.  This is expected to speed up the recovery process
   from soft failures.  The related flow chart is shown in Fig. 3.



   ___________            ___________
  |  ABNO     |          |   OAM     |
  |controller |  ‑‑‑‑‑‑  |  Handler  |
  |___________|          |___________|

    |                         |
    |                         |
    |                         |
 ____________                 |
|    SDN     |                |
| controller |                |
|____________|                |
                              |
     |                        |
     |                        |
     |                        |
   _____________________________
  |            Client           |
  |            network          |
  |_____________________________|




                 Figure 1: Assumed ABNO functional modules



  _____________________
 |         1           |
 |Sending alarm to the |
 |        OAM Handler  |
 |                     |
 |_____________________|
           |
           |
           |
 _____________________
|          2          |
|       Trigger       |
|  SDN Controller     |
|                     |
|_____________________|
           |
           |
           |
 _____________________
|          3          |
|   Computation of    |
|  new transmission   |
|    parameters       |
|_____________________|
          |
          |
          |
 _____________________
|         4           |
|    Data plane       |
|    reconfiguration  |
|                     |
|_____________________|




      Figure 2: Flow chart of the expected state-of-the-art approach



 _______________________
|          1            |
| Instructing the local |
|   controller of       |
|  data plane devices   |
|_______________________|
           |
           |
           |
 _______________________
|          2            |
| Local reconfiguration |
|     upon failure      |
|       detection       |
|_______________________|
           |
           |
           |
 _______________________
|          3            |
|                       |
|     notification      |
|                       |
|_______________________|




    Figure 3: Flow chart of the approach exploiting YANG models in this

                                   draft




5. Augmenting the FSM YANG model for transponder reconfiguration

   This section augments the FSM YANG model presented in
   [I-D.sambo-netmod-yang-fsm] to address the specific use case of
   transponder reconfiguration triggered by physical layer changes.  The
   FSM is installed by the SDN controller in the local controller of the
   transponder and then runs there.  The installation of the FSM can be
   enabled through a NETCONF <edit-config> message.  Through FSM, the
   SDN controller instructs the transponder about the possible events
   (e.g., BER above a threshold) and reactions (e.g., change of
   modulation format) by setting the thresholds (e.g., BER threshold)
   and the reconfiguration settings.  The FSM model is based on the
   following main attributes: states, transitions (corresponding to some
   specific event), and actions.  In particular, more specifically with
   respect to [I-D.sambo-netmod-yang-fsm], in such a use case, a state
   corresponds to a specific configuration of transponder transmission
   parameters: e.g., given by the modulation format and the FEC.  A
   transition is triggered when the pre-FEC BER (or another parameter
   such as the OSNR) is below or above a threshold.  To this purpose,
   with respect to [I-D.sambo-netmod-yang-fsm], the attribute <filter>
   is expressed by the definition of thresholds and operators.  The
   action mainly consists of the change of modulation format and/or FEC.



   The Tree of the YANG model for transponder reconfiguration
   (augmentation of the YANG model for FSM) is reported below.



module: ietf‑treconf
   +‑‑rw current‑state?   leafref
   +‑‑rw states
      +‑‑rw state [id]
         +‑‑rw id             state‑id‑type
         +‑‑rw description?   string
         +‑‑rw transitions
            +‑‑rw transition [name]
               +‑‑rw name                   string
               +‑‑rw description?           string
               +‑‑rw threshold‑parameter?   decimal64
               +‑‑rw threshold‑operator?    string
               +‑‑rw transition‑action
                  +‑‑rw action [id]
                     +‑‑rw id        transition‑id‑type
                     +‑‑rw type      enumeration
                     +‑‑rw simple
                        +‑‑rw execute
                        +‑‑rw next‑action?   transition‑id‑type
                        +‑‑rw next‑state?    Leafref




   More specifically, the attribute <state> is a list defining all the
   transponder states. <transitions> is an attribute defining a list of
   events that may trigger the change of transponder state (e.g., BER
   change). <threshold-parameter> defines a threshold value, while
   <threshold-operator> defines the operator <,>,<=,>=.  Thus, if the
   event BER>TH has to be modeled, the attribute <threshold-parameter>
   has to be set to "TH" while <threshold-operator> to ">".  <actions>
   defines a list of actions to take during the transition (e.g. change
   of modulation format) <next-state> defines the next transponder state
   when an action is executed (e.g., new modulation format and FEC).



   For more details about the other model attributes, the reader can
   refer to [I-D.sambo-netmod-yang-fsm].



   In such a use case, we assume that an event (e.g., BER>TH) is
   revealed by the digital signal processing (DSP) of the receiver.
   Once the event is recognized, the modulation format and/or the FEC
   have to be changed, both at the receiver and the transmitter.  Thus,
   the list of actions to be executed includes the change of
   transmission parameters at the receiver side.  Moreover, transmission
   and receiver must be synchronized about the transmission settings
   (modulation format and so no) for a proper transmission.  Thus, when
   the transponder at the receiver side decides to change its state, the
   remote transponder at the transmitter side has to do the same state
   transition.  To this purpose, the list of actions also includes this
   coordination.  In particular, the transponder at the receiver side
   sends a message to the transmitter to synchronize about the
   transmission parameters to be adopted.  This message can be sent over
   a control channel.  This way both the transmitter and receiver
   operates with the same transmission parameters: e.g.  the format,
   FEC, and so on.



   Such transponder reconfiguration based on FSM has been successfully
   demonstrated by integrating control and data planes in a lab and
   field trials.



   Finally, a last consideration concerns the impact on transmission bit
   rate when changing some transmission parameters.  When passing from a
   more spectral efficient modulation format (but less robust with
   respect to physical impairments) to a less spectral efficient
   modulation format (more robust) such that could be polarization
   multiplexing 16 quadrature phase shift keying (PM-16QAM) and PM
   quadrature phase shift keying (PM-QPSK) the bit rate is reduced
   (halved in the case of PM-16QAM and PM-QPSK).  This means that part
   of the traffic cannot be recovered through FSM, but needs of other
   restoration mechanisms (e.g., dynamic restoration).  As an example,
   the gain of the proposed FSM mechanism promptly recovering part of
   the bit rate can be applied to high-priority traffic so that its
   recovery can be faster without involving central controller, while
   other classical recovery mechanisms (involving the sending of alarms,
   their processing, new computations and setup) can be adopted for best
   effort traffic (as the traffic that cannot be recovered when passing
   from PM-16QAM to PM-QPSK).  The same happens changing the code rate:
   at fixed baud rate and modulation format, if the code redundancy is
   increased, the net bit rate is decreased.  Again, part of the traffic
   can be promptly recovered through FSM, while the other by relying on
   classical recovery mechanisms.  Another case of applicability is
   related to the "functional split" in next generation radio access
   networks (RANs).  In this scenario, the evolved NodeB (eNB) functions
   are split into two new, most likely virtualized, network entities:
   the Central Unit (CU) deployed in centralized locations and the
   Distributed Unit (DU) deployed near the antenna.  Several functional
   splits are being considered, e.g. by 3GPP in TR 38.801 and IEEE 1914
   Working Group in Next Generation Fronthaul Interface (NGFI).  They
   demand different requirements in terms of latency and capacity to the
   fronthaul network connecting DU and CU.  For example, in 3GPP TR
   38.801, according to "Option 7c" functional split, 10.1-22.2Gb/s and
   53.8-86.1Gb/s are required in the downstream and upstream links,
   respectively, while, according to "Option 8" functional split,
   157.3Gb/s is required both in downstream and upstream links.  Thus,
   the change of rate could reflect into a change of functional split.




6. Code of the YANG model for transponder reconfiguration

   The related code is reported below.



<CODE BEGINS> file "ietf-treconf@2016-03-15.yang"




module ietf‑treconf {
 namespace "http://sssup.it/fsm";
 prefix fsm;




  organization

    "Scuola Superiore Sant'Anna Network and Services Laboratory";



contact
  " Editor: Matteo Dallaglio
            <mailto:m.dallaglio@sssup.it>
  ";



  description

    "This module contains a YANG definitions of a generic finite state
        machine.";



revision 2016‑03‑15 {
  description "Initial Revision.";
  reference
    "RFC xxxx:";
}


identity TRANSITION {
    description "Base for all types of event";
}

identity ON_CHANGE {
    base TRANSITION;
    description
      "The event when the database changes.";
}




  // typedef statements



  typedef transition‑type {
        description "it defines the transition type";
    type identityref {
      base TRANSITION;
    }
  }

  typedef transition‑id‑type {
        description "it defines the transition id type";
    type uint32;
  }


  // grouping statements
  grouping action‑block {
        description "it defines the grouping action";
    leaf id {
        description "it defines the id of the transition";
      type transition‑id‑type;
    }
    leaf type {
    description "it defines if the action has to be simply executed
    or if a conditional statement has to be checked before execution";

      type enumeration {
        enum "CONDITIONAL_OP"{
description "it defines the type CONDITIONAL OPERATION to check a
statement before execution. In this draft, at the moment, only SIMPLE
will be assumed";

 }
        enum "SIMPLE_OP"{
description "it defines the type SIMPLE OPERATION: i.e., an operation
to be directly executed;
}
      }
      mandatory true;
    }

    grouping execution‑top {
        description "it defines the execution attribute";
      anyxml execute {
        description "Represent the action to perform";
      }
      leaf next‑action {
        type transition‑id‑type;
        description "the id of the next action to execute";
      }



    }




  container simple {
    when "../type = 'SIMPLE_OP'";
    description
      "Simple execution of an action without checking any condition";
    uses execution‑top;
  }
}

grouping action‑top {
      description "it defines the grouping of action";
  list action {
              description "it defines the list of actions";
    key "id";

    ordered‑by user;
    uses action‑block;
  }
}

grouping on‑change {
  description
    "Event occuring when a modification of one or more
     objects occurs";

  leaf threshold‑parameter {
  description "it defines the threshold of an event determined by
  a threshold exceed";
    type decimal64;
  }

  leaf threshold‑operator {
  description "it defines the operator to check the threshold
  exceed: <, > <=, >=";
    type string;
  }




  }



grouping transition‑top {
      description "it defines the grouping transition";
  leaf name {
      description "it defines the transition name";
    type string;
    mandatory true;



    }





    leaf description {
description "it describes the transition with a string";
      type string;
    }

    // list of all possible events
    uses on‑change {
      when "type = 'ON_CHANGE'";
    }

    container transition‑action {
        description "it defines the container actions to take during the
        transition";
      uses action‑top;
    }
  }

  grouping transitions‑top {
        description "it defines the grouping transition";
    container transitions {
        description "it defines the container transitions";
      list transition {
                description "it defines the list of transitions";
        key "name";
        uses transition‑top;

      }
    }
  }




  // data definition statements



  uses transitions-top;



  // extension statements



  // feature statements



  // augment statements



  // rpc statements



  // notification statements



  // identity statements



  // typedef statements



typedef state‑id‑type {
      description "it defines the id type of the states";
  type uint32;
}


// grouping statements
grouping state‑top {
      description "it defines the grouping state";
  leaf id {
      description "it defines the id of the state";
    type state‑id‑type;
  }

  leaf description {
      description "it describes the state with a string";
    type string;
  }


  grouping next‑state‑top {
      description "it defines the grouping next state";
    leaf next‑state {
        type leafref {
          path "../../../../../../../../../states/state/id";
        }
        description "Id of the next state";
      }
  }

  uses transitions‑top {
    augment "transitions/transition/transition‑action/action/simple" {
      //uses next‑state‑top;
      leaf next‑state {
        type leafref {
          path "../../../../../../../../states/state/id";
        }
        description "Id of the next state";
      }
    }
  }



  }



grouping states‑top {
      description "it defines the attributes of state‑top";
  leaf current‑state {
      description "it defines the current state";
    type leafref {
              description "it refers to its id";
      path "../states/state/id";
    }
  }

  container states {
      description "it defines the container states";
    list state {
      description "it defines the list of states";
      key "id";
      uses state‑top;
    }
  }
}




  // data definition statements





  uses states-top;



  // extension statements




  // feature statements



  // augment statements.



  // rpc statements



  // notification statements




}//module fsm





<CODE ENDS>
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Abstract
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1. Terminology and Definitions

   The following acronyms are used in this document:



   PNC Provisioning Network Controller



   MDSC Multi Domain Service Coordinator




2. Introduction

   This document defines a YANG data model to describe the topologies of
   microwave/millimeter(hereafter microwave is used to simplify the
   text).  The microwave topology model augments the TE topology model
   defines in [I-D.ietf-teas-yang-te-topo].



   The microwave topology model is expected to be used between a
   Provisioning Network Controller(PNC) and a Multi Domain Service
   Coordinator(MDSC)([RFC8453]).  Possible use cases of microwave
   topology models include:



   1.  The microwave link frequency could be used to understand the
       current frequency usage, enabling a whole view of the network
       topology information, and as an input for network frequency
       planning.



   2.  The microwave radio link could change its bandwidth according to
       the environments under the adaptive modulation mode, e.g., the
       bandwidth will degrade when there's a heavy rain.  To get to know
       of current microwave link bandwidth is important for path
       computation and service provisioning across different
       technologies/networks.



   3.  Due to bandwidth changing feature, availability is normally used
       to describe the microwave radio link characteristic.  [RFC8330]
       defines a mechanism to report bandwidth-availability information
       through OSPF-TE.  It's also necessary to include the information
       in the YANG data model to optimize the path/route computation.




3. YANG Data Model (Tree Structure)


3.1. The YANG Tree

module: ietf‑microwave‑topology
  augment /nw:networks/nw:network/nw:network‑types/tet:te‑topology:
    +‑‑rw mw‑topology!
  augment /nw:networks/nw:network/nt:link/tet:te/tet:te‑link‑attributes:
        +‑‑rw mw‑link‑frequency?             uint32
        +‑‑rw mw‑link‑channel‑separation?    uint32
        +‑‑ro mw‑link‑nominal‑bandwidth?     uint64
        +‑‑ro mw‑link‑current‑bandwidth?     uint64
        +‑‑ro mw‑link‑unreserved‑bandwidth uint64
        +‑‑rw mw‑link‑availability* [availability]
       +‑‑rw availability                decimal64
       +‑‑ro mw‑link‑bandwidth           uint64
  augment /nw:networks/nw:network/nw:node/nt:termination‑point /tet:te:
    +‑‑ mp interface‑root?




3.2. Relationship with microwave interface YANG model

   The microwave topology model is expected to be used between a PNC and
   a MDSC.  [I-D.ietf-ccamp-mw-yang] defines an interface YANG model for
   microwave radio link which is used between the PNC and the physical
   device for device configuration.  The PNC is able to convert the
   information received from the topology model into the interface
   model.  For example, the link frequency in the topology model is
   mapped to the tx-frequency of the carrier termination in the
   interface model.



   If the purpose is to access more information of the microwave
   interface YANG model through the microwave topology model, a schema
   mount mechanism could be used, see the "interface-root" in the
   microwave topology model.  [I-D.ietf-netmod-schema-mount] defines a
   mechanism to add the schema trees defined by a set of YANG modules
   onto a mount point defined in the schema tree in some YANG module.
   The current defined schema mount mechanism allows mounting of
   complete data models only.  If complete mounting of the microwave
   interface YANG model is not neceesary, a deviation model could be
   created to remove unneeded schema in the microwave interface model,
   and be mounted to the topology model.




3.3. Relationship with client topology model

   Ethernet is the most common client signal over microwave link.  The
   Ethernet topology is an overlay TE topology on microwave topology.
   When an ETH service is transported by a single microwave radio link,
   the ETH link is supported by the microwave tunnel in underlay
   microwave topology, the microwave tunnel is supported by the
   microwave link.  Please be noted that the tunnel in microwave
   topology is normally one-hop tunnel without intermediate node.
   Appendix A.1 shows some JSON example of Ethernet link over single
   microwave link.  When an ETH service is transported over two
   microwave radio links, the ETH link is supported by the microwave
   tunnel in underlay microwave topology, the microwave tunnel is
   supported by the two microwave links.  TTP Local Link Connectivity
   List is a List of TE links terminated by the TTP hosting TE
   node[I-D.ietf-teas-yang-te-topo].  It's used to associated with the
   two LTP to the TTP in microwave topology.  Appendix A.2 shows some
   JSON example of Ethernet link over two microwave links.




3.4. Model applicability to other technology

   TBA




4. YANG Module

  <CODE BEGINS> file "ietf-microwave-topology.yang"



module ietf‑microwave‑topology {
 yang‑version 1.1;
  namespace "urn:ietf:params:xml:ns:yang:ietf‑microwave‑topology";



    prefix "mwtopo";



  import ietf‑network {
    prefix "nw";
  }

  import ietf‑network‑topology {
    prefix "nt";
  }

  import ietf‑te‑topology {
    prefix "tet";
  }

/*
 *import ietf‑routing‑types {
 * prefix "rt‑types";
 * }
 */

  import ietf‑yang‑schema‑mount {
       prefix yangmnt;
       reference "draft‑ietf‑netmod‑schema‑mount: YANG Schema Mount";
     }

 organization
  "Internet Engineering Task Force (IETF) CCAMP WG";
 contact
  "
  WG List: <mailto:ccamp@ietf.org>

  ID‑draft authors:
   Min Ye (amy.yemin@huawei.com);
   Aihua Guo (aihuaguo@huawei.com);
   Jonas Ahlberg (jonas.ahlberg@ericsson.com);
   Xi Li (Xi.Li@neclab.eu);
   Daniela Spreafico (daniela.spreafico@nokia.com)
  ";

 description
  "This is a module for microwave topology.";
  revision 2018‑10‑22 {
    description
    "change the type of serveral data nodes.";
    reference "";
  }

   revision 2018‑06‑30 {
    description
    "Updated version to add mount point to the interface model.";
    reference "";
  }

   revision 2018‑03‑05 {
    description
    "Initial version.";
    reference "";
  }

   feature root‑radio‑if{
    description
        "This feature means that root for microwave radio
     interface model is supported.";
   }

  /*
   * Groupings
   */
  grouping mw‑link‑attributes {
     description "Microwave link attributes";

         leaf mw‑link‑frequency {
           type uint32;
           units "kHz";
           description "Frequency of the link";
           }

         leaf mw‑link‑channel‑separation {
           type uint32;
           units "kHz";
           description "The distance
            between adjacent channels in a radio frequency channel
            arrangement used in this link";
           reference "ETSI EN 302 217‑1";
           }



            leaf mw-link-nominal-bandwidth {



            type uint64;
            units "Kbps";
            config false;
            description "The nominal bandwidth of the link";
          }

          leaf mw‑link‑current‑bandwidth {
           type uint64;
           units "Kbps";
           config false;
           description "The current bandwidth of the link";
           }

          leaf mw‑link‑unreserved‑bandwidth {
           type uint64;
           units "Kbps";
           config false;
           description "The unreserved bandwidth of the link is
                    mw‑link‑current‑bandwidth minus occupied bandwidth
                    on mw link";
           }

          list mw‑link‑availability{
            key "availability";
            description "List of availability and corresponding
                         link bandwidth";

            leaf availability {
              type decimal64 {
                fraction‑digits 4;
                range "0..99.9999";
              }
              description "Availability level of the link";
            }

            leaf mw‑link‑bandwidth {
              type uint64;
              units "Kbps";
              config false;
              description "The link bandwidth corresponding
                           to the availability level";
            }
          }

      container "interface‑root" {
           if‑feature root‑radio‑if;
           description
             "Container for mount point.";

           yangmnt:mount‑point "interface‑root" {
             description
               "Root for microwave radio interface model.
                            It could contain an interface instance.";
           }
         }
        }

  /*
   * Data nodes
   */
   augment "/nw:networks/nw:network/nw:network‑types/"
        + "tet:te‑topology" {
    container mw‑topology {
      presence "indicates a topology type of microwave.";
      description "microwave topology type";
    }
    description "augment network types to include microwave network";
  }

  augment "/nw:networks/nw:network/nt:link/tet:te/"
        + "tet:te‑link‑attributes" {
    when "../../../nw:network‑types/tet:te‑topology/"
       + "mwtopo:mw‑topology" {
      description "This augment is only valid for microwave.";
    }
    description "Microwave link augmentation";

    uses mw‑link‑attributes;
  }

 }
<CODE ENDS>





5. Security Considerations

   The YANG module specified in this document defines a schema for data
   that is designed to be accessed via network management protocols such
   as NETCONF [RFC6241] or RESTCONF [RFC8040][RFC8040].  The lowest
   NETCONF layer is the secure transport layer, and the mandatory-to-
   implement secure transport is Secure Shell (SSH) [RFC6242].  The
   lowest RESTCONF layer is HTTPS, and the mandatory-to-implement secure
   transport is TLS [RFC8446].



   The NETCONF access control model [RFC8341] provides the means to
   restrict access for particular NETCONF or RESTCONF users to a
   preconfigured subset of all available NETCONF or RESTCONF protocol
   operations and content.



   There are a number of data nodes defined in this YANG module that are
   writable/creatable/deletable (i.e., config true, which is the
   default).  These data nodes may be considered sensitive or vulnerable
   in some network environments.  Write operations (e.g., edit-config)
   to these data nodes without proper protection can have a negative
   effect on network operations.  These are the subtrees and data nodes
   and their sensitivity/vulnerability:



   TBD.(list subtrees and data nodes and state why they are sensitive)



   Some of the readable data nodes in this YANG module may be considered
   sensitive or vulnerable in some network environments.  It is thus
   important to control read access (e.g., via get, get-config, or
   notification) to these data nodes.  These are the subtrees and data
   nodes and their sensitivity/vulnerability:



   TBD.(list subtrees and data nodes and state why they are sensitive)




6. IANA Considerations

   IANA has assigned a new URI from the "IETF XML Registry" [RFC3688].



URI: urn:ietf:params:xml:ns:yang:ietf‑microwave‑topology
Registrant Contact: The IESG
XML: N/A; the requested URI is an XML namespace.



   IANA has recorded a YANG module name in the "YANG Module Names"
   registry [RFC6020] as follows:



Name: ietf‑microwave‑topology
Namespace: urn:ietf:params:xml:ns:yang:ietf‑microwave‑topology
Prefix: mwtopo
Reference: RFC xxxx
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Appendix A. Appendix A Examples of microwave topology


A.1. Appendix A.1 A topology with single microwave radio link

   Microwave is a transport technology which can be used to transport
   client services, such as ETH.  When an ETH service is transported by
   a single microwave radio link, the topology could be shown as the
   Figure 3.  Note that the figure just shows an example, there might be
   other possiblities to demonstrate the topology.



      Node 1                              Node 2
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+                     +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|               |                     |               |
| +‑‑‑‑‑‑‑‑‑‑‑+ |                     | +‑‑‑‑‑‑‑‑‑‑‑+ |
| |    LTP11  | |                     | |   LTP21   | | ‑‑ETH topo
| +‑‑‑‑‑‑‑o‑‑‑+ |  ETH‑TE‑Link‑1      | +‑‑‑o‑‑‑‑‑‑‑+ |
|         |‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑|         |
|               |                     |               |
| +‑‑‑‑‑‑‑‑‑‑‑+ |                     | +‑‑‑‑‑‑‑‑‑‑‑+ |
| | TTP‑1 __  | | microwave tunnel‑11 | |  __ TTP‑1 | |
| |       \/@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@\/       | |
| |        *  | |                     | |  *        | | ‑‑Microwave topo
| |         * | | microwave link 12   | | *         | |
| |    LTP‑1 *o ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑o* LTP‑1    | |
| |           | |                     | |           | |
| +‑‑‑‑‑‑‑‑‑‑‑+ |                     | +‑‑‑‑‑‑‑‑‑‑‑+ |
|               |                     |               |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+                     +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



        Figure 3: ETH transported on a single microwave radio link



   In the above ETH topology, the ETH-TE-link is encoded in JSON as
   below:



...
"ietf‑network‑topology:link": [
  {
    "link‑id": "N1,LTP11,N2,LTP21",
    "source": {
      "source‑node": "N1",
      "source‑tp": "LTP11"
    }
    "destination": {
      "dest‑node": "N2",
      "dest‑tp": "LTP21"
    }
  }
]
"ietf‑te‑topology:link/te/te‑link‑attributes/": [
  {
    "ietf‑te‑topology:underlay": {
          "enabled": ture,
          "primary‑path":{
           "path‑element": {
             "path‑element‑id": "MW‑11"
                 //no backup‑path
                 //no protection‑type
           }
          }
          "tunnel‑termination‑points": {
            "source": "N1/TTP‑1",
                "destination": "N2/TTP‑1"
          }
          "tunnels" : {
           "sharing": "false",
           "tunnel":{
             "tunnel‑name": "MW‑11",
                 "sharing": "false"
           }
          }
         }
      }
]



   Note that the example above just shows the particular ETH link, not
   the full ETH topology.



   In the microwave topology, the microwave link is encoded in JSON as
   below:



...
"ietf‑network‑topology:link": [
  {
    "link‑id": "N1,LTP1,N2,LTP1",
    "source": {
      "source‑node": "N1",
      "source‑tp": "LTP1"
    }
    "destination": {
      "dest‑node": "N2",
      "dest‑tp": "LTP1"
    }
  }
]
"ietf‑te‑topology:link/te/te‑link‑attributes": [
  {
       "ietf‑microwave‑topology:mw‑link‑frequency":  10728000,
       "ietf‑microwave‑topology:mw‑link‑channel‑separation": "28000",
       "ietf‑microwave‑topology:mw‑link‑nominal‑bandwidth": "1000",
       "ietf‑microwave‑topology:mw‑link‑current‑bandwidth": "1000",
       "ietf‑microwave‑topology:mw‑link‑unreserved‑bandwidth": "400",
       "ietf‑microwave‑topology:mw‑link‑availability":{
        "availability":"99.99",
        "mw‑link‑bandwidth": "1000"
       }
      }
]




A.2. Appendix A.2 A topology with microwave radio links bundling

   When a ETH service is transported over two microwave radio links, the
   topologies could be shown as in Figure 4.  Note that the figure just
   shows one example, there might be other possiblities to demonstrate
   the topology.



      Node 1                              Node 2
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+                     +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
|               |                     |               |
| +‑‑‑‑‑‑‑‑‑‑‑+ |                     | +‑‑‑‑‑‑‑‑‑‑‑+ |
| |    LTP11  | |                     | |   LTP21   | | ‑‑ETH topo
| +‑‑‑‑‑‑‑o‑‑‑+ |  ETH‑TE‑Link‑1      | +‑‑‑o‑‑‑‑‑‑‑+ |
|         |‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑|         |
|               |                     |               |
| +‑‑‑‑‑‑‑‑‑‑‑+ |                     | +‑‑‑‑‑‑‑‑‑‑‑+ |
| | TTP‑1 __  | | microwave tunnel‑11 | |  __ TTP‑1 | |
| |       \/@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@\/       | |
| |       **  | |                     | |  **       | | ‑‑Microwave topo
| |        ** | | microwave link 22   | | **        | |
| |    LTP‑2**o ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑o**LTP‑2    | |
| |    LTP‑1 *o ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑o* LTP‑1    | |
| |           | | microwave link 11   | |           | |
| +‑‑‑‑‑‑‑‑‑‑‑+ |                     | +‑‑‑‑‑‑‑‑‑‑‑+ |
|               |                     |               |
+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+                     +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+



          Figure 4: ETH transported on two microwave radio links



   In the ETH topology, the ETH-TE-link is encoded in JSON as below:



...
"ietf‑network‑topology:link": [
  {
    "link‑id": "N1,LTP11,N2,LTP21",
    "source": {
      "source‑node": "N1",
      "source‑tp": "LTP11"
    }
    "destination": {
      "dest‑node": "N2",
      "dest‑tp": "LTP21"
    }
  }
]

  "ietf‑te‑topology:link/te/te‑link‑attributes/": [
  {
    "ietf‑te‑topology:underlay": {
          "enabled": ture,
          "primary‑path":{
           "path‑element": {
             "path‑element‑id": "MW‑11"
                 //no backup‑path
                 //no protection‑type
           }
          }
          "tunnel‑termination‑points": {
            "source": "N1/TTP‑1",
                "destination": "N2/TTP‑1"
          }
          "tunnels" : {
           "sharing": "false",
           "tunnel":{
             "tunnel‑name": "MW‑11",
                 "sharing": "false"
           }
          }
         }
      }
]



   Note that the example above just shows the specific ETH link, not the
   full ETH topology.



   In the microwave topology, the micorwave link is encoded in JSON as
   below:



  ...



  "ietf‑network‑topology:link": [
    {
      "link‑id": "N1,LTP1,N2,LTP1",
      "source": {
        "source‑node": "N1",
        "source‑tp": "LTP1"
      }
      "destination": {
        "dest‑node": "N2",
        "dest‑tp": "LTP1"
      }
          "ietf‑te‑topology:link/te/te‑link‑attributes": [
     {
          "ietf‑microwave‑topology:mw‑link‑frequency":  10728000,
          "ietf‑microwave‑topology:mw‑link‑channel‑separation": "28000",
          "ietf‑microwave‑topology:mw‑link‑nominal‑bandwidth": "1000",
          "ietf‑microwave‑topology:mw‑link‑current‑bandwidth": "1000",
"ietf‑microwave‑topology:mw‑link‑unreserved‑bandwidth": "400",
          "ietf‑microwave‑topology:mw‑link‑availability":{
             "availability":"99.99",
             "mw‑link‑bandwidth": "1000"
           }
          }
     ]
    }
        {
      "link‑id": "N1,LTP1,N2,LTP1",
      "source": {
        "source‑node": "N1",
        "source‑tp": "LTP2"
      }
      "destination": {
        "dest‑node": "N2",
        "dest‑tp": "LTP2"
      }
         "ietf‑te‑topology:link/te/te‑link‑attributes": [
     {
          "ietf‑microwave‑topology:mw‑link‑frequency":  10756000,
          "ietf‑microwave‑topology:mw‑link‑channel‑separation": "28000",
          "ietf‑microwave‑topology:mw‑link‑nominal‑bandwidth": "1000",
          "ietf‑microwave‑topology:mw‑link‑current‑bandwidth": "1000",
          "ietf‑microwave‑topology:mw‑link‑unreserved‑bandwidth": "400",
          "ietf‑microwave‑topology:mw‑link‑availability":{
             "availability":"99.99",
             "mw‑link‑bandwidth": "1000"
           }
          }
     ]

    }
  ]

  "ietf‑te‑topology:node/te/tunnel‑termination‑point/"
  +"local‑link‑connectivities":{
    "te‑node‑tunnel‑termination‑point‑llc‑list":[
                {
              "link‑tp‑ref": LTP1
                }
           {
              "link‑tp‑ref": LTP2
                }
        ]
  }



   Note that the example above just shows the microwave component links,
   it doesn't show the full microwave topology.
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Abstract

   A transport network is a server-layer network to provide connectivity
   services to its client.  The topology and tunnel information in the
   transport layer has already been defined by Traffic-engineered models
   and OTN models, however, the access to the network has not been
   described.  These information is useful to both client and provider.



   This draft describe how the client signals are carried over transport
   network and defined corresponding YANG data model which is required
   during configuration procedure.  More specifically, several client
   signal (of transport network) models including ETH, STM-n, FC and so
   on, are defined in this draft.




Status of This Memo

   This Internet-Draft is submitted in full conformance with the
   provisions of BCP 78 and BCP 79.



   Internet-Drafts are working documents of the Internet Engineering
   Task Force (IETF).  Note that other groups may also distribute
   working documents as Internet-Drafts.  The list of current Internet-
   Drafts is at https://datatracker.ietf.org/drafts/current/.



   Internet-Drafts are draft documents valid for a maximum of six months
   and may be updated, replaced, or obsoleted by other documents at any
   time.  It is inappropriate to use Internet-Drafts as reference
   material or to cite them other than as "work in progress."



   This Internet-Draft will expire on April 25, 2019.
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1. Introduction

   A transport network is a server-layer network designed to provide
   connectivity services for a client-layer network to carry the client
   traffic transparently across the server-layer network resources.
   Currently there has been topology and tunnel model defined for
   transport network, such as [I-D.ietf-ccamp-otn-topo-yang] and
   [I-D.ietf-ccamp-otn-tunnel-model], which has described the network
   model between PEs.  However, there is a missing piece for the mapping
   between the PE and the CE, which is expected to be solved in this
   document.



   This document defines a data model of all transport network client
   signals, using YANG language defined in [RFC7950].  The model can be
   used by applications exposing to a transport controller via a REST
   interface.  Furthermore, it can be used by an application for the
   following purposes (but not limited to):



   o  To request/update an end-to-end service by driving a new tunnel to
      be set up to support this service;



   o  To request/update an end-to-end service by using an existing
      tunnel;



   o  To receive notification with regard to the information change of
      the given service;



   The YANG model defined in this document is independent of control
   plane protocols and captures topology related information.
   Furthermore, it is not a stand-alone model, but augmenting from the
   TE topology YANG model defined in [I-D.ietf-teas-yang-te-topo].




2. Terminology and Notations

   A simplified graphical representation of the data model is used in
   this document.  The meaning of the symbols in the YANG data tree
   presented later in this document is defined in
   [I-D.ietf-netmod-yang-tree-diagrams].  They are provided below for
   reference.



   o  Brackets "[" and "]" enclose list keys.



   o  Abbreviations before data node names: "rw" means configuration
      (read-write) and "ro" state data (read-only).



   o  Symbols after data node names: "?" means an optional node, "!"
      means a presence container, and "*" denotes a list and leaf-list.



   o  Parentheses enclose choice and case nodes, and case nodes are also
      marked with a colon (":").



   o  Ellipsis ("...") stands for contents of subtrees that are not
      shown.




3. Transport Network Client Signal Overview

   The transport network is usually a server-layer network designed to
   provide connectivity services for a client-layer network to carry the
   client traffic opaquely across the server-layer network resources.  A
   transport network may be constructed from equipments utilizing any of
   a number of different transport technologies such as the evolving
   optical transport infrastructure (SONET/SDH and OTN) or packet
   transport as epitomized by the MPLS Transport Profile (MPLS-TP).



   In the example of OTN as the transport network, a full list of G-PID
   was summarized in [RFC7139], which can be divided into a few
   categories.  The G-PID signals can be categorized into transparent
   and non-transparent.  Examples of transparent signals may include
   Ethernet, ODU, STM-n and so on.  In this approach the OTN devices do
   not is not aware of the client signal type, and this information is
   only necessary among the controllers.  Once OTN tunnel is set up,
   there is no switching requested on the client layer, and therefore
   only signal mapping is needed, without a client tunnel set up.  The
   other category would be non-transparent, such as Carrier Ethernet and
   MPLS-TP, with a switching request on the client layer.  Once the OTN
   tunnel is set up, a corresponding tunnel in the client layer has to
   be set up to carry services.  The models in this draft are applicable
   for both of the two above categories.



   It is also worth noting that some client signal can be carried over
   multiple types of transport networks.  For example, the Ethernet
   services can be carried over either OTN or Ethernet TE tunnels (over
   optical or microwave networks).  The model specified in this document
   allows the support from networks with different technologies.




4. YANG Model for Transport Network Client Signal


4.1. YANG Tree for Ethernet Service

module: ietf‑eth‑tran‑service
    +‑‑rw etht‑svc
       +‑‑rw globals
       |  +‑‑rw named‑bandwidth‑profiles* [bandwidth‑profile‑name]
       |     +‑‑rw bandwidth‑profile‑name    string
       |     +‑‑rw bandwidth‑profile‑type?   etht‑types:bandwidth‑profile‑type
       |     +‑‑rw CIR?                      uint64
       |     +‑‑rw CBS?                      uint64
       |     +‑‑rw EIR?                      uint64
       |     +‑‑rw EBS?                      uint64
       |     +‑‑rw color‑aware?              boolean
       |     +‑‑rw coupling‑flag?            boolean

       +‑‑rw etht‑svc‑instances* [etht‑svc‑name]
          +‑‑rw etht‑svc‑name             string
          +‑‑rw etht‑svc‑id?              yang:uuid
          +‑‑rw etht‑svc‑descr?           string
          +‑‑rw etht‑svc‑customer?        string
          +‑‑rw etht‑svc‑type?            etht‑types:service‑type
          +‑‑rw etht‑svc‑lifecycle?       etht‑types:lifecycle‑status
          +‑‑rw te‑topology‑identifier
          |  +‑‑rw provider‑id?   te‑types:te‑global‑id
          |  +‑‑rw client‑id?     te‑types:te‑global‑id
          |  +‑‑rw topology‑id?   te‑types:te‑topology‑id
          +‑‑rw etht‑svc‑access‑ports* [access‑port‑id]
          |  +‑‑rw access‑port‑id                      uint16
          |  +‑‑rw access‑node‑id?                     te‑types:te‑node‑id
          |  +‑‑rw access‑ltp‑id?                      te‑types:te‑tp‑id
          |  +‑‑rw service‑classification‑type?        identityref
          |  +‑‑rw (service‑classification)?
          |  |  +‑‑:(port‑classification)
          |  |  +‑‑:(vlan‑classification)
          |  |     +‑‑rw outer‑tag!
          |  |     |  +‑‑rw tag‑type?     etht‑types:eth‑tag‑classify
          |  |     |  +‑‑rw (individual‑bundling‑vlan)?
          |  |     |     +‑‑:(individual‑vlan)
          |  |     |     |  +‑‑rw vlan‑value?   etht‑types:vlanid
          |  |     |     +‑‑:(vlan‑bundling)
          |  |     |        +‑‑rw vlan‑range?   etht‑types:vid‑range‑type
          |  |     +‑‑rw second‑tag!
          |  |        +‑‑rw tag‑type?     etht‑types:eth‑tag‑classify
          |  |        +‑‑rw (individual‑bundling‑vlan)?
          |  |           +‑‑:(individual‑vlan)
          |  |           |  +‑‑rw vlan‑value?   etht‑types:vlanid
          |  |           +‑‑:(vlan‑bundling)
          |  |              +‑‑rw vlan‑range?   etht‑types:vid‑range‑type
          |  +‑‑rw split‑horizon‑group?                string
          |  +‑‑rw (direction)?
          |  |  +‑‑:(symmetrical)
          |  |  |  +‑‑rw ingress‑egress‑bandwidth‑profile
          |  |  |     +‑‑rw (style)?
          |  |  |        +‑‑:(named)
          |  |  |        |  +‑‑rw bandwidth‑profile‑name?   string
          |  |  |        +‑‑:(value)
          |  |  |           +‑‑rw bandwidth‑profile‑type?   etht‑types:bandwidth‑profile‑type
          |  |  |           +‑‑rw CIR?                      uint64
          |  |  |           +‑‑rw CBS?                      uint64
          |  |  |           +‑‑rw EIR?                      uint64
          |  |  |           +‑‑rw EBS?                      uint64
          |  |  |           +‑‑rw color‑aware?              boolean
          |  |  |           +‑‑rw coupling‑flag?            boolean

          |  |  +‑‑:(asymmetrical)
          |  |     +‑‑rw ingress‑bandwidth‑profile
          |  |     |  +‑‑rw (style)?
          |  |     |     +‑‑:(named)
          |  |     |     |  +‑‑rw bandwidth‑profile‑name?   string
          |  |     |     +‑‑:(value)
          |  |     |        +‑‑rw bandwidth‑profile‑type?   etht‑types:bandwidth‑profile‑type
          |  |     |        +‑‑rw CIR?                      uint64
          |  |     |        +‑‑rw CBS?                      uint64
          |  |     |        +‑‑rw EIR?                      uint64
          |  |     |        +‑‑rw EBS?                      uint64
          |  |     |        +‑‑rw color‑aware?              boolean
          |  |     |        +‑‑rw coupling‑flag?            boolean
          |  |     +‑‑rw egress‑bandwidth‑profile
          |  |        +‑‑rw (style)?
          |  |           +‑‑:(named)
          |  |           |  +‑‑rw bandwidth‑profile‑name?   string
          |  |           +‑‑:(value)
          |  |              +‑‑rw bandwidth‑profile‑type?   etht‑types:bandwidth‑profile‑type
          |  |              +‑‑rw CIR?                      uint64
          |  |              +‑‑rw CBS?                      uint64
          |  |              +‑‑rw EIR?                      uint64
          |  |              +‑‑rw EBS?                      uint64
          |  |              +‑‑rw color‑aware?              boolean
          |  |              +‑‑rw coupling‑flag?            boolean
          |  +‑‑rw vlan‑operations
          |     +‑‑rw (direction)?
          |        +‑‑:(symmetrical)
          |        |  +‑‑rw symmetrical‑operation
          |        |     +‑‑rw pop‑tags?    uint8
          |        |     +‑‑rw push‑tags
          |        |        +‑‑rw outer‑tag!
          |        |        |  +‑‑rw tag‑type?      etht‑types:eth‑tag‑type
          |        |        |  +‑‑rw vlan‑value?    etht‑types:vlanid
          |        |        |  +‑‑rw default‑pcp?   uint8
          |        |        +‑‑rw second‑tag!
          |        |           +‑‑rw tag‑type?      etht‑types:eth‑tag‑type
          |        |           +‑‑rw vlan‑value?    etht‑types:vlanid
          |        |           +‑‑rw default‑pcp?   uint8
          |        +‑‑:(asymmetrical)
          |           +‑‑rw asymmetrical‑operation
          |              +‑‑rw ingress
          |              |  +‑‑rw pop‑tags?    uint8
          |              |  +‑‑rw push‑tags
          |              |     +‑‑rw outer‑tag!
          |              |     |  +‑‑rw tag‑type?      etht‑types:eth‑tag‑type
          |              |     |  +‑‑rw vlan‑value?    etht‑types:vlanid
          |              |     |  +‑‑rw default‑pcp?   uint8

          |              |     +‑‑rw second‑tag!
          |              |        +‑‑rw tag‑type?      etht‑types:eth‑tag‑type
          |              |        +‑‑rw vlan‑value?    etht‑types:vlanid
          |              |        +‑‑rw default‑pcp?   uint8
          |              +‑‑rw egress
          |                 +‑‑rw pop‑tags?    uint8
          |                 +‑‑rw push‑tags
          |                    +‑‑rw outer‑tag!
          |                    |  +‑‑rw tag‑type?      etht‑types:eth‑tag‑type
          |                    |  +‑‑rw vlan‑value?    etht‑types:vlanid
          |                    |  +‑‑rw default‑pcp?   uint8
          |                    +‑‑rw second‑tag!
          |                       +‑‑rw tag‑type?      etht‑types:eth‑tag‑type
          |                       +‑‑rw vlan‑value?    etht‑types:vlanid
          |                       +‑‑rw default‑pcp?   uint8
          +‑‑rw etht‑svc‑tunnels* [tunnel‑name]
          |  +‑‑rw tunnel‑name                string
          |  +‑‑rw (svc‑multiplexing‑tag)?
          |  |  +‑‑:(other)
          |  |  +‑‑:(none)
          |  |  +‑‑:(vlan‑tag)
          |  |  +‑‑:(pw)
          |  +‑‑rw src‑split‑horizon‑group?   string
          |  +‑‑rw dst‑split‑horizon‑group?   string
          +‑‑rw pm‑config
          |  +‑‑rw pm‑enable?             boolean
          |  +‑‑rw sending‑rate‑high?     uint64
          |  +‑‑rw sending‑rate‑low?      uint64
          |  +‑‑rw receiving‑rate‑high?   uint64
          |  +‑‑rw receiving‑rate‑low?    uint64
          +‑‑rw admin‑status?             identityref
          +‑‑ro state
             +‑‑ro operational‑state?         identityref
             +‑‑ro provisioning‑state?        identityref
             +‑‑ro creation‑time?             yang:date‑and‑time
             +‑‑ro last‑updated‑time?         yang:date‑and‑time
             +‑‑ro sending‑rate‑too‑high?     uint32
             +‑‑ro sending‑rate‑too‑low?      uint32
             +‑‑ro receiving‑rate‑too‑high?   uint32
             +‑‑ro receiving‑rate‑too‑low?    uint32




4.2. YANG Tree for other Transport Network Client Signal Model

module: ietf‑trans‑client‑service
    +‑‑rw client‑svc
       +‑‑rw client‑svc‑instances* [client‑svc‑name]
          +‑‑rw client‑svc‑name           string
          +‑‑rw client‑svc‑descr?         string
          +‑‑rw te‑topology‑identifier
          |  +‑‑rw provider‑id?   te‑types:te‑global‑id
          |  +‑‑rw client‑id?     te‑types:te‑global‑id
          |  +‑‑rw topology‑id?   te‑types:te‑topology‑id
          +‑‑rw src‑access‑ports
          |  +‑‑rw access‑node‑id?   te‑types:te‑node‑id
          |  +‑‑rw access‑ltp‑id?    te‑types:te‑tp‑id
          |  +‑‑rw client‑signal?    identityref
          +‑‑rw dst‑access‑ports
          |  +‑‑rw access‑node‑id?   te‑types:te‑node‑id
          |  +‑‑rw access‑ltp‑id?    te‑types:te‑tp‑id
          |  +‑‑rw client‑signal?    identityref
          +‑‑rw svc‑tunnels* [tunnel‑name]
          |  +‑‑rw tunnel‑name    string
          +‑‑rw admin‑status?             identityref
          +‑‑ro operational‑state?        identityref
          +‑‑ro provisioning‑state?       identityref







5. YANG Code for Transport Network Client Signal


5.1. The ETH Service YANG Code

<CODE BEGINS> file "ietf-eth-tran-service@2018-10-18.yang"



module ietf-eth-tran-service {



  namespace "urn:ietf:params:xml:ns:yang:ietf-eth-tran-service";



  prefix "ethtsvc";



import ietf‑yang‑types {
  prefix "yang";
}



  import ietf-te-types {

    prefix "te-types";



  }



import ietf‑eth‑tran‑types {
  prefix "etht‑types";
}

organization
  "Internet Engineering Task Force (IETF) CCAMP WG";
contact
  "
    WG List: <mailto:ccamp@ietf.org>

    ID‑draft editor:
      Haomian Zheng (zhenghaomian@huawei.com);
      Italo Busi (italo.busi@huawei.com);
      Aihua Guo (aihuaguo@huawei.com);
      Yunbin Xu (xuyunbin@ritt.cn);
      Yang Zhao (zhaoyangyjy@chinamobile.com);
      Xufeng Liu (Xufeng_Liu@jabil.com);
      Giuseppe Fioccola (giuseppe.fioccola@huawei.com);
  ";

description
  "This module defines a YANG data model for describing
   the Ethernet transport services.";

revision 2018‑10‑18 {
  description
    "Initial revision";
  reference
    "draft‑zheng‑ccamp‑otn‑client‑signal‑yang";
}

/*
 * Groupings
 */

grouping vlan‑classification {
  description
    "A grouping which represents classification on an 802.1Q VLAN tag.";

  leaf tag‑type {
    type etht‑types:eth‑tag‑classify;
    description
      "The tag type used for VLAN classification.";
  }
  choice individual‑bundling‑vlan {
    description



        "VLAN based classification can be individual

         or bundling.";



      case individual‑vlan {
        leaf vlan‑value {
          type etht‑types:vlanid;
          description
            "VLAN ID value.";
        }
      }

      case vlan‑bundling {
        leaf vlan‑range {
          type etht‑types:vid‑range‑type;
          description
            "List of VLAN ID values.";
        }
      }
    }
  }

  grouping vlan‑write {
    description
      "A grouping which represents push/pop operations
       of an 802.1Q VLAN tag.";

    leaf tag‑type {
      type etht‑types:eth‑tag‑type;
      description
        "The VLAN tag type to push/swap.";
    }
    leaf vlan‑value {
      type etht‑types:vlanid;
      description
        "The VLAN ID value to push/swap.";
    }
/*
 * To be added: this attribute is used when:
 * a) the ETH service has only one CoS (as in current version)
 * b) as a default when a mapping between a given CoS value
 *    and the PCP value is not defined (in future versions)
 */
    leaf default‑pcp {
      type uint8 {
        range "0..7";
      }
      description
        "The default Priority Code Point (PCP) value to push/swap";

    }
  }

  grouping vlan‑operations {
    description
      "A grouping which represents VLAN operations.";

      leaf pop‑tags {
      type uint8 {
        range "1..2";
      }
      description
        "The number of VLAN tags to pop (or swap if used in
         conjunction with push‑tags)";
    }
    container push‑tags {
      description
        "The VLAN tags to push (or swap if used in
         conjunction with pop‑tags)";

      container outer‑tag {
        presence
          "Indicates existence of the outermost VLAN tag to
           push/swap";



        description

          "The outermost VLAN tag to push/swap.";



  uses vlan‑write;
}
container second‑tag {
  must
    '../outer‑tag/tag‑type = "etht‑types:s‑vlan‑tag‑type" and ' +
    'tag‑type = "etht‑types:c‑vlan‑tag‑type"'
  {

    error‑message
      "
        When pushing/swapping two tags, the outermost tag must
        be specified and of S‑VLAN type and the second
        outermost tag must be of C‑VLAN tag type.
      ";
    description
      "
        For IEEE 802.1Q interoperability, when pushing/swapping
        two tags, it is required that the outermost tag exists
        and is an S‑VLAN, and the second outermost tag is a
        C‑VLAN.

      ";
  }



        presence

          "Indicates existence of a second outermost VLAN tag to
           push/swap";



        description

          "The second outermost VLAN tag to push/swap.";



      uses vlan‑write;
    }
  }
}

grouping named‑or‑value‑bandwidth‑profile {
  description
    "A grouping to configure a bandwdith profile either by
     referencing a named bandwidth profile or by
     configuring the values of the bandwidth profile attributes.";
  choice style {
    description
      "Whether the bandwidth profile is named or defined by value";

    case named {
      description
        "Named bandwidth profile.";
      leaf bandwidth‑profile‑name {
        type "string";
        description
          "Name of the bandwidth profile.";
      }
    }
    case value {
      description
        "Bandwidth profile configured by value.";
      uses etht‑types:etht‑bandwidth‑profiles;
    }
  }
}

grouping bandwidth‑profiles {
  description
    "A grouping which represent bandwidth profile configuration.";

  choice direction {
    description
      "Whether the bandwidth profiles are symmetrical or

       asymmetrical";
    case symmetrical {
      description
        "The same bandwidth profile is used to describe both
         the ingress and the egress bandwidth profile.";
      container ingress‑egress‑bandwidth‑profile {
        description
          "The bandwdith profile used in both directions.";
        uses named‑or‑value‑bandwidth‑profile;
      }
    }
    case asymmetrical {
      description
        "Ingress and egress bandwidth profiles can be specified.";
      container ingress‑bandwidth‑profile {
        description
          "The bandwdith profile used in the ingress direction.";
        uses named‑or‑value‑bandwidth‑profile;
      }
      container egress‑bandwidth‑profile {
        description
          "The bandwdith profile used in the egress direction.";
        uses named‑or‑value‑bandwidth‑profile;
      }
    }
  }
}

grouping etht‑svc‑access‑parameters {
  description
    "ETH transport services access parameters";

  leaf access‑node‑id {
    type te‑types:te‑node‑id;
    description
      "The identifier of the access node in
       the ETH transport topology.";
  }
  leaf access‑ltp‑id {
    type te‑types:te‑tp‑id;
    description
      "The TE link termination point identifier, used
       together with access‑node‑id to identify the
       access LTP.";
  }
  leaf service‑classification‑type {
    type identityref {
      base etht‑types:service‑classification‑type;

    }
    description
      "Service classification type.";
  }

  choice service‑classification {
    description
      "Access classification can be port‑based or
       VLAN based.";

    case port‑classification {
      /* no additional information */
    }

    case vlan‑classification {
      container outer‑tag {
        presence "The outermost VLAN tag exists";
        description
          "Classifies traffic using the outermost VLAN tag.";

        uses vlan‑classification;
      }
      container second‑tag {
        must
          '../outer‑tag/tag‑type = "etht‑types:classify‑s‑vlan" and ' +
          'tag‑type = "etht‑types:classify‑c‑vlan"'
        {

          error‑message
            "
              When matching two tags, the outermost tag must be
              specified and of S‑VLAN type and the second
              outermost tag must be of C‑VLAN tag type.
            ";
          description
            "
              For IEEE 802.1Q interoperability, when matching two
              tags, it is required that the outermost tag exists
              and is an S‑VLAN, and the second outermost tag is a
              C‑VLAN.
            ";
        }
        presence "The second outermost VLAN tag exists";



          description

            "Classifies traffic using the second outermost VLAN tag.";



          uses vlan-classification;



        }
      }
    }

/*
 * Open issue: can we constraints it to be used only with mp services?
 */
    leaf split‑horizon‑group {
      type string;
      description "Identify a split horizon group";
    }



    uses bandwidth-profiles;



  container vlan‑operations {
    description
      "Configuration of VLAN operations.";
    choice direction {
      description
        "Whether the VLAN operations are symmetrical or
         asymmetrical";
      case symmetrical {
        container symmetrical‑operation {
          uses vlan‑operations;
          description
            "Symmetrical operations.
             Expressed in the ingress direction, but
             the reverse operation is applied to egress traffic";
        }
      }
      case asymmetrical {
        container asymmetrical‑operation {
          description "Asymmetrical operations";
          container ingress {
            uses vlan‑operations;
            description "Ingress operations";
          }
          container egress {
            uses vlan‑operations;
            description "Egress operations";
          }
        }
      }
    }
  }
}



  grouping etht-svc-tunnel-parameters {



    description

      "ETH transport services tunnel parameters";



    leaf tunnel‑name {
      type string;
      description
        "TE service tunnel instance name.";
    }
    choice svc‑multiplexing‑tag {
      description
        "Service multiplexing is optional and flexible.";

      case other {
        /*
         placeholder to support proprietary multiplexing
         (for further discussion)
        */
      }

      case none {
        /* no additional information is needed */
      }

      case vlan‑tag {
        /*
          No additional information is needed
          The C‑Tag or S‑Tag used for service mulitplexing is defined
          by the VLAN classification and operations configured in the
          etht‑svc‑access‑parameters grouping
        */
      }

      case pw {
        /* to be completed (for further discussion) */
      }
    }

/*
 * Open issue: can we constraints it to be used only with mp services?
 */
    leaf src‑split‑horizon‑group {
      type string;
      description "Identify a split horizon group at the Tunnel source TTP";
    }
    leaf dst‑split‑horizon‑group {
      type string;
      description "Identify a split horizon group at the Tunnel destination TTP";
    }



  }



grouping  etht‑svc‑pm‑threshold_config {
  description
    "Configuraiton parameters for Ethernet service PM thresholds.";

  leaf sending‑rate‑high {
    type uint64;
    description
      "High threshold of packet sending rate in kbps.";
  }
  leaf sending‑rate‑low {
    type uint64;
    description
      "Low threshold of packet sending rate in kbps.";
  }
  leaf receiving‑rate‑high {
    type uint64;
    description
      "High threshold of packet receiving rate in kbps.";
  }
  leaf receiving‑rate‑low {
    type uint64;
    description
      "Low threshold of packet receiving rate in kbps.";
  }
}

grouping  etht‑svc‑pm‑stats {
  description
    "Ethernet service PM statistics.";

  leaf sending‑rate‑too‑high {
    type uint32;
    description
      "Counter that indicates the number of times the sending rate is above the high threshold";
  }
  leaf sending‑rate‑too‑low {
    type uint32;
    description
      "Counter that indicates the number of times the sending rate is below the low threshold";
  }
  leaf receiving‑rate‑too‑high {
    type uint32;
    description
      "Counter that indicates the number of times the receiving rate is above the high threshold";
  }
  leaf receiving‑rate‑too‑low {

    type uint32;
    description
      "Counter that indicates the number of times the receiving rate is below the low threshold";
  }
}

grouping  etht‑svc‑instance_config {
  description
    "Configuraiton parameters for Ethernet services.";

  leaf etht‑svc‑name {
    type string;
    description
      "Name of the ETH transport service.";
  }

  leaf etht‑svc‑id {
    type yang:uuid;
    description
      "Universally Unique IDentifier (UUID) of the ETH transport service.";
  }

  leaf etht‑svc‑descr {
    type string;
    description
      "Description of the ETH transport service.";
  }

  leaf etht‑svc‑customer {
    type string;
    description
      "Customer of the ETH transport service.";
  }

   leaf etht‑svc‑type {
    type etht‑types:service‑type;
    description
      "Type of ETH transport service (p2p, mp2mp or rmp).";
    /* Add default as p2p */
  }

   leaf etht‑svc‑lifecycle {
    type etht‑types:lifecycle‑status;
    description
      "Lifecycle state of ETH transport service.";
    /* Add default as installed  */
  }



    uses te-types:te-topology-identifier;



    list etht‑svc‑access‑ports {
      key access‑port‑id;
      min‑elements "1";
/*
  Open Issue:
    Is it possible to limit the max‑elements only for p2p services?

      max‑elements "2";
*/
      description
        "List of the ETH trasport services access port instances.";

      leaf access‑port‑id {
        type uint16;
        description
          "ID of the service access port instance";
      }
        uses etht‑svc‑access‑parameters;
    }
    list etht‑svc‑tunnels {
      key tunnel‑name;
      description
        "List of the TE Tunnels supporting the ETH
        transport service.";

      uses etht‑svc‑tunnel‑parameters;
    }
    container pm‑config {
      description
        "ETH service performance monitoring";

      leaf pm‑enable {
        type boolean;
        description
          "Boolean value indicating whether PM is enabled.";
      }
      uses etht‑svc‑pm‑threshold_config;
    }
    leaf admin‑status {
      type identityref {
        base te‑types:tunnel‑state‑type;
      }
      default te‑types:tunnel‑state‑up;
      description "ETH service administrative state.";
    }
  }

  grouping  etht‑svc‑instance_state {
    description
      "State parameters for Ethernet services.";

    leaf operational‑state {
    type identityref {
        base te‑types:tunnel‑state‑type;
      }
      default te‑types:tunnel‑state‑up;
    description "ETH service operational state.";
    }
    leaf provisioning‑state {
      type identityref {
        base te‑types:lsp‑state‑type;
      }
      description "ETH service provisioning state.";
    }
    leaf creation‑time {
      type yang:date‑and‑time;
      description
        "Time of ETH service creation.";
    }
    leaf last‑updated‑time {
      type yang:date‑and‑time;
      description
        "Time of ETH service last update.";
    }
    uses etht‑svc‑pm‑stats;
  }

  /*
   * Data nodes
   */

  container etht‑svc {
    description
      "ETH transport services.";

    container globals {
      description
        "Globals Ethernet configuration data container";
      list named‑bandwidth‑profiles {
        key bandwidth‑profile‑name;
        description
          "List of named bandwidth profiles used by
           Ethernet services.";



        leaf bandwidth-profile-name {



      type string;
      description
        "Name of the bandwidth profile.";
    }
    uses etht‑types:etht‑bandwidth‑profiles;
  }
}

list etht‑svc‑instances {
  key etht‑svc‑name;
  description
    "The list of p2p ETH transport service instances";



      uses etht-svc-instance_config;



      container state {
        config false;
        description
          "Ethernet Service states.";

        uses etht‑svc‑instance_state;
      }
    }
  }
}




<CODE ENDS>





5.2. YANG Code for ETH transport type

<CODE BEGINS> file "ietf‑eth‑tran‑types@2018‑10‑18.yang"
module ietf‑eth‑tran‑types {



  namespace "urn:ietf:params:xml:ns:yang:ietf-eth-tran-types";



  prefix "etht-types";



organization
  "Internet Engineering Task Force (IETF) CCAMP WG";
contact
  "
    WG List: <mailto:ccamp@ietf.org>



      ID-draft editor:

        Haomian Zheng (zhenghaomian@huawei.com);



    Italo Busi (italo.busi@huawei.com);
    Aihua Guo (aihuaguo@huawei.com);
    Yunbin Xu (xuyunbin@ritt.cn);
    Yang Zhao (zhaoyangyjy@chinamobile.com);
    Xufeng Liu (Xufeng_Liu@jabil.com);
    Giuseppe Fioccola (giuseppe.fioccola@huawei.com);
";



  description

    "This module defines the ETH transport types.";



revision 2018‑10‑18 {
  description
    "Initial Revision";
  reference
    "draft‑zheng‑ccamp‑client‑signal‑yang";
}

/*
 * Identities
 */

identity eth‑vlan‑tag‑type {
  description
    "ETH VLAN tag type.";
}

identity c‑vlan‑tag‑type {
  base eth‑vlan‑tag‑type;
  description
    "802.1Q Customer VLAN";
}

identity s‑vlan‑tag‑type {
  base eth‑vlan‑tag‑type;
  description
    "802.1Q Service VLAN (QinQ)";
}

identity service‑classification‑type {
  description
    "Service classification.";
}

identity port‑classification {
  base service‑classification‑type;
  description
    "Port classification.";



  }



identity vlan‑classification {
  base service‑classification‑type;
  description
    "VLAN classification.";
}

identity eth‑vlan‑tag‑classify {
  description
    "VLAN tag classification.";
}

identity classify‑c‑vlan {
  base eth‑vlan‑tag‑classify;
  description
    "Classify 802.1Q Customer VLAN tag.
     Only C‑tag type is accepted";
}

identity classify‑s‑vlan {
  base eth‑vlan‑tag‑classify;
  description
    "Classify 802.1Q Service VLAN (QinQ) tag.
     Only S‑tag type is accepted";
}

identity classify‑s‑or‑c‑vlan {
  base eth‑vlan‑tag‑classify;
  description
    "Classify S‑VLAN or C‑VLAN tag‑classify.
     Either tag is accepted";
}

identity bandwidth‑profile‑type {
  description
    "Bandwidth Profile Types";
}

identity mef‑10‑bwp {
  base bandwidth‑profile‑type;
  description
    "MEF 10 Bandwidth Profile";
}

identity rfc‑2697‑bwp {
  base bandwidth‑profile‑type;
  description

    "RFC 2697 Bandwidth Profile";
}

identity rfc‑2698‑bwp {
  base bandwidth‑profile‑type;
  description
    "RFC 2698 Bandwidth Profile";
}

identity rfc‑4115‑bwp {
  base bandwidth‑profile‑type;
  description
    "RFC 4115 Bandwidth Profile";
}

identity service‑type {
  description
    "Type of Ethernet service.";
}

identity p2p‑svc {
  base service‑type;
  description
    "Ethernet point‑to‑point service (EPL, EVPL).";
}

identity rmp‑svc {
  base service‑type;
  description
    "Ethernet rooted‑multitpoint service (E‑TREE, EP‑TREE).";
}

identity mp2mp‑svc {
  base service‑type;
  description
    "Ethernet multipoint‑to‑multitpoint service (E‑LAN, EP‑LAN).";
}

identity lifecycle‑status {
  description
    "Lifecycle Status.";
}

identity installed {
  base lifecycle‑status;
  description
    "Installed.";
}

identity planned {
  base lifecycle‑status;
  description
    "Planned.";
}

identity pending‑removal {
  base lifecycle‑status;
  description
    "Pending Removal.";
}

/*
 * Type Definitions
 */

typedef eth‑tag‑type {
  type identityref {
    base eth‑vlan‑tag‑type;
  }
  description
    "Identifies a specific ETH VLAN tag type.";
}

typedef eth‑tag‑classify {
  type identityref {
    base eth‑vlan‑tag‑classify;
  }
  description
    "Identifies a specific VLAN tag classification.";
}

typedef vlanid {
  type uint16 {
    range "1..4094";
  }
  description
    "The 12‑bit VLAN‑ID used in the VLAN Tag header.";
}

typedef vid‑range‑type {
  type string {
    pattern "([1‑9][0‑9]{0,3}(‑[1‑9][0‑9]{0,3})?" +
            "(,[1‑9][0‑9]{0,3}(‑[1‑9][0‑9]{0,3})?)*)";
  }
  description
    "A list of VLAN Ids, or non overlapping VLAN ranges, in
     ascending order, between 1 and 4094.



       This type is used to match an ordered list of VLAN Ids, or
       contiguous ranges of VLAN Ids. Valid VLAN Ids must be in the
       range 1 to 4094, and included in the list in non overlapping
       ascending order.



       For example: 1,10‑100,50,500‑1000";
  }

  typedef bandwidth‑profile‑type {
    type identityref {
      base bandwidth‑profile‑type;
    }
    description
      "Identifies a specific Bandwidth Profile type.";
  }

  typedef service‑type {
    type identityref {
      base service‑type;
    }
    description
      "Identifies the type of Ethernet service.";
  }

  typedef lifecycle‑status {
    type identityref {
      base lifecycle‑status;
    }
    description
      "Identifies the lLifecycle Status .";
  }

  /*
   * Grouping Definitions
   */

  grouping etht‑bandwidth‑profiles {
    description
      "Bandwidth profile configuration paramters.";

    leaf bandwidth‑profile‑type {
      type etht‑types:bandwidth‑profile‑type;
      description
        "The type of bandwidth profile.";
    }
    leaf CIR {
      type uint64;
      description

        "Committed Information Rate in Kbps";
    }
    leaf CBS {
      type uint64;
      description
        "Committed Burst Size in in KBytes";
    }
    leaf EIR {
      type uint64;
      /* Need to indicate that EIR is not supported by RFC 2697

      must
        '../bw‑profile‑type = "mef‑10‑bwp" or ' +
        '../bw‑profile‑type = "rfc‑2698‑bwp" or ' +
        '../bw‑profile‑type = "rfc‑4115‑bwp"'

      must
        '../bw‑profile‑type != "rfc‑2697‑bwp"'
      */
      description
        "Excess Information Rate in Kbps
         In case of RFC 2698, PIR = CIR + EIR";
    }
    leaf EBS {
      type uint64;
      description
        "Excess Burst Size in KBytes.
          In case of RFC 2698, PBS = CBS + EBS";
    }
    leaf color‑aware {
      type boolean;
      description
        "Indicates weather the color‑mode is color‑aware or color‑blind.";
    }
    leaf coupling‑flag {
      type boolean;
      /* Need to indicate that Coupling Flag is defined only for MEF 10

      must
        '../bw‑profile‑type = "mef‑10‑bwp"'
      */
      description
        "Coupling Flag.";
    }
  }
}



<CODE ENDS>





5.3. Other Transport Network client signal YANG Code

<CODE BEGINS> file "ietf‑trans‑client‑service@2018‑10‑19.yang"
module ietf‑trans‑client‑service {
  /* TODO: FIXME */
  //yang‑version 1.1;



   namespace "urn:ietf:params:xml:ns:yang:ietf-trans-client-service";
   prefix "clntsvc";



  import ietf‑te‑types {
    prefix "te‑types";
  }

  import ietf‑l1‑service‑types {
    prefix "l1‑svc‑types";
  }

  organization
    "Internet Engineering Task Force (IETF) CCAMP WG";
  contact
    "

      ID‑draft editor:
        Aihua Guo (aihuaguo@huawei.com);
        Haomian Zheng (zhenghaomian@huawei.com);
        Italo Busi (italo.busi@huawei.com);
        Yunbin Xu (xuyunbin@ritt.cn);
        Yang Zhao (zhaoyangyjy@chinamobile.com);
        Xufeng Liu (Xufeng_Liu@jabil.com);
        Giuseppe Fioccola (giuseppe.fioccola@telecomitalia.it);
    ";

  description
    "This module defines a YANG data model for describing
     simple transport client services.";

  revision 2018‑10‑19 {
    description
      "Initial version";
    reference
      "draft‑zheng‑ccamp‑client‑signal‑yang";
  }

  /*
   * Groupings
   */

  grouping client‑svc‑access‑parameters {
    description
      "Transport client services access parameters";

    leaf access‑node‑id {
      type te‑types:te‑node‑id;
      description
        "The identifier of the access node in the underlying
         transport topology.";
    }
    leaf access‑ltp‑id {
      type te‑types:te‑tp‑id;
      description
        "The TE link termination point identifier, used together with
         access‑node‑id to identify the access LTP.";
    }
    leaf client‑signal {
      type identityref {
        base l1‑svc‑types:protocol‑type;
      }
      description
        "Identifiies the client signal type associated with this port";
    }
  }

  grouping client‑svc‑tunnel‑parameters {
    description
      "Transport client services tunnel parameters";

    leaf tunnel‑name {
      type string;
      description
        "TE service tunnel instance name.";
    }
  }

  grouping  client‑svc‑instance_config {
    description
      "Configuraiton parameters for client services.";

    leaf client‑svc‑name {
      type string;
      description
        "Name of the p2p transport client service.";

    }
    leaf client‑svc‑descr {
      type string;
      description
        "Description of the transport client service.";
    }
    uses te‑types:te‑topology‑identifier;
    container src‑access‑ports {
      description
        "Source access port of a client service.";
      uses client‑svc‑access‑parameters;
    }
    container dst‑access‑ports {
      description
        "Destination access port of a client service.";
      uses client‑svc‑access‑parameters;
    }
    list svc‑tunnels {
      key tunnel‑name;
      description
        "List of the TE Tunnels supporting the client service.";
      uses client‑svc‑tunnel‑parameters;
    }
    leaf admin‑status {
      type identityref {
        base te‑types:tunnel‑state‑type;
      }
      default te‑types:tunnel‑state‑up;
      description "Client service administrative state.";
    }
  }

  grouping  client‑svc‑instance_state {
        description
          "State parameters for client services.";
        leaf operational‑state {
          type identityref {
                base te‑types:tunnel‑state‑type;
          }
          config false;
          description "Client service operational state.";
        }
        leaf provisioning‑state {
          type identityref {
                base te‑types:lsp‑state‑type;
          }
          config false;
          description "Client service provisioning state.";

        }
  }

  /*
   * Data nodes
   */

  container client‑svc {
    description
      "Transport client services.";

    list client‑svc‑instances {
      key client‑svc‑name;
      description
        "The list of p2p transport client service instances";

          uses client‑svc‑instance_config;
          uses client‑svc‑instance_state;
    }
  }
}




 <CODE ENDS>





6. Considerations and Open Issue

   Editor Notes: This section is used to note temporary discussion/
   conclusion that to be fixed in the future version, and will be
   removed before publication.  We currently categorize all the client
   signal types into transparent and non-transparent, with separate
   models.  There was consensus that no common model is needed for these
   two categories.




7. IANA Considerations

   TBD.




8. Manageability Considerations

   TBD.




9. Security Considerations

   The data following the model defined in this document is exchanged
   via, for example, the interface between an orchestrator and a
   transport network controller.  The security concerns mentioned in
   [I-D.ietf-teas-yang-te-topo] for using ietf-te-topology.yang model
   also applies to this document.



   The YANG module defined in this document can be accessed via the
   RESTCONF protocol defined in [RFC8040], or maybe via the NETCONF
   protocol [RFC6241].



   There are a number of data nodes defined in the YANG module which are
   writable/creatable/deletable (i.e., config true, which is the
   default).  These data nodes may be considered sensitive or vulnerable
   in some network environments.  Write operations (e.g., POST) to these
   data nodes without proper protection can have a negative effect on
   network operations.
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Abstract

   A transport network is a server-layer network to provide connectivity
   services to its client.  In this draft the topology of client is
   described.
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1. Introduction

   A transport network is a server-layer network designed to provide
   connectivity services for a client-layer network to carry the client
   traffic transparently across the server-layer network resources.  The
   topology model in Traffic-Engineered network has been defined in both
   generic way and technology-specific way.  The generic model, which is
   the base TE YANG model, can be found at [I-D.ietf-teas-yang-te-topo].
   Technology-specific models, such as OTN/WSON topology model, have
   also been defined in [I-D.ietf-ccamp-otn-topo-yang] and
   [I-D.ietf-ccamp-wson-yang] respectively.  Corresponding topology on
   client-layer is also required, to have a complete topology view from
   the perspective of network controllers.



   This document defines a data model of all client-layer Topology,
   using YANG language defined in [RFC7950].  The model is augmenting
   the generic TE topology model, and can be used by either applications
   exposing to a network controller or among controllers.  Furthermore,
   it can be used by an application for topology description in client-
   layer network.




2. Terminology and Notations

   A simplified graphical representation of the data model is used in
   this document.  The meaning of the symbols in the YANG data tree
   presented later in this document is defined in [RFC8340].  They are
   provided below for reference.



   o  Brackets "[" and "]" enclose list keys.



   o  Abbreviations before data node names: "rw" means configuration
      (read-write) and "ro" state data (read-only).



   o  Symbols after data node names: "?" means an optional node, "!"
      means a presence container, and "*" denotes a list and leaf-list.



   o  Parentheses enclose choice and case nodes, and case nodes are also
      marked with a colon (":").



   o  Ellipsis ("...") stands for contents of subtrees that are not
      shown.




3. YANG Model for Topology of Client Layer


3.1. YANG Tree for Ethernet Topology

module: ietf‑eth‑te‑topology
  augment /nd:networks/nd:network/nd:network‑types/tet:te‑topology:
    +‑‑rw eth‑tran‑topology!
  augment /nd:networks/nd:network/lnk:link/tet:te/tet:te‑link‑attributes:
    +‑‑rw max‑bandwidth?          uint64
    +‑‑rw available‑bandwidth?    uint64
    +‑‑rw available‑vlan‑range?   etht‑types:vid‑range‑type
  augment /nd:networks/nd:network/nd:node/lnk:termination‑point:
    +‑‑rw ltp‑mac‑address?                    yang:mac‑address
    +‑‑rw port‑vlan‑id?                       etht‑types:vlanid
    +‑‑rw maximum‑frame‑size?                 uint16
    +‑‑rw (direction)?
    |  +‑‑:(symmetrical)
    |  |  +‑‑rw ingress‑egress‑bandwidth‑profile
    |  |     +‑‑rw bandwidth‑profile‑name?   string
    |  |     +‑‑rw bandwidth‑profile‑type?   etht‑types:bandwidth‑profile‑type
    |  |     +‑‑rw CIR?                      uint64

    |  |     +‑‑rw CBS?                      uint64
    |  |     +‑‑rw EIR?                      uint64
    |  |     +‑‑rw EBS?                      uint64
    |  |     +‑‑rw color‑aware?              boolean
    |  |     +‑‑rw coupling‑flag?            boolean
    |  +‑‑:(asymmetrical)
    |     +‑‑rw ingress‑bandwidth‑profile
    |     |  +‑‑rw bandwidth‑profile‑name?   string
    |     |  +‑‑rw bandwidth‑profile‑type?   etht‑types:bandwidth‑profile‑type
    |     |  +‑‑rw CIR?                      uint64
    |     |  +‑‑rw CBS?                      uint64
    |     |  +‑‑rw EIR?                      uint64
    |     |  +‑‑rw EBS?                      uint64
    |     |  +‑‑rw color‑aware?              boolean
    |     |  +‑‑rw coupling‑flag?            boolean
    |     +‑‑rw egress‑bandwidth‑profile
    |        +‑‑rw bandwidth‑profile‑name?   string
    |        +‑‑rw bandwidth‑profile‑type?   etht‑types:bandwidth‑profile‑type
    |        +‑‑rw CIR?                      uint64
    |        +‑‑rw CBS?                      uint64
    |        +‑‑rw EIR?                      uint64
    |        +‑‑rw EBS?                      uint64
    |        +‑‑rw color‑aware?              boolean
    |        +‑‑rw coupling‑flag?            boolean
    +‑‑rw svc!
       +‑‑rw client‑facing?               boolean
       +‑‑rw supported‑classification
       |  +‑‑rw port‑classification?   boolean
       |  +‑‑rw vlan‑classification
       |     +‑‑rw vlan‑tag‑classification?   boolean
       |     +‑‑rw outer‑tag
       |     |  +‑‑rw supported‑tag‑types*   etht‑types:eth‑tag‑classify
       |     |  +‑‑rw vlan‑bundling?         boolean
       |     |  +‑‑rw vlan‑range?            etht‑types:vid‑range‑type
       |     +‑‑rw second‑tag
       |        +‑‑rw second‑tag‑classification?   boolean
       |        +‑‑rw supported‑tag‑types*         etht‑types:eth‑tag‑classify
       |        +‑‑rw vlan‑bundling?               boolean
       |        +‑‑rw vlan‑range?                  etht‑types:vid‑range‑type
       +‑‑rw supported‑vlan‑operations
          +‑‑rw asymmetrical‑operations?       boolean
          +‑‑rw transparent‑vlan‑operations?   boolean
          +‑‑rw vlan‑pop
          |  +‑‑rw vlan‑pop‑operations?   boolean
          |  +‑‑rw max‑pop‑tags?          uint8
          +‑‑rw vlan‑push
             +‑‑rw vlan‑push‑operation?   boolean
             +‑‑rw outer‑tag

             |  +‑‑rw supported‑tag‑types*   etht‑types:eth‑tag‑type
             |  +‑‑rw vlan‑range?            etht‑types:vid‑range‑type
             +‑‑rw second‑tag
                +‑‑rw push‑second‑tag?       boolean
                +‑‑rw supported‑tag‑types*   etht‑types:eth‑tag‑type
                +‑‑rw vlan‑range?            etht‑types:vid‑range‑type








3.2. YANG Tree for topology Model of other Client Layer

   This section will be completed later.




4. YANG Code for Topology Client Layer


4.1. The ETH Topology YANG Code

<CODE BEGINS> file "ietf-eth-te-topology@2018-03-01.yang"




module ietf-eth-te-topology {



        namespace "urn:ietf:params:xml:ns:yang:ietf-eth-te-topology";



        prefix "ethtetopo";



      import ietf‑network {
              prefix "nd";
      }

      import ietf‑network‑topology {
              prefix "lnk";
      }

      import ietf‑te‑topology {
              prefix "tet";
      }

      import ietf‑yang‑types {
              prefix "yang";
      }

      import ietf‑eth‑tran‑types {
              prefix "etht‑types";
      }

      organization
              "Internet Engineering Task Force (IETF) CCAMP WG";
contact
  "
    WG List: <mailto:ccamp@ietf.org>

    ID‑draft editor:
      Haomian Zheng (zhenghaomian@huawei.com);
      Italo Busi (italo.busi@huawei.com);
      Aihua Guo (aihuaguo@huawei.com);
      Yunbin Xu (xuyunbin@ritt.cn);
      Yang Zhao (zhaoyangyjy@chinamobile.com);
      Xufeng Liu (Xufeng_Liu@jabil.com);
      Giuseppe Fioccola (giuseppe.fioccola@telecomitalia.it);
  ";



        description

                "This module defines a YANG data model for describing
                layer-2 Ethernet transport topologies.";



revision 2018‑03‑01 {
        description
                "Initial revision";
        reference
                "draft‑zheng‑ccamp‑client‑topo‑yang";
}

/*
Groupings
*/

grouping eth‑tran‑topology‑type {
        description
                "Identifies the Ethernet Transport topology type";

        container eth‑tran‑topology {
                presence "indicates a topology type of Ethernet
                                                        Transport Network.";
                description "Eth transport topology type";
        }
}



        grouping eth-link-te-attributes {

                description "Ethernet TE link attributes";



        leaf max‑bandwidth {
                type uint64{
                        range "0..10000000000";

                }
                units "Kbps";
                description
                        "Maximum bandwith value expressed in kilobits per second";
        }

        leaf available‑bandwidth {
                type uint64{
                        range "0..10000000000";
                }
                units "Kbps";
                description
                        "Available bandwith value expressed in kilobits per second";
        }

        leaf available‑vlan‑range {
                type etht‑types:vid‑range‑type;
                description
                        "The range of the VLAN values that are available.";
        }
}

grouping ltp‑bandwidth‑profiles {
        description
                "A grouping which represents the bandwidt profile(s) for the ETH LTP.";

        choice direction {
                description
                        "Whether the bandwidth profiles are symmetrical or
                         asymmetrical";
                case symmetrical {
                        description
                                "The same bandwidth profile is used to describe the ingress
                                and the egress bandwidth profile.";

                        container ingress‑egress‑bandwidth‑profile {
                                description
                                        "The bandwith profile used in the ingress and egress direction.";
                                uses etht‑types:etht‑bandwidth‑profiles;
                        }
                }
                case asymmetrical {
                        description
                                "Different ingress and egress bandwidth profiles
                                can be specified.";
                        container ingress‑bandwidth‑profile {
                                description
                                        "The bandwidth profile used in the ingress direction.";

                                uses etht‑types:etht‑bandwidth‑profiles;
                        }
                        container egress‑bandwidth‑profile {
                                description
                                        "The bandwidth profile used in the egress direction.";
                                uses etht‑types:etht‑bandwidth‑profiles;
                        }
                }
        }
}

grouping eth‑ltp‑attributes {
        description
                "Ethernet transport link termination point attributes";

        /*
                Open Issue: should we remove this attribute (duplicates with I2RS L2 attributes)?
        */
        leaf ltp‑mac‑address {
                type yang:mac‑address;
                description "the MAC address of the LTP.";
        }
        /*
                Open Issue: should we remove this attribute (duplicates with I2RS L2 attributes)?
        */
        leaf port‑vlan‑id {
                type etht‑types:vlanid;
                description "the port VLAN ID of the LTP.";
        }
        /*
                Open Issue: should we remove this attribute (duplicates with I2RS L2 attributes)?
        */
        leaf maximum‑frame‑size {
                type uint16 {
                        range "64 .. 65535";
                }
                description
                        "Maximum frame size";
        }
        uses ltp‑bandwidth‑profiles;
}

grouping svc‑vlan‑classification {
        description
                "Grouping defining the capabilities for VLAN classification.";



                leaf-list supported-tag-types {

                        type etht-types:eth-tag-classify;



                description
                        "List of VLAN tag types that can be used for the VLAN classification.
                        In case VLAN classification is not supported, the list is empty.";
        }
        leaf vlan‑bundling {
                type boolean;
                description
                        "In case VLAN classification is supported, indicates whether VLAN bundling classification is also supported.";
        }
        leaf vlan‑range {
                type etht‑types:vid‑range‑type;
                description
                        "In case VLAN classification is supported, indicates the of available VLAN ID values.";
        }
}

grouping svc‑vlan‑push {
        description
                "Grouping defining the capabilities for VLAN push or swap operations.";

        leaf‑list supported‑tag‑types {
                type etht‑types:eth‑tag‑type;
                description
                        "List of VLAN tag types that can be used to push or swap a VLAN tag.
                        In case VLAN push/swap is not supported, the list is empty.";
        }
        leaf vlan‑range {
                type etht‑types:vid‑range‑type;
                description
                        "In case VLAN push/swap operation is supported, the range of available VLAN ID values.";
        }
}

grouping eth‑ltp‑svc‑attributes {
        description
                "Ethernet link termination point (LTP) service attributes.";

        leaf client‑facing {
                type boolean;
                description
                        "indicates whether this LTP is a client‑facing ltp.";
        }

        container supported‑classification {
                description
                        "Service classification capabilities supported by the ETH LTP.";



                        leaf port-classification {



                                type boolean;
                                description
                                        "Indicates that the ETH LTP support port‑based service classification.";
                        }
                        container vlan‑classification {
                                description
                                        "Service classification capabilities based on the VLAN tag(s)
                                        supported by the ETH LTP.";

                                leaf vlan‑tag‑classification {
                                        type boolean;
                                        description
                                                "Indicates that the ETH LTP supports VLAN service classification.";
                                }
                                container outer‑tag {
                                        description
                                                "Service classification capabilities based on the outer VLAN tag,
                                                supported by the ETH LTP.";
                                        uses svc‑vlan‑classification;
                                }
                                container second‑tag {
                                        description
                                                "Service classification capabilities based on the second VLAN tag,
                                                supported by the ETH LTP.";
                                        /*
                                                Open issue: indicates that second‑tag‑classification can be True only if
                                                outer‑tag‑classification is also True.
                                        */
                                        leaf second‑tag‑classification {
                                                type boolean;
                                                description
                                                        "Indicates that the ETH LTP support  VLAN service classification
                                                        based on the second VLAN tag.";
                                        }
                                        uses svc‑vlan‑classification;
                                }
                        }
                }

                container supported‑vlan‑operations {
                description
                                        "Description.";
                        leaf asymmetrical‑operations {
                                type boolean;
                                description
                                        "Indicates whether the ETH LTP supports also asymmetrical VLAN operations.
                                        It is assumed that symmetrical VLAN operations are alwyas supported.";
                        }

                        leaf transparent‑vlan‑operations {
                                type boolean;
                                description
                                        "Indicates that the ETH LTP supports transparent operations.";
                        }
                        container vlan‑pop {
                                description
                                        "Indicates VLAN pop or swap operations capabilities.";

                                leaf vlan‑pop‑operations {
                                        type boolean;
                                        description
                                                "Indicates that the ETH LTP supports VLAN pop or swap operations.";
                                }
                                leaf max‑pop‑tags {
                                        type uint8 {
                                                range "1..2";
                                        }
                                        description
                                                "Indicates the maximum number of tags that can be popped/swapped.";
                                }
                        }
                        container vlan‑push {
                                description
                                        "Indicates VLAN push or swap operations capabilities.";

                                leaf vlan‑push‑operation {
                                        type boolean;
                                        description
                                                "Indicates that the ETH LTP supports VLAN push or swap operations.";
                                }
                                container outer‑tag {
                                        description
                                                "Indicates the supported VLAN operation capabilities on the outer VLAN tag.";
                                        uses svc‑vlan‑push;
                                }
                                container second‑tag {
                                        description
                                                "Indicates the supported VLAN operation capabilities on the second VLAN tag.";

                                        leaf push‑second‑tag {
                                                type boolean;
                                                description
                                                        "Indicates that the ETH LTP supports VLAN push or swap operations
                                                        for the second VLAN tag.";
                                        }
                                        uses svc‑vlan‑push;
                                }

                        }
                }
        }


        /*
        Data nodes
        */

        augment "/nd:networks/nd:network/nd:network‑types/tet:te‑topology" {
                description
                        "Augment network types to include ETH transport newtork";

                uses eth‑tran‑topology‑type;
        }

        augment "/nd:networks/nd:network/lnk:link/tet:te/tet:te‑link‑attributes" {
                when "../../../nd:network‑types/tet:te‑topology/eth‑tran‑topology" {
                        description
                                "Augment only for ETH transport network.";
                }
                description
                        "Augment ETH transport link config attributes";

                uses eth‑link‑te‑attributes;
        }

        augment "/nd:networks/nd:network/nd:node/lnk:termination‑point" {
                when "../../nd:network‑types/tet:te‑topology/eth‑tran‑topology" {
                        description
                                "Augment only for ETH transport network";
                }
                description
                        "Augment ETH LTP attributes";

                uses eth‑ltp‑attributes;
                container svc {
                        presence "client‑facing LTP.";

                        description
                                "ETH LTP Service attributes.";
                        uses eth‑ltp‑svc‑attributes;
                }
        }
}




<CODE ENDS>




4.2. Other OTN client signal YANG Code

   TBD.




5. Considerations and Open Issue

   Editor Notes: This section is used to note temporary discussion/
   conclusion that to be fixed in the future version, and will be
   removed before publication.




6. IANA Considerations

   TBD.




7. Manageability Considerations

   TBD.




8. Security Considerations

   The data following the model defined in this document is exchanged
   via, for example, the interface between an orchestrator and a
   transport network controller.  The security concerns mentioned in
   [I-D.ietf-teas-yang-te-topo] for using ietf-te-topology.yang model
   also applies to this document.



   The YANG module defined in this document can be accessed via the
   RESTCONF protocol defined in [RFC8040], or maybe via the NETCONF
   protocol [RFC6241].



   There are a number of data nodes defined in the YANG module which are
   writable/creatable/deletable (i.e., config true, which is the
   default).  These data nodes may be considered sensitive or vulnerable
   in some network environments.  Write operations (e.g., POST) to these
   data nodes without proper protection can have a negative effect on
   network operations.



   Editors note: to list specific subtrees and data nodes and their
   sensitivity/vulnerability.
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Abstract

   A transport network is a server-layer network to provide connectivity
   services to its client.  In this draft the tunnel of client is
   described, with the definition of client tunnel YANG model.
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1. Introduction

   A transport network is a server-layer network designed to provide
   connectivity services for a client-layer network to carry the client
   traffic transparently across the server-layer network resources.  The
   tunnel model in Traffic-Engineered network has been defined in both
   generic way and technology-specific way.  The generic model, which is
   the base TE tunnel YANG model, can be found at
   [I-D.ietf-teas-yang-te].  Technology-specific models, such as OTN/
   WSON tunnel model, have also been defined in
   [I-D.ietf-ccamp-otn-tunnel-model] and
   [I-D.lee-ccamp-wson-tunnel-model] respectively.  Corresponding tunnel
   on client-layer is also required, to have a complete topology view
   from the perspective of network controllers.



   This document defines a data model of all client-layer tunnel, using
   YANG language defined in [RFC7950].  The model is augmenting the
   generic TE tunnel model, and can be used by applications exposing to
   a network controller via a REST interface.  Furthermore, it can be
   used by an application to describe the client tunnel that constructed
   above the server-layer network.  It is also worth noting that the
   client layer network will only need the tunnel model when there is a
   demand for switching techniques, such as Carrier Ethernet and MPLS-
   TP.  The transparent signals do not need this model.




2. Terminology and Notations

   A simplified graphical representation of the data model is used in
   this document.  The meaning of the symbols in the YANG data tree
   presented later in this document is defined in
   [I-D.ietf-netmod-yang-tree-diagrams].  They are provided below for
   reference.



   o  Brackets "[" and "]" enclose list keys.



   o  Abbreviations before data node names: "rw" means configuration
      (read-write) and "ro" state data (read-only).



   o  Symbols after data node names: "?" means an optional node, "!"
      means a presence container, and "*" denotes a list and leaf-list.



   o  Parentheses enclose choice and case nodes, and case nodes are also
      marked with a colon (":").



   o  Ellipsis ("...") stands for contents of subtrees that are not
      shown.




3. YANG Model for Client-layer Tunnel


3.1. YANG Tree for Ethernet Tunnel

module: ietf‑eth‑te‑tunnel
  augment /te:te/te:tunnels/te:tunnel:
    +‑‑rw src‑eth‑tunnel‑endpoint
    |  +‑‑rw vlanid?     etht‑types:vlanid
    |  +‑‑rw tag‑type?   etht‑types:eth‑tag‑type
    +‑‑rw dst‑eth‑tunnel‑endpoint
    |  +‑‑rw vlanid?     etht‑types:vlanid
    |  +‑‑rw tag‑type?   etht‑types:eth‑tag‑type
    +‑‑rw bandwidth‑profile
       +‑‑rw bandwidth‑profile‑name?   string
       +‑‑rw bandwidth‑profile‑type?   etht‑types:bandwidth‑profile‑type
       +‑‑rw CIR?                      uint64
       +‑‑rw CBS?                      uint64
       +‑‑rw EIR?                      uint64
       +‑‑rw EBS?                      uint64
       +‑‑rw color‑aware?              boolean
       +‑‑rw coupling‑flag?            boolean








3.2. YANG Tree for Tunnel of other Client Signal Model

   This section will be completed later.




4. YANG Code for Client-layer Tunnel


4.1. The ETH Tunnel YANG Code

<CODE BEGINS> file "ietf-eth-te-tunnel@2018-03-01.yang"



module ietf-eth-te-tunnel {



        namespace "urn:ietf:params:xml:ns:yang:ietf-eth-te-tunnel";



        prefix "eth-tunnel";



import ietf‑te {
        prefix "te";
}

import ietf‑eth‑tran‑types {
        prefix "etht‑types";
}



        organization



              "Internet Engineering Task Force (IETF) CCAMP WG";
contact
  "
    WG List: <mailto:ccamp@ietf.org>

    ID‑draft editor:
      Haomian Zheng (zhenghaomian@huawei.com);
      Italo Busi (italo.busi@huawei.com);
      Aihua Guo (aihuaguo@huawei.com);
      Yunbin Xu (xuyunbin@ritt.cn);
      Yang Zhao (zhaoyangyjy@chinamobile.com);
      Xufeng Liu (Xufeng_Liu@jabil.com);
      Giuseppe Fioccola (giuseppe.fioccola@telecomitalia.it);
  ";



        description

                "This module defines a model for ETH transport tunnel";



revision 2018‑03‑01 {
        description
                "Initial revision";
        reference
                "draft‑zheng‑ccamp‑client‑tunnel‑yang‑02";
}



        grouping eth-tunnel-endpoint {

                description "Parameters for ETH tunnel.";



                leaf vlanid {
                        type etht‑types:vlanid;
                        description
                                "VLAN tag id.";
                }

                leaf tag‑type {
                        type etht‑types:eth‑tag‑type;
                        description "VLAN tag type.";
                }
        }

        augment "/te:te/te:tunnels/te:tunnel" {
                description
                        "Augment with additional parameters required for ETH
                        service.";

                container src‑eth‑tunnel‑endpoint {
                        description
                                "Source ETH tunnel endpoint.";

                        uses eth‑tunnel‑endpoint;
                }

                container dst‑eth‑tunnel‑endpoint {
                        description
                                "Destination ETH tunnel endpoint.";

                        uses eth‑tunnel‑endpoint;
                }

                container bandwidth‑profile {
                        description
                                "ETH tunnel bandwidth profile specification.";

                        uses etht‑types:etht‑bandwidth‑profiles;
                }
        }
}




<CODE ENDS>





4.2. Other Client-layer Tunnel YANG Code

   TBD.




5. Considerations and Open Issue

   Editor Notes: This section is used to note temporary discussion/
   conclusion that to be fixed in the future version, and will be
   removed before publication.  This is a part of L2 work, need to
   discuss how to go with other L2 network models.  The expectation is
   to include all potential L2 TE part in this work.




6. IANA Considerations

   TBD.




7. Manageability Considerations

   TBD.




8. Security Considerations

   The data following the model defined in this document is exchanged
   via, for example, the interface between an orchestrator and a
   transport network controller.  The security concerns mentioned in
   [I-D.ietf-teas-yang-te] also applies to this document.



   The YANG module defined in this document can be accessed via the
   RESTCONF protocol defined in [RFC8040], or maybe via the NETCONF
   protocol [RFC6241].




9. Acknowledgements

   We would like to thank Igor Bryskin and Daniel King for their
   comments and discussions.




10. Contributors

Yanlei Zheng
China Unicom
Email: zhengyl@dimpt.com

Zhe Liu
Huawei Technologies,
Email: liuzhe123@huawei.com

Zheyu Fan
Huawei Technologies,
Email: fanzheyu2@huawei.com

Sergio Belotti
Nokia,
Email: sergio.belotti@nokia.com

Yingxi Yao
Shanghai Bell,
yingxi.yao@nokia‑sbell.com




11. References


11.1. Normative References


   [I-D.ietf-ccamp-otn-topo-yang]

              zhenghaomian@huawei.com, z., Guo, A., Busi, I., Sharma,
              A., Liu, X., Belotti, S., Xu, Y., Wang, L., and O. Dios,
              "A YANG Data Model for Optical Transport Network
              Topology", draft-ietf-ccamp-otn-topo-yang-05 (work in
              progress), August 2018.




   [I-D.ietf-ccamp-otn-tunnel-model]

              zhenghaomian@huawei.com, z., Guo, A., Busi, I., Sharma,
              A., Rao, R., Belotti, S., Lopezalvarez, V., Li, Y., and Y.
              Xu, "OTN Tunnel YANG Model", draft-ietf-ccamp-otn-tunnel-
              model-05 (work in progress), August 2018.




   [I-D.ietf-teas-yang-te]

              Saad, T., Gandhi, R., Liu, X., Beeram, V., Shah, H., and
              I. Bryskin, "A YANG Data Model for Traffic Engineering
              Tunnels and Interfaces", draft-ietf-teas-yang-te-16 (work
              in progress), July 2018.




   [RFC6241]
  Enns, R., Ed., Bjorklund, M., Ed., Schoenwaelder, J., Ed.,
              and A. Bierman, Ed., "Network Configuration Protocol
              (NETCONF)", RFC 6241, DOI 10.17487/RFC6241, June 2011,
              <https://www.rfc-editor.org/info/rfc6241>.




   [RFC7139]
  Zhang, F., Ed., Zhang, G., Belotti, S., Ceccarelli, D.,
              and K. Pithewan, "GMPLS Signaling Extensions for Control
              of Evolving G.709 Optical Transport Networks", RFC 7139,
              DOI 10.17487/RFC7139, March 2014,
              <https://www.rfc-editor.org/info/rfc7139>.




   [RFC7950]
  Bjorklund, M., Ed., "The YANG 1.1 Data Modeling Language",
              RFC 7950, DOI 10.17487/RFC7950, August 2016,
              <https://www.rfc-editor.org/info/rfc7950>.




   [RFC8040]
  Bierman, A., Bjorklund, M., and K. Watsen, "RESTCONF
              Protocol", RFC 8040, DOI 10.17487/RFC8040, January 2017,
              <https://www.rfc-editor.org/info/rfc8040>.




11.2. Informative References


   [I-D.ietf-netmod-yang-tree-diagrams]

              Bjorklund, M. and L. Berger, "YANG Tree Diagrams", draft-
              ietf-netmod-yang-tree-diagrams-06 (work in progress),
              February 2018.




   [I-D.lee-ccamp-wson-tunnel-model]

              Lee, Y., Dhody, D., Lopezalvarez, V., King, D., Yoon, B.,
              and R. Vilata, "A Yang Data Model for WSON Tunnel", draft-
              lee-ccamp-wson-tunnel-model-04 (work in progress), January
              2018.




   [I-D.zhang-teas-transport-service-model]

              Zhang, X. and J. Ryoo, "A Service YANG Model for
              Connection-oriented Transport Networks", draft-zhang-teas-
              transport-service-model-01 (work in progress), October
              2016.




   [RFC7062]
  Zhang, F., Ed., Li, D., Li, H., Belotti, S., and D.
              Ceccarelli, "Framework for GMPLS and PCE Control of G.709
              Optical Transport Networks", RFC 7062,
              DOI 10.17487/RFC7062, November 2013,
              <https://www.rfc-editor.org/info/rfc7062>.



Authors' Addresses



Haomian Zheng
Huawei Technologies
F3 R&D Center, Huawei Industrial Base, Bantian, Longgang District
Shenzhen, Guangdong  518129
P.R.China



   Email: zhenghaomian@huawei.com




Aihua Guo
Huawei Technologies



   Email: aihuaguo@huawei.com




Italo Busi
Huawei Technologies



   Email: Italo.Busi@huawei.com




Yunbin Xu
CAICT



   Email: xuyunbin@ritt.cn




Yang Zhao
China Mobile



   Email: zhaoyangyjy@chinamobile.com



Xufeng Liu
Jabil



   Email: Xufeng_Liu@jabil.com




Giuseppe Fioccola
Telecom Italia



   Email: giuseppe.fioccola@telecomitalia.it












































draft-zheng-ccamp-cpe-otn-fwk-00 - Framework on Customer Premises Equipment Control in Optical Transport Networks






draft-zheng-ccamp-cpe-otn-fwk-00 - Framework on Customer Premises Equipment Cont

Index
Back 5
Prev
Next


CCAMP Working Group

Internet Draft

Category: Informational

Expires: April 22, 2019




Haomian Zheng

Huawei Technologies

Ruiquan Jing

China Telecom

October 22, 2018

Framework on Customer Premises Equipment Control in Optical Transport Networks 

                     draft-zheng-ccamp-cpe-otn-fwk-00





Abstract

   The term Customer Premises Equipment (CPE) describes the terminals
   that are associated with a carrier's telecommunication network. The
   CPE provides access between a customer's devices and the network.



   This document describes the framework for control of CPEs in optical
   transport networks. Gap analysis is also included as guidance for
   potential solutions such as protocol extensions.




Status of this Memo

   This Internet-Draft is submitted to IETF in full conformance with
   the provisions of BCP 78 and BCP 79.



   Internet-Drafts are working documents of the Internet Engineering
   Task Force (IETF), its areas, and its working groups.  Note that
   other groups may also distribute working documents as Internet-
   Drafts.



   Internet-Drafts are draft documents valid for a maximum of six
   months and may be updated, replaced, or obsoleted by other documents
   at any time.  It is inappropriate to use Internet-Drafts as
   reference material or to cite them other than as "work in progress."



   The list of current Internet-Drafts can be accessed at
   http://www.ietf.org/ietf/1id-abstracts.txt.



   The list of Internet-Draft Shadow Directories can be accessed at
   http://www.ietf.org/shadow.html.



   This Internet-Draft will expire on April 22, 2019.
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1. Introduction

   Carriers are providing leased line business-to-business (B2B)
   services to their customers. These kinds of service have special
   requests on bandwidth, latency, and other performance features. As
   the leased line services start at the Customer Premises Equipment
   (CPEs), the end-to-end (E2E) services need to be coordinated over
   heterogeneous networks with the support of CPE control mechanisms.



   The Generalized Multi-Protocol Label Switching (GMPLS) techniques
   [RFC3945] have been widely applied in metro and backbone network,
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   providing effective deployment and efficient recovery mechanisms. A
   detailed summary is provided in Section 4 of this document.



   The YANG models specified by the IETF can also be applied to satisfy
   the requirement of CPE control. The models' applicability is
   analyzed in Section 5.



   This document describes the framework for control of the CPE in
   optical transport networks. Gap analysis is also included as
   guidance for potential solutions such as protocol extensions.






1.1. Requirements Language

   The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
   "SHOULD", "SHOULD NOT", "RECOMMENDED", "NOT RECOMMENDED", "MAY", and
   "OPTIONAL" in this document are to be interpreted as described in
   BCP 14 [RFC2119] [RFC8174] when, and only when, they appear in all
   capitals, as shown here.




1.2. CPE Terminology

   TBD.






2. CPE Scenarios and Framework

   This section provides overviews of the GMPLS control plane and
   centralized controller systems as well as the interactions between
   the GMPLS control plane and centralized controllers.




2.1. B2B Leased Line Services in OTN context

       +‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+
       |           Carrier Orchestrator System           |
       +‑‑‑+‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑+
           |           |          |                  |
    .......|...........|..........|..................|.......
    :      |           | +‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑+         |      :
    :      |           | | CPE Ctrl& Mgmt  |         |      :
    : +‑‑‑‑+‑‑‑‑+    +‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑+    |    +‑‑‑‑+‑‑‑‑+ :
    : | EMS/NMS |    |  CPE Control   |‑‑+‑+    | EMS/NMS | :
    : | VendorA |    | and Management |  |      | VendorB | :


Internet‑Draft        CPE Control in OTN        October 2018


    : +‑‑‑‑+‑‑‑‑+    +‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑+  |      +‑‑‑‑+‑‑‑‑+ :
    :......|.................|...........|...........|......:
           |                 |           |           |
          _|_________________|_         _|___________|__
         /                     \       /                \
        /     Vendor A DCN      \     /   Vendor B DCN   \
        \                       /     \                  /
         \_____________________/       \________________/
                     |                         |
               ______|______             ______|______
              /             \           /             \
    +‑‑‑+    |      OTN      |         |      OTN      |    +‑‑‑+
    |CPE|‑‑‑+    Domain A     |‑‑‑‑‑‑‑|     Domain B    +‑‑‑|CPE|
    +‑‑‑+    |               |         |               |    +‑‑‑+
              \_____________/           \_____________/



       Figure 1: Architecture for OTN CPE Scenario



   In the Figure 1, a two-domain example of OTN network is used with
   CPE devices accessed to respective OTN domains. This architecture is
   an extension of existing one with controller hierarchies. The dashed
   line shows a logical of controller that directly controls the OTN
   domain via DCN. More specifically, besides traditional NMS/EMS,
   there is another CPE control/Management functional block in the
   system, to accomplish the control function of CPE devices. This
   logical system is further connected to carrier orchestration system.






3. Requirement Analysis for CPE Control

   In order to support the above scenarios, the following
   functionalities need to be satisfied.



     Interaction between CPE and NMS/EMS:



     - Report and Query the basic information from the CPE;



     - Configuration of CPE and OTN Access;



     - Management of the Connections/CPEs;



     Interaction between CPE and OTN Access:



     - Discovery and mapping to the right OTN access;
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     - Set up of connection between CPE and OTN via access protocol;



   The above interactions are should be automatically processed rather
   than manually. The main challenges are the limited resources
   (storage/memory/computation) on the CPE are not as good as on core
   nodes, so the solution may be different with core networks. If there
   are potential different protocols for the CPE, the interworking
   between the CPE and the core network would also need to be
   investigated.




4. GMPLS Applicability

   GMPLS [RFC3945] is capable of three different kind of functionality:
   discovery, routing, and signaling.



   The Link Management Protocol (LMP) [RFC4204] runs between a pair of
   physically or virtually adjacent nodes and is used to manage TE
   links. In addition to setting up and maintaining control channels,
   LMP can be used to discover and verify data link connectivity and to
   correlate the properties of the link. LMP is also applicable to the
   CPE scenario.



   Routing protocols, especially OSPF-TE [RFC4203], have been extended
   to provide link state capabilities for GMPLS. The same
   characteristics may be used for CPE control.



   In GMPLS, the signaling function is basically accomplished via RSVP-
   TE [RFC3473], with the definition of generalized label request and
   label set.



   Even if the current solution set is complete, it is challenging in
   the CPE scenario to support all the functions with limited resources
   on a simple CPE device. In order to support the automation of
   control in CPE environments, it is necessary to specify a simplified
   version of control protocols, to satisfy specific requirements in
   CPE control.






5. YANG Model Applicability

   [RFC7895] describes a YANG library that provides information about
   all the YANG modules used by a network management server. The
   NETCONF protocol defined in [RFC6241] can be used to support these
   YANG modules with the XML based data encoding.



   [RFC7407] defines the usage of YANG data models for the
   configuration of SNMP engines, which can also be applied for CPE
   configuration. A set of YANG submodules that share the same
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   namespace have been specified to add configuration support for SNMP
   features. These submodules include a common session, together with
   configurations to SNMP engine, target, notification, proxy,
   community and so on. These functions are required in CPE control,
   and these submodules can be applied in the system.



   [RFC8343] defines a YANG data model for the management of network
   interfaces, including the definitions for configuration and system
   state (status information and counters for the collection of
   statistics), satisfying the Network Management Datastore
   Architecture (NMDA), as a fundamental model. A few interface-type-
   specific models augment to this model, to support the interface
   management in tech-specific network scenarios, such as [RFC8344] for
   IP interfaces and [draft-ietf-netmod-intf-ext-yang] for Ethernet.



   Other functions have also been modeled in various other documents.
   Routing functions and DHCP have also been supported in [RFC8349].
   [draft-ietf-ccamp-alarm-module] provides a module for alarm
   management, [draft-ietf-netconf-ssh-client-server] and [draft-ietf-
   netconf-tls-client-server] specify the usage of communication
   protocols.



   Potential gaps in the current set of models for CPE control may
   include performance monitoring and management, fault diagnosis and
   management, configuration and collection on device port and so on.
   These modules need to be covered in future documents for a complete
   CPE control solution.




6. Other Control Plane Requirement

   TBD.




7. Network Management

   TBD.




8. Security Considerations

   TBD.




9. IANA Considerations

   TBD.
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    [--include-regexp include-regexp] entry ...
    [--exclude-regexp exclude-regexp] entry ...
    [--split-regexp split-regexp] entry ...
    [--input-file|-i input-file] entry ...
    entry ...

make-ncx --help






[bookmark: description]DESCRIPTION

make-ncx takes list of ncx entries and creates NCX (Navigation
Control for for XML applications Format) file out of them.

NCX is hierarchical structure, and the make-ncx supports this so
that the list of entries can include --in and --out options to
in and out in the hierarchy. Note, that the first item is always on
level 1 and you can go in only one level per entry, i.e. adding two
--in options right after each other is an error. Multiple --out
options is allowed, but going out from level 1 is not allowed.

Each entry contain 4 fields separated from each other by separator
regexp. The first field is the class of the entry. This can be
something like "book", "toc", "entry" etc. Second field is the id of
the entry. This should be something unique. Third field is the actual
link inside the mobibook, i.e. "index.html", "index.html#s1000" or
"rfc1234.html". Last field is the text of the entry.

If only 3 fields are given then they are assumed to be id, link and
text, and the class is the one given with --class option.

If only 2 fields are given then they are assumed to be link and text,
and the class is processed as with 3 fields, and id is autogenerated
from the link, by removing path, prefixes and special chars.

If only one field is given then it is assumed to be link, and class
and id is generated as previously, and link is converted to text by
removing prefixes and removing some special charactes and replacing
'/', '-', '_' to spaces.






[bookmark: options]OPTIONS


	[bookmark: help_h]--help -h


	
Prints out the usage information.



	[bookmark: version_v]--version -V


	
Prints out the version information.



	[bookmark: verbose_v]--verbose -v


	
Enables the verbose prints. This option can be given multiple times,
and each time it enables more verbose prints.



	[bookmark: output_o_output_file]--output -o output-file


	
Output file name. Defaults to stdout.



	[bookmark: config_config_file]--config config-file


	
All options given by the command line can also be given in the
configuration file. This option is used to read another configuration
file in addition to the default configuration file.



	[bookmark: depth_d_depth_of_toc]--depth -d depth-of-toc


	
Max depth of the NCX file. If not given this is autodetected from the
options.



	[bookmark: total_page_count_t_total_page_count]--total-page-count -T total-page-count


	
Sets total page count. If not given this is set to 0.



	[bookmark: max_page_number_m_max_page_number]--max-page-number -m max-page-number


	
Sets max page number. If not given this is set to 0.



	[bookmark: separator_s_separator_regexp]--separator -s separator-regexp


	
Separator regexp used to split entries to class, id, link and text.
Defaults to ':'



	[bookmark: author_a_author]--author -a author


	
Author of the publication.



	[bookmark: title_t_title]--title -t title


	
Title of the publication.



	[bookmark: in]--in


	
Go one level into the hierarchy. This option is used inside the entry
list and it affects the entries coming after it.



	[bookmark: out]--out


	
Go one level out in the hierarchy. This option is used inside the
entry list and it affects the entries coming after it.



	[bookmark: class_c]--class -c


	
Set the class of the entries coming after this if no class given in
the entry. This option is used inside the entry list and it affects
the entries coming after it.



	[bookmark: autosplit_a_split_count]--autosplit -A split-count


	
Starts autosplitting long list of entries, so that split-count
entries are combined so that the first entry stays at current level,
and all other entries are moved in one level inside the first entry.
This process is repeated until --in, --out, or new
--autosplit option is found. This option is used inside the entry
list and it affects the entries coming after it.



	[bookmark: include_regexp_include_regexp]--include-regexp include-regexp


	
Filters entries based on the regexp. Only those entries will be
processed which are matching this regexp. This allows creating one
entry file having all entries, and then filter them so that only parts
of them are included to the final ncx file. This option is used inside
the entry list and it affects the entries coming after it.



	[bookmark: exclude_regexp_exclude_regexp]--exclude-regexp exclude-regexp


	
Filters entries based on the regexp. Only those entries will be
processed which do not match this regexp. This allows creating one
entry file having all entries, and then filter them so that only parts
of them are included to the final ncx file. This option is used inside
the entry list and it affects the entries coming after it.



	[bookmark: split_regexp_split_regexp]--split-regexp split-regexp


	
Automatically split entries to sublevels based on the regexp. This
will match entries against the regexp and when first match is found it
will put this entry on current level and then go down one level, and
then put all further entries not matching this regexp to that level.
Further matching entries are moved to the same level as the first one.
This can be used in combination with --autosplit option in which
case --autosplit entries will be below this, meaning the hierarchy
will have 3 levels. Top level contains the entries matching this
regexp. The next level contains every Nth entry and lowest level
contains all other entries. Every time matching entry is found the
--autosplit counter is reset.



	[bookmark: input_file_i_input_file]--input-file -i input-file


	
Reads the list of options from the input-file instead of reading
them from command line. The options are in the file one option at
line, and are processed exactly as they would be on the command line.
This means that you can give --class, --in, --autosplit etc options
first and then just get the list of filenames from the file.










[bookmark: examples]EXAMPLES

make-ncx --title foo \
    --author bar \
  toc:toc:index.html:Index \
  book:rfc0001:rfc0001.html:RFC0001

make-ncx --title "RFC Index" \
    --author "IETF" \
    "toc:toc:index.html:Table of Contents" \
    --in \
    --class entry \
    0000:index.html#s0000:RFC0000 \
    1000:index.html#s1000:RFC1000 \
    2000:index.html#s2000:RFC2000 \
    3000:index.html#s3000:RFC3000 \
    4000:index.html#s4000:RFC4000 \
    5000:index.html#s5000:RFC5000 \
    6000:index.html#s6000:RFC6000 \
    --out \
    --class book \
    --autosplit 5 \
    rfc0001.html rfc0002.html rfc0003.html rfc0004.html rfc0005.html \
    rfc0006.html rfc0007.html rfc0008.html rfc0009.html rfc0010.html \
    rfc6001.html rfc6002.html rfc6003.html rfc6004.html rfc6005.html \
    rfc6006.html rfc6007.html

make-ncx --title "RFC Index" \
    --author "IETF" \
    "toc:toc:index.html:Table of Contents" \
    --in \
    --class entry \
    --input-file toc-entries.txt \
    --out \
    --class book \
    --autosplit 5 \
    --input-file rfc-list.txt






[bookmark: files]FILES


	[bookmark: makencxrc]~/.makencxrc


	
Default configuration file.










[bookmark: author]AUTHOR

Tero Kivinen <kivinen@iki.fi>.






[bookmark: history]HISTORY

This program was created when making RFC mobibook files for IETF use.
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[bookmark: name]NAME

make-opf - Create OPF file






[bookmark: synopsis]SYNOPSIS

make-opf [--help|-h] [--version|-V] [--verbose|-v]
    [--output|-o output-file-name]
    [--config config-file]
    [--beginning|-b first-page-filename]
    [--cover|-c cover-jpg-file-name]
    [--creator|-C creator]
    [--date|-D date]
    [--description|-d description]
    --id|-i id
    [--index|-I index-html-file-name]
    --language|-l language
    [--publisher|-p publisher]
    [--role|-r creator-role]
    [--stylesheet|-S stylesheet-css-file-name]
    [--subject|-s subject]
    --title|-t title
    [--toc|-T toc-ncs-file-name]
    filename ...

make-opf --help






[bookmark: description]DESCRIPTION

make-opf takes list of html files inside the mobibook and creates a
OPF (Open Packaging Format) file out of them.

Files are added to the spine in the order they appear in the command
line. Note, that before any files there is --cover, --beginning
and ---index pages, which always come in that order in the
beginning of the book.






[bookmark: options]OPTIONS


	[bookmark: help_h]--help -h


	
Prints out the usage information.



	[bookmark: version_v]--version -V


	
Prints out the version information.



	[bookmark: verbose_v]--verbose -v


	
Enables the verbose prints. This option can be given multiple times,
and each time it enables more verbose prints.



	[bookmark: output_o_output_file]--output -o output-file


	
Output file name. Defaults to stdout.



	[bookmark: config_config_file]--config config-file


	
All options given by the command line can also be given in the
configuration file. This option is used to read another configuration
file in addition to the default configuration file.



	[bookmark: beginning_b_first_page_filen_file_name]--beginning -b first-page-filen-file-name


	
File name inside the mobibook which is used as a beginning of the
book, i.e. when book is opened it comes to this page.



	[bookmark: cover_c_cover_jpg_file_name]--cover -c cover-jpg-file-name


	
File name inside the mobibook which is used as a cover page for the
publication. Must be jpg file. This is mandatory for Kindle books.



	[bookmark: creator_c_creator]--creator -C creator


	
Creator of the publication. Usually the name of the author.



	[bookmark: date_d_date]--date -D date


	
Date of the publication.



	[bookmark: description_d_description]--description -d description


	
Short description of t